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Makespan and Tardiness in Activity Networks with Lognormal
Activity Durations

Guillaume Sagnol∗†, Felix Balzer†, Ralf Borndörfer∗,
Claudia Spies†, Falk von Dincklage†

Abstract

We propose an algorithm to approximate the distribution of the completion time (makespan)
and the tardiness costs of a project, when durations are lognormally distributed. This prob-
lem arises naturally for the optimization of surgery scheduling, where it is very common
to assume lognormal procedure times. We present an analogous of Clark’s formulas to
compute the moments of the maximum of a set of lognormal variables. Then, we use mo-
ment matching formulas to approximate the earliest starting time of each activity of the
project by a shifted lognormal variable. This approach can be seen as a lognormal variant
of a state-of-the-art method used for the statistical static timing analysis (SSTA) of digital
circuits. We carried out numerical experiments with instances based on real data from the
application to surgery scheduling. We obtained very promising results, especially for the
approximation of the mean overtime in operating rooms, for which our algorithm yields
results of a similar quality to Monte-Carlo simulations requiring an amount of computing
time several orders of magnitude larger.

1 Introduction

An activity network is a mathematical representation of a project, given by a partial order
on a set of activities {a1, . . . , an}, such that ai < aj indicates that activity aj cannot start
before the end of activity ai. A crucial question for planners is to estimate the end of a project,
when the duration of each uncertainty is uncertain. This question has attracted a considerable
attention from the operations research community over the last 60 years. The first techniques
to analyze an activity network are known as CPM (critical path method, [KJW59]) and PERT
(project evaluation and review technique, [MRCF59]). These two techniques are simple, but lack
of mathematical accuracy, especially when the network contains several uncorrelated paths that
have roughly the same length [MR64]. However PERT gained so much popularity that many
authors call activity networks PERT networks nowadays.

Parametric methods have also been proposed for the analysis of stochastic activity net-
works: Martin suggested to use polynomials [Mar65], and Sculli used Clark’s formulas [Cla61]
to construct normal approximations of the earliest starting times of each activity [Scu83]. Also,
∗Zuse Institute Berlin
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exact expressions for the distribution of the completion time have been derived in the case
of exponentially distributed durations, and later extended to the case of phase-type distribu-
tions [FG83, KA86, MU15]. However this method requires a state-space model that grows
exponentially with the size of the network, so it can be used for very small instances only.

More recently, the problem also attracted much attraction in the literature on digital
circuit optimization, where the goal is to approximate the signal delay through a network
formed by gates and wires [BCSS08]. It gave rise to a version of Sculli’s method in canonical
form [VRK+06], which is computationally more efficient. Recently, the technique was also ex-
tended by using the family of skew-normal distributions, to take into account the skewness of
the completion time [VV14].

Another important question in the field of stochastic activity network analysis is to find
out which activity is potentially a bottleneck of the project. To this end, the notion of
criticality has been developed, and algorithms have been proposed to compute criticality in-
dices [DE85, Mon11]. The notion of criticality has also been linked to that of persistency in
robust optimization, and methods based on semidefinite programming have been developed to
approximate these indices and to bound completion times over a family of activity distribu-
tions [BNT06, NTZ11].

The present article is motivated by an application to surgery scheduling, an area in which it is
well known that durations exhibit a lognormal distribution [SMV98], or even a shifted-lognormal
distribution [SHDV10]. More generally, the use of lognormal distributions for the analysis of
stochastic project networks has also been suggested by the authors of [TB12]. In order to cope
with the fat-tail behaviour of lognormals, we introduce a method to estimate the completion
time (makespan) of a project and its total tardiness by using shifted lognormal approximations.
Our numerical experiments show that our technique provide reasonable estimations in a much
shorter time than Monte-Carlo simulations. Since the state-of-the-art in stochastic resource-
constrained scheduling is to use metaheuristics combined with Monte-Carlo simulations for the
evaluation of planning policies [Bal07, RCL16], we think that our method has the potential to
drastically improve the efficiency of algorithms for the planning of surgical resources.

Notation We use boldface letters to denote vectors. Capital letters are reserved for matrices
or random variables, depending on the context. Hence boldface capital letters refer to a random
vector. The symbol ek is used for the kth vector of the canonical basis of Rn, where the
dimension n should be clear from the context. In other words, ek is the kth column of In, the
identity matrix of dimension n. We use the notation E[X] for the expected value of X, and
V[X] for its variance-covariance matrix. We write cov(X,Y ) for the covariance between two
scalar random variables X and Y . In particular, we have cov(X,X) = V[X]. The probability
of a random event E is denoted by P[E].

Throughout this paper, the symbols Φ and ϕ represent respectively the cumulative distri-
bution function (CDF) and probability distribution function (PDF) of the standard normal
distribution.

∀x ∈ R, ϕ(x) =
1√
2π
e−

x2

2 , Φ(x) =

∫ x

s=−∞
ϕ(s) ds.
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We use the standard notation X ∼ Nk(µ,Σ) to say that X follows a (multivariate) normal
distribution with mean vector µ ∈ Rk and variance-covariance matrix Σ ∈ Sk+ (where Sk+
represents the set of all k×k-symmetric positive semidefinite matrices), or simplyX ∼ N (µ,Σ)
when the dimension is clear from the context. Then, the probability density ofX at x is denoted
by

ϕk(x;µ,Σ) :=
1√

(2π)k|Σ|
exp

(
−1

2
(x− µ)TΣ−1(x− µ)

)
,

where |Σ| is the determinant of Σ. The multivariate normal CDF at x is the probability that
X ≤ x, where the inequality is elementwise:

Φk(x;µ,Σ) :=

∫ x1

z1=−∞
· · ·
∫ xk

zk=−∞
ϕk(z;µ,Σ) dkz.

In particular, for k = 1, we have the identities ϕ(x) = ϕ1(x; 0, 1) and Φ(x) = Φ1(x; 0, 1).

2 Sum and Maximum of correlated lognormal variables

2.1 Maximum of correlated normal variables

Let X follow a multivariate normal distribution with mean vector µ ∈ Rn and variance-
covariance matrix Σ, and let Z = max(X1, X2). Then, the first four moments of Z have
known analytical expressions that were given by Clark in 1961 [Cla61]. The first two of them
are:

E[Z] = µ1Q+ µ2(1−Q) + θP (1)

E[Z2] = (µ2
1 + Σ1,1)Q+ (µ2

2 + Σ2,2)(1−Q) + (µ1 + µ2)θP, (2)

were θ =
√
V[X1 −X2] =

√
Σ1,1 + Σ2,2 − 2Σ1,2, P = ϕ(µ1−µ2θ ) and Q = Φ(µ1−µ2θ ). In partic-

ular, Q coincides with the probability that X1 ≥ X2, or equivalently that Z = X1. Moreover,
Clark showed that for all i ∈ {3, . . . , n}, we have

cov(Z,Xi) = QΣ1,i + (1−Q)Σ2,i. (3)

This suggests a recursive algorithm to estimate the density of Xmax := max(X1, . . . , Xn), by
rewritingXmax = max(Z,X3, . . . , XN ) and by approximating the law of the vector (Z,X3, . . . , XN )
by a multivariate normal distribution of dimension n−1, with mean and covariance matrix com-
puted using (1)–(3).

2.2 Maximum of correlated lognormal variables

Now, we recall that a random vector X of dimension n is said to have a log-normal distribution
of parameters µ and Σ if the vector logX := (logX1, . . . , logXn) follow a multivariate normal
law with the same parameters:

X ∼ LN(µ,Σ) ⇐⇒ log(X) ∼ N (µ,Σ).
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The recursive algorithm of Clark can immediately be adapted for lognormal variables. In-
deed, we have the relation

Xmax := max(X1, . . . , Xn) = emax(logX1,...,logXn).

So we can use Clark’s algorithm to approximate max(logX1, . . . , logXn) by a normal dis-
tribution N (µmax,σ2

max) for some parameters µmax and σmax. But then, this suggests that
logXmax can be approximated by a normal distribution, and so we can use the approximation
Xmax

approx∼ LN(µmax, σ
2
max).

Our tests suggest that this lognormal approximation provides a reasonable estimate eµmax+ 1
2
σ2
max

for the mean of Xmax, but the variance of Xmax is poorly approximated. To get a better ap-
proximation of the law of Xmax, we suggest to use the family of shifted lognormal distributions,
which have one additional location parameter and thus allow more flexibility. In particular, we
can match the first three moments of any right-skewed distribution with a shifted lognormal,
as shown in Lemma 2.1.

We point out that other authors have proposed to use the family of log-skew-normal distrib-
tions to approximate the sum of lognormal variables [HB15]. We chose to work with shifted log-
normals instead, because they allow to use simple closed-form expressions for moment-matching,
which is very important to achieve computational efficiency. Another argument in favour of
shifted lognormals is that they can be used to approximate normal variables (by letting the
shift parameter go to −∞), which could be useful to estimate the sum of a large numbers of
lognormal variables (by the central limit theorem).

2.3 Maximum of shifted lognormal variables

A scalar variable X is said to be have a shifted lognormal distribution with parameters c, µ,
and σ2 if log(X − c) follows a normal law of parameters µ and σ2. In this paper, we con-
sider the following multivariate extension of the shifted lognormal: X ∈ Rn is said to have
a (n−variate) shifted lognormal distribution with parameters c,µ and Σ if log(X − c) :=
(log(X1− c1), . . . , log(X1− c1)) has a n−variate normal distribution with parameters µ and Σ.

X ∼ SLN(c,µ,Σ) ⇐⇒ log(X − c) ∼ N (µ,Σ).

Simple calculus allows us to derive the first central moments of X ∼ SLN(c,µ,Σ):

E[Xi] = ci + eµi+
1
2

Σi,i , (4)

cov(Xi, Xj) = eµi+
1
2

Σi,i eµj+
1
2

Σj,j (eΣi,j − 1), (5)

skew(Xi) :=
E
[
Xi − E[Xi]

]3
V(Xi)

3
2

= (eΣi,i + 2) (eΣi,i − 1)
1
2 . (6)

The introduction of the shift parameter allows one to invert the above relations in order to
match the first three moments of any right-skewed variable:
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Lemma 2.1. Consider a random variable Y with mean m and variance v, and assume that
skew(Y ) = γ > 0. Then, Y has the same first three moments as X ∼ SLN(c, µ, σ2), where the
parameters c, µ and σ2 are given by the following formulas:

σ2 = log

( 2

2 + γ2 + (4γ2 + γ4)
1
2

) 1
3

+

(
2 + γ2 + (4γ2 + γ4)

1
2

2

) 1
3

− 1

 (7)

µ =
1

2
log

(
v

eσ2(eσ2 − 1)

)
(8)

c = m− eµ+ 1
2
σ2

(9)

Proof. It is straightforward (though lengthy) to verify that the expression in (7) is the unique
solution to the equation (eσ

2
+ 2) (eσ

2 − 1)
1
2 = γ, and is well defined as long as γ > 0. Then,

the expressions of µ and c are simply found by inverting (5) and (4).

We will show how to to compute the moments of the maximum of (correlated) shifted
lognormals. Then, we propose to approximate the law of the maximum by a shifted lognormal
using Lemma 2.1 to match its first three moments. We start with the maximum of 2 shifted
lognormal variables. Analogous to the case of normal variables, the general case with n variables
can be handled recursively, see Section 2.4.

So, letX ∼ SLN(c,µ,Σ) ∈ R2. By definition of a shifted lognormal, we have X1 = c1 + eY1 ,
X2 = c2 + eY2 for some random vector Y ∼ N (µ,Σ).

Now, assume without loss of generality that c1 ≥ c2 and define δ := log(c1− c2), or δ = −∞
if c1 = c2. Denote by Dδ the subset of all vectors y ∈ R2 satisfying y2 ≥ log(eδ + ey1) (in the
limit we set D−∞ := {y ∈ R2 : y2 ≥ y1}). This region is plotted in Figure 1, together with
the asymptotes. y2 = δ and y2 = y1. It is straightforward that Z := max(X1, X2) takes the
value of X2 if and only if Y ∈ Dδ. So the kth moment of Z around c2 can be expressed as the
integral

E[(Z − c2)k] =

∫
y∈R2\Dδ

(eδ + ey1)k ϕ2(y;µ,Σ) d2y +

∫
y∈Dδ

(ey2)k ϕ2(y;µ,Σ) d2y.

Now, observe that the relation evTx ϕn(x;µ,Σ) = eµ
T v+ 1

2
vTΣv ϕn(x;µ + Σv,Σ) holds for all

v ∈ Rn. We apply this relation for vectors of the form v = αei (i = 1, 2) and we expand the
previous formula. After some simplifications, we find

E[(Z − c2)k] =
k∑
j=0

(
k

j

)
eδ(k−j)+jµ1+ j2

2
Σ1,1

[
1− Pδ

( µ1 + jΣ1,1

µ2 + jΣ1,2

,Σ
)]

+ ekµ2+ k2

2
Σ2,2Pδ

( µ1 + kΣ1,2

µ2 + kΣ2,2

,Σ
)
,

(10)

where Pδ(m, S) represents the probability that a random variable W ∼ N2(m, S) belongs to
Dδ.
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y 2
=
y 1

y1

y2

y2 = δ

Dδ : y2 ≥ log(eδ + ey1)

Figure 1: Region Dδ ⊆ R2.

Hence, we can determine E[Zk] by evaluating probabilities of the form Pδ(m, S). We first
observe that the case δ = −∞ can be handled easily. Indeed, we have

P−∞(µ,Σ) = P(Y2 ≥ Y1) = Φ(
µ2 − µ1

θ
), (11)

where θ =
√
V[Y1 − Y2] =

√
Σ1,1 + Σ2,2 − 2Σ1,2.

To avoid numerical integration over a two-dimensional space we present a change of variable
that allows to integrate in one dimension only in Appendix A. Then, one can obtain quick
approximations of Pδ(m, S) using a Gaussian quadrature formula; see Proposition A.1.

The proposed approach to approximate the maximum of two shifted lognormal distribution
is summarized in Algorithm 1 (MAX_BIVARIATE_SLN)

2.4 Handling more than two variables

To allow for a recursive computation of the maximum of n ≥ 2 variables, we also need to update
the covariances of M := max(Xn−1, Xn) with Xi (i = 1, . . . , n− 2). Rather than performing an
exact computation –which would require to compute an integral over a tri-dimensional region,
we use the following heuristic procedure: Assume that

Σ =

 Σ11 Σ12

ΣT
12 Σ22

, (12)
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Algorithm 1 (MAX_BIVARIATE_SLN)
Approximates M := max(X1, X2), where X ∼ SLN(c,µ,Σ).

Input: c ∈ R2 with c1 ≥ c2, µ ∈ R2,Σ ∈ S2
+;

Output: (c0, µ0, σ
2
0), such that SLN(c0, µ0, σ

2
0) approximates M ,

and P0 = P[X1 ≥ X2].

δ ← log(c1 − c2) ∈ R ∪ {−∞}
for all j ∈ {0, 1, 2, 3} do
Compute Pj ← 1− Pδ(µ+ jΣe1,Σ)
Compute Qj ← Pδ(µ+ jΣe2,Σ) . use Formula (11) or integral in Appendix A

end for
for all k ∈ {1, 2, 3} do

Mk ←
∑k

j=0

(
k
j

)
eδ(k−j)+jµ1+ j2

2
Σ1,1 Pj + ekµ2+ k2

2
Σ2,2 Qk

end for
m←M1 + c2

v ←M2 −M2
1

γ ← (M3 − 3M2M1 + 2M3
1 )v−3/2

Compute (c0, µ0, σ0) from (m, v, γ), with the moment matching formulas (7)–(9).
return (c0, µ0, σ

2
0, P0)

where the blocks Σ11,Σ12 and Σ22 are of size (n−2)×(n−2), (n−2)×2, and 2×2, respectively.
Let X0 = SLN(c0, µ0, σ

2
0) be the approximation of M = max(Xn−1, Xn) returned by Algo-

rithm 1, and let P0 := P(Xn ≤ Xn−1), Q0 = 1− P0 (Note that P0 and Q0 can also be returned
by Algorithm 1). Then, we propose to approximate the distribution of (X1, . . . , Xn−2,M)
by a random variable of the form SLN(c+,µ+,Σ+), where c+ = [c1, . . . , cn−2, c0]T ∈ Rn−1,
µ+ = [µ1, . . . , µn−2, µ0]T ∈ Rn−1,

Σ+ =

 Σ11 u
uT σ2

0

, and u = Σ12

 P0

Q0

 ∈ Rn−2.

A heuristic justification for this approximation is that it both works in the situation where
cn− cn−1 → +∞ and cn− cn−1 → 0. In the first case, M tends to Xn, so Q0 tends to 1 and Σ+

tends to the principal submatrix of Σ corresponding to the variables (X1, . . . , Xn−2, Xn). In the
latter case,M tends to cn+exp(max(Yn−1, Yn)), and Clark’s formula (3) holds for the covariance
of the maximum of the two normal variables Yn−1, Yn. Moreover, we observed numerically that
the matrix Σ+ is positive semidefinite when the diagonal elements of Σ are small enough, for a
wide range of input parameters: the following proposition gives a sufficient condition for Σ+ to
be positive semidefinite that only depends on the parameters of the distribution of (Xn−1, Xn);
Figure 2 shows that this condition seems to hold with a high probability when maxi(Σi,i) is small.
In particular, during our tests the condition was never violated when maxi(Σi,i) < 0.6, which
is often true in practice. Indeed, for a log-normal variable X ∼ LN(µ, σ2), σ2 = 0.6 already
allows huge deviations from the nominal scenario: 95%-confidence interval is [0.22m, 4.56m],
where m := eµ is the median of X.
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Figure 2: Scatter plot showing whether the sufficient condition of Proposition 2.2 for Σ+ to be positive
semidefinite holds, for N = 105 pairs of random variables (X1, X2) ∼ SLN(c,µ,Σ). The parameters
of (X1, X2) were generated with c1 ∼ LN(0, 22), c2 = 0, µ1(4, 22), µ2(4, 22), Σ1,1 ∼ Uniform([0, 2]),
Σ2,2 ∼ Uniform([0, 2]), and Σ1,2 = ρ(Σ1,1Σ2,2)1/2, where ρ ∼ Uniform([−1, 1]).

Proposition 2.2. If σ2
0 ≥ [P0, Q0]Σ22[P0, Q0]T , then Σ+ is positive semidefinite.

Proof. We know that Σ is positive semidefinite, so by the Schur complement lemma, we have
Σ22 � ΣT

12Σ−1
11 Σ12. Hence, the inequality of the proposition implies

σ2
0 ≥ [P0, Q0]ΣT

12Σ−1
11 Σ12[P0, Q0]T = uTΣ−1

11 u,

which, by the Schur complement lemma again, implies that Σ+ is positive semidefinite.

The approach proposed above is summarized in Algorithm 2 (MAX_2_SLN). Note that the
algorithm also addresses the case where the condition of Proposition 2.2 is violated, by scaling
down the vector u. Then, the maximum of n SLN variables can be approximated by applying
MAX_2_SLN (n− 1) times, thanks to the relation

max(X1, . . . , Xn) = max(X1, . . . , Xn−2,max(Xn−1, Xn)).
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Algorithm 2 (MAX_2_SLN)
Approximates M := (X1, . . . , Xn−2,max(Xn−1, Xn)), where X ∼ SLN(c,µ,Σ).
Input: c ∈ Rn, µ ∈ Rn,Σ ∈ Sn+, with n ≥ 2;
Output: (c+,µ+,Σ+), such that SLN(c+,µ+,Σ+) approximates M ,
and Q0 ∈ [0, 1] such that P[Xn ≥ Xn−1] = Q0.

(Σ11,Σ12,Σ22)← Block-decomposition of Σ, see (12)
(c0, µ0, σ

2
0, P0)← MAX_BIVARIATE_SLN([cn−1, cn]T , [µn−1, µn]T ,Σ22)

Q0 ← 1− P0

c+ ← [c1, . . . , cn−2, c0]T ∈ Rn−1

µ+ ← [µ1, . . . , µn−2, µ0]T ∈ Rn−1

u← Σ12[P0, Q0]T ∈ Rn−2

if σ2
0 < [P0, Q0]Σ22[P0, Q0]T then

α← σ0

(
[P0, Q0]Σ22[P0, Q0]T

)−1/2

u← αu . correction factor to ensure Σ+ � 0

end if

Σ+ ←
 Σ11 u
uT σ2

0

 ∈ Sn−1
+

return (c+,µ+,Σ+, Q0)

We can also use this algorithm to compute recursively an approximation of the probabilities
pi = P[max(X1, . . . , Xn) = Xi]. This is what we do in Algorithm 3 (MAX_K_SLN), where an
additional parameter k ∈ {1, . . . , n} allows us to take the maximum of the k last variables only.

We point out that a recent paper [SZS06] studies the order in which variables are considered
within the maximum operation (for the case of normal variables). The authors present a greedy
approach to optimize the binary tree used to take pairwise maximums. Similar ideas could also
be applied to the case of (shifted) lognormal variables, but we have not tried this so far.

Algorithm 3 (MAX_K_SLN)
Approximates M := (X1, . . . , Xn−k,max(Xn−k+1, . . . , Xn)), where X ∼ SLN(c,µ,Σ).

Input: c ∈ Rn, µ ∈ Rn,Σ ∈ Sn+, and k ∈ {1, . . . , n};
Output: (c+,µ+,Σ+), such that SLN(c+,µ+,Σ+) approximates M ,
and p ∈ Rk such that P[max(Xn−k+1, . . . , Xn) = Xn−k+i] = pi.

p← [1] ∈ R1

for i ∈ {1, . . . , k − 1} do
(c,µ,Σ, Q0)←MAX_2_SLN(c,µ,Σ)
p← [1−Q0, Q0p

T ]T

end for
return (c,µ,Σ,p)
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2.5 Sum of shifted lognormal variables

Let Y ∼ SLN(cY ,µY ,Σ) ∈ Rn, and let X ∼ SLN(cX ,µX ,Diag(σ)2) ∈ Rn be independent
from Y . In this section, we propose to approximate the law of S = X + Y by a (multivariate)
shifted lognormal distribution, using the method of moments. To do so, we use the following
relations: for all i ∈ {1, . . . , n},

E[Si] = E[Xi] + E[Yi]

V[Si] = V[Xi] + V[Yi]

skew[Si] =
V[Xi]

3
2 skew[Xi] + V[Yi]

3
2 skew[Yi]

(V[Xi] + V[Yi])
3
2

.

Then, we can use the moment matching formulas (7)–(9) to approximate Si by a shifted log-
normal variable with parameters ci, µi, σ2

i . This suggests to use a bivariate distribution of
the form SLN(c,µ,Σ′), where the diagonal elements of Σ′ are Σ′i,i = σ2

i , and the off-diagonal
elements can be set by equating cov(Si, Sj) and cov(Yi, Yj):

Σ′i,j = log

[
1 +

(E[Yi]− cYi )(E[Yj ]− cYj )

(E[Si]− ci)(E[Sj ]− cj)
(eΣi,j − 1)

]
.

Again, we conjecture that the approximate variance-covariance matrix Σ′ is positive semidefi-
nite for practical values of Σ. At least the situation Σ′ � 0 never occurred during our numerical
experiments, cf. Section 4. Should this situation arise, a possible fix would be to take a pro-
jection of Σ′ over the cone Sn+, for which an explicit expression is given by the eigenvalue
decomposition [SA79].

This approach is summarized in Algorithm 4.

3 Makespan and tardiness in an activity network

Consider a directed acyclic graph G = (V,E) with random variables Xe ∼ SLN(ce, µe, σ
2
e)

attached to each arc e ∈ E ⊂ V × V . Each arc of the graph corresponds to an activity, and no
activity can start before all its predecessors are finished. We assume that each activity starts as
early as possible (we say that the schedule is semi-active; see [SKD95]). Therefore, all activities
corresponding to outgoing arcs of a particular vertex v ∈ V have the same starting time, which
we denote by Yv. The completion time of activity e = (u, v) ∈ E is denoted by Ze = Yu+Z(u,v).
In addition we assume that no activity starts before t = 0. The semi-active property of the
schedule can be expressed as follows:

∀v ∈ V, Yv = max
u∈pred(v)

(
Yu +X(u,v)

)
= max

e∈δ−(v)
Ze,

where pred(v) ⊂ V denotes the set of predecessors of v in G, δ−(v) ⊂ E is the set of incoming
arcs of v, and the maximum of an empty sequence is set to 0, by convention.
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Algorithm 4 (SUM_SLN)
Approximates S = X + Y , where X ∼ SLN(cX ,µX ,Diag(σ)2) ∈ Rn and Y ∼
SLN(cY ,µY ,Σ) ∈ Rn are mutually independent.

Input: cX ,µX ,σ2, cY ,µY ∈ Rn,Σ ∈ Sn+;
Output: (c,µ,Σ′), such that SLN(c,µ,Σ′) approximates the law of S.

for all i ∈ {1, . . . , n} do
mX
i ← cXi + exp(µXi + 1

2σ
2
i ); mY

i ← cYi + exp(µYi + 1
2Σi,i)

mi ← mX
i +mY

i

vXi ← (mX
i )2 (eσ

2
i − 1); vYi ← (mY

i )2 (eΣi,i − 1)
vi ← vXi + vYi
γXi ← (eσ

2
i + 2)(eσ

2
i − 1)1/2 ; γYi ← (eΣi,i + 2)(eΣi,i − 1)1/2

γi ← v
−3/2
i

(
(vXi )3/2γXi + (vYi )3/2γYi

)
Compute (ci, µi,Σ

′
i,i) from (mi, vi, γi), with the formulas (7)–(9).

end for
for all (i, j) ∈ {1, . . . , n}2, i 6= j do

Σ′i,j ← log[1 +
mYi −cYi
mi−ci

mYj −cYj
mj−cj (eΣi,j − 1)]

end for
return (c,µ,Σ′)

The makespan of the activity network corresponds to the time at which all activities are
finished:

M = max
v∈V

Yv = max
e∈E

Ze.

If we are given a due date dv and a per unit tardiness cost κv ≥ 0 for the starting time of
activities {e ∈ δ+(v)} that start from vertex v ∈ V , we can define the total tardiness by

T =
∑
v∈V

κv(Yv − dv)+,

where (x)+ := max(x, 0) is the nonnegative part of x. Note that we could define the tardiness
analogously for ending times of activities, by defining the tardiness costs arc-wise (rather than
vertex-wise).

3.1 Distribution of the makespan

From now on, we assume without loss of generality that V contains 2 dummy vertices s and f,
corresponding to the start and the end of the schedule, respectively. We can always reduce to
this case, by adding a dummy arc with zero duration from s to every vertex in G that has no
predecessors. Similarly, every vertex in G without any successors is connected to f by a dummy
arc. Note that the makespan M corresponds to the duration on the longest (s, f)−path of G.
This longest path is called critical path in the literature on project scheduling, and it is unique
with probability one under mild conditions on the activity durations [KBY+07].
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The notion of critical path can be extended to the case with stochastic activity durations.
The criticality index of activity is defined as the probability that it belongs to the critical path;
see [DE85]. For all v ∈ V \ {s} and e ∈ E, we define fve as the probability that arc e belongs
to the longest path from s to v. It is not difficult to see that fv must be an (s, v)−flow of unit
value, that is, it satisfies the flow conservation equations

∀u ∈ V,
∑

e∈δ−(u)

fve −
∑

e∈δ+(u)

fve =

{ −1 if u=s;
1 if u=v;
0 otherwise.

Given a topological sort of the graph s = v1, v2, . . . , vn = f, we can compute M = Yvn
recursively. We initialize the recursion with Yv1 = 0. Then, for all i = 2, . . . , n, we compute{

∀u ∈ pred(vi), Z(u,vi) = Yu +X(u,vi);

Yvi = maxe∈δ−(vi)(Ze).
(13)

Our approach is to approximate the result of each of these operations by a shifted lognormal
variable; it is summarized in Algorithm 5 (MAKESPAN_SLN). At line 5 of the algorithm, we use
Algorithm 4 (SUM_SLN) to approximate the joint law of Y i = [Yv0 , . . . , Yvi−1 ]T and the variables
Ze (∀e ∈ δ−(vi)). This is possible because Y i and the Z ′es are mutually independent, and
because for Y ∼ SLN(c,µ,Σ) we can use relations of the form:

 Y
Y +X

 =

 Y
Y

 +

 0
X

, where

 Y
Y

 ∼ SLN

( c
c

,
 µ
µ

,
 Σ Σ

Σ Σ


)
. (14)

Then, we use Algorithm 3 (MAX_K_SLN) to replace the Ze’s by their maximum. So at the
end of the ith iteration (c,µ,Σ) are the parameters of a SLN approximation of [Yv0 , . . . , Yvi ]

T .
Finally, at lines 7-8 we use the vector of probabilities p to compute an approximation of the
critical flow fvi from s to vi.

3.2 Distribution of the tardiness

Recall that the tardiness is defined by T =
∑

v∈V κv(Yv−dv)+, where dv and κv are parameters
specifying the due date and tardiness cost per unit of time for vertex v. We can use Algorithm 5
to approximate the joint distribution of the Yv’s by a shifted lognormal. In what follows,
we assume that Y = [Yv1 , . . . , Yvn ]T ∼ SLN(c,µ,Σ) (with respect to some topological sort
v1, . . . , vn of the graph).

Denote by Dv = (Yv − dv)+ the tardiness of vertex v. If we are solely interested in the
expected value of T , we only need to approximate the expected values of the Dv’s. For X ∼
N (µ, σ2), a > 0 and k ∈ N, it holds that

Hk(a, µ, σ
2) := E

[(
max(a, eX)

)k]
=

∫ log a

x=−∞
akϕ1

(
x;µ, σ2

)
dx+

∫ ∞
x=log a

ekxϕ1

(
x;µ, σ2

)
dx

12



Algorithm 5 (MAKESPAN_SLN)
Estimate the distribution of the makespan of the activity graph G
Input: Directed acyclic graph G with topological order s = v1, . . . , vn = f,

Distribution Xe ∼ SLN(ce, µe, σ
2
e), ∀e ∈ E;

Output: (c,µ,Σ), such that SLN(c,µ,Σ) approximates (Yv1 , . . . , Yvn),
and approximate critical flows fv, ∀v ∈ V .

1: Initialization: c← [0]; µ← [−∞]; Σ1,1 ← [1] . i.e., Yv0 ← 0

2: fv1e ← 0 (∀e ∈ E) . critical flow from s to s

3: for all i ∈ {2, . . . , n} do
4: Let u1, . . . , uk ∈ V be the predecessors of vi
5: Use SUM_SLN() to compute (ci,µi,Σi) such that the joint law of (Y i,Zi) ∈ Ri+k

can be approximated by SLN(ci,µi,Σi), where Y i = [Yv0 , . . . , Yvi−1 ]T and
Zi = [Yu1 +X(u1,vi), . . . , Yuk +X(uk,vi)]

T ; see Eq. (14).
6: (c,µ,Σ,p)← MAX_K_SLN(ci,µi,Σi, k)
7: fvie ←

∑k
j=1 pjf

uj
e (∀e ∈ E \ δ−(vi))

8: fvi(uj ,vi)
← pj (∀j ∈ {1, . . . , k})

9: end for
10: return (c,µ,Σ,fv1 , . . . ,fvn)

By using the relation ekxϕ1

(
x;µ, σ2

)
= ekµ+ 1

2
k2σ2

ϕ1

(
x;µ+ kσ2, σ2

)
, we find that for all a ∈ R,

Hk(a, µ, σ
2) =

 akΦ( log(a)−µ
σ ) + ekµ+ 1

2
k2σ2

Φ(µ−log(a)
σ + kσ) if a > 0

ekµ+ 1
2
k2σ2

otherwise.

Then, we have E[T ] =
∑

v∈V κv E[Dv], where E[Dv] = H1

(
dv − cv, µv,Σv,v

)
+ cv − dv.

The variance of T can be expressed as a function of the covariances between theDv’s: V[T ] =∑
u,v∈V×V κu κv cov[Du, Dv]. By writing V[Dv] = E[D2

v ]− E[Dv]
2, we obtain the expression

V[Dv] = H2

(
dv − cv, µv,Σv,v

)
−H1

(
dv − cv, µv,Σv,v

)2
.

By using the same technique as above, we can also express the cross-covariances in terms
of the bivariate normal CDF Φ2. Indeed, we provide in Appendix B formulas to compute
G(a, b,µ,Σ) := E

[
max(a, eX) max(b, eY )

]
, where (X,Y ) ∼ N2(µ,Σ). Then, we have:

cov[Du, Dv] =G

(
du − cu, dv − cv,

 µu
µv

,
 Σu,u Σu,v

Σu,v Σv,v


)

(15)

−H1

(
du − cu, µu,Σu,u

)
H1

(
dv − cv, µv,Σv,v

)
.

If we need an approximation for the distribution of T , note that we need to use a family of
distributions that can give a strictly positive weight to the T = 0. Indeed, if c < d, T is not

13



Figure 3: Activity graph of one OR scheduling instance

absolutely continuous with respect to Lebesgue measure in 0, and the probability that T = 0
can be expressed thanks to the multivariate normal CDF:

P0 := P[T = 0] = P[∀k = 1, . . . ,m, Zek ≤ dek ] = Φm(log(d− c);µ,Σ).

Our natural candidate is to approximate the distribution of T by that of max(X, 0), where
X ∼ SLN(c0, µ0, σ

2
0). We propose to set the parameters (c0, µ0, σ

2
0) so that T matches the first

two moments of X+, and P[X ≤ 0] = P0.

4 Numerical Experiments

We run numerical experiments for N = 516 instances from an application to surgery scheduling,
based on real data from the Charité hospital in Berlin. On a short term perspective, that is,
when the goal is to schedule resources for the next day of operation (a problem often termed as
operational planning in the literature on operating room (OR) management, see e.g. [GG11]),
the most relevant criterion is the overtime [DT02, MDE06], i.e. the time used by surgical
procedures outside of the regular block time. This criterion can be expressed as the total
tardiness of dummy vertices that indicate the end of surgical procedures in each OR.

An exemplary activity network from one of these instances is depicted in Figure 3. Here,
the two black nodes on both sides of the graph represent the start and the end of the schedule.
Each row corresponds to activities taking place in the same operating room: yellow, green,
and red vertices correspond to the start of the setup, surgical procedures, and clean-up of an
operation. The horizontal position of a node indicates the expected starting time of an activity.
Purple nodes indicate the end of the last surgical procedure in a given OR, so that the overtime
can be expressed as the total tardiness of all purple nodes (with respect to due dates indicating
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the end of the regular block time in each room). Finally, dashed arcs are dummy activities with
zero-duration (nodes linked by dashed arcs could have been merged, but we left the dummy
activities on the figure for the sake of visualization). For example, a dummy arc linking a red
node R to a green node G indicates that the surgical procedure starting at G must wait for the
end of the procedure ending at R, because they use a common resource (in this situation, the
same surgeon).

We used maximum likelihood estimators to fit the parameters of a lognormal model for the
durations of N = 20.849 surgical procedures, and for the time required to prepare and clean-
up the OR before and after each operation. Our model is similar to [SHDV10], and relies on
characteristics of the patient, operation, and surgical team.

In a follow-up work, we want to use metaheuristics to optimize the allocation of resources in
the operating rooms (OR), and use the parametric method presented in this article to quickly
evaluate tentative schedules. In this article, we simply evaluate the quality of the approximation
of the makespan and the tardiness of a given schedule, in terms of mean and standard deviation.
For the sake of planning and risk management, another relevant statistic are upper quantiles of
the makespan and overtime. This measure is also known as value at risk (VaR) in the literature
on portfolio management:

VaRα(X) = inf{x ∈ R : P[X ≥ x] ≤ α}.

For each schedule, we computed these statistics by means of a Monte-Carlo simulation with
105 runs. All relative errors are given with respect to the values computed in this Monte-Carlo
simulation, which we consider as the true values. We computed three approximations of the
distributions of the Y variables (in particular, recall that the makespan is M = Yvn):

• The normal approximation of Sculli [Scu83]: each duration is first approximated by a
normal variable by using the method of moments. Then, we iteratively approximate the
Yvi ’s by a normal variable using the method of moments, using Clark’s formulas (1)–(3)
for the max-operation in Equation (13).

• A lognormal approximation based a straightforward variant of the above method, in which
all Yvi are approximated by a lognormal. The sum of two lognormals is approximated
by another lognormal variable using the method of moments. For the maximum of log-
normal variables, Xmax := max(X1, . . . , logXn), we used Clark’s method to construct
an approximation max(logX1, . . . , logXn)

approx∼ N (µ0, σ
2
0), which suggests the approxi-

mation Xmax
approx∼ LN(µ0, σ

2
0).

• The shifted lognormal approximation proposed in the present article (Algorithm 5).

Then, for each of these three approximations we compute an estimated of the mean and
the variance of the overtime T , by following the lines of Section 3.2. To estimate values-at-
risk of the overtime, we fit a shifted lognormal variable X so that E[max(X, 0)],V[max(X, 0)]
and P[X ≤ 0] match with our estimates of E[T ],V[T ], and P[T = 0]. Thereafter we used the
estimates VaRα(T ) ' VaRα(max(X, 0)).

Finally, we also computed estimates of the statistics of interest based on a Monte-Carlo
approximations with N = 40 runs. The number N = 40 was chosen such that the CPU time
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Figure 4: Distribution of the error for the approximations of the mean, standard deviation and values-
at-risk of the makespan, over N = 516 instances.

spent by the Monte-Carlo simulation and our shifted lognormal approximation procedure are
approximately equal.

Figure 4 shows the distribution of the relative error among the N = 516 instances for the
estimates of the mean, standard deviation, and values at risk of the makespan. Interestingly,
we see that the normal and lognormal approximations actually provide better estimates of the
mean, but the shifted lognormal is far better in terms of standard deviation and upper quantiles.

The distribution of the relative error for the four estimates of the mean, standard deviation,
and value-at-risk 10% are depicted in Figure 5. In addition, we have also plotted the distribution
of the absolute error for the estimates of the probability of zero-overtime (relative error is not
appropriate because this probability is often very small). The estimates based on the shifted
lognormal approximation are the clear winners for the mean and the standard deviation, and
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Figure 5: Distribution of the error for the estimations of the mean, standard deviation and VaR(0.1)
of the overtime, and for the estimations of the probability of zero-overtime, over N = 516 instances.

they yield slightly better results than the approximation based on (non-shifted) lognormals.
The fact that the estimates of the mean are better with the shifted lognormal comes from the
fact that the standard deviations of the starting times Yv are better approximated with this
procedure. Indeed, to approximate E[Dv] = E[(Yv − dv)

+] it is not enough to have a good
estimate E[Yv]; we also need some information on how often Yv ≥ dv, and this information is
(partially) provided by the second moment of Yv.

For example, our method provides an estimation of the mean overtime within 5% of the
true value for 98% of the instances, while this number falls to 83%, 68%, and 34% of the
instances for the lognormal, normal, and Monte-Carlo (with 40 runs) methods, respectively.
The standard deviation of the estimation error of the mean overtime is 24.5 times larger with
the Monte-Carlo approach than with the shifted log-normal approach. This suggests that we
would require approximately 24.52 ' 600 times more simulation runs to obtain estimates of a
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similar quality by using the Monte-Carlo method.
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A Computation of normal probabilities over Dδ
The next proposition expresses Pδ(µ,Σ) as a one-dimensional integral, thanks to a change of
variable. Then, fast approximations of Pδ(µ,Σ) can be obtained from the Gauss-Legendre
quadrature; see e.g. [GW84].

Proposition A.1. Let δ ∈ R,µ ∈ R2 and consider a variance-covariance matrix

Σ =

[
σ2

1 ρσ1σ2

ρσ1σ2 σ2
2

]
∈ S2

+

for some σ1, σ2 > 0, ρ ∈ (−1, 1). Then,

Pδ(µ,Σ) =

∫ ∞
t=

δ−µ2
σ2

ϕ(t) Φ(f(t)) dt, (16)

where the function f is defined for all t > δ−µ2
σ2

by

f(t) :=
1

σ1

√
1− ρ2

(
log
(
eσ2t+µ2 − eδ

)
− µ1 − ρσ1t

)
.

Proof. Consider the change of variables

X1 =
1√

1− ρ2

(
W1 − µ1

σ1
− ρW2 − µ2

σ2

)
, X2 =

W2 − µ2

σ2
,

which is well known to transform W ∼ N2(µ,Σ) into a pair of independent and standardized
normal variables, X ∼ N2(0, I). Then, we have

W ∈ Dδ ⇐⇒ eW2 ≥ eδ + eW1 ⇐⇒ eσ2X2+µ2 ≥ eδ + eσ1
√

1−ρ2X1+ρσ1X2+µ1

⇐⇒ eσ1
√

1−ρ2X1 ≤ (eσ2X2+µ2 − eδ) e−(ρσ1X2+µ1)

⇐⇒ X1 ≤ f(X2).

Note that f(t) is defined for all t > δ−µ2
σ2

. Hence,

Pδ(µ,Σ) =

∫
y∈Dδ

ϕ2(y;µ,Σ) d2y =

∫ ∞
x2=

δ−µ2
σ2

∫ f(x2)

x1=−∞
ϕ2(x;0, I) d2x

=

∫ ∞
t=

δ−µ2
σ2

ϕ(t) Φ(f(t)) dt,

where we have used the fact that for all x ∈ R2, ϕ2(x;0, I) = ϕ(x1)ϕ(x2).
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B Covariance between dependent shifted lognormals

In Section 3.2 we need to compute cross-covariances between dependent shifted lognormal.
Equation (15) expresses these covariances using the functionG(a, b,µ,Σ) := E[max(a, eX) max(b, eY )],
where the expectation is taken with respect to (X,Y ) ∼ N2(µ,Σ). We will give below a for-
mula for G(a, b,µ,Σ) relying on the bivariate normal CDF Φ2. We need to distinguish 4 cases
in function of the sign of a and b.

• If a ≤ 0, b ≤ 0, note that

eXeY = eX+Y ∼ LN(µ1 + µ2,Σ1,1 + Σ2,2 + 2Σ1,2),

Then, a formula for G(a, b,µ,Σ) is easily obtained:

G(a, b,µ,Σ) = E[eX+Y ] = eµ1+µ2+ 1
2

(Σ1,1+Σ2,2+2Σ1,2).

• If a ≤ 0, b > 0, we need to use the identity

∀v ∈ Rn, ev
Tx ϕn(x;µ,Σ) = eµ

T v+ 1
2
vTΣv ϕn(x;µ+ Σv,Σ). (17)

Recall that e1 = [1, 0]T and e2 = [0, 1]T . In addition, we write 1 = [1, 1]T .

G(a, b,µ,Σ) = E[eX max(b, eY )]

=

∫
{x∈R2:x2≤log b}

bex1ϕ2(x;µ,Σ) +

∫
{x∈R2:x2>log b}

ex1+x2ϕ2(x;µ,Σ)

= beµ1+ 1
2

Σ1,1

∫
{x∈R2:x2≤log b}

ϕ2 (x;µ+ Σe1,Σ)

+ eµ
T 1+ 1

2
1TΣ1

∫
{x∈R2:x2>log b}

ϕ2 (x;µ+ Σ1,Σ)

In the last expression, the integrals represent normal probabilities over half-spaces of R2. These
probabilities can be expressed by using the standard normal CDF:

G(a, b,µ,Σ) = beµ1+ 1
2

Σ1,1Φ

(
log b− µ2 − Σ1,2

Σ
1/2
2,2

)

+ eµ1+µ2+ 1
2

(Σ1,1+Σ2,2+2Σ1,2)

[
1− Φ

(
log b− µ2 − Σ1,2 − Σ2,2

Σ
1/2
2,2

)]
.

• Similarly, if a > 0, b ≤ 0,

G(a, b,µ,Σ) = E[eY max(a, eX)]

= aeµ2+ 1
2

Σ2,2Φ

(
log a− µ1 − Σ1,2

Σ
1/2
1,1

)

+ eµ1+µ2+ 1
2

(Σ1,1+Σ2,2+2Σ1,2)

[
1− Φ

(
log a− µ1 − Σ1,2 − Σ1,1

Σ
1/2
1,1

)]
.
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• Finally, for a > 0, b > 0 we need to integrate over the 4 quadrants Q1 = (−∞, log a] ×
(−∞, log b], Q2 = (log a,+∞)×(−∞, log b], Q3 = (−∞, log a]×(log b,+∞) andQ4 = (log a,+∞)×
(log b,+∞):

G(a, b,µ,Σ) =

∫
Q1

abϕ2(x;µ,Σ) +

∫
Q2

bex1 ϕ2(x;µ,Σ)

+

∫
Q3

aex2 ϕ2(x;µ,Σ) +

∫
Q4

ex1+x2 ϕ2(x;µ,Σ)

After using formula (17) and expressing probabilities over quadrant Qi with the bivariate CDF,
we obtain

G(a, b,µ,Σ) = abΦ2(`;µ,Σ)

+ beµ1+ 1
2

Σ1,1

[
Φ

(
eT2 (`− µ− Σe1)

Σ
1/2
2,2

)
− Φ2 (`;µ+ Σe1,Σ)

]

+ aeµ2+ 1
2

Σ2,2

[
Φ

(
eT1 (`− µ− Σe2)

Σ
1/2
1,1

)
− Φ2 (`;µ+ Σe2,Σ)

]

+ eµ
T 1+ 1

2
1TΣ1

[
1 + Φ2 (`;µ+ Σ1,Σ)− Φ

(
eT1 (`− µ− Σ1)

(1TΣ1)1/2

)
− Φ

(
eT2 (`− µ− Σ1)

(1TΣ1)1/2

)]
,

where we have set ` := [log a, log b]T .
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