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Chapter 1

Introduction

In the last decades many powerful techniques based on decomposition and re-
formulation for solving hard optimization problems were developed, e.g., column
generation and Lagrangian relaxation. These methods decompose a problem into
a master problem and several subproblems which are repeatedly solved to up-
date the master problem. Frequently, subproblems solved in successive iterations
are rather similar in sense that only the cost vector changes, reflecting updated
information from the master problem. It is a natural idea to exploit these simi-
larities in order to improve the running time of the overall algorithm solving the
master problem. Methods to achieve this are known as reoptimization techniques.
These techniques have been investigated in the context of decomposition methods
for some time, e.g., Létocart, Nagih, and Plateau investigated reoptimization in
the context of Lagrangian relaxation [LNP12], Desrochers and Soumis for column
generation [DS88], and Hiller et al. for branch-and-bound [HKW13]. In the lit-
erature, there are many investigations of reoptimization for polynomial solvable
problems such as the shortest path problem, see Miller-Hooks and Yang [MHY05].
The resulting subproblems of the decomposition are usually solved by special com-
binatorial algorithms or branch-and-bound, see e.g., Friese and Rambau [FR06],
Hiller et al. [HKT13], and Krumke et al. [KRT02]. Moreover, the automatic re-
formulation and subsequent decomposition of Mixed Integer Programs (MIPs) are
already studied by, e.g., Ralph and Galati [RG06], Gamrath [Gam10], and Gam-
rath and Lübbecke [GL10] and lead to the development of generic branch-cut-
and-price solvers, e.g., [GCG] and [DIP]. In this context, the subproblems of the
re-formulation are solved by standard MIP solvers, which are very sophisticated
branch-and-bound algorithms. Thus, there is a need for reoptimization techniques
in MIP solvers to benefit from the knowledge obtained in previous iterations.

1.1 Motivation and Outline
One of the first investigations on reoptimizing MIPs was done by Guzelsoy in
2009, see [Guz09]. Since duality theory is well-studied for Linear Programs (LPs)
Guzelsoy presented considerations about duality theory in the context of MIPs in
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Chapter 1. Introduction

his doctoral thesis. Furthermore, he developed techniques for “warm starting” using
dual information obtained through primal algorithms. He investigated sequences
of MIPs that differ only in the right-hand side and focused on the value function
that returns the optimal solution value of a MIP as a function of the right-hand
side.
In 2014, Ralph and Hassanzadeh investigated reoptimization in the context of two-
stage stochastic optimization [RH14a] and, similar to Guzelsoy, they consider the
value function [RH14b].

In contrast to Guzelsoy, Ralph, and Hassanzadeh, this thesis focuses on reopti-
mization using primal information, i.e., continuing the solving process at a known
search frontier of the corresponding branch-and-bound tree, and is considering se-
quences (Pi)i∈I of MIPs that differ only in the objective function. We aim at
generalizing the results of the paper ”Reoptimization in branch-and-bound algo-
rithms with an application to elevator control” of Hiller, Klug, and the author of
this thesis [HKW13]. The authors considered reoptimization techniques for a very
special optimization problem and designed a specific branch-and-bound algorithm.
Indeed, their computations show that reoptimization can improve the running time
of their developed algorithm up to a factor of 6. In this thesis we want to shift
our attention to the questions ”Are these techniques applicable in the case of gen-
eral mixed integer programming?” and ”Do these techniques improve the solving
process of iterative procedures, e.g., column generation?” In the following chapters
we try to give answers to these questions. To this end, we consider a sequence of
MIPs that differ only in the objective functions and shall be solved iteratively with
a branch-and-bound algorithm.

The mere fact that branch-and-bound is no more than a clever enumeration tech-
nique leads to the insight that there cannot be a statement testifying improvements
in general. Of course, it is easy to construct situations where reoptimization – in
the sense of continuing the solving process at the last search frontier – is much
worse than solving from scratch. Let us consider the following situations. Consider
a standard branch-and-bound algorithm A and and a reoptimizing branch-and-
bound algorithm B. Moreover, let P be a Mixed Integer Program (MIP) and assume
solving P is quite hard, i.e., the branch-and-bound algorithms A and B generate a
lot of nodes. Since both solvers need to solve P from scratch the resulting nodes
and running time are the same. Consider the following two situations where the
objective function change.
In the first situation, the coefficient vector of the objective function changes to ĉ.
Let us denote the modified problem by P̂ , and assume due to these changes solving
P̂ becomes much easier. Moreover, assume a heuristic determines a feasible solution
yielding a primal bound U and let x̂ be an optimal solution of the LP-relaxation
and i an integral variable with x̂i /∈ Z. On the one hand, solver A needs exactly
one branching step, since both fixing variable i to bx̂ic and fixing i to dx̂ie exceeds
the primal bound U or yields an infeasible subproblem. Thus, solver A has solved
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P̂ to optimality after one branching step. On the other hand, solver B branches
as well but reoptimizes the whole search frontier resulting from solving P . Since
solver B needs to solve all nodes of the search frontier to prove the optimality of
the heuristic solution, the running time of B is much worse than the running time
of A.
In the second situation, however, the coefficient vector of the objective function
compared to c changes only slightly. Let us denote the coefficient vector by č
and the modified problem by P̌ . Since the objective function has changed a little
assume solving P̌ is as hard as solving P . Assume both solvers need to branch on
P̌ . On the one hand, branch-and-bound algorithm A generates more or less the
same nodes as during solving P . On the other hand, solver B starts the solving
process at the search frontier resulting from solving P , which are much less than
solving the whole tree up to this frontier. Since most of the nodes consist of only a
few unfixed variables it can be expected that solving these nodes – and the related
LP-relaxations – is much easier compared to solving P̌ from scratch.
The small example above shows that the benefit of reoptimization depends mainly
on the changes in the objective function, the hardness of the resulting LPs to be
solved, e.g., the number of simplex iterations, and the number of nodes generated
within the branch-and-bound process. In the context of column generation, the
objective functions of the consecutive problems depend on the dual prices only.
Moreover, it is known that at the beginning of the column generation process
the dual prices oscillate in a large range and that they are leveling off in later
iterations, see e.g., Desrosiers et al. [DASV99], Du Merle et al. [DVDH99], and
Lübbecke and Desrosiers [LD05]. In order not to spend too much time in re-
optimizing nodes although the objective function changes a lot, we introduce a
similarity of objective functions, see Section 2.5. We use this similarity to decide
if solving from scratch might be more advantageous than reoptimizing the search
frontier. Furthermore, we discuss the theoretical background of a reoptimizing
LP-based branch-and-bound algorithm which is inspired by Hiller et al. [HKW13],
see Section 2.1. Most of the state-of-the-art MIP solvers use a lot of techniques
based on dual information, e.g., if the solution of the LP-relaxation exceeds the
current primal bound. A decision is based on a dual information if this decision
is valid for at least one feasible solution, whereas a decision is based on a primal
information if this decision is valid for all feasible solutions. A decision which is
based on the current primal bound, e.g., discarding a subproblem, is only valid
up to the objective function change. After changing the objective function this
nodes might provide a feasible solution. Thus, decisions based on dual information
need a special treatment. As an example for a method based on dual information
we discuss strong branching. In this context we discuss a nice property of strong
branching: the detection of infeasible subtrees, see Section 2.2.1. The knowledge
about infeasible subtrees can be used for the solving process of the remaining MIPs
of the sequence.
Independent from reoptimization, we introduce a compression of the search tree.
Therefore, we consider the search frontier of a binary branching tree and ask for
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a set of representatives of size k, such that each node of the frontier is covered by
exactly one representative. The set of representatives corresponds to a new and
smaller search frontier. We model this optimization problem as a binary problem
and present heuristics to solve it.
To evaluate our theoretical considerations we extend an existing, well-accepted,
and well-maintained MIP solver, namely SCIP, and test our approach on various
optimization problems, e.g., Vertex Coloring and the Capacitated Vehicle Rout-
ing Problem. Furthermore, we generate random objective functions for arbitrary
binary and mixed binary problems of the Miplib 2010 to evaluate our extended
version of SCIP.

Outline of the thesis In the remainder of this chapter we present some basic
definitions and optimization techniques that we will need later. In Chapter 2, we
discuss the algorithm of Hiller et al. [HKW13] and introduce an LP-based branch-
and-bound algorithm (Section 2.1). Moreover, we discuss the handling of dual
information in Section 2.2, the separation of solutions found so far (Section 2.3),
the compression of search trees in Section 2.4, and introduce a similarity measure
of objective functions in Section 2.5.
In Chapter 3, we present our extension of the MIP solver SCIP and give some details
about the implementation. We start with a short overview of SCIP in Section 3.1.
Then, we present heuristics for the tree compression problem, discuss the difficulties
when using dual information, and present a primal heuristic based on the changes
of the objective function and the optimal solution of the previous problem.
Our computational experiments are presented in Chapter 4 and finally we give a
conclusions and an outlook in Chapter 5.

1.2 Preliminaries
In this section we give a short overview of important definitions and algorithms that
are fundamental for this thesis. We will start with introducing mixed integer linear
programming to be followed by pseudo-Boolean optimization, branch-and-bound,
and column generation. For more details we refer to the books by Chvátal [Chv83],
Boros and Hammer [BH02], Nemhauser and Wolsey [NW88], and Desrosiers and
Lübbecke [DL05].

1.2.1 Mixed Integer Programming
A mixed integer program (MIP) is defined as follows.

Definition 1.1 (mixed integer program)
Let m,n ∈ N. Given a matrix A ∈ Rm×n, vectors b ∈ Rm, and c ∈ Rn, and a set
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I ⊆ N = {1, . . . , n}. The problem

(MIP) c? = min cTx

s. t. Ax ≥ b

xi ∈ Z≥0 ∀i ∈ I
xj ∈ R≥0 ∀j ∈ N \ I

is called a mixed integer program with objective function cTx and constraints Ai·x ≥
bi for all i = 1, . . . ,m.

A vector x ∈ XMIP = {x ∈ Rn
≥0 |Ax ≥ b, xi ∈ Z≥0 ∀i ∈ I} is called feasible

solution and XMIP the set of feasible solutions. A feasible solution x? is called
optimal, if x? satisfies c? = cTx?.

Common special cases of MIPs are linear programs (LPs) for I = ∅ and integer
programs (IPs) for I = N . Additionally, an integer variable bounded by 0 and 1
is called binary variable. Let B ⊆ I denote the set of binary variables. An inte-
ger program with B = N is called binary program (BP) or mixed binary program
(MBP), if B = I ( N .

A lower or dual bound on a MIP can be computed by neglecting the integrality
constraints. The so-obtained problem is called the LP-relaxation of the MIP.

Definition 1.2 (LP-relaxation of MIP)
Given is a MIP as introduced in Definition 1.1. The LP-relaxation is defined as

(LP) c?LP = min cTx

s. t. Ax ≥ b

x ∈ Rn
≥0.

Analogous to XMIP we can define XLP as the set of feasible solutions of the LP-
relaxation. A feasible solution x?LP ∈ XLP is called LP-optimal if c?LP = cTx?LP .
In general solving MIPs is NP-hard [Sch03]. One common method for solving
MIPs is LP-based branch-and-bound. This method splits the problem into smaller
subproblems, and procedure is repeated on these subproblems. At any point a
global upper or primal bound is given by the best known solution, if existent, and
a local lower bound or dual bound is given by the respective LP-relaxation.

1.2.2 Pseudo-Boolean optimization
In Chapter 2.4 we will present a special kind of a binary problem, a so-called
pseudo-Boolean problem. For this purpose we introduce the basic definition of a
pseudo-Boolean problem in this section. For more detail we refer to Hammer and
Rubin [HR70] and Boros and Hammer [BH02] and the references therein.
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Let us denote by B = {0, 1} the set of binary values and let N = {1, . . . , n} be
an index set. Reflecting to Boros and Hammer [BH02] we consider functions in n
binary variables x1, . . . , xn and denote the binary vector by (x1, . . . , xn) ∈ Bn. A
function f : Bn → R of the form

f(x1, . . . , xn) =
∑
S⊆N

cS
∏
i∈S

xi, (1.1)

where cs ∈ R for each S ⊆ N , is called pseudo-Boolean function, see e.g., Hammer
et al. [HRR63]. The degree of the function deg(f) is given by the size of the largest
set S ⊆ N with cS 6= 0. A pseudo-Boolean function f is called linear, quadratic,
cubic etc. if deg(f) ≤ 1, 2, 3 etc. respectively. Liu and Truszczynski [liu06] defined
a pseudo-Boolean constraint as an integer inequality of the form

n∑
i=1

aixi ≥ b, (1.2)

with ai, b ∈ Z and xi ∈ B for all i ∈ [n]. A binary problem defined by a pseudo-
Boolean objective function and a set of pseudo-Boolean constraints is called pseudo-
Boolean optimization problem.

Pseudo-Boolean problems can be solved by special solvers, e.g., MiniSat+ [Min] and
Pueblo [SS06b], and by most state-of-the-art MIP solvers. Therefore, MIP solvers
provide a special type of constraints, so called and-constraints, and substitutes each
product of binary variables of the objective function, cf. (1.1), by a binary variable
r, called the resultant. The value of the resultant is given the corresponding and-
constraint

r = x1 ∧ · · · ∧ xj.

For more details on solving pseudo-Boolean optimization problems with MIP solvers
we refer to Winkler [Win14] and the references therein.

1.2.3 Branch-and-Bound
In this section we will give a short introduction on branch-and-bound. We start with
an abstract model. Afterwards, we discuss some properties of LP-based branch-
and-bound algorithms.
Consider the given problem

(P ) min c(x), s. t. x ∈ S (1.3)

with a space of solutions S . Furthermore, consider for each subset S ′ ⊆ S the two
functions

heur : 2S → S ′ ∪ ⊥
lbc : 2S′ → R.
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P1

U =∞

P11

U =∞
heur(P11) = ⊥ P12

U ← c(x?P12)
heur(P12) = x?P12

P111

U = c(x?P12)

lbc(P111) ≥ U P112

U ← c(x?P112)

heur(P112) = x?P112

Figure 1.1: Illustration of the work flow of a branch-and-bound procedure. The given problem
is P1, which became divided into the subproblems P11 and P12. First, the problem P11 is chosen
to be process and the heuristic yields no feasible solution. Therefore, problem P11 is split into
two smaller subproblems P111 and P112. Afterwards, subproblem P12 is chosen, the heuristic
yields a feasible solution x?

P12 , and the global upper bounds became updated. There are two
unprocessed subsets P111 and P112. The latter one get chosen to be process, the heuristic yields
a feasible solution, and the global upper became updated again. Finally, the last remaining
problem P111 became processed. The lower bound of P111 exceeds the global upper bound U ,
thus the subproblem gets discarded.

The first function heur is a heuristic, which either finds a feasible solution x?S′ , or
determines that no feasible solution was found – which is denoted by ⊥. The sec-
ond function lbc calculates a lower bound for S ′ w.r.t. the objective function c.

The key idea of branch-and-bound is dividing the search space of a given problem
into smaller subproblems and bound them by local lower and global upper bounds
up to these subproblems can be efficiently solved. In the beginning of a branch-
and-bound procedure a set of open problems is initialized, e.g., the original space
of solutions and at any point there exist a global upper (primal) bound and for
each subproblem a local (lower) dual bound. Afterwards, we choose a subproblem
from the set of open problems. A subproblem needs to be split, if the lower bound
is less than the global upper bound and less the objective value of the solution
determined by the heuristic. Otherwise, the subproblem yields a feasible solution,
e.g., the lower bound is equal to the objective value of a heuristical solution, or can
be discarded, e.g., the local lower bound is as large as the global upper bound. The
procedure terminates if the set of open subproblems is empty. For an illustration
in pseudo code see Algorithm 1.
In the following, each subproblems can be interpreted as a node of a tree T , where
we denote the set of all nodes by V and two nodes v and v′ are connected by an
arc e = (v, v′) if and only if v′ results from splitting v into smaller subproblems,
see Lines 8 and 14. We denote the set of arcs by E.

A variety of practical optimization problems can be modeled as a MIP. There-
fore, branch-and-bound is part of most of the state-of-the-art MIP solvers, e.g.,

7
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Algorithm 1: Abstract branch-and-bound framework.
Input : Objective function c, space of solutions S
Output: Optimal solution x? or NULL if no such exists.

1 Initialize: O ← S , x? ← NULL, U ←∞
2 while O 6= ∅ do
3 Choose S ′ ∈ O, O ← O \ S ′
4 if lbc(S ′) ≥ U then
5 Discard S ′.
6 else
7 if heur(S ′) = ⊥ then
8 Split S ′ in appropriate subproblems S ′1, . . . ,S ′l .
9 O ← O ∪ {S ′1, . . . ,S ′l}

10 else
11 Feasible solution x? ← heur(S ′) found.
12 U ← c(x?)
13 if lbc(S ′) < c(x?) then
14 Split S ′ in appropriate subproblems S ′1, . . . ,S ′l .
15 O ← O ∪ {S ′1, . . . ,S ′l}

16 return x?

Cplex [IBM14] and Gurobi [Gur14]. A branch-and-bound algorithm for MIPs is
called LP-based branch-and-bound algorithm. Within an LP-based branch-and-
bound the function lbc(v) is the LP-relaxation of v and the heuristic is the in-
tegrality check. For more details on branch-and-bound in MIP solvers we refer
to [Ach09], [AKM05], and [BGG+71] and the references therein.

Two of the biggest issues related to branch-and-bound are the node selectors –
which node next to process – and the branching rule – how to split a problem into
smaller subproblems. For a general branch-and-bound framework, see Algorithm 1,
it is very difficult to determine rules or strategies for selecting nodes or splitting
a problem into smaller subproblems. For that reason we will focus on LP-based
branch-and-bound algorithms, which were introduced by Lawler et al. [LW66] in
1966. Well-known strategies to choose a node to be processed are depth-first-search
and best-first-search. However, we do not want to elaborate on node-selection, be-
cause node-selection is not important for this thesis. More important are branching
strategies [Mit73], in particular strong branching [ABCC95]. For that reason, in
the end we present a procedure for generic variable selection and the basic idea of
strong branching, therefore we refer to Achterberg, Koch, and Martin [AKM05].
Achterberg et al. describe a generic variable selection as follows. Given is a sub-
problem P and an optimal solution x?LP ∈ XLP \XMIP of the LP-relaxation. Choose
a set of branching candidates C = {i ∈ I | x?LPi

/∈ Z} in the first step. Afterwards,

8
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calculate a score value si ∈ R for all variables with i ∈ C. Finally, the variable
with index i ∈ C such that score si gets maximal is the next variable to branch.

Strong Branching

The idea of strong branching is to test which of the fractional variables provides the
most benefit, before branching on any of them. This test is done by introducing a
temporary lower bound (the LP solution value rounded down) and subsequent an
upper bound (the LP solution value rounded up) of a variable i with non-integral
LP solution value xi, and solving the LP-relaxation of the modified problem. The
choice of the variable-set to test on is crucial. If the variable set is chosen as the
whole set {i ∈ I | xi /∈ Z} and the LP is solved to optimality, we call this strategy
full strong branching. A very common way is to limit the number of variables to
test on. SCIP – the MIP solver we implemented our approach in – choose at most
100 variables by default. For more details we refer to Achterberg et al. [AKM05].

1.2.4 Column Generation
Finally, we introduce column generation, which was the first motivation of reopti-
mization techniques. This short overview is based on Desrosiers and Lübbecke [DL05].
Let us denote the following problem as the master problem

(MP) min
∑
j∈J

cjxj

s. t.
∑
j∈J

a·jxj ≥ b

xj ≥ 0 ∀j ∈ J ,

where a·j is the j-th column of a matrix A, cf. Definition 1.1. The problem (MP)
can be solved with the simplex-algorithm [DOW+55]. In each iteration of the
simplex algorithm we look for a non-basic variable with negative reduced costs to
enter the basis. Let j ∈ J be the index of such a variable, which minimizes the
reduced costs c̄j = cj − yTa·j, where y is the non-negative vector of dual variables.
An explicit pricing over all variables in J would be too expensive, if the set of
variables is large. That is why column generation works with a reasonably small
set J ′ ⊂ J of columns.

(RMP) min
∑
j∈J ′

cjxj

s. t.
∑
j∈J ′

a·jxj ≥ b

xj ≥ 0 ∀j ∈ J ′.

This reduced problem is called restricted master problem (RMP). Let us denote x
and y as the optimal solutions of the current RMP. Let us denote the set of columns

9
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by A and assume the respective cost coefficients cj can be computed by a function
c : A → R. Then the pricing is performed by solving the subproblem (1.4).

c̄? = min{c(a·j)− yTaj | j ∈ J } (1.4)

The procedures terminates, if c̄? ≥ 0 holds for all j ∈ J . The optimal dual
solution vector y from the last RMP solves the MP optimal as well. Otherwise, we
add column j to RMP, J ′ ← j, and repeat solving (1.4).

10



Chapter 2

Reoptimization in
Branch-and-Bound algorithms

In this chapter we discuss the theoretical background on reoptimization within LP-
based branch-and-bound algorithms. We will start with a formal problem definition
and the key idea. The following parts of this chapter focus on improvements,
in particular valid inequalities and detecting infeasible subtrees. Moreover, the
subsequent sections deal with more theoretical considerations. These considerations
are not specially part of a reoptimizing LP-based branch-and-bound algorithm,
but in the following chapters we will see that these techniques can be helpful to
improve the running time. In particular, we discuss a theoretical consideration
about compression of search trees and introduce a criterion indicating the similarity
of two objective functions.

2.1 A Reoptimizing LP-based Branch-and-Bound
Algorithm

A first reoptimizing branch-and-bound algorithm was introduced by Hiller, Klug,
and the author of this thesis [HKW13] in 2013. This paper present in its first part
a very general approach, which we adapt and modify in the following. Consider
the sequence of MIPs

(Pi) min {ci(x) | x ∈ S} , (2.1)

given by a set of feasible solutions S = {x ∈ Zl≥0 × Rk
≥0 | Ax ≥ b} and a sequence

of objective functions (ci : S → R)i∈I , for some given index set I = {1, . . . ,m}.
Solving one problem of this sequence with a standard LP-based branch-and-bound
algorithm up to a given abort criterion, e.g., optimality, provides search space
dividing subsets:

• a set Pobj of subproblems that have been pruned because these subproblems
contain no better solution than the currently known, i.e., the solution value
of the LP-relaxation (cf. Definition 1.2) exceeds the current primal bound,
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• a set Σ of all feasible solutions found so far, and

• the set Po of as-yet unprocessed subproblems,

such that S = S (Po) ∪ S (Pobj) ∪ Σ holds, where S (Po) and S (Pobj) denotes the
space of solution induced by Po and Pobj, respectively. Usually, the set Po is empty
at the end of the computation and there are open nodes if and only if the solving
process terminates due to a abort criterion different to optimality, e.g., time limit.

In compliance with Hiller et al. we call the solving process of (Pi) min{cT
i x | x ∈ S}

an iteration and denote the branching tree by Ti = (Vi, Ei), that originates from
partitioning Pi into smaller appropriate subproblems, for all i ∈ I. Each node
v ∈ Vi corresponds to one of these subproblems P ⊂ Pi. Two nodes v, v′ ∈ V are
connected by a sequence of arcs (e1, . . . , ej), with el ∈ Ei for l = 1, . . . , j, if and
only if v′ is a subproblem of v. This sequence is called branching path, in short
path, from v to v′.

The General Approach of Hiller et al.
Before we start introducing our modifications of the algorithm of Hiller et al. we
give an overview of their basic idea. Therefore consider two iterations i < j. The
three authors proposed that solving Pj can be started at the last search frontier
of iteration i, i.e., starting at the leaf nodes of Ti. The set of leaf nodes generated
in iteration i can be divided into the sets of unprocessed nodes (Po) and nodes
pruned because their dual bound exceeds the best known primal bound (Pobj). Ad-
ditionally, all feasible solutions found during the solving process of Pi are collected
in Σ. Obviously, by changing the objective function ci to cj from iteration i to j
subproblems that are discarded since the LP-relaxation is infeasible cannot become
feasible. Thus, an optimal solution of Pi has to be in S (Po), S (Pobj) or Σ. Fur-
thermore, Hiller et al. introduced a simple update procedure of the just described
sets.
First of all, each solutions x ∈ Σ can improve the upper bound of Pj. Let U be
a given upper bound in a standard branch-and-bound algorithm to solve Pj. The
upper bound can be improved through U = minx∈Σ cj(x).
In a second step the authors update the sets Po and Pobj. A node v ∈ Pobj can be
attractive for objective function cj, i.e., lb(v) ≤ U . Also, a node v ∈ Po might be
pruned due to cost w.r.t. the objective function cj, i.e., lb(v) > U .
After updating the search frontier, Pj can be solved with a standard branch-and-
bound algorithm starting with the set of open nodes Po.
To solve (2.1) the authors assume there exists a second algorithm which invokes
the reoptimizing branch-and-bound procedure as a subalgorithm and hands over
the objective function, the open nodes, pruned nodes, and solutions found so far
of iteration i. After solving Pj, the search frontier of Tj and the expanded set of
solutions Σ are updated before the main algorithm proceeds with the next iteration
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S

x1

x2

0

1

0 1

c

c̃

Figure 2.1: Example for loss of optimality. The whole space of solutions S and the two objective
functions c and c̃ at their optimal solutions.

j + 1.

A similar approach, which contains the solving process from a previous search
frontier, was already proposed by Danna et al. [DFGW07]. In contrast to Hiller et
al. and this thesis, Danna et al. focus on generating multiple solutions for MIPs
and count the number of different solutions for a fixed objective function.

Modification to get an LP-based Branch-and-Bound Algo-
rithm
Hiller et al. considered elevator control as an application for their presented re-
optimizing branch-and-bound algorithm. They developed a special branching pro-
cedure such that each node v represents exactly one feasible solution s and the
nodes resulting by branching v do not contain this solution. Since they only save
the current search frontier, this can be interpreted as discarding v in the context
of LP-based branch-and-bound. Hence, the concept of feasible nodes in terms of
LP-based branch-and-bound is excluded. In our general case we have to save nodes
where the LP-relaxation solution was integral too, in order to guarantee optimality.
Therefore, we introduce a further set Pf .

The following example points out that the set Pf is necessary in the case of solving
general MIPs. Consider the space of solutions S defined by x1, x2 ∈ {0, 1} as
shown in Figure 2.1. Assume the current objective function is min cTx = −x1−x2.
Solving the LP-relaxation yields the integral solution x? = (1, 1), which is easy to
verify. Afterwards, the algorithm of Hiller et al. extend the set of feasible solution
by x? and the root node representing the original problem is removed from the set
of open nodes, i.e., Po is empty, and the algorithm finishes with the unique optimal
solution x?.
Let min c̃Tx = −x1 + x2 be the next objective function in the sequence. The only
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Algorithm 2: An reoptimizing LP based branch-and-bound framework.
Input : Objective function c : S → R; upper bound U ; sets P ′obj, P ′f , P ′o,

and Σ′.
Output: Sets of nodes Pobj, Pf , and Po; set of solutions Σ.

1 Pobj ← ∅, Pf ← ∅, Po ← ∅, Σ← Σ′

// Initialization
2 Po ← P ′f ∪ P ′obj ∪ P ′o
3 for x ∈ Σ do
4 U ← c(x) if c(x) < U

// Standard branch-and-bound
5 while Po 6= ∅ do
6 Choose v ∈ Po, Po ← Po \ {v}
7 if heur(v) provides a feasible solution x with c(x) < U then
8 Σ← Σ ∪ {x}
9 U ← c(x)

10 Pf ← Pf ∪ {v}
11 else
12 Solve the LP-relaxation of v.
13 if the LP-relaxation is feasible then
14 Let x?LP be the optimal solution of the LP-relaxation.
15 if c(x?LP ) < U then
16 if x?LP is integral then
17 Σ← Σ ∪ {x?LP}
18 U ← c(x?LP )
19 Pf ← Pf ∪ {v}
20 else
21 Split v into subproblems v1, . . . , vl .
22 Po ← Po ∪ {v1, . . . , vl}
23 else
24 Pobj ← Pobj ∪ {v}
25 else
26 Discard v .

solution found so far is x?, updating x? regarding the new objective function c̃
yield the upper bound U = 0. Since the set of open nodes is empty the algorithm
terminates and return solution x? as an optimal solution. Obviously, x̃? = (1, 0)
is the unique optimal solution for the new objective function and we lose an op-
timal solution. That means the algorithm does not work correctly for general MIPs.

This small example clarifies that the set of feasible nodes Pf is indispensable for an
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LP-based branch-and-bound algorithm. Due to that reason we extent the input,
output, and update procedure of the algorithm of Hiller et al. by the set Pf . For
an illustration in pseudo code see Algorithm 2.

It should be noted, that in general their is no reason to decide between the sets
Pobj and Pf because within the branch-and-bound procedure both sets are treated
equal. We decide between these two sets because in Chapter 3 we present two
heuristics and in our implementation the heuristics operate on the set of feasible
nodes Pf only.

Most state-of-the-art MIP solvers use, in addition to branch-and-bound, various
preprocessing and domain propagation techniques. In connection with reoptimiza-
tion, we have to be very careful when using these techniques. In general, all methods
using dual information have to be disabled or treated with special care. In Chap-
ter 3 we discuss some preprocessing and domain propagation techniques which are
implemented in SCIP, for more details we refer to Achterberg [Ach07, Ach09].

2.2 Strong Branching and Reoptimization
One of the core ingredients of branch-and-bound algorithms are branching rules.
There are various rules, for a survey see e.g., Achterberg et al. [AKM05]. Strong
branching is a concept used by many state-of-the-art branching rules. It selects in-
tegral variables with fraction LP solution values and precomputes the dual bounds
of potential child nodes by solving the according LP-relaxations or solve a prede-
fine number of LP iterations. Strong branching helps to keep the branching tree
small by taking good branching decisions. Moreover, if the solution value of the
LP-relaxation of a potential child node exceeds the current primal bound, i.e., the
best known solution, the potential child node can be ruled out. In the latter case,
discarding the subtree induced by this potential child node is only valid for the
current objective function, therefore we have to adjust our LP-based branch-and-
bound algorithm in order to use strong branching.

It should be noted, the techniques introduced in this section can be generalized to
all dual node-presolving methods, since strong branching is only a special case. Due
to technical reasons within SCIP – the framework we implemented our approach in
– these techniques are only be used for strong branching. For more information see
Chapter 3.

In the following, we argue why we have to modify Algorithm 2 in order to use strong
branching. Consider the problem P of the current iteration and a subproblem
P ⊆ P of a reoptimizing branch-and-bound procedure. For short, we identify a
variable by its index i and denote the value of i by xi. Furthermore, let C+, C− ⊆ N
be the sets of variables which have been fixed to their upper bound or lower bound
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by strong branching, respectively. These fixings discard all subproblems of P in
which at least one variable i ∈ C+ or i ∈ C− is different from the upper bound xi
or lower bound xi, respectively. None of these subproblems is pruned or discarded
at Line 24 and 26 and in no means detected as feasible at line 19 in Algorithm 2.
Thus these subproblems are neither part of Pobj nor Pf . Thereby, after changing
the objective function all these subproblems are lost and perhaps this includes the
loss of optimal solutions. For example consider the following binary problem P1
with space of solutions S .

(P1) min cT
1x = x1 + x2

x1 − x2 + 3x3 ≥ 0
x1 + x2 ≥ 1

xi ∈ {0, 1} ∀i = 1, 2, 3.

An optimal solution is x?1 = (0, 1, 1) with objective value c? = 1. We need not to
branch because the LP-relaxation is already integral and we end at line 19 with
Pf = {S}, Pobj = Po = ∅, and Σ = {x?1}. If the objective function changes to
c2 = (1,−1, 3), we get problem P2 with an identical space of solutions S .

(P2) min cT
2x = x1 − 2x2 + 1.5x3

x1 − x2 + 3x3 ≥ 0
x1 + x2 ≥ 1

xi ∈ {0, 1} ∀i = 1, 2, 3.

After the initialization phase in lines 4 and 2 we get a new primal bound U = −0.5
by x?1 ∈ Σ, the set Pobj is empty, Po = {S}, and Σ = Σ′ = {x?1}. Solving the LP-
relaxation yields the solution x?LP = (0, 1, 0.5) with objective value c?LP = −1.25.
Strong branching reduces the bound of variable 3 to zero because fixing variable 3
to one yields xLP = (0, 1, 1) with objective value c2(xLP ) = −0.5 which is not better
than the upper bound U . Whereas fixing of variable 3 to zero yields xLP = (1, 1, 0)
with objective value c2(xLP ) = −1. Fixing these variables yields the subproblem
P 1

2 with restricted space of solutions S1

(P 1
2 ) min cT

2x = x1 − 2x2 + 1.5x3

x1 − x2 + 3x3 ≥ 0
x1 + x2 ≥ 1

x3 = 0
xi ∈ {0, 1} ∀i = 1, 2, 3.

and afterwards an optimal solution x?2 = (1, 1, 0) with objective value c? = −1.
The set of solutions found so far is extended to Σ = {x?1, x?2}, the set of feasible
subproblems is Pf = {S1} and all other sets are empty. Changing the objective
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function to c3 = (0, 2,−3) again yields the problem P3 whose space of solutions is
defined by the union of Pobj, Pf , and Po from the last iterations.

(P3) min cT
2x = 2x2 − 3x3

x1 − x2 + 3x3 ≥ 0
x1 + x2 ≥ 1

x3 = 0
xi ∈ {0, 1} ∀i = 1, 2, 3.

Initializing the reoptimizing branch-and-bound algorithm output sets Pobj = Pf =
∅, Po = {S1}, Σ = {x?1, x?2}, and a new primal bound U = −1. Solving the LP-
relaxation of P3 yields x?3 = (1, 0, 0) with objective value c? = 0 which is not better
than the upper bound U . Thus, x?1 seems to be the optimal solution. Obviously,
optimizing c3 over the original space of solutions S gives x? = (1, 0, 1) with costs
of c? = −3, which is optimal. Therefore, we lose optimality through discarding all
subproblems, where x3 is equal to 1.

Hence, we have to maintain the variable sets C+ and C− to ensure optimality.
There are some possibilities to reconstruct all subproblems which will be discarded
by fixing variables i ∈ C+ ∪ C− to some upper and lower bound, respectively.

1. Remember subproblem P as before applying strong branching and forget all
strong branching decisions in the subtree induced by P .

2. Create all problems P1, . . . ,Pk, where all variables i ∈ C+∪C− are fixed but
at least one variable i ∈ C+ or i ∈ C− is different to xi and xi, respectively.

The first possibility seems to be easy to implement but there are two disadvantages.
First, strong branching provides the most advantage at the root node. Thus, re-
voking the strong branching decisions will be lead to the original problem. Hence,
we do not reoptimize. On the other hand, during the branch-and-bound process
most of the state-of-the-art MIP solvers provide constraint propagation techniques,
i.e., the MIP solver detects that a constraint becomes violated by fixing a variable
to some bound because another variable – that is part of the constraint too – is
already fixed to some value, e.g., by strong branching. This could be discard so-
lutions that are feasible regarding another objective function. Hence, optimality
cannot guaranteed.
The second idea seems to be very expensive with regard to the number of generated
nodes because this number is exponential.

These observations lead us to the following idea for the case of binary or mixed
binary problems. Therefore consider the definition of a logic-or constraint.
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Definition 2.1 (logic-or constraint)
Let B = {1, . . . , n} ⊆ I be a set of binary variables and C−, C+ ⊆ B disjoint
subsets. A logic-or constraint has the form∑

i∈C−
xi +

∑
j∈C+

(1− xj) ≥ 1. (2.2)

The idea is to split problem P ⊆ P into two nodes after changing the objective
function. One node is P with all fixings C+ ∪ C−. The other node is P with an
added logic-or constraint C depending on C+ and C− ensuring that at least one
variable gets different.

As of now, we restrict our consideration to binary and mixed binary problems.

Theorem 2.2:
Let P be a MIP, P ⊆ P a subproblem, and C+, C− ⊆ B disjoint sets of binary
variables. A complete and disjoint representation of the solution space S (P ) of P
is given by S (PF) ∪ S (PC), where

S (PF) = S (P ) ∩
{
x ∈ Rn | xi = 0 ∀i ∈ C− and xj = 1 ∀j ∈ C+

}
(2.3)

S (PC) = S (P ) ∩

x ∈ Rn |
∑
i∈C−

xi +
∑
j∈C+

(1− xj) ≥ 1

 , (2.4)

i.e., S (PC) contains all solutions with at least one variable xi = 1 or xj = 0 for
i ∈ C− and j ∈ C+.

Proof: We only have to focus on variables xi with i ∈ C+ ∪ C−. Assume S (PF)
and S (PC) are not disjoint. Let x ∈ S (PF) ∩ S (PC). By definition of S (PF) the
solution x has to fulfill xi = 0 and xj = 1, for all i ∈ C− and j ∈ C+. Thus, the
constraint ∑i∈C− xi + ∑

j∈C+(1 − xj) ≥ 1 is violated by x. Hence, x /∈ S (PC) and
S (PF) ∩ S (PC) = ∅.
Finally, consider x ∈ P and assume x /∈ S (PF) ∪ S (PC). Since x /∈ S (PF) at least
one variable i ∈ C− and j ∈ C+ needs to be different from xi = 0 and xj = 1,
respectively. Hence, by the definition of S (PC) it follows x ∈ S (PC), which is a
contradiction.

The theorem above guarantees optimality despite using strong branching. The-
orem 2.2 assures that saving the strong branching candidates C− and C+ and
splitting the subproblem into two nodes defined by (2.3) and (2.4) does not discard
any feasible subproblem or solution. With this knowledge we extend the input
and output of Algorithm 2 by variable set C−′(v), C+′(v) determined by perform-
ing strong branching in an iteration before and C−(v), C+(v) from the current
iteration, respectively. Additionally, we have to make some changes during the
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initialization of the problems in line 2, the branching step in line 21, and during
the saving of nodes with an infeasible LP in line 26
First, if strong branching was successfully performed on the node v in the last
iteration, i.e., the candidates C−(v) or C+(v) are not empty, we have to split v into
vF and vC and add them to the set of open nodes Po. If no strong branching was
performed we add v to set of open nodes.
Second, if strong branching reduces variable bound at v, we need to store the
determined variable sets C−(v) and C+(v).
In the end, if strong branching led to reductions at v and the LP-relaxation of v
is proven to be infeasible the variable sets can be deleted but v needs to be stored
in Pobj. Since the decision of fixing variable i ∈ C− to their lower bounds and
variables j ∈ C+ to their upper bounds is based on dual information, discarding v
will lead to the loss of optimal solutions.

Corollary 2.3:
Algorithm 2 extended by strong branching works correctly, i.e., no feasible solution
or subproblem will be discarded.

The correctness of this corollary results immediately from Theorem 2.2 and the
correctness of Algorithm 2, which is proven by Hiller et al. [HKW13].

2.2.1 Detecting Infeasible Subtrees
At the end of the previous section we mentioned that in case the LP-relaxation of
a node v is proven to be infeasible the information provided by strong branching
needs to de deleted. In this section we discuss how this dual information can be
used in further iterations.

A pleasant property of strong branching is that we get the detection of infeasible
subtrees for free. Consider problem P and let U = 1 be an upper bound.

(P ) min cTx = − x1 − x2 + 3x3

x1 + x2 − 4x3 ≤ 0
x1 + x2 ≥ 1

xi ∈ {0, 1} ∀i = 1, 2, 3.

Solving the LP-relaxation of P yields the solution x?LP = (1, 1, 0.5) with solution
value c(x?LP ) = −0.5. Therefore, variable 3 is the candidate to perform strong
branching on. Fixing variable 3 to 1 produce an objective value of at least 1 which
is not less than the current primal bound. Thus, strong branching determines
C+ = ∅ and C− = {3}. However, fixing variable 3 to x3 = 0 does not yield a
feasible solution of P because there exists no solution x ∈ P fulfilling the constraints
x1 + x2 ≤ 0 and x1 + x2 ≥ 1 at the same time.
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In connection with reoptimization it might be helpful to maintain the information
that there exist no feasible solution x ∈ P with x3 = 0. The following lemma
provides such a statement.

Proposition 2.4:
Let P be a binary or mixed binary problem, P ⊆ P a subproblem, and C+, C− ⊆ B
binary variable sets determined by strong branching. Let P̃ be the problem resulting
from P after strong branching, i.e., fixing all xi to 0 and xj to 1 for i ∈ C− and
j ∈ C+, respectively. If P̃ is infeasible, then

for all x? ∈ S (P ) =⇒ x? ∈ S (PC),

where S (PC) as defined in (2.4).

Proof: The solution space S (P̃ ) is empty because P̃ is infeasible. Moreover, by
Theorem 2.2 a complete and disjoint representation of P is given PF and PC. Recall
that S (PF) is defined as S (P ) ∩ {x ∈ Rn | xi = 0 ∀i ∈ C− and xj = 1 ∀j ∈ C+}.
Obviously, it holds S (P̃ ) = S (PF). Hence, S (PF) = ∅ and S (P ) = S (PC).

To extend Algorithm 2 to handle infeasible subtrees we need to change the initial-
ization phase and the saving procedure of infeasible nodes in line 26.
It is necessary to remember if the variable sets C− and C+ determined by strong
branching induced an infeasible subtree or not. In the first case, we do not need
to split a node v into vF and vC during the initialization phase at Line 2. Since
fixing i ∈ C− to zero and j ∈ C+ to one provides infeasibility it is sufficient to
generate vC. Additionally, we need to add v the set of pruned nodes at Line 24 and
remember the variable sets C+ and C− determined by strong branching instead of
discarding v at Line 26. In the second case we carry on as normal.

2.3 Separating Solutions
In the previous part of this chapter we introduced logic-or constraints to adjust
the generic algorithm of Hiller et al. [HKW13] to use strong branching during re-
optimization. In this part we present an additional application of these type of
constraints. During the standard branch-and-bound loop of our reoptimization al-
gorithm we save each feasible solution x?P and the according subproblem P . During
the solving process it can happen, that x?P is found in several iterations (e. g. the
according objective functions change only slightly). There are two possibilities to
handle this situation. One is saving the solution multiple times. The other is to
skip the saving. For the latter case a suitable method to detect multiple solutions
is required. With regard to reoptimization finding different solutions exclusively
would be the best case. Therefore we are interested to separate feasible solutions
found so far from the current search space.
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(a) Convex hull conv({0, 1}2) of P1 and ob-
jective functions c1, c2, and c3.
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(b) The convex hull of P1 after separating
solution (0, 0) and the three objective
functions.

Figure 2.2: Illustration of the convex hull of problem P1 and the three objective function.
Adding the hyperplane x1 + x2 ≥ 1 (thick) separates solution (0, 0).

Let us consider the following example, which clarifies that separating solutions
found so far can provide more benefit than skip saving or saving solutions multiple
times. For an illustrated example see Figure 2.2. We consider problem P1 with
coefficient vector of the objective function c1 = (1, 0).

(P1) min x1

xi ∈ {0, 1} ∀i = 1, 2.

Moreover, let us assume a heuristic finds solution x?1 = (0, 0), which is optimal and
the solving process of P1 is finished. In the following iteration the objective function
changes to c2 = (0, 1) and again a heuristic finds x?2 = (0, 0). We skip adding x?2 to
Σ because we have already saved this solution. After these two iterations we have
not won any information because the only saved problem is the original and the
only saved solution is (0, 0), which can be easily found. If the objective function
changes again, i.e., c3 = (−1, 1), our reoptimizing LP-based branch-and-bound al-
gorithm works like a standard branch-and-bound algorithm, because we have no
additional information and need to start from scratch.

Hence, we like to introduce a procedure which ensures, that we find each solution
at most once. Before we formulate a corresponding proposition we need some
notation. Consider a problem P which is defined by an objective function and
constraints Ai·x ≥ bi for i = 1, . . . ,m, and a subproblem P ⊆ P . Let us denote
the corresponding polytopes by P (A, b) = {x ∈ Rn | Ax ≥ b} and P (AP , bP ) ⊆
P (A, b), respectively. Furthermore, we introduce a subset of binary variables B̃ =
{i ∈ B | ∀x ∈ P : xi < xi}, where xi and xi are the global lower and upper bound
of variable i.
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Proposition 2.5:
Let P be a binary or mixed binary problem and P (A, b) the corresponding polytope.
Furthermore, let P ⊆ P be a subproblem which results from a branch-and-bound
procedure and x? ∈ P (AP , bP ) be a feasible solution. Then∑

i∈B̃ : x?
i =0

xi +
∑

j∈B̃ : x?
j =1

(1− xj) ≥ 1 (2.5)

is a valid inequality of

conv{x ∈ P (AP , bP ) |x 6= x?},

i.e., inequality (2.5) separates x? from P (AP , bP ).

Proof: By Theorem 2.2 a complete and disjoint representation of P (AP , bP ) is
given by

PF(AP , bP ) = conv{x ∈ P (AP , bP ) |xi = x?i ∀i ∈ B̃} (2.6)
PC(AP , bP ) = conv{x ∈ P (AP , bP ) |

∑
i∈B̃ : x?

i =0

xi +
∑

j∈B̃ : x?
j =1

(1− xj) ≥ 1}. (2.7)

Since (2.6) consists of exactly one point, i.e., PF(AP , bP ) = x?, inequality (2.5)
separates x? from P (AP , bP ).

Corollary 2.6:
Let P be a binary or mixed binary problem, P ⊆ P an infeasible subproblem which
results from a branch-and-bound procedure, and σ(P ) the unique branching path.
Then ∑

i∈σ(P ) : xi=0
xi +

∑
j∈σ(P ) : xj=1

(1− xj) ≥ 1 (2.8)

is a valid inequality for P .

It should be noted, that in general the inequalities (2.5) and (2.8) are not facet
defining, e.g., if we want to separate more than one solution. A related problem is
studied by Angulo et al. [AADK13]. The authors considered a polytope P and a
subset X of its vertices and studied the complexity of linear optimization over the
vertices of P that are not contained in X. This is called the Forbidden-Vertices
Problem. Obviously, this problem is equivalent to separating solutions found so far.
They showed, for general polytopes P optimizing over vert(P ) \X and describing
conv(vert(P ) \ X) is hard. Moreover, they presented several linear extended for-
mulations for general and 0-1 polytopes.

To extend our algorithm to separate solutions we have to extend the input and
output by a set of constraints C, have to add a loop over all feasible nodes v ∈ Pf

22



Separating Solutions

Algorithm 3: An reoptimizing LP based branch-and-bound framework which
is able to handle strong branching, detects infeasible subtrees and separates
solutions found so far.

Input : Objective function c : S → R; upper bound U ; sets P ′obj , P ′f , P ′o, Σ′, C−′ , C+′ ,
and C

′ .
Output: Sets Pobj , Pf , Po, C−, C+, and C; set of solutions Σ.

1 Pobj ← ∅, Pf ← ∅, Po ← ∅, Σ← Σ′

// Initialization
2 Po ← P ′o
3 for v ∈ P ′f ∪ P ′obj do
4 if v ∈ P ′f then
5 Add constraint C′(v) to v. // separate solutions found so far
6 Po ← Po ∪ {v}
7 else
8 if C−′(v) ∪ C+′(v) 6= ∅ then
9 Generate nodes vC, vF. // split strong branched node

10 Po ← Po ∪ {vC, vC}
11 else
12 Po ← Po ∪ {v}

13 for x ∈ Σ do
14 U ← c(x) if c(x) < U .

// Standard branch-and-bound
15 while Po 6= ∅ do
16 Choose v ∈ Po, Po ← Po \ {v}
17 if heur(v) provides a feasible solution x with c(x) < U then
18 Σ← Σ ∪ {x}, U ← c(x), Pf ← Pf ∪ {v}
19 else
20 Solve the LP-relaxation of v.
21 if the LP-relaxation is feasible then
22 Let x?

LP be the optimal solution of the LP-relaxation.
23 if c(x?

LP ) < U then
24 if x?

LP is integral then
25 Σ← Σ ∪ {x?

LP }, U ← c(x?
LP ), Pf ← Pf ∪ {v}

26 Save logic-or constraint C(v) to separate x?
LP .

27 else
28 Split v into subproblems v1, . . . , vl

29 Po ← Po ∪ {v1, . . . , vl}
30 Save strong branching candidates C−(v) and C+(v) if necessary.

31 else
32 Pobj ← Pobj ∪ {v}

33 else if strong branching was performed on v then
34 Pobj ← Pobj ∪ {v}
35 Save strong branching candidates C−(v) and C+(v).
36 else
37 Discard v.
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in which the constraint C(v) becomes added to v, and need to change line 19 to
separate a solution x by adding the constraint C(v) to node v.

The prior three sections dealt with different extensions of Algorithm 2. Through
these extensions we refine the generic reoptimization branch-and-bound algorithm
of Hiller, Klug, and the author of this thesis [HKW13] to a reoptimizing LP-based
branch-and-bound algorithm. In each of the previous sections we introduced some
changes to apply the corresponding methods and for the sake of completeness all
these changes are summarized in Algorithm 3.

Theorem 2.7:
The reoptimizing LP-based branch-and-bound algorithm extended by strong branch-
ing, detecting infeasible subtrees, and separating solutions works correctly.

Proof: W. l. o. g. we can assume that the initialization phase works correctly.
Moreover, let i be the current iteration. We have to show each optimal solution
x? ∈ S (Pi) is part of S (Po) ∪ Σ after the initialization phase.
Assume x? /∈ S (Po) ∪ Σ. If i = 1 Algorithm 3 is equivalent to a standard branch-
and-bound algorithm and Po = {P1} and Σ = ∅. Hence, if there exists a feasible
solution x? ∈ S =⇒ x? ∈ S (Po), which is a contradiction.
Assume the algorithm works correctly up to an iteration i = k. Let i = k + 1 be
the current iteration. By the induction hypothesis there exists a subproblem P ?

such that x? ∈ P ? that became discarded in iteration l < i. Consider the following
cases.

1. x? is separated: The algorithm separates x?, see Proposition 2.5, if and only
if the solution was already found. Thus, x? ∈ Σ, which is a contradiction.

2. P ? is strong branched: The variable sets C− and C+ determined by strong
branching in iteration l induced either an infeasible subtree or lead to splitting
P ? in iteration l + 1. Both cases lead to a contradiction. On the one hand,
Proposition 2.4 implies x? ∈ P ?

C which becomes reoptimized in iteration l+1,
see Line 2. On the other hand, Theorem 2.2 ensures a complete representation
of P ? by P ?

F and P ?
C . Since these subproblems are added to Po or Pobj during

the initialization (which works correct by assumption) =⇒ x? ∈ S (Po).

3. P ? is infeasible: By changing the objective function no feasible solution of
some former iteration becomes infeasible and no infeasible solution becomes
feasible. Since the algorithm cut off subproblems with an infeasible LP-
relaxation only, x? cannot be an optimal solution of Pi, which is a contradic-
tion.
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v1 v2

v3

v4 v5

v6

(a) Search tree T .

r1

v1 v2

r2

r3

v4 v5

v6

(b) Set R which covers the search frontier.

Figure 2.3: Illustration of the introducing example. Figure 2.3(a) shows a search tree with
leaves v1, . . . , v6. Figure 2.3(b) shows a set R = {r1, r2, r3} which covers the leaves Vleaf ⊆ V .

2.4 Compression of Search Trees
In this section we discuss a theoretical consideration on the recurring issue between
information content and memory usage. This is, we consider a given binary search
tree and ask for a representation of the search frontier consisting of exactly k nodes
such that the content of information of the representation is as good as possible.
Therefore, we consider a search tree T = (V,E) and the set of leaf nodes Vleaf ⊆ V
resulting from solving a binary optimization problem consisting of n variables with
a branch-and-bound algorithm. Furthermore, we denote the value of variable i in
node v ∈ V by xvi . This leads to the following definitions.

Definition 2.8
Let T = (V,E) be a binary search tree over a basic set of binary variables x1, . . . , xn.
For each node v ∈ V the set of variables can be partitioned into three disjoint sets:

• X0
v = {i ∈ B | xvi = 0}

• X1
v = {i ∈ B | xvi = 1}

• X?
v = {i ∈ B | xvi is unfixed}.

For simplification we denote by Bv = {i ∈ B | i ∈ X0
v ∪ X1

v} the set of variables
which are set to 0 or 1 in node v ∈ V .

Definition 2.9 (set of representatives)
Let T = (V,E) be a binary search tree. We call r ∈ {0, 1, ?}n representative of
v ∈ Vleaf ⊆ V if X0

r ⊆ X0
v , X

1
r ⊆ X1

v , and X?
v ⊆ X?

r , where Xs
r = {i ∈ B | xri = s}

with s ∈ {0, 1, ?}. We say r represents v and for short r � v. A set R is called set
of representatives, if each leaf v ∈ Vleaf is represented by a unique r ∈ R and each
representative represents at least one leaf.

To get an intuition for the problem consider the following example and see Fig-
ure 2.3. We solve problem P defined by binary variables x1, . . . , x4 with a branch-
and-bound algorithm. Vleaf = {v1, . . . , v6} is the set of leaves at the end of the
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solving process. Moreover, assume we are looking for a set R of size k = 3. A
possible solution is R = {r1, r2, r3}, where r1 is the parent node v′ ∈ V of v1 and
v2; r2 is the node v3 itself; r3 is the first common node v′′ ∈ V along the path to
the root of v4, v5, and v6.
As mentioned in the beginning, the content of information of the set of represen-
tatives shall be as good as possible, therefore we introduce the following definition
of the loss of information.

Definition 2.10 (loss of information)
Let T = (V,E) be a binary search tree, Vleaf ⊆ V the set of leafs nodes and R a set
of representatives. We define the loss of information w.r.t. representative r ∈ R
by

loss(Vleaf , r) =
∑

v∈Vleaf : r�v
|X?

r \X?
v | (2.9)

and the loss of information w.r.t. the set of representatives R by

loss(Vleaf , R) =
∑
r∈R

loss(Vleaf , r). (2.10)

The definition of loss is quite natural, because we count for each representative r
representing node v the number of branching decisions which are taken back by
replacing v with r. See Figure 2.3, where 2.3(a) illustrates the given search tree
and 2.3(b) the resulting compression. Representative r1 represents two nodes with
loss(T, r1) = 2 because v1 and v5 are two children of r1. The loss of information
w.r.t. r2 is 5, leaves v2 and v3 share one common branching decision, thus we count
this decision twice.

It should be noted, that a representative r in general is not part of the given
tree T . And thus, the set of representatives R is a search frontier of another tree
resulting by solving the corresponding binary problem. An example of a set of
representatives which is not part of T can be found in Figure 2.4. Obviously, the
order of branching decisions differs in disjoint subtrees, which is quite natural in
a branch-and-bound algorithm. An optimal set of representatives of size 3 is, e.g.,
r1 = (?, 1, ?, ?, ?), r2 = (1, 0, ?, ?, ?), and r3 = (0, 0, ?, 0, ?), with loss = 7. Repre-
sentative r1 represents leaf v1 and v5, r2 is the node v6 itself, and nodes v2, v3, v4
are represented by r3. r1 is not part of the given search tree but still represents
common branching decisions of v1 and v5.

We call the problem to find a set representatives R of size k tree compression
problem (TCP) which is defined as follows.

Definition 2.11 (tree compression problem)
Let T = (V,E) be a binary search tree and k ∈ N with k ≤ |Vleaf |. The tree
compression problem is to find a set of representatives R = {r1, . . . , rk} such that
loss(T,R) is minimal.
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(a) Binary search tree T with leaf nodes
Vleaf = {v1, . . . , v6}.

r1

v1 v5

x2 = 1

r2

v2 v3 v4

x1 = 1

r3

x4 = 0

x1 = 0

x2 = 0

(b) Compression of T with loss = 7.

Figure 2.4: 2.4(a): Binary search tree T and 2.4(b): compression with loss = 7, representatives
R (orange), and covered nodes (dashed). Node v6 is equal to representative r3, therefore we waive
drawing v6 itself.

The problem can be modeled as a pseudo-Boolean problem of degree 2 – quadratic
tree compression problem (qTCP). Therefore we introduce binary variables xri , yri ,
and zrv for all i ∈ B, v ∈ Vleaf , and z ∈ [k].

Problem 2.12 (tree compression):

(qTCP ) min
∑
r∈R

∑
v∈Vleaf

zrv
∑
i∈Bv

(1− yri )

s. t.
∑
r∈R

zrv = 1 ∀v ∈ Vleaf (2.11)∑
v∈Vleaf

zrv ≥ 1 ∀r ∈ [k] (2.12)

xri + (1− yri )− zrv ≥ xvi − 1 ∀r ∈ [k], ∀v ∈ Vleaf , ∀i ∈ Bv (2.13)
xri − (1− yri ) + zrv ≤ xvi + 1 ∀r ∈ [k], ∀v ∈ Vleaf , ∀i ∈ Bv (2.14)

(1− yri )− zrv ≥ 0 ∀r ∈ [k], ∀v ∈ Vleaf , ∀i ∈ B \ Bv
(2.15)

xri , y
r
i ∈ {0, 1} ∀r ∈ [k], ∀i ∈ B (2.16)

zrv ∈ {0, 1} ∀r ∈ [k], ∀v ∈ Vleaf (2.17)
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Fixing the binary variables xri , yri , and zrv to 0 or 1 can be interpreted as following.

xri =

1, if variable i is fixed to 1 in r
0, if variable i is fixed to 0 or unfixed in r

∀i ∈ B, r ∈ [k],

yri =

1, if variable i is fixed in r
0, if variable i is unfixed in r

∀i ∈ B, r ∈ [k],

zrv =

1 if v is represented by r
0 otherwise

∀v ∈ Vleaf , r ∈ [k].

The first two constraints (2.11) and (2.12) are coupling constraint and ensure that
each leaf v is covered by exactly one representative r and each representative covers
at least one leaf. The following two constraints (2.13) and (2.14) ensure that
variables in representative r and leaf v are fixed to the same value or are unfixed
in r, if r covers v. The last constraint ensures that yri is set to zero if r represents
a leaf v with an unfixed variable xvi . All these constraints ensure that the cover
properties are fulfilled.

Proposition 2.13:
The definition of loss of information is equivalent to the objective function of qTCP .

Proof: First, consider an arbitrary representative r ∈ R.

loss(Vleaf , r) =
∑

v∈Vleaf : r�v
|X?

r \X?
v | =

∑
v∈Vleaf

zrv · |X?
r \X?

v |

=
∑

v∈Vleaf

zrv
∑

i∈X0
v∪X1

v

(1− yri ) =
∑

v∈Vleaf

zrv
∑
i∈Bv

(1− yri )

Finally, by the definition of loss of information w.r.t. the set of representatives R
it follows

loss(Vleaf , R) =
∑
r∈R

loss(r) =
∑
r∈R

∑
v∈Vleaf

zrv
∑
i∈Bv

(1− yri ).

By the definition of the set of representatives each node v ∈ Vleaf needs to be
represented by an unique representative r. We do not need to model the uniquess
with a constraint because the uniqueness is implied by the definition of loss of
information. Consider two representatives r, r′ which cover the same leaf nodes.
By assumption, k is less or equal to the number of leafs, thus there has to exist
at least two nodes which are different in at least one common variable i and are
represented by r and r′, respectively. This implies, the loss of information can be
reduced by setting xri to zero and xr

′
i to one. Moreover, assume a representative

r′ is represented by another representative r, i.e., r � r′, thus there exist at least
one leaf v which is represented by r and r′. This leads to a contradiction because
constraint 2.11 ensures that each leaf is covered by exactly one representative.
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Theorem 2.14:
Problem 2.12 is a complete formulation for the tree compression problem 2.11,
where the set of representatives R = {r1, . . . , rk} is given by

rji =

xr
j

i if yrj

i = 1
? otherwise

∀i = 1, . . . , n,

for all j = 1, . . . , k.

Closing the part on tree compression we present a linearization of the quadratic
objective function of 2.12. We use a well-known trick to linearize the products of
two binary variables, see e.g., Adams and Sherali [AS90]. Therefore, each quadratic
term zrv · yri can substituted by a new variables drvi . Thus, k · |Vleaf | · |B| variables
have to be added. Additionally, each triple (r, v, i) ∈ R × Vleaf × B has to fulfill
constraints (2.18) – (2.20).

zrv ≥ drvi (2.18)
yri ≥ drvi (2.19)

zrv + yri − 1 ≤ drvi (2.20)

These constraints ensure that drvi = 0 if and only if the product of zrv and yri is
equal to 0, and drvi = 1 if and only if zrv = yri = 1. Consider constraints (2.18)
and (2.19), if zrv or yri is equal to 0 then drvi has to be 0, otherwise, 1 is an upper
bound for drvi . Analogous for constraint (2.20), if the left-hand side is equal to 1
then drvi has to be 1, too.

Problem 2.15 (linearized tree compression):

(TCP ) min
∑
r∈R

∑
v∈Vleaf

(∑
i∈B

drvi − zrv |X?
v |
)

(2.11)–(2.17)
zrv ≥ drvi (2.21)
yri ≥ drvi (2.22)

zrv + yri − 1 ≤ drvi (2.23)
drvi ∈ R (2.24)

The theoretical considerations in this section can be used to reduce the number of
nodes during the initialization phase of a reoptimizing LP-based branch-and-bound
algorithm. In Section 3.3 we present two heuristic based on the knowledge of this
section.
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2.5 Similarity of Objective Functions
In this section we introduce a criterion to measure the similarity of two objective
functions. If we consider two objective functions of the sequence (2.1) the crite-
rion can be used to estimate a-priori the similarity of the resulting search trees. If
two objective functions are quite similar – whatever similar means at this point –
the expectation is that the resulting search trees are similar as well, provided the
branch-and-bound algorithm works deterministic. On the other hand, if two objec-
tive functions are quite different the resulting search trees might be very different,
too. An immediate consequence might be that continuing the solving process at the
last search frontier needs much more effort than solving the problem from scratch.
Hiller et al. [HKW13] introduced a similarity of search trees by comparing the
branching decisions. They used this similarity to corroborate their assumption
that the resulting search trees became more and more similar during their proce-
dure. However, in the following we introduce an a-priori criterion that does not
depend on the resulting trees.

Let c = (c1, . . . , cn) ∈ Rn be the coefficient-vector of an objective function. We
define by ha(c) = {x ∈ Rn | ∑n

i=1 cixi = a} the hyperplane induced by c. Obviously,
the normal vector of ha(c) is equal to c. For an example see figure 2.5(a). For
easy handling, if we talk in the following about objective functions we mean the
coefficient-vector c.

Definition 2.16 (Similarity of objective functions)
Let c, c̃ ∈ Rn be two objective functions. Then the similarity of c and c̃ is given by

Λ(c, c̃) = 〈c, c̃〉
‖c‖2‖c̃‖2

.

Proposition 2.17:
Let c, c̃ ∈ Rn two objective functions. The similarity Λ(c, c̃) ∈ [−1, 1].

The correctness of the proposition is obvious because the definition of similarity is
equivalent to the law of cosines. For an interpretation consider two arbitrary objec-
tive functions c, c̃ ∈ Rn. If c is a multiple of c̃ the similarity is 1. The similarity of
c and c̃ is equal to 0 if c and c̃ are orthogonal, e.g., c = (1, 1, 1) and c̃ = (1, 1,−2),
and −1 if both functions point into opposed directions, e.g., c = (0, 0, 1) and
c̃ = (0, 0,−1).

This criterion has an important role for our implementation and is used very com-
monly. In Chapter 4 we will see that this a-priori estimation can improve the
running time.
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(a) Hyperplane ha(c) induced by c =
(1, 1, 1) and the normal vector ~nc.

c1

c2

c3

ha(c)

ha(c̃)

~nc

~nc̃

(b) Hyperplanes ha(c̃)
and ha(c) induced by
c̃ = (1, cos(10) + sin(10), cos(10) −
sin(10)) and c = (1, 1, 1), and the
normal vector ~nc̃ and ~nc, respectively.
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(c) Orthogonal hyperplanes ha(c) and

ha(c̃).
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(d) Opposed hyperplanes ha(c) and ha(c̃).

Figure 2.5: Examples of 3-dimensional hyperplanes induced by objective functions and there
normal vectors.
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Figure 2.6: Similarity of objective functions arising from solving pricing problems. The pic-
tures 2.6(a) – 2.6(d) show the similarity of each function in the sequence w.r.t. the last objec-
tive function. Each sequence of objective functions is generated automatically by decomposition
framework GCG [GCG]. The four presented instances 1-FullIns_3, 1-FullIns_4, anna, and
1-Insertion_4 are part of a graph coloring benchmark set [GCB].
.
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Chapter 3

Extending SCIP to a Reoptimizing
Branch-and-Bound Framework

In this chapter, we describe a way to extend a MIP solver by our reoptimization
approach. First, we give a brief overview of the MIP solver SCIP on the basis
of [Ach07] and [Ach09], which is the basis of our implementation. Afterwards, we
introduce a basic version of the extended reoptimizing MIP solver ReoptSCIP. We
discuss the risk of using preprocessing and domain propagation, explain how to
use the techniques presented in Chapter 2 with methods provided by SCIP, e.g.,
the event system, and explain how to handle multiple solutions and find solutions
with high diversity. Finally, we present two advanced versions ReoptSCIPfull and
ReoptSCIPhybrid.

3.1 SCIP – a MIP Solver
SCIP – Solving Constraint Integer Programs – was initially developed by Achter-
berg [Ach07] and is still being developed by a group of researchers at the Zuse-
Institut-Berlin [BGG+12]. As its name suggests, SCIP was created to solve con-
straint integer programs (CIPs). Constraint integer programming is an integration
of constraint programming (see e.g., Apt [Apt03]) and mixed integer programming.
A detailed definition can be found in [Ach07] and [ABK+08].
SCIP is designed as a framework which provides the infrastructure to implement
branch-and-bound based search algorithms. Thereby the major part of algorithms
to perform the search, e.g., branching rules, are external plugins which are included
by the user. SCIP provides a very detailed interface, such that the user defined
plugins can interact as callback objects with the framework. During the solving
process SCIP periodically calls a set of predefined methods through which plugins
can interact with SCIP.
On the following pages we give a short overview of the most important plugins
which are relevant for this thesis. For more details and information about the
underlying concepts we refer to the dissertation of Tobias Achterberg [Ach07].
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The most important plugin type in SCIP are the constraint handlers. Each con-
straint handler represents the semantic of a class of constraints, e.g., set-covering,
and includes various algorithms to handle constraints of the corresponding type,
e.g., the 2-literal-watching scheme [MMZ+01] which is the state-of-the-art method
for domain propagation of variables which appear in a common set-covering con-
straint. The main task of a constraint handler is to check the feasibility of solutions
w.r.t. the specific constraint class and to enforce that solutions satisfy all con-
straints of this class. Additionally, they can provide constraint specific algorithms
for presolving, separating, branching and domain propagation.
Since SCIP is a branch-cut-and-price framework, branching rules and node selectors
are necessary for the branch-and-bound process. As already mentioned in chap-
ter 1.2.3 branching rules split the current problem into appropriate subproblems
and node selectors choose a node to be processed. Common examples for branching
rules and node selectors are strong branching and depth first search, respectively.
In addition to the constraint specific presolving and domain propagation techniques,
further presolving and domain propagation algorithms can be applied with the help
of presolvers and domain propagators, respectively. These algorithms interact with
the whole set of constraints and, for example, perform dual reductions which take
the currently best known primal bound or objective function into account. Domain
propagation is also known as node preprocessing and is performed at every node of
the branch-and-bound tree. Its goal is to tighten the variable bounds of the current
subproblem.
A very useful plugin type are event handlers which process events generated by
SCIP, e.g., if a node gets discarded because the LP-relaxation is proven to be
infeasible the event NODEINFEASIBLE is thrown.
Further plugins provided by SCIP are variables pricers, cut separators, primal
heuristics, conflict handlers, and file readers.
SCIP with default plugins is a state-of-the-art MIP solver and is competitive with
other free (CBC [FLH05], Symphony [Ral10]) and commercial solvers (Cplex [IBM14],
Gurobi [Gur14]). A comparison of free and commercial solvers can be found in
Mittelmann’s “Benchmarks for Optimization Software” [Mit02].

3.2 Implementation of ReoptSCIP

As mentioned in the previous section SCIP is a powerful framework providing a
large interface. In this part we explain the implementation of our reoptimizing
branch-and-bound approach into SCIP. To this end, we implemented in Section
3.2.2 two new event handlers: one to store additional node information and a sec-
ond one to collect bound tightenings within strong branching. Furthermore, we
implemented a new branching rule to reoptimize nodes collected in a former itera-
tion, a new solution storage to ensure saving each solution exactly once if it occurs
in several iterations as a feasible solution, and a new file reader to hand over the
changes during the different iterations to SCIP. In addition to the mentioned plu-
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Figure 3.1: Solving process of SCIP with detailed branching procedure.

gins we have to make some changes in SCIP itself to get all the information which
are needed to run a reoptimizing branch-and-bound algorithm, i.e., we add node
events at several places in the SCIP source code to ensure that we get “informed”
if SCIP comes to a decision about a node.

In the following, we call a node reoptimized if the node is generated by our new
branching rule. This does not mean that the node is solved.

3.2.1 Basic Data Structures
Saving the current search frontier is our basic idea of reoptimization within branch-
and-bound algorithms. Therefore, a new data structure is needed to handle nodes
from several iterations. Just as a quick reminder, an iteration denotes the solving
process of an optimization problem P regarding an objective function c and between
two iterations only the objective function changes.
To handle all nodes of the current search frontier a unique identifier is needed.
Unsuitable identifiers for a node are the number, name or the identifier within the
current search tree. That is because SCIP numbers all nodes sequentially based
on the order of generation and therefore some nodes from different iterations gets
identical numbers. Thus, for a unique identification of nodes that need to be reop-
timized in a subsequent iteration the numbers alone are conflicting.

Our implementation uses a data structure which assigns a unique ID to each node.
Every node keeps this ID until the node can be deleted, i.e., the node is branched
in one of the following iterations. And finally, any ID points to a unique memory
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ID pool

Check ID pool size

delete node save node

release ID assign ID

X

Figure 3.2: Workflow of the basic data structure. IDs are represented as empty slots (white)
and used slots (gray) of an array. The slot of the released ID (X) and assigned ID is represented
in light gray. References are pictured with arrows; new references to the first saved node along
the root path normal and deleted references dashed, e.g., to child nodes.

location, i.e., an empty slot of an array. Therefore, our basic data structure consists
of an ID pool and an array of NODEDATA. The latter object is a new structure type
consisting of bound changes of variables, constraints and references to child nodes.
The data structure organizes automatically the size of the ID pool, i.e., allocates
additional memory if all IDs are assigned, and keeps the references of saved nodes to
child nodes up to date. Normally, only leaf nodes get saved during reoptimization,
but if strong branching tightened variables bounds, the node has to be saved, too.
In the following, iterations, the node is revived and is split into two nodes. One
node with the same fixings determined by strong branching and a second node with
a set covering constraint to ensure that at least one variable is different.
Consider a node v that becomes discarded as an example for the function of the
data structure. First, we assign an ID from the ID pool to v, if there is no available
ID we increase the ID pool. Second, we collect all information: branching path,
user added constraints, bounds obtained by strong branching. Finally, we save this
information at memory location ID.
Assume a later iteration, node v becomes reoptimized and there are still non-
reoptimized nodes in the subtree induced by v, i.e., strong branching was successful
performed at v. After the reoptimization of v, all stored information can be deleted.
All information of the subtree induced by v, i.e., references to the nodes, needs to
be moved to the next saved node on the root path of v, e.g., the root itself. For an
example see Figure 3.3(c).

The root node has a special position: The first ID, assume this is zero, is always
reserved for the root node and the information for the root node is always allo-
cated. With this precondition a look at position zero gives all nodes which have to
be revived at the beginning of the branch-and-bound procedure, i.e., after the root
node was processed.

Examples of the data structures workflow and reoptimized trees are illustrated in
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(a) Branching tree and the saved information at the end of the first iteration.
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(b) Branching tree at the beginning of the second iteration.
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(c) Branching tree at the end of the second iteration.

Figure 3.3: Example of search trees; 3.3(a) at the end of an iteration, 3.3(b) the first step of
reoptimizing the tree and 3.3(c) the last step reopimizing the tree. The current data structure to
save the node information is beside the respective tree. Nodes which became saved are highlighted
in gray, revived nodes in green and nodes deleted from the data structure in red.
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Figure 3.2 and 3.3. The latter figure shows in picture 3.3(a) a search tree at the
end of an iteration. All leaves either yield a feasible solution or exceed the cur-
rent primal bound, therefore, no leaf can be permanently discarded. At the end
of this iteration six nodes are saved, the root node itself, the node v3 for which
strong branching detected bound reductions and all leafs v4, . . . , v7. Figures 3.3(b)
and 3.3(c) illustrate the reoptimization of the saved nodes. The root node points to
the nodes v3, v6, and v7 in the data structure. The nodes v6 and v7 are revived and
not modified compared to the end of the last iteration. During the last iteration
strong branching fixed some variables in v3, hence we have to split the node into vF3
and vC3. Just as a quick reminder, in vF3 all variables xi with i ∈ C+∪C− are fixed
to the corresponding bound determined by strong branching and vC3 contains a set
covering constraint to ensure that at least one variable xi with i ∈ C+∪C− become
different to the bound determined by strong branching. Afterwards, we update the
saved information of v3 to vF3 . At a later time in the current iteration the nodes
vC3 , v6 and v7 become pruned, i.e., their lower bounds exceeds the current primal
bound. The last remaining node is vF3 and assume we have to branch this node, e.g.,
solving the LP-relaxation yields a non-integral solution. Now, we do not branch vF3
with a standard branching rule, but we reoptimize nodes v4 and v5. Reoptimizing
these nodes make the storing of vF3 redundant because S (vF3 ) = S (v4) ∪ S (v5).
Thus, the information of vF3 can be deleted. Finally, the nodes v4 and v5 need to
be added as child nodes of the root node.

In the example above the node vF3 is substituted by two nodes which differ in one
variable, i.e., v4 and v5 are siblings. A very interesting questions is the following:
might it be helpful to delete the nodes below a node (where strong branching
detected bound reductions) and to solve the induced subtree from scratch, instead of
reoptimizing all these nodes? Our implementation provides the possibility to solve
subproblems of interior nodes from scratch if the objective functions restricted to
the unfixed variables are not similar enough. Moreover, we provide the possibility
to delete non-reoptimized nodes, e.g., if the solution of the LP relaxation of vF3
is already integral. After changing the objective function the branching decisions
inside the non-reoptimized subtree would no longer be up-to-date, anyway. Thus,
solving these subproblems from scratch leads possibly to better branching decisions.

3.2.2 Using the Event Handling System
During reoptimization, it is necessary to distinguish between nodes which are dis-
carded, which provide a feasible solution, and where strong branching detected
bound reductions, respectively. To this end, we used the event system of SCIP
and implement two new event handlers. One for recognizing bound changes due
to strong branching and another one for discarded and feasible nodes. SCIP distin-
guishes between variable events, node events, and LP events. For example, variable
events are GLBCHANGED and GUBCHANGED, which report that a global lower or upper
bound changed. A description of the events we use for our implementation can be
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Type Name Description

node event

NODEFEASIBLE LP of the current node is feasible.
NODEINFEASIBLE Either the current node LP is infeasible or

the dual bound exceeds the cutoff bound.
NODEBRANCHED The current node get branched.

variable event

GUBCHANGED Global upper bound of a variables has
changed.

GLBCHANGED Global lower bound of a variables has
changed.

LP solution status

OPTIMAL LP was solved to optimality.
INFEASIBLE LP is primal infeasible.
OBJLIMIT The current primal bound was reached

during optimization.

Table 3.1: Types and descriptions of events used in our new event handlers and possible states
of the LP solution.

found in Table 3.1. The events for global bound changes are thrown if either the
current node v is the root node, or v is a unique node with smallest depth. In the
latter case all remaining nodes are part of the subtree induced by v, therefore each
bound change is valid for each node and finally global for the remaining subtree.
Of course, SCIP also provides events for local bound changes but these events are
thrown at several points, e.g., during the reoptimization of nodes in the initial-
ization phase of our reoptimizing branch-and-bound framework. Moreover, SCIP
does not provide a method to determine which plug-in threw the current event.
On this account we handle local bound changes separately in a specific branching
rule for reoptimization. However, to handle global variable events we implement
an event handler called event_glbboundchg. The event handler catches the global
variable events and stores the corresponding variable, bound type (upper or lower
bound), and the value of the bound. Afterwards, we assign the information to the
corresponding storage location in the data structure.
We introduce a new data structure, called LOGICORDATA, to collect all the impor-
tant information. This data structure consists of an array of variable pointers and
an array of bounds. The set of collected variables builds a logic-or constraint. cf.
Definition 2.1. We use this type of constraint because SCIP provides special algo-
rithms and an own constraint handler to handle logic-or constraints.

The second kind of events we use are node events. In particular the events NODE-
FEASIBLE, NODEINFEASIBLE, and NODEBRANCHED are important for reoptimization.
They announce that a node provides a feasible solution, can be discarded, or that
the node gets branched, respectively. But these three nodes events are not enough
to cover all possible cases. Assume there is an event NODEINFEASIBLE for some
node v. The node can be infeasible due to the LP being infeasible or the solution
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value of the LP-relaxation exceeds the current global primal bound. In the latter
case, the node needs to be stored, otherwise v can be discarded. To find out if
the node infeasibility is justified by bounding or LP infeasibility we need to use
additional information. Helpful is information concerning the LP solution status
which is provided by SCIP. For our reoptimization approach, there are three relevant
LP solution states: OPTIMAL, INFEASIBLE, and OBJLIMIT. The meaning of the
first two states are obvious, the latter status reports that the dual bound of the
current LP is not better than the best known global primal bound. In case a
NODEINFEASIBLE event is thrown for the current node v, the LP solution status
can either be INFEASIBLE or OBJLIMIT. The node needs to be stored if and only
if the LP solution status is OBJLIMIT. Therefore, both the node event and the LP
solution status needs to be checked to determine if a node needs to be stored or not.
For the sake of completeness, it should be mentioned that all cases discussed above
are correct if v is the current node which get processed. In that case v is called focus
node. SCIP also discards nodes which are different from the focus node. This can
happen if solving the focus node provides a new best primal bound. Afterwards, all
nodes with no better dual bound get discarded. All these nodes need to be saved
because the corresponding LP is not solved and thus it is still unknown if the LP
is infeasible or not.

To determine the reason for discarding a node we implemented a second event
handler called event_nodecutoff. In order to explain the working flow, consider a
node event e and the corresponding node v. First of all assume v is the root node.
In that case v needs to be saved if e is of type NODEBRANCHED or NODEINFEASIBLE,
otherwise, i.e., the root node is feasible, we need not store any information and solve
the following iteration from scratch. In the first case, the event handler terminates if
no strong branch was performed at node v or strong branching lead to no reductions
because the union of all generated child nodes is a complete representation of v
itself. In the latter case, v has to be saved if strong branching lead to reductions
because the infeasibility indicates an infeasible subtree, cf. Section 2.2.1. Now
assume v is not the root node. If e is of type NODEFEASIBLE, v needs to be saved
because v is a leaf node. In the second simple case, e is of type NODEBRANCHED. In
that case, v needs to be saved if and only if strong branching was performed. In the
last case, where the node event is equal to NODEINFEASIBLE, we have to distinguish
between four additional cases. First, v is not the focus node, thus v needs to be
stored. Second, v is the focus node. The node can be discarded if the LP solution
status is equal to INFEASIBLE and strong branching lead to no reduction at node
v. There are two remaining cases: 3) the LP is proven to be infeasible and strong
branching lead to reductions at node v; 4) the solution value of the LP-relaxation
exceeds the current primal bound. In both cases v needs to be saved. The definition
by cases shows, there is exactly one case in which v is a leaf and can be discarded.
An illustration of the event handler can be found in Algorithm 4.
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Algorithm 4: Event handler to determine the reason of discarding a node.
Input : Node event e and corresponding node v.

1 if v is the root node then
2 if v is strong branched then
3 if e is of type NODEBRANCHED or NODEINFEASIBLE then
4 Add v to Pobj and save C+ and C−.

5 else
6 if e is of type NODEFEASIBLE then
7 Add v to Pf .
8 else if e is of type NODEBRANCHED and v is strong branched then
9 Add v to Pobj and save C+ and C−.

10 else if e is of type NODEINFEASIBLE then
11 if v is the focusnode then
12 if LP is INFEASIBLE and v is not strong branched then
13 Discard v.
14 else
15 if LP is INFEASIBLE then
16 Add v to Pobj, save C+ and C−, mark v as infeasible

subtree.
17 else
18 Add v to Pobj.

19 else
20 Add v to Pobj.

21 return

3.2.3 Reoptimization and Storing Nodes

In this section we discuss the saving and reoptimization procedure. To reoptimize
a saved node we implemented a new branching rule and integrated the plugin into
SCIP. Furthermore, to benefit from the power of strong branching, we introduce a
strong branching initialization of the root node.

We adhere to the procedure of Algorithm 3 in Chapter 2, i.e., we start with a
description of the reoptimization of a node v, afterwards we describe the saving
procedure. First, we give a general overview of the branching rule and procedure
with SCIP, afterwards we explain some details that need to be taken into account
during the reoptimization of nodes.

The underlying concept of SCIP does not allow to save a node v as such, but needs
to decompose v into variables, bounds and added constraints. Thus, if a node v
needs to be reoptimized we need to reconstruct v. Therefore we implement a new
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Chose idw ∈ C(v)

Strong branched?

Create nodes wF , wC Create node w

Add Constraint to wC

Fix variables in wF
Change Bounds

Add local constraints

Mark generated
node(s) as reoptimized

Phase I Phase II

yes no

Figure 3.4: Branching of a reoptimized node v with set of child IDs C(v). The picture shows
the two phases each child node saved ID idw ∈ C(v) has to pass.

branching rule branch_nodereopt. During the branch-and-bound process, SCIP
call several branching rules, i.e., if a branching rule did not split the problem, the
next is called. Each branching rule contains a priority and SCIP calls the branching
rules in decreasing order of the priorities. Since the priority of a branching rule
is user defined we choose the highest possible priority for branch_nodereopt, this
ensures that the new branching rule is called as first. Let us denote the set of child
nodes of some node v stored at ID idv by C(v), i.e., the set of IDs {idw1 , . . . , idwk

}
such that the data structure provides a reference from idv to idwi

for all i = 1, . . . , k.
The branching rule runs at a node v if and only if C(v) is non-empty or strong
branching detected the node to be infeasible. Otherwise, SCIP calls the branching
rule with second highest priority, which is reliability pseudo-cost branching in SCIP
by default, e.g., see Achterberg et al. [AKM05].

Reoptimizing procedure

Assume a node v with a non-empty set of child references C(v) and the branching
rule branch_nodereopt is called at v. The branching rule iterates over the set C(v)
and reoptimize the nodes w stored at ID idw ∈ C(v). The reoptimization of node
w can be divided into two phases, for an illustration see Figure 3.4.

Phase I. The branching rule checks if strong branching was performed at w in the
last iteration. If strong branching was not performed successfully, i.e., the variable
sets C−(w) and C+(w) are empty, we skip Phase I. Otherwise, the cutoff reason of
w needs to be checked. The cutoff reason within the last iteration of w must have
been either NODEBRANCHED or NODEINFEASIBLE. Assume the first case, i.e., w was
branched. To guarantee optimality w needs to be split into two nodes PwF and PwC ,
cf. Section 2.2 and Theorem 2.2. Therefore, the branching rule creates two copies
of the current node, fixes each variable i ∈ C−(w) and j ∈ C+(w) to 0 and 1 in
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PwF , respectively, and adds a logic-or constraint implied by C−(w) and C+(w) to
PwC . In the latter case, w was infeasible because the bound changes of the variables
determined by strong branching induced infeasibility. Thus, the branching rule
creates exactly one copy PwC of the current node and adds a logic-or constraint
induced by the variables sets C−(w) and C+(w), cf. Proposition 2.4. Afterwards,
Phase II starts.

Phase II. The branching rule applies all bound changes of w to the copies of
the current node created in Phase I or creates a single copy Pw if Phase I did not
run, i.e., C−(w) and C+(w) are empty. Afterwards, all constraints added to w in
the previous iteration are added to the copies, too. Finally, the created nodes Pw
or PwF are marked as reoptimized. Just as short reminder, we call each node cre-
ated by our new branching reoptimized. This does not mean that the node is solved.

Most certainly, an attentive reader has already noticed that neither in Phase I nor
Phase II, the stored information at ID idv and ID idw for w ∈ C(v) is deleted.
Indeed, the stored information of a node becomes deleted if and only if the re-
optimized node becomes branched. We proceed in this manner because it may
happen, that a reoptimized node either provides a feasible solution or exceeds the
current primal bound, i.e., the node becomes cut off by SCIP and needs to be stored.
Thus, deleting the stored data after reoptimizing the node and storing the identical
information again would be extra work which can be avoided.

Saving procedure

In Section 3.2.2 we introduced an event handler that catches special events for nodes
provided by SCIP. This event handler saves a node v if v provides a feasible solution
by an integral LP-relaxation, v is infeasible (either by exceeding the primal bound
or by LP infeasibility) or becomes branched after strong branching determines
variable sets C−(v) and C+(v) to be fixed. If v is already marked as reoptimized
the variable sets C−(v) and C+(v) need to be saved only, all other information is
already saved at ID idv. Otherwise, we must traverse along the path starting at
v up to the first node ṽ that is already saved, e.g., the root node. Afterwards,
all branching decisions made between v and ṽ and all constraints added to v need
to be saved as well as the variable sets C−(v) and C+(v) if strong branching was
performed successfully. For an illustration see Figure 3.5.

Strong Branching Initialization

In some of the previous sections we mentioned the power of strong branching. Since
the new branching rule for reoptimizing the search frontier of the previous iteration
is called as first branching rule, no branching rule provided by SCIP performs
strong branching at these nodes. Assume a node at which strong branching finds
reductions. An immediate consequence for the current iteration is a reduction
of the number of unfixed variables or determining that the current node cannot

43



Chapter 3. Extending SCIP to a Reoptimizing Branch-and-Bound Framework
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Save branching decisions up to ṽ
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yes no
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Figure 3.5: Saving procedure of a node v that becomes cut off or strong branching determined
variable sets C− and C+, i.e., fixing these variable to the upper or lower bound induced an
infeasible subtree.

provide a better solution as the already known one. In the latter case, fixing a
variable to its upper or lower bound leads to exceeding of the current primal bound
or determining an infeasible subtree. In the context of reoptimization, the latter
case does not influence the solving process of the following iterations in a negative
sense. To prune an infeasible subtree we only need to add an appropriate logic-or
constraint. Thus, the number of nodes to reoptimize in the following iterations is
unchanged. As opposed to this, reducing the number of unfixed variables leads to
a splitting of the current node in the next iteration. Hence, the number of nodes
to reoptimize increases by 1 for each node at which strong branching reduces the
number of unfixed variables.
However, to benefit from the power of strong branching, but to not increase the
number of reoptimized nodes too much, we perform a strong branching initialization
at the root node only. Furthermore, since strong branching is time-consuming –
testing on one variables means solving two LPs – we exclude all fractional variables
that were fixed by strong branching in the last iteration. Moreover, performing
strong branching on the same variables as in the previous iteration might provide
identical reduction. Thus, we did not have won new information for the current
iteration.

An example of the strong branching initialization can be found in Figure 3.6. The
illustration shows the search tree at the end of some iteration i (Figure 3.6(a)),
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x = 0, y = 0 x+ y ≥ 1

x = 0 x = 1

T1 T2

(a) Search tree at the end of
iteration i.

x = 0, y = 0 x+ y ≥ 1

x = 0 x = 1

(b) Strong branching initial-
ization determined x = 1
at the beginning of itera-
tion i+ 1.

x = 1 x = 0

x+ y ≥ 1

x = 1

(c) Remaining search tree af-
ter splitting the root node
in iteration i+ 2.

Figure 3.6: Example of the strong branching initialization at the root node. Figure 3.6(a)
shows the search tree at the end of some iteration i. The important branching decisions are
x = 0 and y = 0 at the left node in the first level, e.g., determined by strong branching, and
x = 0 and x = 1, respectively, in the lower right nodes. The green bounded subtrees T1 and T2
form a complete and disjoint representation of the root node. At the beginning of the i + 1’th
iteration the strong branching initialization determines x = 1, thus the red dotted subtrees can
be discarded, see 3.6(b). Since T2 is a complete representation of all subproblem that fulfill x = 1
and/or y = 1, the tree shown in Figure 3.6(c) is a complete and disjoint representation of the root,
too, where the blue marked nodes result by splitting the root node due to the strong branching
decision of the last iteration.

after the initialization in iteration i + 1 (Figure 3.6(b)), and the remaining tree
at the beginning of iteration i + 2. Due to the strong branching initialization, a
large part of the tree can be discarded in iteration i + 1. The remaining tree in
Figure 3.6(c) contains redundant nodes, i.e., the single node at level 4. In practice
the whole remaining tree becomes checked and all those nodes become deleted but
for a better understanding, we keep them inside the picture.

3.2.4 Handling Solutions
As mentioned in Section 2.3, it is crucial for the running time that no solution is
added more than once to the set Σ of solutions found so far. This can be done by
separating the solutions or using a procedure that checks if a solution has already
been added. A straightforward way is to compare a newly found solution with all
solutions saved in Σ. This intuitive procedure runs in O(#V ariables · |Σ|) and is
also what SCIP does by default when storing a solution in its pool. The aim of this
section is to introduce a data structure that allows to determine if a solution is
already saved or not in O(#V ariables). Since we explore our approach on (mixed)
binary problems the set of variables to compare can be restricted to the set of bi-
nary variables. The procedure is motivated by Ordered Binary Decision Diagrams
(OBDDs), which were introduced be Lee in 1959 [Lee59]. For more additional in-
formation on OBDDs we refer to Bryant [Bry86] and Meinel and Theobald [MT98],
and the references therein.
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Figure 3.7: Examples of the solution tree. The root node is black and thick, 0-branches are
dashed, and 1-branches solid pictured. The solution tree 3.7(c) contains the solutions s1 =
(0, 1, 1, 0), s2 = (0, 1, 0, 0), s3 = (1, 0, 0, 1), s4 = (1, 0, 1, 0), and s5 = (1, 1, 0, 0).

The solution storage of SCIP is implemented as a list. To determine if a solution is
already added we implement a solution storage with a tree structure, called solution
tree. At the very beginning the solution tree consists of the root node only. The
root can be interpreted as a dummy node. Consider a solution s1 = (x1, . . . , xn),
where n = |B|, and assume the set Σ of solutions found so far is empty. Adding x
to the solution tree works as follows. Starting with the solution value of variable 1
a child node of the root is created, depending on the solution value x1 either a
0-branch or 1-branch. Afterwards, we add a 0-branch or 1-branch for the solution
value of variable 2 to the just created node. Subsequently for each variable i > 2
a node is added to the solution tree. This leads to a tree in the form of a list,
see Figure 3.7(a) for an example with n = 4. If a further solution s2 is found we
can check if s2 already exists in the solution tree as follows. Starting from the
root node we try to follow the path x1, x2, . . . , xn. If there exists no 0-branch or
1-branch for a variable i with xi = 0 or xi = 1, respectively, we can confirm that s2
is a new solution and we create the remaining nodes as described above. Otherwise,
we determined after exactly i ≤ n iterations that s2 already exists. Figures 3.7(b)
and 3.7(c) show further examples of the solution tree.

Proposition 3.1:
Let P be a binary or mixed binary problem with |B| = n, x ∈ P be a feasible
solution, and Σ the set of solutions found so far. Verifying if x ∈ Σ can be done in
O(n).

Proof: Follows immediately by the construction of the solution tree.

46



Heuristics

3.2.5 Solution Diversity
If the similarity of two sequential objective functions is small it can be helpful
to store only solutions that are sufficiently different because this ensures that the
solution storage remain small. In this section we define the Hamming distance of
two solutions x and y, which we use to restrict out solution pool Σ to a subset
of solutions which are sufficient structurally different. For more information about
the utility of sufficient structurally different solutions we refer to Schittekat and
Sörensen [SS06a].

Definition 3.2 (Hamming distance)
Let B be the set of n binary variables and x = (x1, . . . , xn) and y = (y1, . . . , yn) ∈
{0, 1}n. The Hamming distance between x and y is given by

∆(x, y) = 1
|B|

∑
i∈B
|xi − yi| .

Furthermore, the average distance of a solution x to Σ is defined as the sum of
pairwise distances

∆avg(x,Σ) = 1
|Σ|

∑
y∈Σ

∆(x, y).

The solution tree can be used to calculate the average Hamming distance ∆avg.
Calculating the distance by brute force needs exactly n · |Σ| iterations, using the
solution tree needs at most n · |Σ|, see Figure 3.8(a). Thus, both approaches run
in O(n · |Σ|) but in practice we save some iterations and obtain some benefit if we
calculate the average distance very often.

3.3 Heuristics
In this section we will focus on heuristics that improve the running time of our
reoptimizing branch-and-bound framework. An essential component of a fast reop-
timization is the number of nodes which are reoptimized if a node v is branched on.
Therefore, we present two heuristics to compress the search tree, cf. Section 2.4.
Since the number of leaf nodes of an arbitrary search tree can be quite large because
half of the nodes are leaf nodes, the compression restricts to a subset of the stored
leaves and represents the remaining leaves by a single node consisting of at least
one logic-or constraint, cf. Section 2.2 and Definition 2.1. Moreover, we have to dis-
tinguish between trees where each node consists only of fixed and unfixed variables
and trees with additional constraints within the nodes, e.g., logic-or constraints.
Afterwards, we present a new primal heuristic which generates solutions on the
basis of the optimal solution of the last iteration and the changes between the pre-
vious and the current objective function.
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Figure 3.8: The solution storage includes s1 = (0, 1, 0, 0) and s2 = (0, 1, 1, 0). Solution s3 =
(1, 0, 0, 1) is to add, cf. Figure 3.7(c).Comparison between calculating the average Hamming
distance; 3.8(a) within the solution tree and 3.8(b) brute force by calculating the distance ∆
pairwise.

3.3.1 LR – Largest Representative

In Section 2.4, we discussed a theoretical consideration about compression of binary
search trees. Just as a quick reminder, the tree compression problem (TCP) is to
find a set of representatives R of size k, while each leaf node v ∈ Vleaf is represented
by a unique representative r ∈ R, such that the loss of information is minimal.
The TCP can be formulated as a pseudo-Boolean optimization problem of degree
2 or as a binary problem, which arises from the pseudo-Boolean formulation by
linearizing the objective function. However, in this section we present a heuristic
which runs in polynomial time in the number of nodes to compress and yields a set
of representatives of at most 3.

Definition 3.3
Let T = (V,E) be a binary search tree, W ⊆ Vleaf ⊆ V non-empty and B the index
set of binary variables. The set BC(W ) = {i ∈ B | ∃s ∈ {0, 1} : ∀v ∈ W : i ∈ Xs

v}
is called the set of common variables of W . Furthermore, a representative rC(W )
of W defined by

rCi (W ) =

xvi if i ∈ BC(W ), where v ∈ W arbitrary,
? otherwise.

The corresponding subproblem PC(W ) of representative rC(W ) is called hook of
W .
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Proposition 3.4:
Let T = (V,E) be a binary search tree. For all W ⊆ Vleaf ⊆ V with |W | = 1 or
|W | ≥ 3 and each subset W ′ ⊆ W holds BC(W ′) 6= ∅.

Proof: The case |W | = 1 is trivial. Consider |W | ≥ 3. The binary search tree
T can be partitioned into two subtrees directly below the root node. Hence, each
v ∈ W has to be in one of these two subtrees. Thus, at least two nodes need to be
in the same subtree.

The last proposition shows, that in all cases, except |W | = 2, a representative
rC(W ) with at least one variable fixed to 0 or 1 exists. The following proposi-
tion shows how the set of representatives needs to be constructed. Therefore, we
associate a representative r of v with the corresponding problem Pr ⊆ Pv ⊂ P .

Proposition 3.5:
Let P be a binary or mixed binary problem, T = (V,E) be the search tree resulting
from solving P with a branch-and-bound algorithm and W ⊆ Vleaf ⊆ V of size one
or greater than two. Furthermore, let BC(W ) be the set of common variables of
W . A complete and disjoint representation of P is given by PCF (W ) and PCC (W ),
where

S (PCF (W )) = S (P ) ∩ {x ∈ Rn | ∀i ∈ BC(W ) : xi = xvi for arbitrary v ∈W}
S (PCC (W )) = S (P ) ∩ {x ∈ Rn |

∑
i∈BC(W )∩X0

v

xi +
∑

j∈BC(W )∩X1
v

(1− xj) ≥ 1 for arb. v ∈W}.

Moreover, the hook of W is given by PC(W ) = PCF (W ).

The proof is equivalent to the proof of Theorem 2.2.

After introducing some formal definitions we discuss the heuristic itself. The aim
is to find a representation of W and to represent the remaining leaf nodes Vleaf \W
by representative with added logic-or constraints. Therefore, consider a set of
nodes W ⊆ Vleaf ⊆ V of a given tree T = (V,E). The idea is to find a subset
WC ⊆ W , such that the set of common variables BC(W ) is non empty. Afterwards,
a compression of size two of the current search frontier, i.e., all leaf nodes Vleaf ,
is deduced from Proposition 3.5. Obviously, if the complement WC = W \ WC

of WC is of size
∣∣∣WC

∣∣∣ =
∣∣∣W \WC

∣∣∣ /∈ {0, 2}, then the nodes in WC share at least
one common variable. Thus, there exists a non empty set BC(W ) ⊆ B of common
variables of WC . This leads to the following definition.

Definition 3.6
Let T = (V,E) a binary search tree arising from solving a binary or mixed bi-
nary problem P with a branch-and-bound algorithm and W ⊆ Vleaf of size 1 or
greater or equal to 3. Furthermore, let WC and WC be a partition of W with
corresponding sets of common variables BC(W ) and BC(W ), respectively. We call
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v1 v2

v3

x1

x2

x3

x4

(a) Search before compression.

PLR1
F

PLR1
C

PLR2
F

PLR2
C

x2 = 1

x3 = 1

x4 = 1

∑4
i=2(1− xi) ≥ 1

x1 = 0

x2 = 0

x1 + x2 ≥ 1

(b) Compression by the largest representa-
tives heuristic if v1 is chosen in line 1.

Figure 3.9: Example of the LR heuristic.

the hook PC(W ) the largest representative of the first order w.r.t. W , for short
PLR1 , and call PC(W ) = PLR2 the largest representative of the second order w.r.t.
W , if loss(W, rC(W )) ≤ loss(W, rC(W )), i.e., the representative of the first order
minimizes the loss of information w.r.t. the partition WC and WC of W .

Proposition 3.7:
Let P be a binary or mixed binary problem and T = (V,E) be a search tree arising
from solving P with a branch-and-bound algorithm. Furthermore, let W ⊆ Vleaf ⊆
V a set of leaf nodes such that |W | = 1 or |W | ≥ 3, WC and WC be a partition
of W , and BC(W ) and BC(W ) the corresponding sets of common variables, respec-
tively. Moreover, assume BC(W ) 6= ∅ and forms the largest representative of the
first order. A complete and disjoint representation is given by

R = {PCF (W ),PCC (W )} (3.1)

if BC = ∅ and

R = {PCF (W ), P̃CF (W ), P̃CC (W )} (3.2)

otherwise, where

S (P̃CF (W )) = S (PCC (W )) ∩ S (PCF (W ))

and S (P̃CC (W )) = S (PCC (W )) ∩ S (PCC (W )).

Proof: Applying Theorem 2.2 to P yields representation (3.1) and subsequently
applying the theorem to PCC yields representation (3.2).

As an example of the heuristic see Figure 3.9. Illustration 3.9(a) shows the originally
search tree before compression. Let W be defined as the set of green colored nodes
and interpret a left-branch as a fixing to 1 and each right-branch as a fixing to
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v v′

Figure 3.10: Worst-case example of the Largest Subtree heuristic with W = {v}.

0. One way to compute a partition of W can be WC = {v1, v2} and WC = {v3}
with set of common variables BC(W ) = {2, 3, 4} and BC(W ) = {1, 2}, respectively.
Finally, the loss of information w.r.t. W and rC(W ) is loss(W, rC(W )) = 4 and
the loss of information w.r.t. W and rC(W ) is loss(W, rC(W )) = 8. Thus, WC is
the largest representative of the first order and WC the largest representative of
the second order. The resulting compression is illustrated in Figure 3.9(b). To get
the quality of the compression the loss of information w.r.t. the complete search
frontier can be calculated. In the example, the loss of information w.r.t. Vleaf is
18. A representation of the Largest Representative heuristic in pseudo code can be
found in Algorithm 5.
It should be noted that the partition computed by Algorithm 5 depends on the or-
der of nodes processed within the loop. For example see Figure 3.9(a) and assume
node v3 is chosen in line 1 of the algorithm instead of v1. Obviously, there exist no
trivial representative r for v1 and v3 but a representative for v2 and v3. Hence, the
set of common variables of v2 and v3 is {1}. Thus, the largest representative of the
first order is given by v1 itself.

Finally, at the end of this section the following statements deal with the running
time and the gap between the loss of information induced by a solution of the LR
heuristic and an optimal solution of the TCP for a given k ≤ |Vleaf |.

Proposition 3.8:
The LR heuristic calculates a compression of size two in time O(dmax · |W |),
where dmax = maxv∈W |X0

v ∪X1
v |, i.e., the maximal number of fixed variables.

Proof: Consider Algorithm 5. The first loop starting in line 7 is iterated |W |
times. In each round the set of binary variables needs to be checked, this are
|X0

v ∪X1
v | ≤ dmax many, cf. lines 9 and 17. Therefore, the algorithm terminates in

O(dmax · |W |).

Proposition 3.9:
The gap between an optimal solution of the TCP and a solution of the LR heuristic
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Algorithm 5: LR heuristic.
Input : Set of nodes W ⊆ Vleaf .
Output: Set of representatives.

1 Choose arbitrary v ∈ W
2 WC ← {v}, BC ← X0

v ∪X1
v

3 WC ← ∅, BC ← ∅
4 W ← W \ v
5 X0

BC ← {i ∈ BC | ∀v ∈ WC : xvi = 0}
6 X1

BC ← {i ∈ BC | ∀v ∈ WC : xvi = 1}
7 forall the v ∈ W do
8 if X0

BC ∩X0
v 6= ∅ or X1

BC ∩X1
v 6= ∅ then

9 forall the i ∈ X0
v ∪X1

v do
10 if xvi 6= xv

′
i for v′ ∈ WC then

11 BC ← BC \ {i}
12 Update X0

BC and X1
BC , respectively.

13 else
14 if W̄C = ∅ then
15 WC ← {v}, BC ← X0

v ∪X1
v

16 else
17 forall the i ∈ X0

v ∪X1
v do

18 if xvi 6= xv
′
i for v′ ∈ W C̃ then

19 BC ← BC \ {i}

20 Generate PLR1
F , PLR1

C and PLR2
F , and PLR2

C .
21 return Representation R as described in (3.1) and (3.2).

can be arbitrarily large.

Proof: To prove the proposition we construct a worst-case scenario, e.g., see Fig-
ure 3.10. Consider a binary problem P consisting of n variables and a binary search
tree T = (V,E) that results from solving P with a branch-and-bound algorithm.
Furthermore, assume v and v′ are the two child nodes of the root, where v is a leaf
and v′ induces a perfect binary tree, i.e., a binary three in which all leaves have the
same depth d.
Assume the set W consists only of the leaf v in depth 1, i.e., W = {v} ⊆ Vleaf .
The representation determined by the LR heuristic consists of 2 nodes, where the
largest representative of the first order is the node v itself. The loss information
w.r.t. to the whole set of leaf nodes Vleaf is

loss(Vleaf , v) = d · 2d−1, (3.3)
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because each node w ∈ Vleaf \ {v} has depth d and there are 2d−1 leaves different
from v.
Let k ∈ N and Rk+1 be a solution of the TCP, i.e., a representation of size k+ 1 of
the leaf nodes Vleaf . Assume k is multiple of 2, all other cases proceed analogous.
Since each leaf of T needs to be represented by exactly one representative, there
exist a representative r such that r = v. Hence, there are k representatives left to
represent Vleaf \{v}. Since the subtree induced by v′ is perfect, each representative
r′ ∈ Rk \ {r} needs to represent 2d−1/k nodes, i.e., |X0

r′ ∪X1
r′| = log2(k). The loss

of information caused by Rk+1 is
loss(Vleaf , Rk+1) =

∑
r′∈Rk+1

∑
w∈Vleaf

|X?
r′ \X?

w| =
∑

r′∈Rk+1

∑
w∈Vleaf

d− log2(k)

= (d− log2(k)) · 2d−1.

(3.4)

The loss of information w.r.t. Rk+1 converges to 0 for k + 1 → |Vleaf |. Therefore,
the gap between (3.3) and (3.4) can be arbitrarily large for a large tree T .

For the sake of completeness it should be mentioned, that the tree arising from the
LR heuristic is still a binary tree in the sense that each node is either a leaf or an
interior node with exactly two child nodes, but the arising tree contains nodes v
with X0

v ∪X1
v = ∅. An immediate consequence is that Proposition 3.4 only holds if

we run the LR heuristic the first time and if no node contains reductions by strong
branching. Otherwise the heuristic can fail, e.g., BC(W ) and BC(W ) are empty,
and we need to continue with the search tree T and Vleaf .

3.3.2 WC – Weak Compression
In this section we present a heuristic that constructs a representation of size |W |+1
for an arbitrary subset ∅ 6= W ⊆ Vleaf of leaf nodes of a given binary branching
tree T = (V,E), i.e., a search tree where nodes and their parent node only differ in
variable bounds. Afterwards, we discuss the usage of this heuristic in combination
with strong branching, i.e., if there exist nodes which differ from their parent node
by additional constraints, e.g., logic-or constraints. We discuss the special case
W = {v} and show, that this leads to a representation of size |C(v)| + 2, where
C(v) is the set of added constraints along the branching path of v to the root node.

3.3.2.1 Weak Compression in binary branching trees without strong
branching

Consider a given binary branching tree T = (V,E) with search frontier Vleaf . For
a non empty set of leaf nodes W ⊆ Vleaf a compression of size |W | + 1 can be
constructed as follows: Let v ∈ W is a representative for itself. This yields |W |
representatives which are pairwise different. To ensure, that the constructed repre-
sentatives are a complete representation of the search frontier an additional repre-
sentative needs to be added. The idea is to define a representative r that includes
for each v ∈ W a logic-or constraint such that at least one variable is different.
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Proposition 3.10:
Let P be a binary or mixed binary problem, T = (V,E) a binary branching tree
resulting from solving P with a branch-and-bound algorithm and Vleaf ⊆ V the
search frontier of T . For an arbitrary non empty set of leaf nodes W ⊆ Vleaf , with
|W | = k, a disjoint representation of Vleaf is given by

R = {Pv1
F , . . . ,P

vk
F ,PCW

},

where

S (Pvi
F ) = S (P ) ∩ {x ∈ Rn | xi = 0∀i ∈ X0

vi
and xi = 1∀i ∈ X1

vi
} (3.5)

for all i = 1, . . . , k and

S (PCW
) = S (P )

⋂
v∈W
{x ∈ Rn |

∑
i∈X0

v

xi +
∑
j∈X1

v

(1− xj) ≥ 1} (3.6)

Proof: We prove the statement by induction.

Let |W | = 1. By Theorem 2.2 a complete and disjoint representation of P is given
by Pv1

F and PCW
and thus a disjoint representation of Vleaf .

Assume the proposition holds for |W | = k. Let W = {v1, . . . , vk+1} and W ′ =
W \ {vk+1}. By the induction hypothesis a disjoint representation of Vleaf is given
by {Pv1

F , . . . ,P
vk
F ,PCW ′

}. For all i = 1, . . . , k the nodes vi and vk+1 are different in
at least one variable, i.e., S (Pvi

F ) ∩ S (Pvk+1
F ) = ∅, and thus S (Pvk+1

F ) ⊆ S (PCW ′
)

must hold.
By Theorem 2.2 a complete and disjoint representation of PCW ′

is given by Pvk+1
F

and PCW
, where

S (Pvk+1
F ) = S (Pvk+1)

S (PCW
) = S (PCW ′

) ∩ {x ∈ Rn |
∑

i∈X0
vk+1

xi +
∑

j∈X1
vk+1

(1− xj) ≥ 1}

= S (P )
⋂
v∈W
{x ∈ Rn |

∑
i∈X0

v

xi +
∑
j∈X1

v

(1− xj) ≥ 1}.

Finally, {Pv1
F , . . . ,P

vk+1
F ,PCW

} yields a disjoint representation of Vleaf .

An illustration of the weak compression (WC) heuristic is presented in Algorithm 6
and for an example see Figure 3.11, consider the tree in Figure 3.9(a), and assume
W = {v1, v2, v3}, the set of green nodes. The WC heuristic yields a compression of
size 4 with loss(Vleaf ,W ) = 16.

3.3.2.2 Weak Compression in combination with strong branching

In the previous part we introduced a heuristic which constructs a compression of
size |W | + 1 for an arbitrary non empty set of leaf nodes W ⊆ Vleaf of a binary
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Pv1
F Pv2

F

Pv3
F

PCW

x1 = 1

x2 = 1

x3 = 1

x4 = 1

x2 = 1

x3 = 1

x4 = 1

x1 = 0

x2 = 0

∑4
i=1(1− xi) ≥ 1

x1 +
∑4

i=2(1− xi) ≥ 1

x1 + x2 ≥ 1

Figure 3.11: Example of the Weak Compression heuristic for the binary tree illustrated in
Figure 3.9(a) and W = {v1, v2, v3}.

Algorithm 6: WC heuristic in binary trees.
Input : Set of nodes W ⊂ Vleaf .
Output: Set of representatives of size |W |+ 1.

1 PCW
← ∅, i.e., S (PCW

)← P
2 forall the v ∈ W do
3 Generate a copy of ṽ of v, i.e., X0

ṽ ← X0
v and X1

ṽ ← X1
v , and extend R,

i.e., R← R ∪ {P ṽF}.
4 Generate a constraint C = ∑

i∈X0
v
x+∑

j∈X1
v
(1− xj) ≥ 1 and extend PCW

by C, i.e., S (PCW
)← S (PCW

) ∩ {x ∈ Rn | x fulfills C}.
5 R← R ∪ {PCW

}
6 return R

branching tree. As mentioned in the previous sections strong branching needs a
special treatment. Just as quick reminder, strong branching tries to fix a variable to
an upper and lower bound, respectively, If one of these fixings induces infeasibility
or leads to an exceeding of the current primal bound the variable can be fixed to
the other bound. In this section we show that a representation computed by the
Weak Compression heuristic as described in Algorithm 6 is possibly not disjoint
or not complete. To this end, consider the following example and the search tree
depicted in Figure 3.12(a) at the end of the current iteration i. Let A,B,C ⊂ B be
sets of binary variables determined by strong branching in some previous iterations.
At this point it is not important whether a variable i is fixed to the upper bound,
e.g., i ∈ A+, or lower bound, e.g., i ∈ A−. Furthermore, we denote the logic-or
constraints induced by A,B, and C with CA,CB, and CC , respectively. Assume
the WC heuristic compresses the nodes v1 and v5. Obviously, the set of fixed
variables X0

v5 ∪ X
1
v5 in node v5 is empty. Hence, Algorithm 6 generates an empty

copy of v5 in line 3 and thus a copy of the original problem is added to the set of
representatives, see Figure 3.12(b). An immediate consequence is that the resulting
representatives are not disjoint, which leads to several nodes describing the same
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set of solutions. Therefore, for each leaf v ∈ W the variable set X0
v ∪X1

v needs to be
non-empty. Furthermore, considerW = {v1, v4} and a representation calculated by
Algorithm 6, see Figure 3.12(c). Since S (Pv1

F ) ⊂ S (Pv4
F ) we have to take the added

constraints CA and CC of node v4 into account, which leads to the representation
shown in Figure 3.12(d). This representation is disjoint but not complete, e.g., no
solution x ∈ S (P̂ ) is part of S (Pv1

F ) ∪ S (Pv4
F ) ∪ S (PCW

), where

S (P̂ ) = S (P ) ∩
{
x ∈ Rn | ∀i ∈ B− ∪ C− : xi = 0 and ∀i ∈ B+ ∪ C+ : xi = 1

}
∩

x ∈ Rn |
∑
i∈A−

xi +
∑
j∈A+

(1− xj) ≥ 1

 .
Finally, consider the case |W | = 1, e.g., W = {v2}. A weak compression as
described in Algorithm 6 of W leads the search tree shown in Figure 3.12(e). It
can be easily seen, that this compression is a non-complete representation of Vleaf ,
too, because no solution x ∈ S (P̌ ), where

S (P̌ ) = S (P ) ∩
{
x ∈ Rn | ∀i ∈ A− ∪B− : xi = 0 and ∀i ∈ A+ ∪B+ : xi = 1

}
,

is part of S (Pv2
F )∪S (PCW

). Figure 3.12(f) shows a complete and disjoint represen-
tation w.r.t. W = {v2}. In the following, we present a construction of a complete
and disjoint weak compression for the case |W | = 1.

Proposition 3.11:
Let P be a binary or mixed binary problem and T = (V,E) be a binary search
tree arising from solving P with a branch-and-bound algorithm for which at there
is least one node on which a strong branching look-ahead led to variable fixings.
Furthermore, let v ∈ Vleaf ⊆ V be a node with X0

v ∪ X1
v 6= ∅ and let C(v) =

{C1, . . . , Ck} be the set of disjoint variable sets Cl = C−l ∪C+
l ⊂ B which were fixed

by strong branching in some previous iteration and induces a logic-or constraint
added to v for all l = 1, . . . , k. A disjoint and complete representation of P is
given by

R = {PvC ,PvF} (3.7)
if C(v) = ∅ or

R = {PvC ,P
v,1
F , . . . ,Pv,kF ,Pv,kC }, (3.8)

if k ≥ 1, where
S (PvF) = S (P ) ∩

{
x ∈ Rn | xi = 0∀i ∈ X0

v and xj = 1∀j ∈ X1
v

}
, (3.9)

S (PvC) = S (P ) ∩

x ∈ Rn |
∑
i∈X0

v

xi +
∑
j∈X1

v

(1− xj) ≥ 1

 , (3.10)

S (Pv,1F ) = S (PvF) ∩
{
x ∈ Rn | xi = 0∀i ∈ C−1 and xj = 1∀j ∈ C+

1

}
, (3.11)

S (Pv,1C ) = S (PvF) ∩

x ∈ Rn |
∑
i∈C−1

xi +
∑
j∈C+

1

(1− xj) ≥ 1

 , (3.12)
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v1 v2

v3 v4

v5

A CA

B CB B CB

C CC

(a) Original search tree.

Pv1
F

Pv5
F = P PCW

A

B

∅ CA∪B

(b) Non-disjoint representation by compress-
ing v1 and v5.

Pv1
F

Pv4
F

PCW

A

B

B CA∪B

CB

(c) Non-disjoint representation by compress-
ing v1 and v4.

Pv1
F

Pv4
F

PCW

A

B

B

CA

CC

CA∪B

CB

(d) Non-complete representation by com-
pressing v1 and v4 with the assistance of
added logic-or constraints.

Pv2
F

PCW

A

CB

CA

(e) Non-complete representation by com-
pressing v2.

Pv2
F PCŴ

PCW

A

B CB

CA

(f) Complete and disjoint representation by
compressing v2.

Figure 3.12: Examples of the Weak Compression heuristic for search trees with added logic-
or constraints. The original search tree is shown in Figure 3.12(a). The illustrated tree in
Figure 3.12(b) – 3.12(e) are non-complete or non-disjoint. Figure 3.12(f) shows a complete and
disjoint representation by compressing exactly one node.
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Figure 3.13

and for all l = 2, . . . , k

S (Pv,lF ) = S (Pv,l−1
C ) ∩

{
x ∈ Rn | xi = 0∀i ∈ C−l and xj = 1∀j ∈ C+

l

}
, (3.13)

S (Pv,lC ) = S (Pv,l−1
C ) ∩

x ∈ Rn |
∑
i∈C−

l

xi +
∑
j∈C+

l

(1− xj) ≥ 1

 . (3.14)

Before proving the proposition above we give an illustration and interpretation
of the construction. Consider a node v ∈ Vleaf with properties as mentioned in
Proposition 3.11. Assume the set of added constraints C(v) is not empty. The idea
is to reconstruct the node v itself and to create a node such that at least one variable
in X0

v or X1
v is different to 0 or 1, respectively. Up to this point the procedure

is equivalent to the Weak Compression heuristic without strong branching. To
ensure that the representation is complete for each variable set Cl ∈ C(v) a node is
created that fixes each variable i ∈ Cl to the corresponding upper or lower bound
determined by strong branching. For an example of the weak compression of an
arbitrary node v ∈ Vleaf see Figure 3.13. Figure 3.12(f) shows the compression
described by (3.9) – (3.14) of node v2 from Figure 3.12(a).

Proof (Proposition 3.11): We prove the proposition by induction. The case
C(v) = ∅, i.e., k = 0, follows immediately by Theorem 2.2 and Proposition 3.10.
Assume the proposition holds for some k ≥ 0 and C(v) = {C1, . . . , Ck+1}. More-
over, let w ∈ Vleaf such that X0

w = X0
v , X1

w = X1
v , and C(w) = C(v) \ {Ck+1}. By

the induction hypothesis a complete and disjoint representation of P is given by

R = {P0
C,P1

F ,P2
F ,P3

F , . . . ,PkF ,PkC}.

By Theorem 2.2 a complete and disjoint representation of PkC is given by QF and
QC, where

S (QF) = S (PkC) ∩
{
x ∈ Rn | xi = 0∀i ∈ C−k+1 and xj = 1∀j ∈ C+

k+1

}
= S (Pk+1

F )
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and

S (QC) = S (PkC) ∩

x ∈ Rn |
∑

i∈C−
k+1

xi +
∑

j∈C+
k+1

(1− xj) ≥ 1

 = S (Pk+1
C ).

Since Ck+1 ∩ Cl = ∅, for all l = 1, . . . , k, and Ck+1 ∩ (X0
w ∪X1

w) = ∅ the following
holds.

S (Pk+1
F ) ∩ S (Q) = ∅ and S (Pk+1

C ) ∩ S (Q) = ∅ ∀Q ∈ R,

which completes the proof.

Proposition 3.12:
Let P be a binary or mixed binary problem and T = (V,E) be a binary search
tree arising from solving P with a branch-and-bound algorithm using among other
branch strategies strong branching. Furthermore, let v ∈ Vleaf ⊆ V be a node
with X0

v ∪ X1
v 6= ∅ and let C(v) = {C1, . . . , Ck} be the set of disjoint variable sets

Cl = C−l ∪C+
l ⊂ B arising from strong branching and inducing a logic-or constraint

added to v for all l = 1, . . . , k. The cardinality of the set of representatives R,
cf. (3.7) and (3.8), is at most

⌊
1
2 (|B| − 1)

⌋
+ 2.

.

Proof: W. l. o. g. we can assume
∣∣∣C−l ∪ C+

l

∣∣∣ ≥ 2 for all Cl = C−l ∪C+
l ∈ C(v), oth-

erwise the variable fixation can interpreted as a standard branching decision. Fur-
thermore, the variable setX0

v∪X1
v is not empty by assumption. Hence,

⌊
1
2 (|B| − 1)

⌋
is an upper bound on the cardinality of C(v) and by Proposition 3.11 it follows that

|R| = |C(v)|+ 2 ≤
⌊1

2 (|B| − 1)
⌋

+ 2.

3.3.3 A Primal Reoptimization Heuristic: Trivialnegation
In this section, we present a primal heuristic that tries to generate feasible solution
candidates by considering the changes between the previous and current objective
function. This heuristic is adjusted to column generation and to the changes of the
objective functions.
Consider a binary or mixed binary optimization problem P with n variables and two
objective functions c and c̃ with coefficients vectors (c1, . . . , cn), (c̃1, . . . , c̃n) ∈ Rn.
Furthermore, let x? ∈ P be an optimal solution with c(x?) = minx∈P c(x). The
impact of variable i ∈ B w.r.t. c and c̃ is defined by

Ψi =


ci/c̃i if ci 6= 0 ∧ c̃i 6= 0
0 if ci = 0 ∧ c̃i = 0
−1 otherwise.
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Algorithm 7: Trivialnegation Heuristic.
Input : Objective functions c, c̃ and optimal solution x? w.r.t. c.

1 x̃i ← x? // solution (3.15) with exactly one switch
2 x̃B ← x? // solution (3.16) with multiple switches
3 forall the j = 1, . . . , |B| do
4 if Ψi < 0 then
5 x̃ij ← 1− x?j
6 x̃Bj ← 1− x?j
7 if x̃i is feasible then
8 Add x̃i to the solution storage.
9 if x̃B is feasible then

10 Add x̃B to the solution storage.
11 x̃ij ← x?j // revert the switch

12 return

Based on the impact Ψi of a variable i ∈ B we can construct a (not necessarily
feasible) solution candidate x̃i by

x̃ij =

x?j if i 6= j or Ψi ≥ 0
1− x?j otherwise.

(3.15)

Obviously, for each subset B ⊆ B the vector x̃B ∈ {0, 1}n, where

x̃Bj =

x?j if j /∈ B or Ψi ≥ 0
1− x?j otherwise,

(3.16)

yields a (not necessarily feasible) solution candidate for P , too. Since there exist
exponentially many subsets of B we are considering only the sets B1, . . . , B|B|, where

Bi = {1, . . . , i} ⊆ B ∀i = 1, . . . , |B| .

An presentation of the heuristic in pseudo code can be found in Algorithm 7.

3.4 Parameters in ReoptSCIP

In this section, we give an overview of some frequently used parameters that are
special to ReoptSCIP. A short overview of all parameter can be found in Table 3.2.

Number of saved nodes: maxsavednodes

After several iterations, the objective function of the current iteration can be quite
different from the objective function of the first iteration. An immediate conse-
quence is that the saved branching tree can be structurally very different from
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the branching tree arising from solving the current iteration from scratch. That
means, many more nodes than necessary need to be reoptimized whereas solving
from scratch needs many less nodes, e.g., the problem can be solved in one node by
using strong branching at the root. On this account we implemented a parameter
to bound the number of saved nodes which prevents SCIP from spending too much
time in large subtrees that would never be created by solving from scratch. This
parameter can be chosen as a fixed non-negative integer value or depending on the
problem dynamically by −1. If maxsavednodes is set to −1 the solving process
starts from scratch if the number of saved nodes |Pobj ∪ Pf | > b0.5319 · |B|c. This
value is determined by some experiments. By default maxsavednodes is set to the
maximal integer of size 32-Bit.

Distance of saved ancestor nodes: maxdiff

In the standard version of ReoptSCIP only leaf nodes and nodes at which strong
branching determines reductions are saved. This leads to a large number of child
nodes that become reoptimized all at once. Consequently, we have to iterate over
many nodes and have to solve all the LPs to decide if the node can be pruned again
or needs to get branched on. The idea is to save some nodes between these nodes.
Assume v ∈ Pobj is already saved, e.g., strong branching determines reductions
at v, and node w is part of the subtree induced by v and is neither a leaf node
nor a node at which strong branching fixes variables. The node w gets saved, if
w is defined by more than maxdiff additional bound changes compared to v, i.e.,
|(X0

w ∪X1
w) \ (X0

v ∪X1
v )| > maxdiff. The node w is called transit node. The idea

is to invest memory space for storing w but save solving time if the whole subtree
induced by w can be discarded after changing the objective function, i.e., the dual
bound of w exceeds the primal bound. Analogous to maxsavednodes, the parameter
maxdiff can be chosen as a fixed non-negative integer value or dynamically by −1.
depending in the problem. If maxdiff is set to −1, we save a node w if∣∣∣(X0

w ∪X1
w

)
\
(
X0
v ∪X1

v

)∣∣∣ > blog2(|B|)c − 1. (3.17)

By default maxsavednodes is set to the maximal integer of size 32-Bit.

Extension of maxdiff: dynamicdiff

The parameter dynamicdiff allows to make the saving frequency of nodes more
dynamic. If the parameter is enabled, i.e., dynamicdiff = 1, we extend (3.17) by
taking the number of unfixed variables instead of all variables into account, i.e.,∣∣∣(X0

w ∪X1
w

)
\
(
X0
v ∪X1

v

)∣∣∣ > ⌊
log2

(∣∣∣B \ (X0
v ∪X1

v

∣∣∣)⌋ ,
where v is the first node along the root path of w that is already saved, i.e., v ∈ Pobj.
The basic idea of a dynamic frequency is to save only few nodes of the first levels of
the resulting tree and to become more and more dense if a node is part of a deeper
level.
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Separating the optimal solution: sepabestsol

Among other instance classes we evaluate our approach by solving a k-Constrained
Shortest Path Problem (kCSP), for a formal problem definition see Section 4.2. Let
P = {p1, . . . , pk} be a feasible solution of the kCSP. Each two paths pi and pj ∈ P
fulfill pi 6= pj for i 6= j and i, j = 1, . . . , k. Since we solve the kCSP sequentially,
i.e., calculating the shortest path in the first iteration, the 2nd shortest path in
the 2nd iteration and so on, each solution of an iteration i needs to be separated
from the remaining solution space, e.g., by adding a logic-or constraint. Enabling
the parameter sepabestsol ensures that for each solution a logic-or is created and
added to the original solution space to separate this solution. Additionally, this
solution is not added to the solution tree.

Disable solving the root LP: objsimrootlp

If the objective functions between two sequential iterations change only slightly the
following can be expected if the branch-and-bound algorithm works in a determin-
istic fashion:

• The resulting search trees are similar to each other,

• solving the LP at some node v provides almost the same fractional variables,
and thus

• strong branching determines almost identical variable sets C− and C+.

Consequently, we expect that solving the root LP does not provide a feasible so-
lution and strong branching initialization at the root only increases the number of
nodes to reoptimize of future iterations. Therefore, we allow to skip solving the
root LP and go directly to the next nodes to solve.
Moreover, in combination with the parameter solvelp, LP solving at all inner
nodes can be skipped, e.g., nodes with added logic-or constraints. Since the leave
nodes have only a few unfixed variables the hope is that solving the LP of these
nodes is much easier.

Parameter Type Domain Description
commontime boolean {0, 1} Common time limit for all iterations?
compressnodes integer [0, 2] Which nodes should be compressed,

0: all, 1: feasible, 2: pruned.
enable boolean {0, 1} Enable reoptimization.
delay continuous [−1, 1] Delay of reoptimization based on sim-

ilarity Λ.

continued on the next page
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Parameter Type Domain Description
dynamicdiff boolean {0, 1} Dynamic storing of interior nodes.
largestrepr boolean {0, 1} Enable Largest Representative com-

pression heuristic.
maxdiff integer [−1,∞) Number of bound changes which trig-

gers storing of a transit node.
maxsavednodes integer [−1,∞) Maximal number of stored nodes for

reoptimization.
minavghamdist continuous [0, 1] Minimal average Hamming distance

∆avg to store a solution.
objsimrootlp continuous [0, 1] Minimal similarity Λ of two sequen-

tial objective function to skip solving
the LP of the root node.

objsimsol continuous [0, 1] Reuse solutions found in some previ-
ous iteration i if the similarity Λ be-
tween the current iteration and iter-
ation i is at least objsimsol.

reducetofrontier boolean {0, 1} Delete all saved nodes that were
not reoptimized in the last iteration,
i.e., the parent node was feasible or
pruned.

savelpbasis boolean {0, 1} Save the LP basis.
savesols integer [0,∞) Maximal number of solution to store

in each iteration.
shrinktransit boolean {0, 1} Replace stored transit nodes by leafs

of the induced subtree.
sepabestsol boolean {0, 1} Separate best solution, e.g., for k-

Constrained Shortest Path problems.
sepaglbinfsub boolean {0, 1} Separate infeasible subtrees globally.
sepaglbsols boolean {0, 1} Separate found solutions globally.
sepalocsols boolean {0, 1} Separate found solutions locally.
strongbranchinit boolean {0, 1} Strong branching initialization at the

root node.
solvelp integer [1, 5] Types of reoptimized node to solve

the LP for.

continued on the next page
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Parameter Type Domain Description
solvelpdiff integer [1,∞) Number of bound changed triggering

solving the LP of a reoptimized node.
weakcomp boolean {0, 1} Enable Weak Compression heuristic.

Table 3.2: Overview of all parameters in ReoptSCIP.
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Computational Experiments

In this chapter, we present computational results for our reoptimization approach.
To get an intuition if this approach can speed up an iterative solving process we
ran several tests on different combinatorial optimization problems.

First, we consider structured problem instances resulting from decomposition and
re-formulation. Therefore, we use the generic branch-cut-and-price solver GCG [GCG]
which was introduced by Gamrath [Gam10] and Lübbecke [GL10]. GCG performs
a Danzig-Wolfe decomposition and solves the resulting re-formulation via branch-
and-price, i.e., solving the LP-relaxation at each node via column generation. The
resulting pricing problems (also called blocks) are solved separately and iteratively.
Let us consider a fixed block of this re-formulation. The solving process of this block
provides a sequence of optimization problems that differ in the objective function
only, cf. column generation in Section 1.2.4. The corresponding sequence of objec-
tive functions is the object of interest to evaluate our approach. Thus, we solve the
subproblem w.r.t. the sequence of objective functions with ReoptSCIP and compare
it with solving the sequence from scratch with SCIP. We test ReoptSCIP on two
classes of structured problems: Vertex Coloring (Section 4.1.1) and Capacitated
Vehicle Rooting (Section 4.1.2).
As an second application for our reoptimization, we present results for the k-
Constrained Shortest Path problem. A special thanks goes to Mirai Tanaka from
the Tokyo Institute of Technology and Kazuhiro Kobayashi from the National Mar-
itime Research Institute in Japan, who provided the test instances. They consider
the ship routing navigation problem and modeled this as a Mixed Integer second-
order Cone Problem. They decompose the problem into two MIPs, a Optimal Speed
and Optimal Routing Problem (ORP), see [TK13]. In our computations we consider
the ORP for a fixed time horizon T and generate the k-constrained shortest paths
with ReoptSCIP and compare it to SCIP. More details about the model of Tanaka
and Kobayashi can be found in Appendix A.

Finally, we test our approach on arbitrary binary and mixed binary instances from
the Miplib 2010. For this purpose we generated random sequences of objective
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functions and solved them sequentially. A short excursion on generating random
objective functions with a given similarity is given in Appendix B.

We performed all tests on an Intel R© Xeon R© CPU E3-1290 V2 @ 3.70GHz with
16GB RAM. Our implementation is based on SCIP 3.1.0.1 and we use CPLEX 12.6
as LP solver. For our computations we limit the solving time of each sequence by
3600 seconds and use the default settings of SCIP but disable all dual presolving
and propagation techniques. We compute averages of solved nodes and solving
time by using the shifted geometric mean. Let a1, . . . , ak ∈ R+ and s ∈ N, the
shifted geometric mean [Ach07, Appendix A] is defined by

γs(a1, . . . , ak) =
(

k∏
i=1

(ai + s)
) 1

k

− s,

where we choose s = 10 for running time and s = 100 for nodes. We specify the
speedup provided by reoptimization in percent and define it by

100% · Solving Time SCIP
Solving Time Reoptimization − 100%,

e.g., a speedup of 0% indicates that neither SCIP nor reoptimization provide a ben-
efit, on the other hand, a speedup of 200% indicates that an instance can be solved
3 times faster by reoptimization than by SCIP, and a negative speed up induces a
loss of time by using reoptimization. We compute average of speedup by using the
arithmetic mean.

At the end of each section we consider a thought experiment and discuss the pos-
sible acceleration provided by parallelizing the solving of the LP-relaxations of the
reoptimized search frontier, i.e., solving the corresponding LP-relaxations in par-
allel instead of sequentially. Therefore, we assume 8 identical cores and for each
core a clock to measure the time needed to solve the LP-relaxation of a reoptimized
node. In order not to overestimate the benefit provided by such a parallelization we
distribute the LP-relaxations to solve straightforward to the cores, i.e., we assign
the n’th LP-relaxation to core n modulo 8. Moreover, we do not regard the ef-
fect for node selection and branching decisions of the branch-and-bound algorithm
caused by the knowledge of all dual bounds of the reoptimized search frontier.

The following sections consider three different configurations of the reoptimizing
version of SCIP.

ReoptSCIP. In the default configuration, saved nodes are either leave nodes, nodes
with fixed variable sets C− and C+ determined by strong branching in the cur-
rent iteration, or nodes with added logic-or constraints. After splitting the strong
branched node becomes substituted by the leaves of the resulting subtrees. During
the solving process, all LPs of reoptimized nodes are solved. Furthermore, all solu-
tions found so far are stored in the solution tree and no local or global constraints to

66



Reoptimization for Column Generation

separate these solutions are added to the problem. Moreover, no additional heuris-
tic is enabled and there are neither restarts nor limits on the number of saved
nodes. In other words, this is a very basic version, without any special features,
saving as little information as possible information.

ReoptSCIPfull. In contrast to ReoptSCIP we store and reconstruct the whole
search tree of the previous iteration.

ReoptSCIPhybrid. A mix between the two other versions. In order to save less
information than ReoptSCIPfull we set the parameter maxdiff = -1. Thus, we
save additionally transit nodes, cf. 3.4.

In the following, we run the Largest Representative heuristic exclusively on the
set of feasible nodes Pf , i.e., nodes that provided a feasible solution within the
last iteration, but not if the root node is the only feasible node. Moreover, we
compress the search tree only if the determined representation is better than the
last compression of a previous round, i.e., the loss of information shall decrease or
the depth of the hook (number of common variables) increase. To find a sufficiently
good solution, we run the heuristic |Pf | times and start in each round with another
node v ∈ Pf . Afterwards, we choose the compression with the minimal loss of
information. Moreover, we run the Weak Compression heuristic for one node only,
since in almost every iteration the search tree includes nodes that consist of added
constraints. We choose the pruned node with the largest dual bound in the previous
iteration. Furthermore, we demand that the number of fixed variables is at least
one and not less than the number of fixed variables of the last weak compression.
Additionally, we do not want to compress a node twice in a row.

4.1 Reoptimization for Column Generation
In this section we present computations on structured problems, i.e., we use a
sequence of objective functions generated by solving a given problem with GCG. For
each type of problem, we give a detailed definition of the problem and mention
some special configurations of our reoptimizing solver if necessary.

4.1.1 Vertex Coloring Problem

Problem Definition. Given an undirected graph G = (V,E), we want to find
an assignment of colors to the nodes V such that adjacent nodes get different colors
and the number of used colors is minimal. To model the Vertex Coloring Problem
(VCP) as a MIP consider an upper bound n on the number of colors, e.g., n = |V |.
Moreover, we introduce binary variables xv,j and yj for each v ∈ V and j ∈ [n].
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Algorithm nodes time [s] outs better/equal
SCIP 3,609 47 0 19/10/47
ReoptSCIP 9,488 86 7 17/10/47
ReoptSCIPfull 10,400 77 6 17/10/47
ReoptSCIPhybrid 9,468 81 6 17/10/47

Table 4.1: Overview of differences in the number of solved nodes and solving times between
SCIP and reoptimizing variants. The last column ’better/equal’ gives the number of instances
which are solved faster by SCIP and equal to the solving time of the best reoptimizing algorithm
(1st row) or by faster a reoptimizing algorithm or equal to the solving time of SCIP (2nd - 4th
row), respectively.

Problem 4.1 (Vertex Coloring Problem [BM73]):

min
n∑
j=1
yj

s. t.
n∑
j=1

xv,j = 1 ∀v ∈ V

xv,j ≤ yj ∀v ∈ V, ∀j ∈ [n]
xu,j + xv,j ≤ 1 ∀(u, v) ∈ E, ∀j ∈ [n]

xv,j ∈ {0, 1} ∀v ∈ V, ∀j ∈ [n]
yj ∈ {0, 1} ∀v ∈ V

GCG decomposes the VCP into n identical blocks and aggregates them such that
only one block has to be solved.

Computations. Figure 4.1 and Table 4.1 show a short comparison between SCIP
and the three variants of our reoptimizing LP-based branch-and-bound algorithm.
For each algorithm we compare the solving time over all iterations in seconds and
calculated the speedup factor, i.e., time needed by a reoptimizing algorithm per
time needed by SCIP, see Figure 4.1. Furthermore, Table 4.1 shows a comparison
of the shifted geometric means of number of solved nodes and needed solving time
in seconds. For more details see Table C.1 in the appendix.

SCIP solves all instances within the time limit of 3600 seconds. The three reopti-
mizing algorithms reach the time limit on 7, 6, and 6 instances (see Table 4.1). The
name of an instance is colored red if at least one algorithm reaches the time limit.
The highest bar corresponds to the algorithm that reaches the time limit. For
example see instance myciel7 in Figure 4.1. Both ReoptSCIP and ReoptSCIPfull
reach the time limit, however, ReoptSCIPhybrid solves the instance in less than
3600 seconds and the corresponding bar is lower than the other bars.

The number of solved nodes increases by a factor of 2.8 in the shifted geometric
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Figure 4.1: Relative solving times of the reoptimizing algorithms compared to SCIP on the VCP
test set.
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instance SCIP ReoptSCIP ReoptSCIPfull ReoptSCIPhybrid
1-FullIns_5 24,769 390,343 534,311 431,534
DSJC125.1 759,419 2,388,476 3,685,050 3,002,311
DSJR500.1 410,327 2,663,684 2,929,034 2,629,503
ash331GPIA 13,964 928,738 1,371,504 1,134,944
le450_15b 694,976 653,880 1,047,059 828,571
mug100_1 1,827,890 14,867,010 23,212,343 21,274,401
mug100_25 735,511 15,584,639 13,323,433 19,599,693
γs 268,893 2,308,640 3,068,570 2,796,103
ratio 1.00 8.59 11.41 10.40

Table 4.2: Comparison of solved nodes on instances that reaches the time limit.

mean, which might be one reason for the deterioration on some instances while
using reoptimization. Nevertheless, on 18 of 47 instances reoptimization provides
a benefit up to a factor of 7, e.g., see instance 1-Insertions_5 and algorithm
ReoptSCIPhybrid, and on 10 instances neither SCIP nor a reoptimizing algorithm
provides a benefit. Let us focus on the remaining 19 instances, especially on in-
stances where the reoptimizing variants of SCIP exceed the time limit. The number
of solved nodes on these instances increases by a factor between 8.59 and 11.41, see
Table 4.2. There are two possible reasons leading to such an enormous increase. On
the one hand, ReoptSCIP and the other reoptimizing versions of SCIP do not regard
the changes of the objective functions, i.e., the search continues at the last search
frontier right from the start. Hence, branching decisions become reoptimized that
are no longer up to date if the objective functions are not similar enough. On the
other hand, all three reoptimizing variants solve the LP-relaxation of any reopti-
mized interior nodes, e.g., strong branched nodes. If the objective functions changes
only slightly, the LP-relaxations yields more or less identical lower bounds. Thus,
solving an interior node does not prune subtrees because of their lower bounds.

In the following, we consider the impact of the Trivialnegation heuristic, which we
introduced in Section 3.3.3, the Largest Representative heuristic, see Section 3.3.1,
and the Weak Compression heuristic from Section 3.3.2. Finally, we combine these
heuristics with delaying the reoptimization of the search frontier and a strong
branching initialization at the root node up to a given similarity (see Section 3.2.3).

Impact of the Trivialnegation heuristic. In order to consider the impact of
the introduced heuristic we compare the upper bound determined by SCIP and
the solution determined by our heuristic before the branch-and-bound procedure
starts, i.e., after the presolving. Figure 4.2 illustrates the gap between the optimal
solutions of the subproblems and the best solutions found by a heuristic, where the
gap is defined by

|Primalbound−Dualbound|
min{|Dualbound| , |Primalbound|}
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Figure 4.2: Quality of solutions found by Trivialnegation heuristic compared to default heuristics
of SCIP.

if both bounds has the same sign, or infinity, if they have opposite sign. We use the
solution determined by SCIP if the Trivialnegation heuristic is not able to construct
a feasible solution. The examples corresponding to the instances 1-Insertions_4
and 1-FullIns_5 show that the heuristic finds a better solution than the heuristics
provided by SCIP in almost all iterations. Moreover, the heuristic determines the
optimal solution for the first 30% – 40% of subproblems in the sequence. Indeed,
the heuristic provides a speedup of 9.30% in the geometric mean, see Table 4.3
and Figure C.1 in the appendix. In 30 of 47 instances the heuristic decreases the
solving time by 230%, cf. Table C.2 and instance 4-Insertions_4, and increases
the solving time only in 5 of 48 instances up to 8.8%.
In combination with reoptimization the benefit provided by the Trivialnegation
heuristic is much lower than in combination with SCIP. Of course, the quality of the
constructed solutions is as good as in combination with SCIP but the reoptimizing
algorithms need more time to prove the optimality because these algorithms need
to solve all nodes of the reoptimized search frontier.

Impact of the Largest Representative heuristic. Table 4.3 shows the shifted
geometric mean of solving times, number of solved nodes, and the number of in-
stances for which the time limit was reached. A detailed comparison can be found
in Tables C.3 and C.4 in the appendix. The heuristic reduces the average number
of solved nodes by approximately 25% and improve the average solving time by ap-
proximately 30% on each instance. Moreover, the number of instances for which the
reoptimizing algorithms reached the time limit reduced to 4, 1, and 2, cf. Table 4.3.
For example, instance 1-FullIns_5 is now solved by all reoptimizing variants of
SCIP and ReoptSCIP solves the instance more than two times faster than SCIP, see
Table C.3. In comparison to the plain algorithms ReoptSCIP, ReoptSCIPfull, and
ReoptSCIPhybrid the Largest Representative heuristic provides a speedup of 59%,
67%, and 76%, respectively. Moreover, ReoptSCIPfull and ReoptSCIPhybrid in
combination with the heuristic provide a benefit in the shifted geometric mean of
the solving time over the complete VCP test set compared to SCIP.
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γs

Algorithm TN LR WC nodes time [s] outs speedup

SCIP
3,896 47 1
3,775 43 1 + 9.30%

ReoptSCIP

9,488 86 8
10,808 86 8 ± 0.00%
5,779 54 4 + 59.26%
6,620 51 3 + 68.63%

ReoptSCIPfull

10,400 77 7
11,705 77 6 ± 0.00%
7,679 46 1 + 67.39%
7,100 44 1 + 75.00%

ReoptSCIPhybrid

9,468 81 6
11,126 83 7 − 2.41%
7,095 46 2 + 76.09%
6,858 46 2 + 76.09%

Table 4.3: Overview of the impact provided by the Trivialnegation (TN), Largest Representative
(LR), and Weak Compression (WC) heuristic. The speedup is the relative improvement of the
solving time refer to the according algorithm without any additional heuristic.

Impact of the Weak Compression heuristic. The heuristic reduced the av-
erage number of solved nodes up to 25% and the average solving time by ap-
proximately 30%, see Table C.6. Furthermore, the number of instances where the
algorithms ReoptSCIP, ReoptSCIPfull, and ReoptSCIPhybrid reach the time limit
of 3600 seconds is reduced to 3, 1, and 2, respectively (see Table 4.3). The heuris-
tic speeds up the shifted geometric mean solving times by 69%, 75%, and 76%
compared to the default reoptimizing algorithms. Moreover, ReoptSCIPfull and
ReoptSCIPhybrid in combination with the heuristic provide a benefit in the shifted
geometric mean solving time over the complete VCP test set compared to SCIP.
A more detailed comparison can be found in the appendix, see Tables C.5 and C.6.

The solving process can be accelerated up to a factor of 4 through reoptimization in
combination with the three mentioned heuristics, e.g., when solving myciel6 with
ReoptSCIPfull in combination with the Weak Compression heuristic. However,
in the shifted geometric mean there is only a marginal benefit compared to SCIP,
i.e., the solving time can be reduced by at most 7% (SCIP: 47s, ReoptSCIPfull:
44s), see Table 4.3. That is because there are instances where the reoptimizing al-
gorithms reached the time limit and the solving time increased by a factor of more
than 20, e.g., for mug100_25 with ReoptSCIP. The number of solved nodes was
increased very much compared to solving the problems from scratch, which could
be a reason for the deterioration. Up to this point none of the presented algorithm
takes advantage of the changes of the objective functions, apart from the Trivial-
negation heuristic. Table 4.4 shows the benefit provided by exploiting the changes
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default best
1 thread 8 threads 1 thread 8 threads

algorithm time speedup time speedup time speedup time speedup
SCIP 47 – 47 – 47 – 47 –
ReoptSCIP 86 − 45.35% 51 − 7.84% 32 + 46.88% 24 + 95.83%
ReoptSCIPfull 77 − 38.91% 47 ± 0.00% 30 + 56.67% 22 + 113.63%
ReoptSCIPhybrid 81 − 41.98% 47 ± 0.00% 31 + 51.61% 21 + 123.81%

Table 4.4: Expected solving times of a parallelized reoptimization with 8 threads on the VCP
test sets.

between the objective functions (column: best, 1 thread). Finally, we run a strong
branching initialization at the root node and change the following parameters. The
reoptimization of the search frontier is delayed up to a similarity of at least 0.5 be-
tween two sequential objective functions. Furthermore, algorithm ReoptSCIP solves
exclusively leaf nodes and algorithms ReoptSCIPfull and ReoptSCIPhybrid skip
solving the LP-relaxation if the number of bound changes within the current node
compared to the parent node is less than 10. Moreover, all algorithms skip solv-
ing the LP-relaxation of the root node if the similarity to the previous objective
function is at least 0.8. We restore the saved search frontier if the number of saved
nodes is larger than 2000.

Table 4.4 shows that the solving process can be accelerated by up to 57% (col-
umn: best, 1 thread) and there are no instances where the reoptimizing algorithms
reached the time limit. The algorithms ReoptSCIP and ReoptSCIPfull provide
a benefit for 34 of 47 instances and ReoptSCIPhybrid for 33 of 47 instances. In
the average a speedup between 95% and 103% percent can be achieved for each
instance. The largest benefit can be achieved by ReoptSCIPhybrid and amounts to
548.98%. Moreover, all three algorithms reduce the time needed to solve mug100_1
by 6.69% to 26.09%. The loss of solving time on the two instances mug88_1 and
mug88_25 could be reduced to at most 31%.

We have already mentioned that the reoptimizing algorithms with their default set-
tings need to solve many more nodes than SCIP, e.g., ReoptSCIPfull explored 8.59
times more nodes than SCIP to solve instance myciel7 (see Table 4.2). Through
the exploitation of the changes between the objective functions and the use of the
heuristics the number of solved nodes could be reduced by a factor of 9.51. In the
end, the instance can be solved with 40% less nodes than SCIP needs.

Considering the geometric mean of the whole VCP test set, the reoptimizing algo-
rithms need to solve at most 1.6 times more nodes than SCIP. Compared to the
default reoptimizing algorithm, this is a remarkable reduction by more than 50%.
For more details we refer to the appendix, see Table C.7.
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Hypothetical Multi-Threading. We compare both the default reoptimizing
algorithms as mentioned in the beginning of this chapter and variants extended by
all three heuristics, a delay of 0.5, and we skip solving all LP-relaxations of interior
nodes with SCIP. A short overview can be found in Table 4.4 and for more details
we refer to the appendix, see Table C.8. A reoptimization using 8 threads instead if
1 thread and without any additional heuristic could not provide a benefit compared
to SCIP, but the loss of time can be decreased to at most 8%. In combination with
the mentioned heuristics, a delay of reoptimizing the search frontier, and a limit
on the number of stored nodes the solving time can be accelerated up to 123%
compared to SCIP.

4.1.2 Capacitated Vehicle Routing Problem

Problem Definition. The Vehicle Routing Problem (VRP) was introduced by
Dantzig and Ramser [DR59] and is seeking to serve each customer i ∈ N =
{1, . . . , n} with a quantity di ∈ R+ of a single commodity from a central depot
{0}. Therefore k ∈ N independent vehicles of identical capacity C ∈ R+ are avail-
able. If the capacity is finite the problem is called Capacitated Vehicle Routing
Problem (CVRP). The aim is to supply all customers in such a way that the total
cost for delivery is minimal, with cij ∈ R+ denoting the transit cost from i to j,
i, j ∈ N . Combinatorially, a solution consists of a partition of N into k routes
{R1, . . . , Rk} such that ∑i∈Rr

di ≤ C, for all r ∈ {1, . . . , k}.

To model this problem as a MIP we introduce binary variables xijv and yiv and
continuous variables uiv, for i, j ∈ N and 1 ≤ v ≤ k. The variable xijv is 1 if and
only if vehicle v transports goods via customer i to customer j and yiv is 1 if and
only if vehicle v serves the demand of customer i. The continuous variable uiv is
bounded by the capacity c and can be interpreted as the current load of vehicle v
after visiting customer i.
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Problem 4.2 (Capacitated Vehicle Routing Problem [RKPT03]):

min
∑
i∈N

∑
j∈N : i 6=j

k∑
v=1

cij · xijv

s. t.
k∑
v=1

yiv = 1 ∀i ∈ N∑
j∈N : i 6=j

xijv − yiv ≥ 0 ∀i ∈ N, ∀v ∈ [k]
∑

j∈N : i 6=j
xjiv − yiv ≥ 0 ∀i ∈ N, ∀v ∈ [k]
∑
i∈N

di · yiv ≤ C ∀v ∈ [k]

uiv − ujv + C · xijv ≤ C − dj ∀i, j ∈ N : di + dj ≤ C, ∀v ∈ [k]
uiv ≥ di ∀i ∈ N, ∀v ∈ [k]

xijv, yiv ∈ {0, 1} ∀i, j ∈ N, ∀v ∈ [k]
uiv ∈ R ∀i ∈ N, ∀v ∈ [k]

GCG decomposes the CVRP into k subproblems.

Computations. Figures D.8 – D.11 show that more than the first 60% of the
sequential objective functions are quite different, i.e., the similarity is low, and
afterwards the similarity increases to at least 0.8. On this account, we run all
test with a delay of 0.8, i.e., the search frontier becomes restored if the sequential
objective functions have a similarity of less than 0.8. Furthermore, we bound the
number of saved nodes by 2000. Table 4.5 gives a short overview of the shifted
geometric mean of generated nodes and solving time needed by SCIP, ReoptSCIP,
ReoptSCIPfull, and ReoptSCIPhybrid (column: default, 1 thread). It can be seen
that SCIP solves all symmetric CVRP instances faster than the three reoptimizing
algorithms. In contrast SCIP is outperformed by ReoptSCIPhybrid on the tsplib
instances. The differences between SCIP and its reoptimizing version is slight (±5%)
on the tsplib test set. Whereas SCIP is significant better than the three reoptimizing
algorithm on the symmetric test set. For more details we refer to the appendix,
see Table C.9.
It is remarkable, that the number of generated nodes is approximately the same
compared to solving the sequences of subproblems from scratch. This can be ex-
plained with the changes of the objective functions. Since only the last few ob-
jective functions are reasonably similar, all subproblems are solved from scratch
during many reoptimization iterations. Obviously, the overhead which results from
saving and reoptimizing the search frontier cannot be compensated by continuing
the search at the last frontier.
In the following, we investigate the impact of the heuristics Largest Representative
and Weak Compression. The heuristic Trivialnegation failed on almost all test
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default best
1 thread 8 threads 1 thread 8 threads

algorithm time speedup time speedup time speedup time speedup

sy
m

m
et

ric SCIP 43 – 43 – 43 – 43 –
ReoptSCIP 54 − 20.37% 29 + 48.28% 37 + 16.22% 26 + 65.38%
ReoptSCIPfull 46 − 6.52% 27 + 59.26% 37 + 16.22% 25 + 72.00%
ReoptSCIPhybrid 49 − 12.24% 29 + 48.28% 37 + 16.22% 25 + 72.00%

ts
pl

ib

SCIP 134 – 134 – 134 – 134 –
ReoptSCIP 140 − 4.29% 124 + 8.06% 110 + 21.82% 103 + 30.10%
ReoptSCIPfull 138 − 2.90% 129 + 3.88% 114 + 17.54% 109 + 22.94%
ReoptSCIPhybrid 128 + 4.69% 117 + 14.53% 114 + 17.54% 108 + 24.07%

Table 4.5: Expected solving times of a parallelized reoptimization with 8 threads on the CSVP
test sets.

instances, thus we leave it out. Considering the changes in the objective functions
more precise yields the observation that only for some rare variables the coefficient
values of the objective functions change in a sense such that there is an impact.
A short overview of the benefit provided by reoptimization and the heuristics is
illustrated in Table 4.6.

Impact of the Largest Representative heuristic. The heuristic reduces the
solving time of ReoptSCIP and ReoptSCIPfull by approximately 4.5% and 5.5%,
respectively, on both test sets and the solving time of ReoptSCIPhybrid by ap-
proximately 11% on the symmetric instances. Only ReoptSCIPfull can achieve a
marginal benefit on the tsplib CVRP test set. Here again, the reason is the low sim-
ilarity of most of the objective functions because we restore the search frontier very
often, thus the heuristic does not run. For more details we refer to Appendix C,
Table C.10 and C.11.

Impact of the Weak Compression heuristic. The heuristic speeds up the
solving time for all algorithms on the symmetric and two algorithms on the tsplib
test set. Compared to the reoptimizing algorithms without additional heuristics
the solving time can be reduced by 5% to 20%. The number of solved nodes can
be reduced by up to 72%, cf. Table C.13 and algorithm ReoptSCIPfull.

All three reoptimizing algorithms in combination with the Weak Compression
heuristic achieve a speedup on the symmetric test set compared to SCIP. The solv-
ing time can be reduced to 39s (ReoptSCIPfull) and to 129s (ReoptSCIP) in the
shifted geometric mean on the symmetric and tsplib test set, respectively, which
corresponds to a speedup of 10% and 4%, respectively.

Hypothetical Multi-Threading. We compare both the default reoptimizing
algorithms as mentioned in the beginning of this chapter and the presented variants

76



Reoptimization for the k-Constrained Shortest Path Problem

γs

algorithm LR WC nodes time [s] outs speedup

ReoptSCIP sy
m

m
et

ric 11,507 54 0
15,214 51 0 + 5.88%
10,177 43 0 + 25.58%
10,523 37 0 + 45.95%

ts
pl

ib

108,617 140 0
105,629 137 0 + 2.19%
94,767 129 0 + 8.52%
123,192 110 0 + 27.27%

ReoptSCIPfull sy
m

m
et

ric 11,890 46 0
15,644 44 0 + 4.45%
11,943 39 0 + 17.95%
11,451 37 0 + 24.32%

ts
pl

ib

110,334 139 0
102,082 130 0 + 6.92%
103,080 133 0 + 4.51%
89,145 114 0 + 21.93%

ReoptSCIPhybrid sy
m

m
et

ric 11,542 49 0
15,125 44 0 + 11.36%
11,569 39 0 + 25.64%
10,810 37 0 + 32.43%

ts
pl

ib

98,149 128 0
104,349 135 0 − 5.18%
98,917 138 0 − 7.25%
88,743 114 0 + 12.28%

Table 4.6: Overview of the impact provided by the Largest Representative (LR) and Weak
Compression (WC) heuristic for the CVRP test set. The speedup is the relative improvement of
the solving time regarding the according algorithm without any additional heuristic.

providing the most benefit (cf. Table C.14) with SCIP. A short overview can be
found in Table 4.5 and for more details we refer to the appendix, see Table C.15.
Using 8 threads instead of 1 thread might reduce the shifted geometric mean solving
time of all reoptimizing algorithms, see e.g., ReoptSCIP in the default version and
the symmetric test set. By using a parallelized reoptimization, all default version of
ReoptSCIP, ReoptSCIPfull, and ReoptSCIPhybrid might solve both CVRP test
sets in the shifted geometric mean faster than SCIP. Moreover, it can be expected,
that extending these parallelized algorithms by the Largest Representative and
Weak Compression heuristic can improve the shifted geometric mean solving time
up to 72% compared to SCIP.

4.2 Reoptimization for the k-Constrained
Shortest Path Problem

Problem Definition. The k-Constrained Shortest Path Problem (kCSP) is a
generalization of the Constrained Shortest Path Problem (CSP). Consider a digraph
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γs

algorithm LR WC nodes time [s] outs speedup
SCIP 989 55 0

ReoptSCIP

1,120 38 0 + 44.74%
1,112 35 0 + 57.14%
1,149 30 0 + 83.33%
1,125 36 0 + 52.78%

ReoptSCIPfull

1,927 51 2 + 7.84%
2,109 44 2 + 25.00%
1,828 43 2 + 27.91%
1,676 41 2 + 34.15%

ReoptSCIPhybrid

1,648 41 2 + 34.15%
1,590 40 2 + 37.50%
1,597 40 1 + 37.50%
1,493 38 1 + 44.74%

Table 4.7: Speed up provided by reoptimization on the kCSP test set. The table shows the
shifted geometric mean of solved nodes and solving time. The speedup is the percentage saving
of solving time refer to standard SCIP.

D = (V,A) and weights da, ta ∈ R+ for all a ∈ A. Furthermore, let s, t ∈ V be two
distinguishable nodes and let T ∈ R+ be a constant. For any s, t-path p there are
two cost functions

d(p) =
∑
a∈p

da and t(p) =
∑
a∈p

ta.

An s, t-path p is called feasible if t(p) ≤ T . Let us denote the set of all feasible
s, t-paths by Pst(T ). The aim of the CSP is to find a s, t-path p? such that

p? = arg min{d(p) | p ∈ Pst(T )}.

Solving the CSP is NP-complete, see e.g., Gary and Johnson [GJ79] or Handler
and Zang [HZ80]. The aim of the k-Constrained Shortest Path Problem (kCSP) is
determining a set P = {p?1, . . . , p?k} such that

p?1 = arg min{d(p) | p ∈ Pst(T )}
p?2 = arg min{d(p) | p ∈ Pst(T ) \ {p?1}}
...

p?k = arg min{d(p) | p ∈ Pst(T ) \ {p?1, . . . , p?k−1}}.

For our computational experiments we used the instances provided by Tanaka and
Kobayashi and chose k ∈ {10, 20, 30, 40, 50, 100}.

Computations. All three reoptimizing variants provide a speedup of at least
8% and up to 32% without additional heuristics, see Table 4.7. Examples of the
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Figure 4.3: Relative solving times compared to SCIP of two kCSP instances.

relative solving times are depicted in Figure 4.3. It can be seen that the algorithms
ReoptSCIP and ReoptSCIPhybrid provide the largest benefit. The poor result of
ReoptSCIPfull is caused by the number of solved nodes, which are approximately
twice as many as solved by ReoptSCIP, see Table 4.7. However, this reoptimizing
variant provides a benefit too. An interesting observation is that for 10 out of 11
test instances the benefit provided by reoptimization increases up to some k and
decreases afterwards. A look into Table C.16 revealed that for small k the reopti-
mizing algorithms solve less nodes than SCIP but if k gets large enough the ratio
reverses, i.e., the reoptimizing algorithm need to solve more nodes than SCIP. For
more details we refer to the Appendix C, see Figure C.2 and C.3.

The two heuristics, Largest Representative and Weak Compression, improve the
solving time again. By the use of these heuristics, the shifted geometric solving
time can be accelerated by up to 83%, cf. Table 4.7 and algorithm ReoptSCIP
extended by the Weak Compression heuristic.

Hypothetical Multi-Threading. We compare both the default reoptimizing
algorithms as mentioned in the beginning of this chapter and the presented variants
providing the most benefit, i.e., combined with the Largest Representative and
Weak Compression heuristic (cf. Table 4.7) with SCIP. A short overview can be
found in Table 4.8 and for more details we refer to Table C.22 in the appendix.
Table 4.8 shows that using a parallelized reoptimization with 8 threads and no
additional heuristics might solve the kCSP test set in the shifted geometric mean
faster than the according algorithm extended by the heuristics Largest Represen-
tative and Weak Compression. For example, see ReoptSCIP which possibly needs
in the shifted geometric mean 16 seconds per instance with no additional heuristic
and 22 seconds with the two mentioned heuristics by using 8 threads. Moreover,
using 8 threads provides the highest benefit on the default versions, i.e., without
any additional heuristic. Since the objective function does not change all branch-
ing decisions are up to date at any time, thus the loss of information cannot be
compensated by parallelizing the solving process of the reoptimized nodes. Never-
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default best
1 thread 8 threads 1 thread 8 threads

algorithm time speedup time speedup time speedup time speedup
SCIP 55 – 55 – 55 – 55 –
ReoptSCIP 38 + 47.55% 16 + 250.40% 36 + 54.63% 22 + 152.88%
ReoptSCIPfull 51 + 9.07% 26 + 115.63% 41 + 33.62% 24 + 126.02%
ReoptSCIPhybrid 41 + 36.65% 20 + 176.93% 38 + 44.28% 22 + 146.66%

Table 4.8: Expected solving times of a parallelized reoptimization with 8 threads on the kCSP
test set.

theless, by parallelizing the reoptimization solving process could be accelerate by
at most 250% (without heuristics) and 150% (with heuristics).
For more detailed tables we refer to Appendix C, see Tables C.16 to C.22.

4.3 Reoptimization for Miplib 2010 Problems
In this section we present our computational experiments for sequences that nei-
ther results from a column generation process nor are steady. Therefore, we con-
sider several instances from the Miplib 2010 (see Appendix E.5) and generate for
each instance a sequence of size 10 of random objective functions, where the 10th
objective function is the original objective function. For more details about the
generation of these sequences we refer to Appendix B.
Table 4.11 shows a short comparison of the shifted geometric means of numbers
of generated nodes and solving time needed by SCIP and the three reoptimizing
versions as mentioned in the beginning of this section. For more details on generated
nodes and solving time we refer to Table C.23 in Appendix C.
SCIP and ReoptSCIPfull solve all 29 instances within the time limit of 3600s. The
algorithms ReoptSCIP and ReoptSCIPhybrid reach three and one times the limit,
respectively. However, all three plain reoptimizing algorithms provide a benefit
compared to SCIP. Most speedup in the shifted geometric mean can be achieved
with algorithm ReoptSCIPhybrid (36.59%, 171.76s), which is the only reoptimizing
algorithm without time out. In comparison to the VCP test instances, whose se-
quences of objective functions result from a column generation process, the number
of solved nodes do not increase so much. For example consider the instances ex9,
neos-824695, and neos-826694. The number of generated nodes to solve these
instances is always 10, which indicates that all algorithms solve each subproblem
in the root node. Thus, reoptimization results benefit from saving the presolving
of the last 9 subproblems. Since all dual presolving and propagation techniques
are disabled we only have to presolve the first subproblem of the sequence. Indeed,
while solving ex9 SCIP spends in each iteration approximately 38 seconds in the
presolving. Hence, through reoptimization a total of 342 seconds of presolving time
can be saved.
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default always
algorithm nodes time [s] nodes time [s] speedup
SCIP 2,340 470 2,340 470 ± 0.00%
ReoptSCIP 3,198 314 3,143 293 + 7.17%
ReoptSCIPfull 3,374 277 3,021 251 + 10.56%
ReoptSCIPhybrid 3,198 263 3,066 258 + 1.94%

Table 4.9: Impact of calling heuristic shiftandpropagate only if no solution was found (default)
and although a solution was already found (always).

Another interesting observation can be done on instance neos-935769. Let us focus
on SCIP and ReoptSCIP. Considering the sequence of objective functions yields the
observation that the first 9 subproblems are unbounded in at least one variable, that
is caused by the random objective functions generation process (see Appendix B).
Thus, both SCIP and ReoptSCIP solve the first 9 subproblem at the root node. The
10th subproblem is solved by SCIP in 131 seconds with 13 nodes, but ReoptSCIP
needs 530 seconds and 342 nodes to solve the last subproblem. The differences in
the solving process are caused by the primal heuristic shiftandpropagate [BH13],
which is provided by SCIP, and the fact that by using reoptimization in almost all
iterations the solution pool is not empty at the beginning of the solving process.
Shiftandpropagate is a pre-root heuristic and by default the heuristic gets called
by SCIP only if at that time no solution was found. In connection with reopti-
mization shiftandpropagate is hardly ever called, since we store solutions found
before. The basic idea of shiftandpropagate is selecting an unfixed variable and
value with its domain. Afterwards, the variable is shifted to this value and domain
propagation techniques, see e.g., [ABK+08], are applied. Domain propagation can
detect infeasibility sometimes. Hence, there is an impact on the following branching
decisions with the consequence that ReoptSCIP needs to solve more nodes to solve
the problem. On the other hand, shiftandpropagate is expensive with regard to
the solving time. Hence, it is uncertain if calling shiftandpropagate although
a solution is available provides a benefit in connection with reoptimization. The
impact of calling shiftandpropagate although a feasible solution is available can
be found in Table 4.9. For more details we refer to Appendix C, Table C.24.

In the following, we consider the impact of the Largest Representative and Weak
Compression heuristic. The Trivialnegation heuristic fails on all instances, which
was to expect because the heuristic is designed for sequences of objective functions
resulting from column generation. On this account we leave it out.

Impact of the Largest Representative heuristic. Through the heuristic the
reoptimizing algorithms solve all instances within the time limit. In combina-
tion with the Largest Representative heuristic the solving process of ReoptSCIP,
ReoptSCIPfull, and ReoptSCIPhybrid can be accelerated by 19%, 23%, and 14%,
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γs

Algorithm LR WC nodes time [s] outs speedup

ReoptSCIP

3,198 314 3
2,689 264 0 + 18.94%
2,281 221 0 + 42.08%
2,287 224 0 + 40.81%

ReoptSCIPfull

3,374 277 0
2,666 225 0 + 23.11%
2,515 214 0 + 29.44%
2,444 210 0 + 31.90%

ReoptSCIPhybrid

3,181 263 1
2,740 231 0 + 13.85%
2,521 224 0 + 17.41%
2,379 207 0 + 27.05%

Table 4.10: Overview of the impact provided by the Largest Representative (LR), and Weak
Compression (WC) heuristic. The speedup is the relative improvement of the solving time to the
according algorithm without any additional heuristic.

respectively. Moreover, the number of instances which are solved faster by at least
one reoptimizing algorithm than by SCIP can be increased from 20 to 25 of 29.

Impact of the Weak Compression heuristic. As well as with the Largest
Representative heuristic, all instances can be solved by all reoptimizing algorithms
while using the Weak Compression heuristic. Compared to the default reoptimizing
algorithms the heuristic provides a speedup of 42%, 29%, and 17% for algorithm
ReoptSCIP, ReoptSCIPfull, and ReoptSCIPhybrid, respectively.

A short overview of the benefit provided by the two heuristics is illustrated in
Table 4.10. For more details we refer to the appendix, see Table C.25 – C.28.

Hypothetical Multi-Threading. It can be expected, that using multiple cores
provides a speedup of the solving time as well as on the VCP, CVRP, and kCSP
test set. Using a parallelized reoptimization without additional heuristics pro-
vides a larger speedup compared to SCIP than using the Largest representative
and Weak Compression heuristic and a single core. This is not surprising because
the heuristics reduce the number of stored nodes drastically and thus the num-
ber of LP-relaxations which need to be solved in parallel decreases. Nevertheless,
the highest speedup can probably achieved by a parallelized reoptimization with
these two heuristics, i.e., it can be expected that ReoptSCIPhybrid reduces shifted
geometric mean solving time of the considered instances of the Miplib 2010 by
approximately 197% compared to SCIP, see Table 4.11.
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default best
1 thread 8 threads 1 thread 8 threads

algorithm time speedup time speedup time speedup time speedup
SCIP 469 – 469 – 469 – 469 –
ReoptSCIP 314 + 49.36% 207 + 126.57% 224 + 109.38% 165 + 184.41%
ReoptSCIPfull 277 + 69.31% 205 + 128.78% 210 + 123.33% 161 + 191.70%
ReoptSCIPhybrid 263 + 78.33% 191 + 145.55% 207 + 126.57% 158 + 196.70%

Table 4.11: Expected solving times of a parallelized reoptimization with 8 threads.
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Chapter 5

Conclusion and Outlook

In this chapter we give a short summary of the contents and formulate a conclusion
of the results of this thesis. At the end of the chapter we describe some further
ideas how to continue with the results of this thesis.

This thesis dealt with a generalization and further development of the reoptimizing
branch-and-bound algorithm of Hiller, Klug, and the author of this thesis [HKW13]
to an LP-based branch-and-bound algorithm. In Chapter 2 we presented a tech-
nique that allows to use dual information within a branch-and-bound process while
solving a sequence of binary and mixed binary problems without losing optimality.
In the following sections we introduced a measure for the similarity of two objec-
tive functions and considered strong branching as an example for techniques using
dual information. Furthermore, we introduced the Tree Compression Problem and
developed two heuristics to solve this problem. Finally, we described the extension
of the academic MIP solver SCIP to a reoptimizing branch-and-bound framework
and presented our computational results in Chapter 4.

Conclusion
In Chapter 2 we have seen that guaranteeing optimality during reoptimization of
a sequence of general MIPs is quite hard because most of the state-of-the-art MIP
solvers use techniques based on dual information. Thus, in this thesis we concen-
trated on binary and mixed binary problems. For these special cases of MIPs, we
can handle the dual decisions, e.g., fixing variables at a node, by using a special
type of constraints. This technique produces an increase of the number of nodes of
the corresponding search tree which need to be solved in the following iterations. In
the worst case the number of nodes gets doubled. An additional overhead is caused
by saving and reoptimizing nodes and solutions found so far. Our computations
show that in general the overhead resulting from saving and reoptimizing nodes and
solutions increase the solving time if the changes in the objective functions are not
taken into account. For example, the solving time on the Vertex Coloring test set
increases by a factor of nearly 2 and the number of solved nodes by a factor of 11.
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On the other hand, reoptimizing nodes and solutions exclusively provides a speed
up of up to 47% for the k-Constrained Shortest Path test set, which corresponds
to a acceleration by a factor of 1.47. The major difference between Vertex Coloring
(VCP) and k Constrained Shortest Path (kCSP) are the changes of the objective
function between the iterations. While the objective functions of all subproblems
of the kCSP are equal, the objective functions of the VCP can change arbitrarily.

To handle the overhead resulting from reoptimizing nodes we considered two heuris-
tics to compress the search frontier. We have seen that these heuristics provide a
speed up on almost all test sets, e.g., the Weak Compression heuristic provides a
speed up of 78% on the VCP test set compared to reoptimization without additional
heuristics. A disadvantage of these heuristics is the loss of information because the
search frontier gets reduced to at most 3 nodes. This loss of information leads to
a increase of the solving time on the CVRP test set by up to 8%. But using a
combination of these two heuristics provides a benefit of 12%.

Our computational experiments show that taking the changes in the objective func-
tions into account is one of the most important ingredients of reoptimization. The
Trivialnegation heuristic tries to generate feasible solutions on the basis of the
changes between the previous and the current objective function and the opti-
mal solution of the last iteration. The comparison of SCIP and an extension by
the Trivialnegation heuristic yields a reduction of the solving time by 9.87%, which
corresponds to an average speed up of 20% per instance, see Table C.2. The heuris-
tic is designed for sequences of objective functions arising from column generation,
thus the heuristic has no impact on the solving sequences of the kCSP (Section 4.2)
and random sequences of Miplib 2010 instances (Section 4.3).

Two more possibilities to take the changes of the objective function into account
is the delay of the reoptimization, e.g., restoring the search frontier, and skipping
the solving of the root LP-relaxation. Both strategies are quite useful as shown in
our computations, see Table 4.4 in Section 4.1.1 and Table C.8 in the appendix.
Restoring the search frontier helps to keep the branching tree small and the de-
cisions up to date. In this context, a restoring can be both global and local. In
the case of a global restore we solve the problem from scratch. In the latter case,
we only solve a subproblem from scratch, e.g., if the variables whose objective co-
efficients did not change are already fixed and a potential subtree to reoptimize
contains almost only variables whose coefficients in the objective function change a
lot. On the other hand, if the objective functions changes only marginally, it can be
expected that solving the LP-relaxation yields always the same fractional variables
and lower bounds. Indeed, our experiments show that renouncing stored informa-
tion and skip solving the LP-relaxations of the root node and interior nodes can
improve the solving process. For example, the reoptimizing algorithm ReoptSCIP
in combination with delaying the reoptimization and skipping solving of several
LP-relaxations provides a speedup of 22% on the CVRP test set (see Table 4.5)
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and algorithm ReoptSCIPhybrid provides a speed up of 50% on the VCP test set
(see Table 4.4).

The property that only the objective functions changes between two sequential
problems can be used to save a lot of time during the presolving at the beginning
of the solving process of each subproblem. To be more precise, we only have to
presolve the first problem of the sequence because we have disabled all dual presolv-
ing methods. The most benefit provided by presolving only the first subproblem
can be achieved on the Miplib 2010 instances. For example, see Table C.23 and
instance ex9. The first 9 subproblems of the sequence are unbounded in at least
one variable, thus the 10th problem needs to be solved from scratch as well but the
overall solving time reduces from 413 seconds to 32.12 seconds by only omitting
the presolving of 9 of the 10 subproblems.

At the end of the analysis of each class of optimization problem we discussed the
parallelization of solving the LP-relaxations of the reoptimized nodes as a thought
experiment. Therefore, we measured the time needed to solve these LP-relaxations
in a straightforward way, since we did not want to overestimate the benefit pro-
vided by using multiple cores. Our experiments show that the most benefit can
possibly be achieved by using no heuristic for compression, which was expectable
because the heuristics introduced in this thesis reduce the number of nodes dras-
tically because the number of nodes that can be solved in parallel gets reduced.
Nevertheless, in comparison to reoptimization using one core the speed up could
be increase up to further 50%, 20%, 100%, and 60% on the Vertex Coloring, Ca-
pacitated Vehicle Routing, and k Constrained Shortest Path Problem and on the
Miplib 2010 instances.

Finally, we conclude that reoptimization can be useful to accelerate the solving
process of sequences of binary and mixed binary problems of the presented problem
classes. However, a necessary precondition is that the number of nodes that need to
be reoptimized is controllable, e.g., by heuristics, and the objective functions does
not change too much. If that is not the case the subproblems need to be solved
from scratch to avoid a slowdown. Another useful ingredient of reoptimization are
heuristics like Trivialnegation that construct feasible solutions only on the basis of
changes between two objective functions and a given optimal solution found in a
previous iteration.

Outlook
Most of the theoretical results of this thesis and all computational experiments
haven been proven and tested binary and mixed binary problems. Thus, the next
step needs to be the development of further techniques to handle general MIPs,
i.e., integer variable that are not restricted to {0, 1}. Moreover, there is a need for
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heuristics that do not reduce the size of the search frontier as drastically as Largest
Representative and Weak Compression because these two heuristics lead to a large
loss of information.
Our computational experiments show that a parallelization of the solving process
for the LP-relaxations of the reoptimized search frontier possibly provides an ad-
ditional speed up. Hence, we need to check if this is compatible with the concept
of SCIP and, if so, how to integrate it. Parallelization will certainly remain a ma-
jor topic in connection with solving MIPs, e.g., a parallelized extension of SCIP –
called ParaSCIP – has already been developed by Shinano et al. [SAB+12]. On this
account, a combination of ReoptSCIP and ParaSCIP seems to be interesting for
large problems, e.g., solving the subtrees induced by reoptimized nodes in parallel
instead of the LP-relaxation only.
A currently very important research topic is gas network optimization and scenario
topology planning, see e.g., Fügenschuh et al. [FGG+13], Pfetzsch et al. [PFG+14],
and Schweiger [Sch14]. Schweiger investigates scenario topology planning by de-
composition techniques and developed a branch-and-bound procedure where each
node corresponds to a single scenario and in each branching step either the objec-
tive function changes or the bound of a single variable becomes tighter. Obviously,
this is almost the same setting as considered in this thesis. Thus, reoptimization
can possibly be useful for scenario topology planning, too.
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Appendix A

Ship Routing Problem

For our computations on the kCSP we use test instances provided by Mirai Tanaka
from the Tokyo Institute of Technology and Kazuhiro Kobayashi from the National
Maritime Research Institute in Japan. They formulated the ship routing navigation
problem as a Mixed Integer second-order Cone Problem and decomposed it into
two MIPs, see [TK13]. One of these two subproblems represents an Optimal Route
Problem with given time horizon T and is formulated as follows.

Problem A.1 (Optimal Routing Problem [TK13]):

min
∑
a∈A

φa(v?a) · da · xa

s. t.
∑

w : (v,w)∈A
xvw −

∑
u : (v,u)∈A

xvu = bv ∀v ∈ V (A.1)

∑
a∈A

da
vmax − ra

xa ≤ T (A.2)

xa ∈ {0, 1} ∀a ∈ A (A.3)

Where the minimal and maximal speed through the water is given by vmin and
vmax, respectively, and the most economical shipping speed is given by v?a. More-
over, the fuel consumption involved in passing through an arc a with speed va is
described by φa(va) · da, where da is the length of arc a. The authors noted that
function φa(va) is convex within max{vmin, ra} ≤ va ≤ vmax, where ra is a given
constant. The equalities of type (A.1) model some kind of flow conservation, where
bs = 1, bt = −1 and bv = 0 for all v ∈ V \ {s, t}. Finally, constraint (A.2) ensures
that the time needed to pass through path p is at most T .

To determine the k constrained shortest paths Tanaka and Kobayashi proceed as
follows. An optimal solution p?1 of problem A.1 yields the constrained shortest path.
Afterwards, they extent problem A.1 by constraints of type∑

a∈p?
i

(1− xa) ≥ 1 ∀i = 1, . . . , k − 1 (A.4)
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to determine the k-th constraint shortest path because constraints of this type
ensures that at least one arc gets different. We already introduced constraints of
this type as logic-or constraints, see Section 2.2 and Definition 2.1.
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Appendix B

Generating Random Test
Instances

To evaluate our approach of a reoptimizing LP-based branch-and-bound algorithm
we want to generate a large test set independently from column generation or other
iterative procedures. To this end, we generate random objective functions for arbi-
trary instances from the Miplib 2010 [KAA+11] and solve them sequentially. We
aim to generate a sequence of m+ 1 objective functions with increasing similarity.
This means, the (m+ 1)-th objective function shall be the original and the similar-
ity w.r.t. cm+1 is increasing, i.e., Λ(ci, cm+1) < Λ(cj, cm+1) for all 1 ≤ i < j ≤ m+1.

In the following, we consider a given coefficient vector c ∈ Rn and a similarity
λ ∈ [−1, 1]. The aim of this section is to develop a procedure creating a coefficient
vector c̃ ∈ Rn such that Λ(c, c̃) = λ. Moreover, we show that this procedure can be
used as a subroutine to create a sequence of m+1 objective functions as mentioned
above.

Interpreting the coefficient vector c as the normal vector of a hyperplane, cf. Sec-
tion 2.5, leads to the idea to rotate the hyperplane in such a way that after several
random rotations the corresponding normal vector is equal to the coefficient vector
c̃. To this end, we do a short excursus on generalized rotation matrices.

Corollary B.1:
Let ei, ej ∈ Rn, i 6= j, the i-th and j-th unit vector, α ∈ [0, 2π], V := ei⊗ei+ej⊗ej,
and W := ei⊗ej−ej⊗ei, where ⊗ is the tensor product. A rotation matrix Rij(α),
which rotates the i-j-axis by α, is given by

Rij(α) = In + (cos(α)− 1)V + sin(α)W, (B.1)

where In is the n-dimensional identity matrix.

Rotation matrices of type (B.1) are a generalization of the well-known rotation
matrices in R2 and R3, e.g., see Gantmacher [Gan59] and Curtis [Cur84]. For the
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sake of completeness, Rij(α) look as follows.

Rij(α) =



i ↓ j ↓
1 0 . . . 0
0 . . .

1
i→ cos(α) sin(α)

1
... . . . ...

1
j → − sin(α) cos(α)

1
. . . 0

0 . . . 0 1



We use rotation matrices of type (B.1) to generate a finite sequence of objective
functions (ck)k∈[p], such that c0 = c and cp = c̃, where p ∈ N. Furthermore, for
each k = 1, . . . , p the k-th objective function is defined by

ck = Rikjk(αk)ck−1, (B.2)

where αk ∈ (0, 2π) and ik, jk ∈ [n] with ik 6= jk.

Observation B.2:
Rotations matrices of type (B.1) are length conserving, i.e., ‖c‖2 = ‖Rij(α)c̃‖2, see
e.g., Marcus and Minc [MM88]. W. l. o. g. we can assume ‖c‖2 = 1. Hence, the
similarity Λ of c and c̃ can be simplified to Λ(c, c̃) = 〈c, c̃〉.

Proposition B.3:
Let c ∈ Rn be an objective function, N ⊂

(
[n]
2

)
the set of disjoint 2-sets of {1, . . . , n},

such that cik 6= 0 or cjk 6= 0 for all k ∈ {1, . . . , |N |} and (ik, jk) ∈ N . Then

Λ(c, ck−1) > Λ(c, ck),

holds for all α ∈ (0, 2π), where ck = Rikjk(αk)ck−1, see (B.2).

Proof: Choose k ∈ {1, . . . , |N |} arbitrary but fix and αk ∈ (0, 2π). By con-
struction of N , the ik-jk-axis gets rotated the first time. Hence, cik−1 = ck−1

ik−1
and
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cjk−1 = ck−1
jk−1

. With the definition of Λ it follows

Λ(c, ck−1)− Λ(c,
= ck︷ ︸︸ ︷

Rikjk(αk)ck−1) = 〈c, ck−1 −Rikjk(αk)ck−1〉 > 0

⇐⇒
n∑

h=1: h6=ik,jk
ch · 0 + cik ·

[
ck−1
ik
−
(
ck−1
ik

cos(αk) + ck−1
jk

sin(αk)
)]

+ cjk ·
[
ck−1
jk

+
(
ck−1
ik

sin(αk)− ck−1
jk

cos(αk)
)]
> 0

⇐⇒
(
c2
ik−1

+ c2
jk−1

)
−
(
c2
ik−1

+ c2
jk−1

)
cos(αk) + (cjkcik − cikcjk)︸ ︷︷ ︸

=0

sin(αk) > 0

⇐⇒
(
c2
ik−1

+ c2
jk−1

)
︸ ︷︷ ︸

?

· (1− cos(αk))︸ ︷︷ ︸
??

> 0

By assumption at least one of the coefficients cik and cjk is different from 0 and α
needs to be different from 0 and 2π. Hence, ? and ?? are greater than 0.

Proposition B.4:
Let N and k as in Proposition B.3, λ ∈ [−1, 1).W. l. o. g. we assume all coefficient
vectors are normalized, i.e., ‖ck‖2 = 1. For all (ik, jk) ∈ N the following holds.

∃α ∈ (0, 2π) such that Λ(c, Rikjk(α)ck−1) = λ (B.3)

⇐⇒
λ−∑n

h=1: h6=ik,jk chc
k−1
h

c2
ik

+ c2
jk

∈ [−1, 1) (B.4)

Proof: We use the definition of Λ.

Λ(c, Rikjk(α)ck−1) = 〈c, Rikjk(αk)ck−1〉 = λ

⇐⇒
n∑

h=1: h6=ik,jk
chc

k−1
h + c2

ik
cos(α) + c2

jk
cos(α) = λ

⇐⇒
(
c2
ik

+ c2
jk

)
cos(α) = λ−

n∑
h=1: h6=ik,jk

chc
k−1
h

By construction of N we know ci 6= 0 or cj 6= 0, thereby dividing by c2
i + c2

j yields
the proposition.

Observation B.5:
The angle α mentioned in Proposition B.4 is given by

α = arccos
(
λ−∑n

h=1: h6=ik,jk chc
k−1
h

c2
ik

+ c2
jk

)
.

Before we describe the idea of our algorithm we formulate the following simple
observation.
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Observation B.6:
Let N be the set of disjoint 2-set as in Proposition B.3, k, l ∈ N, and αk, αl ∈
(0, 2π). Then, the matrix multiplication of rotation matrices of type B.1 is commu-
tativ, i.e., Rikjk(αk)Riljl(αl) = Riljl(αl)Rikjk(αk).

To get an intuition of the algorithm consider the following example and for a
presentation in pseudo code see Algorithm 8. Consider the objective function c =
(1, 1, 1, 1) and λ = −0.2. We aim to construct a function c̃, such that Λ(c, c̃) = −0.2.
First, we construct the set N randomly. Assume N = {(1, 3), (2, 4)}. Secondly, we
determine that (B.4) for (i1, j2) = (1, 3) is not fulfilled. Now, we chose α ∈ (0, 2π)
randomly, e.g., α = π. Computing the rotation matrix R13(π) and objective c̃13

yields

c̃13 = R13(π) · c =


cos(π) 0 sin(π) 0

0 1 0 0
− sin(π) 0 cos(π) 0

0 0 0 1

 ·


1
1
1
1

 =


−1
1
−1
1

 .
By Proposition B.3 and B.4 Λ(c, c̃13) > λ holds, which can easily verified. On this
account we have to choose the next pair of column indices (2, 4) from N and repeat
the procedure. Inequality (B.4) is fulfilled:

λ · ‖c‖2
2 − c1 · c̃13

1 − c3 · c̃13
2

c2 · c13
2 + c4 · c13

4
= 0.6.

Thus, by Observation B.5 the exact angle to rotate is α = arccos(0.6) ≈ 0.9273.
Computing the rotation matrix R24(α) and objective c̃24 yields

c̃24 = R24(α) · c13 =


1 0 0 0
0 cos(α) 0 sin(α)
0 0 1 0
0 − sin(α) 0 cos(α)

 ·

−1
1
−1
1

 =


−1
1.4
−1
−0.2

 .
and finally Λ(c, c̃24) = Λ(c, c̃) = −0.2. For additional examples see Figures B.2(a)
– B.2(i). These figures illustrate a sequence of random objective functions gener-
ated by Algorithm 8, where the starting coefficient vector is (1, 1, 1).

For a given decreasing sequence (λl)l∈m, withm ∈ N and λl ∈ [−1, 1], the procedure
works as follows. For each l = 1, . . . ,m we calculate a sequence (cikjkl )k∈[pl] with
plN, as described in (B.2). By Proposition B.3 and B.4 for each two sequential
coefficient vectors cpl

= c
ipl
jpl

l and cpl+1 = c
ipl+1jpl+1
l+1 it holds

Λ(cpl
, cpl+1) = λl,

for all l = 1, . . . ,m − 1. Thus, the requested sequence of objective functions is
(cpm , cpm−1 , . . . , cp1 , c). In other words, starting with the original coefficient vector
c ∈ Rn we generate coefficient vector c1, afterwards, starting with c1 we generate
c2 towards cm, i.e., the sequence is generated in the reverse order.
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Theorem B.7:
Algorithm 8 works correctly and generates a sequence (cl)l∈[m] of objective functions
cl ∈ Rn in O(n+m) iterations.

Proof: First, we proof the correctness. W. l. o. g. we can assume that each axis
is rotated at most once because additivity and commutativity holds for rotation
matrix R. Since we generate all functions sequentially – from the most similar to
the most different – all iterations to generate cl, l ≥ 1, are also part of the generation
process of c1. Furthermore, w. l. o. g. we can assume ‖c‖2 = 1. It suffices to show

Λ(c, ck1) −→ λ1, for k −→ |N | =⇒
λ1 −

∑
h6=ik,jk chc

k
h

c2
ik

+ c2
jk

−→ 1, for k −→ |N |

By Proposition B.3 the sequence is decreasing for all α ∈ (0, 2π) and thereby
Λ(c, ck1) −→ λ1, for k −→ |N |. It follows:

λ1 −
∑
h6=ik,jk chc

k
h

c2
ik

+ c2
jk

−→
∑n
h=1 chc

k
h −

∑
h=1: h6=ik,jk chc

k
h

c2
ik

+ c2
jk

=
c2
ik

+ c2
jk

c2
ik

+ c2
jk

= 1.

Second, we proof the runtime. For each pair of indices (i, j), which are at most
⌊
n
2

⌋
,

we have to choose at most 180 times a random angle α ∈ (0, 360) because we reduce
the interval in each step. Therefore, we reach Lines 17, 20 and 23 in Algorithm 8
at most 179 times and Line 12 exactly once. Since we generate all m objective
functions sequentially, we need at most m rotations to get the exact similarity and
179n rotation until the exact angle an be calculated, see Proposition B.4, which
yields the suggested number of iterations O(n+m).

For the correctness and the number of iterations of the algorithm it is not impor-
tant how fast the sequence decreases or looks like. The only required property
of the given sequence of similarities is to be decreasing. For our computational
experiments we use the following sequence and choose m ≤ 11.

λ1 = 1, λ2 = 0.995, λ3 = 0.99
λl = 2 · λl−1 − λl−3 ∀4 ≤ l ≤ m ≤ 11
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Figure B.1: Sequence of similarity (λl)l∈[m] for m = 11.
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Algorithm 8: Algorithm to generate random objective functions.
Input : Objective function c ∈ Rn, sequence of similarities (λl)l∈[m].
Output: Sequence (cl)l∈[m] of objective functions, s. t.Λ(c, cl) = λl for all

l = 1, . . . ,m.
1 c̃← c
2 l← m
3 k ← 1
4 generate random set N ⊂

([n]
2
)
of disjoint 2-sets.

5 αk ← 0 ∀k ∈ {1, . . . , |N |}
6 while l > 0 do
7 while Λ(c, c̃) > λl do
8 (i, j)← (ik, jk) ∈ N
9 if αk 6= π then

10 α̃← 0

11 if −1 ≤
λl‖c‖2

2−
∑

h 6=i,j
chc̃h

cic̃i+cj c̃j
≤ 1 then

12 α̂← arccos
(
λl‖c‖2

2−
∑

h 6=i,j
chc̃h

cic̃i+cj c̃j

)
// angle between c, c̃

13 α̃← α̂− αk // additivity
14 αk ← α̂

15 else
/* implemented as integral degrees */

16 if αk = 0 then
17 Choose random α̃ ∈ (0, 2π) // first rotation of i-j-axis
18 else
19 if αk < π then // positive rotation
20 Choose random α̃ ∈ (0, π − αk]
21 αk ← αk + α̃

22 else // negative rotation
23 Choose random α̃ ∈ (0, αk − π]
24 αk ← αk − α̃
25 α̃← −α̃

26 c̃← Rij(α̃)c̃
27 k ← (k + 1) mod |N |
28 cl ← c̃
29 l← l − 1
30 return (cl)l∈[m]
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c1

c2

c3

(a) Hyperplane induced by
c = (1, 1, 1).

c1

c2

c3

(b) Similarity of 0.995 w.r.t. c.

c1

c2

c3

(c) Similarity of 0.99 w.r.t. c.

c1

c2

c3

(d) Similarity of 0.98 w.r.t. c.

c1

c2

c3

(e) Similarity of 0.965 w.r.t. c.

c1

c2

c3

(f) Similarity of 0.94 w.r.t. c.

c1

c2

c3

(g) Similarity of 0.90 w.r.t. c.

c1

c2

c3

(h) Similarity of 0.835 w.r.t. c.

c1

c2

c3

(i) Similarity of 0.73 w.r.t. c.

Figure B.2: Sequence of hyperplanes with different similarities w.r.t. B.2(a).
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Appendix C

Tables and Figures

On the following pages, we present detailed tables and figures corresponding to our
computational experiments in Chapter 4. Details to the results of the Vertex Col-
oring Problem, Capacitated Vehicle Routing Problem, k-Constraint Shortest Path
Problem, and Miplib 2010 instances can be found in Tables C.1 – C.8, Tables C.9
– C.15, Tables C.16 – C.22, and Tables C.23 – C.30, respectively.

Tables illustrating absolute numbers of solved nodes and solving times are organized
as follows. These tables compare the three reoptimizing algorithms ReoptSCIP,
ReoptSCIPfull, and ReoptSCIPhybrid with SCIP. Solving times of SCIP are col-
ored in blue if SCIP solves the corresponding instances faster than all reoptimizing
algorithm and colored in red if the corresponding instances can be solved faster by
at least one reoptimizing algorithm. The solving time of a reoptimizing algorithm
is colored in blue if the corresponding instances can be solved faster than by SCIP
and is colored in red if SCIP solves the instance faster.
The last rows show the shifted geometric mean γs of solved nodes and solving time,
the average speed up per instance, and the number of instances that are either
solved faster by SCIP than all reoptimizing algorithms and as fast as the best reop-
timizing algorithm (3rd column), or solved faster by the corresponding reoptimizing
algorithm than by SCIP and as fast as SCIP (5th, 7th, and 9th column).

Tables illustrating relative improvements provided by heuristics show the percent-
age savings compared to reoptimization without the according heuristic. As in
tables illustrating absolute values, we use the colors blue and red to visualize im-
provements and deteriorations. Savings are represented as negative values and
colored in blue.

Tables C.7, C.14, C.21, and C.29 compare SCIP and the reoptimizing algorithms
providing the most benefit. The speed up provided by ReoptSCIP, ReoptSCIPfull,
and ReoptSCIPhybrid is given in percentage, cf. the definition at the beginning of
Chapter 4.
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SCIP ReoptSCIP ReoptSCIPfull ReoptSCIPhybrid
instance nodes time [s] nodes time [s] nodes time [s] nodes time [s]
1-FullIns_3 102 ≤ 1 181 ≤ 1 186 ≤ 1 186 ≤ 1
1-FullIns_4 803 22 2,820 16 2,218 13 2,206 15
1-FullIns_5 24,769 2046 390,343 3600 534,311 3600 431,534 3600
1-Insertions_4 1,089 12 1,737 9 2,503 8 2,200 10
1-Insertions_5 6,528 318 6,758 127 9,920 116 7,632 146
2-FullIns_3 153 ≤ 1 324 ≤ 1 313 ≤ 1 275 ≤ 1
2-FullIns_4 4,181 175 7,928 88 21,690 179 8,726 95
2-Insertions_3 201 ≤ 1 225 ≤ 1 259 ≤ 1 225 ≤ 1
2-Insertions_4 10,355 210 29,429 252 32,660 177 30,810 231
3-FullIns_3 165 2 288 ≤ 1 306 ≤ 1 288 ≤ 1
3-FullIns_4 2,865 324 46,484 593 28,886 428 42,980 563
3-Insertions_3 441 4 696 3 947 2 716 2
3-Insertions_4 1,436 108 2,737 78 2,767 77 2,709 77
4-FullIns_3 276 5 455 3 468 3 455 3
4-Insertions_3 785 10 1,081 7 1,405 7 1,088 7
4-Insertions_4 839 33 839 24 839 23 839 24
5-FullIns_3 340 9 1,073 6 1,180 5 1,099 6
DSJC125.1 759,419 624 2,388,476 3600 3,685,050 3600 3,002,311 3600
DSJC125.5 558,296 995 578,109 2335 967,517 1830 1,224,327 2810
DSJR500.1 410,327 737 2,663,684 3600 2,929,034 3600 2,629,503 3600
anna 154 3 154 ≤ 1 154 ≤ 1 154 ≤ 1
ash331GPIA 13,964 353 928,738 3600 1,371,504 3600 1,134,944 3600
david 103 ≤ 1 113 ≤ 1 113 ≤ 1 113 ≤ 1
games120 155 3 159 ≤ 1 159 ≤ 1 159 ≤ 1
huck 85 ≤ 1 89 ≤ 1 89 ≤ 1 89 ≤ 1
jean 91 ≤ 1 101 ≤ 1 103 ≤ 1 101 ≤ 1
le450_15b 694,976 3115 653,880 3600 1,047,059 3600 828,571 3600
miles250 643 3 812 2 975 2 787 2
mug88_1 205,487 46 3,273,578 777 1,494,674 269 2,010,826 399
mug88_25 233,089 49 6,834,913 1489 4,037,173 633 5,490,150 910
mug100_1 1,827,890 319 14,867,010 3600 23,212,343 3600 21,274,401 3600
mug100_25 735,511 140 15,584,639 3600 13,323,433 2140 19,599,693 3274
myciel3 33 ≤ 1 33 ≤ 1 33 ≤ 1 33 ≤ 1
myciel4 92 ≤ 1 133 ≤ 1 143 ≤ 1 143 ≤ 1
myciel5 510 4 634 2 565 2 595 2
myciel6 8,159 64 16332 73 5,4781 121 21,278 83
myciel7 139,701 1372 540,264 2092 791,423 3600 372,496 2811
queen5_5 40 ≤ 1 40 ≤ 1 40 ≤ 1 40 ≤ 1
queen6_6 196 ≤ 1 234 ≤ 1 306 ≤ 1 245 ≤ 1
queen7_7 802 4 1,429 3 1,577 3 1,805 3
queen8_12 206 8 428 4 352 4 352 3
queen8_8 1,352 7 6,879 10 5,593 9 5,133 9
queen9_9 13,824 32 159,476 177 198,318 163 235,545 237
queen10_10 72,610 138 526,527 641 561,342 532 507,011 628
queen11_11 80,966 171 1,347,051 1744 915,099 934 725,426 943
queen12_12 66,341 150 1,089,625 1688 674,822 819 626,076 930
queen13_13 28,109 155 190,373 404 184,445 318 126,158 258
γs 3,896.59 47 9,488.06 86 10,400.20 78 9,468.52 82
better/equal (all: 47) 19/10 17/10 17/10 17/10

Table C.1: Comparison of SCIP and the three plain reoptimizing versions on the VCP test set.
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SCIP SCIP+trivialnegation
instance nodes time [s] nodes time [s] speedup
1-FullIns_3 102 ≤ 1 94 ≤ 1 ± 0.00%
1-FullIns_4 803 22 775 17 + 29.41%
1-FullIns_5 24,769 2046 21,201 1889 + 8.31%
1-Insertions_4 1,089 12 1,047 11 + 9.09%
1-Insertions_5 6,528 318 5,760 286 + 11.19%
2-FullIns_3 153 ≤ 1 151 ≤ 1 ± 0.00%
2-FullIns_4 4,181 175 4,134 158 + 10.76%
2-Insertions_3 201 ≤ 1 201 ≤ 1 ± 0.00%
2-Insertions_4 10,355 210 10,099 196 + 7.14%
3-FullIns_3 165 2 165 ≤ 1 + 100.00%
3-FullIns_4 2,865 324 2,961 288 + 12.50%
3-Insertions_3 441 4 441 3 + 33.33%
3-Insertions_4 1,436 108 1,458 82 + 31.71%
4-FullIns_3 276 5 280 3 + 66.67%
4-Insertions_3 785 10 783 8 + 25.00%
4-Insertions_4 839 33 839 10 + 230.00%
5-FullIns_3 340 9 338 5 + 80.00%
DSJC125.1 759,419 624 757,657 650 − 4.00%
DSJC125.5 558,296 995 557,922 1091 − 8.80%
DSJR500.1 410,327 737 412,169 776 − 5.03%
anna 154 3 154 ≤ 1 + 200.00%
ash331GPIA 13,964 353 16,329 325 + 8.62%
david 103 ≤ 1 103 ≤ 1 ± 0.00%
games120 155 3 155 ≤ 1 + 200.00%
huck 85 ≤ 1 85 ≤ 1 ± 0.00%
jean 91 ≤ 1 91 ≤ 1 ± 0.00%
le450_15b 694,976 3115 678,331 3047 + 2.23%
miles250 643 3 665 2 + 50.00%
mug88_1 205,487 46 205,196 46 ± 0.00%
mug88_25 233,089 49 234,389 49 ± 0.00%
mug100_1 1,827,890 319 1,841,520 334 − 4.49%
mug100_25 735,511 140 732,559 144 − 2.78%
myciel3 33 ≤ 1 33 ≤ 1 ± 0.00%
myciel4 92 ≤ 1 92 ≤ 1 ± 0.00%
myciel5 510 4 404 3 + 33.33%
myciel6 8,159 64 4,275 54 + 18.52%
myciel7 139,701 1372 93,164 1323 + 3.70%
queen5_5 40 ≤ 1 40 ≤ 1 ± 0.00%
queen6_6 196 ≤ 1 196 ≤ 1 ± 0.00%
queen7_7 802 4 798 3 + 33.33%
queen8_12 206 8 206 4 + 100.00%
queen8_8 1,352 7 1,352 5 + 40.00%
queen9_9 13,824 32 13,608 30 + 6.67%
queen10_10 72,610 138 72,586 133 + 3.76%
queen11_11 80,966 171 80,964 167 + 2.40%
queen12_12 66,341 150 67,132 146 + 2.74%
queen13_13 28,109 155 28,109 142 + 9.15%
γs 3,896.59 47 3,775.17 43
∅ + 28.61%
better/equal (all: 47) 7/10 30/12

Table C.2: Impact of the Trivialnegation heuristic in combination with SCIP on the VCP test
set.
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Figure C.1: Percentage changes of the solving time provided by Trivialnegation heuristic com-
pare to SCIP.
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SCIP ReoptSCIP ReoptSCIPfull ReoptSCIPhybrid
instance nodes time [s] nodes time [s] nodes time [s] nodes time [s]
1-FullIns_3 102 ≤ 1 153 ≤ 1 153 ≤ 1 153 ≤ 1
1-FullIns_4 803 22 1,509 8 1,375 6 1,087 6
1-FullIns_5 24,769 2046 37,028 883 84,914 1072 136,420 1461
1-Insertions_4 1,089 12 1,270 3 2,180 5 1,491 5
1-Insertions_5 6,528 318 5,008 85 22,191 150 11,438 167
2-FullIns_3 153 ≤ 1 199 ≤ 1 203 ≤ 1 202 ≤ 1
2-FullIns_4 4,181 175 7,939 73 6,935 59 9,527 76
2-Insertions_3 201 ≤ 1 225 ≤ 1 258 ≤ 1 225 ≤ 1
2-Insertions_4 10,355 210 19,315 122 41,452 149 19,106 88
3-FullIns_3 165 2 248 ≤ 1 262 ≤ 1 248 ≤ 1
3-FullIns_4 2,865 324 6,088 134 8,098 203 5,609 149
3-Insertions_3 441 4 707 3 684 2 724 3
3-Insertions_4 1,436 108 3,918 65 3,193 58 3,357 77
4-FullIns_3 276 5 455 2 419 2 455 2
4-Insertions_3 785 10 1,179 5 1,504 6 1,179 6
4-Insertions_4 839 33 839 20 839 18 839 17
5-FullIns_3 340 9 695 5 788 5 747 5
DSJC125.1 759,419 624 753,735 1201 1,354,669 971 794,046 788
DSJC125.5 558,296 995 212,713 993 489,202 831 375,632 841
DSJR500.1 410,327 737 2,519,208 3600 3,370,739 2933 3,818,938 3600
anna 154 3 154 ≤ 1 154 ≤ 1 154 ≤ 1
ash331GPIA 13,964 353 1,275,282 3600 1,513,100 3170 1,624,102 3600
david 103 ≤ 1 110 ≤ 1 110 ≤ 1 110 ≤ 1
games120 155 3 159 ≤ 1 159 ≤ 1 159 ≤ 1
huck 85 ≤ 1 89 ≤ 1 89 ≤ 1 89 ≤ 1
jean 91 ≤ 1 101 ≤ 1 103 ≤ 1 101 ≤ 1
le450_15b 694,976 3115 1,117,764 3600 1,226,197 3600 997,908 3600
miles250 643 3 724 2 756 2 620 ≤ 1
mug88_1 205,487 46 709,022 173 618,356 86 963,703 147
mug88_25 233,089 49 1,354,083 295 672,063 86 1,079,496 148
mug100_1 1,827,890 319 12,182,605 3600 16,433,610 1936 16,578,652 1997
mug100_25 735,511 140 12,061,718 3525 5,467,577 637 6,059,171 751
myciel3 33 ≤ 1 33 ≤ 1 33 ≤ 1 33 ≤ 1
myciel4 92 ≤ 1 133 ≤ 1 143 ≤ 1 143 ≤ 1
myciel5 510 4 601 2 539 2 596 ≤ 1
myciel6 8,159 64 4,233 22 5,307 17 4,741 16
myciel7 139,701 1372 40,610 576 72,865 496 101,737 633
queen5_5 40 ≤ 1 40 ≤ 1 40 ≤ 1 40 ≤ 1
queen6_6 196 ≤ 1 254 ≤ 1 306 ≤ 1 295 ≤ 1
queen7_7 802 4 1,081 3 1,428 3 1,104 2
queen8_12 206 8 402 3 335 3 335 2
queen8_8 1,352 7 2,963 4 4,050 6 2,404 3
queen9_9 13,824 32 30,165 45 36,689 33 30,657 30
queen10_10 72,610 138 146,379 175 200,380 160 131,616 115
queen11_11 80,966 171 372,128 452 309,218 234 247,049 200
queen12_12 66,341 150 432,604 587 388,219 330 241,710 233
queen13_13 28,109 155 60,657 148 34,504 79 30,836 52
γs 3,896.59 47 5,779.74 54 7,679.24 46 7,095.83 46
better/equal (all: 47) 10/10 24/10 24/10 27/10

Table C.3: Comparison of SCIP and the three reoptimizing versions combined with the Largest
Representative heuristic on the VCP test set.
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ReoptSCIP ReoptSCIPfull ReoptSCIPhybrid
instance nodes [%] time [%] time [s] nodes [%] time [%] time [s] nodes [%] time [%] time [s]
1-FullIns_3 − 15.47 ± 0.00 0.00 − 17.74 ± 0.00 0.00 − 17.74 ± 0.00 0.00
1-FullIns_4 − 46.49 − 50.00 0.00 − 38.01 − 53.85 0.00 − 50.73 − 60.00 0.00
1-FullIns_5 − 90.51 − 75.47 0.00 − 84.11 − 70.22 0.00 − 68.39 − 59.42 0.00
1-Insertions_4 − 26.89 − 66.67 0.00 − 12.90 − 37.50 0.00 − 32.23 − 50.00 0.00
1-Insertions_5 − 25.90 − 33.07 0.00 + 123.70 + 29.31 0.00 + 49.87 + 14.38 0.00
2-FullIns_3 − 38.58 ± 0.00 0.00 − 35.14 ± 0.00 0.00 − 26.55 ± 0.00 0.00
2-FullIns_4 + 0.14 − 17.05 0.00 − 68.03 − 67.04 0.00 + 9.18 − 20.00 0.00
2-Insertions_3 ± 0.00 ± 0.00 0.00 − 0.39 ± 0.00 0.00 ± 0.00 ± 0.00 0.00
2-Insertions_4 − 34.37 − 51.59 0.00 + 26.92 − 15.82 0.00 − 37.99 − 61.90 0.00
3-FullIns_3 − 13.89 ± 0.00 0.00 − 14.38 ± 0.00 0.00 − 13.89 ± 0.00 0.00
3-FullIns_4 − 86.90 − 77.40 0.00 − 71.97 − 52.57 0.00 − 86.95 − 73.53 0.00
3-Insertions_3 + 1.58 ± 0.00 0.00 − 27.77 ± 0.00 0.00 + 1.12 + 50.00 0.00
3-Insertions_4 + 43.15 − 16.67 0.00 + 15.40 − 24.68 0.00 + 23.92 ± 0.00 0.00
4-FullIns_3 ± 0.00 − 33.33 0.00 − 10.47 − 33.33 0.00 ± 0.00 − 33.33 0.00
4-Insertions_3 + 9.07 − 28.57 0.00 + 7.05 − 14.29 0.00 + 8.36 − 14.29 0.00
4-Insertions_4 ± 0.00 − 16.67 0.00 ± 0.00 − 21.74 0.00 ± 0.00 − 29.17 0.00
5-FullIns_3 − 35.23 − 16.67 0.00 − 33.22 ± 0.00 0.00 − 32.03 − 16.67 0.00
DSJC125.1 − 68.44 − 66.64 0.00 − 63.24 − 73.03 0.00 − 73.55 − 78.11 0.00
DSJC125.5 − 63.21 − 57.47 0.00 − 49.44 − 54.59 0.00 − 69.32 − 70.07 0.00
DSJR500.1 − 5.42 ± 0.00 0.00 + 15.08 − 18.53 0.00 + 45.23 ± 0.00 0.00
anna ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00
ash331GPIA + 37.31 ± 0.00 0.00 + 10.32 − 11.94 0.00 + 43.10 ± 0.00 0.00
david − 2.65 ± 0.00 0.00 − 2.65 ± 0.00 0.00 − 2.65 ± 0.00 0.00
games120 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00
huck ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00
jean ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00
le450_15b + 70.94 ± 0.00 0.00 + 17.11 ± 0.00 0.00 + 20.44 ± 0.00 0.00
miles250 − 10.84 ± 0.00 0.00 − 22.46 ± 0.00 0.00 − 21.22 − 50.00 0.00
mug88_1 − 78.34 − 77.73 0.00 − 58.63 − 68.03 0.00 − 52.07 − 63.16 0.00
mug88_25 − 80.19 − 80.19 0.00 − 83.35 − 86.41 0.00 − 80.34 − 83.74 0.00
mug100_1 − 18.06 ± 0.00 0.00 − 29.20 − 46.22 0.00 − 22.07 − 44.53 0.00
mug100_25 − 22.61 − 2.08 0.00 − 58.96 − 70.23 0.00 − 69.09 − 77.06 0.00
myciel3 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00
myciel4 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00
myciel5 − 5.21 ± 0.00 0.00 − 4.60 ± 0.00 0.00 + 0.17 − 50.00 0.00
myciel6 − 74.08 − 69.86 0.00 − 90.31 − 85.95 0.00 − 77.72 − 80.72 0.00
myciel7 − 92.48 − 72.47 0.00 − 90.79 − 86.22 0.00 − 72.69 − 77.48 0.00
queen5_5 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00
queen6_6 + 8.55 ± 0.00 0.00 ± 0.00 ± 0.00 0.00 + 20.41 ± 0.00 0.00
queen7_7 − 24.35 ± 0.00 0.00 − 9.45 ± 0.00 0.00 − 38.84 − 33.33 0.00
queen8_12 − 6.07 − 25.00 0.00 − 4.83 − 25.00 0.00 − 4.83 − 33.33 0.00
queen8_8 − 56.93 − 60.00 0.00 − 27.59 − 33.33 0.00 − 53.17 − 66.67 0.00
queen9_9 − 81.08 − 74.58 0.00 − 81.50 − 79.75 0.00 − 86.98 − 87.34 0.00
queen10_10 − 72.20 − 72.70 0.00 − 64.30 − 69.92 0.00 − 74.04 − 81.69 0.00
queen11_11 − 72.37 − 74.08 0.00 − 66.21 − 74.95 0.00 − 65.94 − 78.79 0.00
queen12_12 − 60.30 − 65.23 0.00 − 42.47 − 59.71 0.00 − 61.39 − 74.95 0.00
queen13_13 − 68.14 − 63.37 0.00 − 81.29 − 75.16 0.00 − 75.56 − 79.84 0.00
∅ − 25.67 − 28.61 0.00 − 24.04 − 29.38 0.00 − 24.39 − 33.29

Table C.4: Relative speedup compared to the plain reoptimizing versions provided by Largest
Representative heuristic on the VCP test set.

110



SCIP ReoptSCIP ReoptSCIPfull ReoptSCIPhybrid
instance nodes time [s] nodes time [s] nodes time [s] nodes time [s]
1-FullIns_3 102 ≤ 1 133 ≤ 1 133 ≤ 1 133 ≤ 1
1-FullIns_4 803 22 1,500 9 2,104 9 2,005 7
1-FullIns_5 24,769 2046 48,159 874 63,160 1095 60,430 1136
1-Insertions_4 1,089 12 1,691 7 1,549 4 1,717 7
1-Insertions_5 6,528 318 8,595 112 15,268 121 14,196 179
2-FullIns_3 153 ≤ 1 215 ≤ 1 217 ≤ 1 217 ≤ 1
2-FullIns_4 4,181 175 7,048 72 6,209 43 5,354 48
2-Insertions_3 201 ≤ 1 258 ≤ 1 270 ≤ 1 258 ≤ 1
2-Insertions_4 10,355 210 29,972 178 30,893 126 25,124 128
3-FullIns_3 165 2 298 ≤ 1 283 ≤ 1 298 ≤ 1
3-FullIns_4 2,865 324 5,554 145 7,663 154 5,876 147
3-Insertions_3 441 4 842 2 829 2 852 2
3-Insertions_4 1,436 108 5,501 69 5,485 72 3,944 76
4-FullIns_3 276 5 418 3 435 3 412 2
4-Insertions_3 785 10 1,066 6 1,814 5 1,183 6
4-Insertions_4 839 33 839 19 839 20 839 18
5-FullIns_3 340 9 643 5 592 3 852 4
DSJC125.1 759,419 624 711,285 1056 1,196,206 849 775,530 685
DSJC125.5 558,296 995 552,201 642 558,788 755 554,046 717
DSJR500.1 410,327 737 3,168,762 3596 1,101,146 1254 3,162,701 3484
anna 154 3 154 ≤ 1 154 ≤ 1 154 ≤ 1
ash331GPIA 13,964 353 1,197,085 3600 1,337,590 2921 1,583,950 3600
david 103 ≤ 1 111 ≤ 1 111 ≤ 1 111 ≤ 1
games120 155 3 159 ≤ 1 159 ≤ 1 159 ≤ 1
huck 85 ≤ 1 89 ≤ 1 89 ≤ 1 89 ≤ 1
jean 91 ≤ 1 99 ≤ 1 103 ≤ 1 99 ≤ 1
le450_15b 694,976 3115 744,534 3600 1,134,296 3600 982,074 3600
miles250 643 3 650 2 754 2 682 2
mug88_1 205,487 46 530,367 162 644,841 89 714,252 109
mug88_25 233,089 49 646,432 199 603,356 90 641,939 89
mug100_1 1,827,890 319 14,013,051 3600 19,810,562 2189 10,620,733 1427
mug100_25 735,511 140 7,116,418 1972 3,984,818 509 5,354,650 745
myciel3 33 ≤ 1 33 ≤ 1 33 ≤ 1 33 ≤ 1
myciel4 92 ≤ 1 121 ≤ 1 124 ≤ 1 133 ≤ 1
myciel5 510 4 415 2 512 2 380 2
myciel6 8,159 64 4,659 22 5,100 16 6,089 16
myciel7 139,701 1372 96,151 807 223,139 1100 279,993 1664
queen5_5 40 ≤ 1 40 ≤ 1 40 ≤ 1 40 ≤ 1
queen6_6 196 ≤ 1 271 ≤ 1 312 ≤ 1 308 ≤ 1
queen7_7 802 4 1,028 2 1,091 2 1,149 3
queen8_12 206 8 428 4 352 2 352 3
queen8_8 1,352 7 2,543 5 2,301 5 2,981 4
queen9_9 13,824 32 16,296 29 15,294 26 20,859 30
queen10_10 72,610 138 53,860 84 66,349 97 72,296 113
queen11_11 80,966 171 125,763 179 201,023 178 128,232 178
queen12_12 66,341 150 127,261 191 108,794 115 97,604 134
queen13_13 28,109 155 190,373 327 184,445 230 55,678 111
γs 3,896.59 47 6,620.68 51 7,100.25 44 6,858.46 46
better/equal (all: 47) 10/10 26/10 27/10 27/10

Table C.5: Comparison of SCIP and the three reoptimizing versions combined with the Weak
Compression heuristic on the VCP test set.
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Chapter C. Tables and Figures

ReoptSCIP ReoptSCIPfull ReoptSCIPhybrid
instance nodes [%] time [%] time [s] nodes [%] time [%] time [s] nodes [%] time [%] time [s]
1-FullIns_3 − 26.52 ± 0.00 0.00 − 28.49 ± 0.00 0.00 − 28.49 ± 0.00 0.00
1-FullIns_4 − 46.81 − 43.75 0.00 − 5.14 − 30.77 0.00 − 9.11 − 53.33 0.00
1-FullIns_5 − 87.66 − 75.72 0.00 − 88.18 − 69.58 0.00 − 86.00 − 68.44 0.00
1-Insertions_4 − 2.65 − 22.22 0.00 − 38.11 − 50.00 0.00 − 21.95 − 30.00 0.00
1-Insertions_5 + 27.18 − 11.81 0.00 + 53.91 + 4.31 0.00 + 86.01 + 22.60 0.00
2-FullIns_3 − 33.64 ± 0.00 0.00 − 30.67 ± 0.00 0.00 − 21.09 ± 0.00 0.00
2-FullIns_4 − 11.10 − 18.18 0.00 − 71.37 − 75.98 0.00 − 38.64 − 49.47 0.00
2-Insertions_3 + 14.67 ± 0.00 0.00 + 4.25 ± 0.00 0.00 + 14.67 ± 0.00 0.00
2-Insertions_4 + 1.85 − 29.37 0.00 − 5.41 − 28.81 0.00 − 18.46 − 44.59 0.00
3-FullIns_3 + 3.47 ± 0.00 0.00 − 7.52 ± 0.00 0.00 + 3.47 ± 0.00 0.00
3-FullIns_4 − 88.05 − 75.55 0.00 − 73.47 − 64.02 0.00 − 86.33 − 73.89 0.00
3-Insertions_3 + 20.98 − 33.33 0.00 − 12.46 ± 0.00 0.00 + 18.99 ± 0.00 0.00
3-Insertions_4 + 100.99 − 11.54 0.00 + 98.23 − 6.49 0.00 + 45.59 − 1.30 0.00
4-FullIns_3 − 8.13 ± 0.00 0.00 − 7.05 ± 0.00 0.00 − 9.45 − 33.33 0.00
4-Insertions_3 − 1.39 − 14.29 0.00 + 29.11 − 28.57 0.00 + 8.73 − 14.29 0.00
4-Insertions_4 ± 0.00 − 20.83 0.00 ± 0.00 − 13.04 0.00 ± 0.00 − 25.00 0.00
5-FullIns_3 − 40.07 − 16.67 0.00 − 49.83 − 40.00 0.00 − 22.47 − 33.33 0.00
DSJC125.1 − 70.22 − 70.67 0.00 − 67.54 − 76.42 0.00 − 74.17 − 80.97 0.00
DSJC125.5 − 4.48 − 72.51 0.00 − 42.25 − 58.74 0.00 − 54.75 − 74.48 0.00
DSJR500.1 + 18.96 − 0.11 0.00 − 62.41 − 65.17 0.00 + 20.28 − 3.22 0.00
anna ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00
ash331GPIA + 28.89 ± 0.00 0.00 − 2.47 − 18.86 0.00 + 39.56 ± 0.00 0.00
david − 1.77 ± 0.00 0.00 − 1.77 ± 0.00 0.00 − 1.77 ± 0.00 0.00
games120 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00
huck ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00
jean − 1.98 ± 0.00 0.00 ± 0.00 ± 0.00 0.00 − 1.98 ± 0.00 0.00
le450_15b + 13.86 ± 0.00 0.00 + 8.33 ± 0.00 0.00 + 18.53 ± 0.00 0.00
miles250 − 19.95 ± 0.00 0.00 − 22.67 ± 0.00 0.00 − 13.34 ± 0.00 0.00
mug88_1 − 83.80 − 79.15 0.00 − 56.86 − 66.91 0.00 − 64.48 − 72.68 0.00
mug88_25 − 90.54 − 86.64 0.00 − 85.05 − 85.78 0.00 − 88.31 − 90.22 0.00
mug100_1 − 5.74 ± 0.00 0.00 − 14.66 − 39.19 0.00 − 50.08 − 60.36 0.00
mug100_25 − 54.34 − 45.22 0.00 − 70.09 − 76.21 0.00 − 72.68 − 77.24 0.00
myciel3 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00
myciel4 − 9.02 ± 0.00 0.00 − 13.29 ± 0.00 0.00 − 6.99 ± 0.00 0.00
myciel5 − 34.54 ± 0.00 0.00 − 9.38 ± 0.00 0.00 − 36.13 ± 0.00 0.00
myciel6 − 71.47 − 69.86 0.00 − 90.69 − 86.78 0.00 − 71.38 − 80.72 0.00
myciel7 − 82.20 − 61.42 0.00 − 71.81 − 69.44 0.00 − 24.83 − 40.80 0.00
queen5_5 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00
queen6_6 + 15.81 ± 0.00 0.00 + 1.96 ± 0.00 0.00 + 25.71 ± 0.00 0.00
queen7_7 − 28.06 − 33.33 0.00 − 30.82 − 33.33 0.00 − 36.34 ± 0.00 0.00
queen8_12 ± 0.00 ± 0.00 0.00 ± 0.00 − 50.00 0.00 ± 0.00 ± 0.00 0.00
queen8_8 − 63.03 − 50.00 0.00 − 58.86 − 44.44 0.00 − 41.92 − 55.56 0.00
queen9_9 − 89.78 − 83.62 0.00 − 92.29 − 84.05 0.00 − 91.14 − 87.34 0.00
queen10_10 − 89.77 − 86.90 0.00 − 88.18 − 81.77 0.00 − 85.74 − 82.01 0.00
queen11_11 − 90.66 − 89.74 0.00 − 78.03 − 80.94 0.00 − 82.32 − 81.12 0.00
queen12_12 − 88.32 − 88.68 0.00 − 83.88 − 85.96 0.00 − 84.41 − 85.59 0.00
queen13_13 ± 0.00 − 19.06 0.00 ± 0.00 − 27.67 0.00 − 55.87 − 56.98 0.00
∅ − 22.96 − 27.88 0.00 − 26.91 − 32.65 0.00 − 23.38 − 30.50 0.00

Table C.6: Relative speedup compared to the plain reoptimizing versions provided by Weak
Compression heuristic on the VCP test set.
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SCIP ReoptSCIP ReoptSCIPfull ReoptSCIPhybrid
instance nodes time [s] nodes time [s] speedup nodes time [s] speedup nodes time [s] speedup
1-FullIns_3 102 ≤ 1 189 ≤ 1 ± 0.00 161 ≤ 1 ± 0.00 161 ≤ 1 ± 0.00
1-FullIns_4 803 22 1,610 8 + 175.00 1,887 5 + 340.00 1,568 6 + 266.67
1-FullIns_5 24,769 2046 64,728 1175 + 74.13 56,238 563 + 263.41 74,491 864 + 136.81
1-Insertions_4 1,089 12 1,260 3 + 300.00 1,582 4 + 200.00 1,353 4 + 200.00
1-Insertions_5 6,528 318 7,305 95 + 234.74 11,048 69 + 360.87 6,788 49 + 548.98
2-FullIns_3 153 ≤ 1 187 ≤ 1 ± 0.00 191 ≤ 1 ± 0.00 207 ≤ 1 ± 0.00
2-FullIns_4 4,181 175 5,019 47 + 272.34 8,332 49 + 257.14 6,195 43 + 306.98
2-Insertions_3 201 ≤ 1 221 ≤ 1 ± 0.00 285 ≤ 1 ± 0.00 225 ≤ 1 ± 0.00
2-Insertions_4 10,355 210 8,445 53 + 296.23 17,429 59 + 255.93 14,240 66 + 218.18
3-FullIns_3 165 2 351 ≤ 1 + 100.00 252 ≤ 1 + 100.00 252 ≤ 1 + 100.00
3-FullIns_4 2,865 324 7,034 148 + 118.92 18,567 202 + 60.40 14,497 186 + 74.19
3-Insertions_3 441 4 639 3 + 33.33 811 2 + 100.00 809 3 + 33.33
3-Insertions_4 1,436 108 3,328 57 + 89.47 4,178 54 + 100.00 3,013 58 + 86.21
4-FullIns_3 276 5 367 2 + 150.00 426 3 + 66.67 363 2 + 150.00
4-Insertions_3 785 10 1,160 5 + 100.00 1,201 6 + 66.67 1,164 5 + 100.00
4-Insertions_4 839 33 839 22 + 50.00 839 21 + 57.14 839 19 + 73.68
5-FullIns_3 340 9 703 2 + 350.00 730 3 + 200.00 483 3 + 200.00
DSJC125.1 759,419 624 753,670 464 + 34.48 769,484 592 + 5.41 762,510 466 + 33.91
DSJC125.5 558,296 995 556,454 697 + 42.75 556,176 981 + 1.43 552,843 648 + 53.55
DSJR500.1 410,327 737 478,269 635 + 16.06 437,741 585 + 25.98 446,927 666 + 10.66
anna 154 3 154 ≤ 1 + 200.00 154 ≤ 1 + 200.00 154 ≤ 1 + 200.00
ash331GPIA 13,964 353 95,785 494 − 28.54 59,672 528 − 33.14 65,355 446 − 20.85
david 103 ≤ 1 109 ≤ 1 ± 0.00 109 ≤ 1 ± 0.00 109 ≤ 1 ± 0.00
games120 155 3 159 ≤ 1 + 200.00 159 ≤ 1 + 200.00 159 ≤ 1 + 200.00
huck 85 ≤ 1 89 ≤ 1 ± 0.00 91 ≤ 1 ± 0.00 91 ≤ 1 ± 0.00

continued on the next page

Table C.7: Comparison of SCIP and the three reoptimizing versions in combination with heuristics, a delay of reoptimization, skip solving
LP-relaxations and restoring the search frontier on the VCP test set.
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SCIP ReoptSCIP ReoptSCIPfull ReoptSCIPhybrid
instance nodes time [s] nodes time [s] speedup nodes time [s] speedup nodes time [s] speedup
jean 91 ≤ 1 99 ≤ 1 ± 0.00 101 ≤ 1 ± 0.00 100 ≤ 1 ± 0.00
le450_15b 694,976 3115 707,100 2479 + 25.66 704,048 2116 + 47.21 701,314 2417 + 28.88
miles250 643 3 675 ≤ 1 + 200.00 775 ≤ 1 + 200.00 768 2 + 50.00
mug88_1 205,487 46 274,342 67 − 31.34 260,181 48 − 4.17 263,307 53 − 13.21
mug88_25 233,089 49 306,747 57 − 14.04 272,444 55 − 10.91 286,005 60 − 18.33
mug100_1 1,827,890 319 2,018,246 299 + 6.69 1,820,764 253 + 26.09 1,919,932 261 + 22.22
mug100_25 735,511 140 825,363 136 + 2.94 837,457 136 + 2.94 838,074 155 − 9.68
myciel3 33 ≤ 1 33 ≤ 1 ± 0.00 33 ≤ 1 ± 0.00 33 ≤ 1 ± 0.00
myciel4 92 ≤ 1 119 ≤ 1 ± 0.00 142 ≤ 1 ± 0.00 142 ≤ 1 ± 0.00
myciel5 510 4 662 ≤ 1 + 300.00 582 2 + 100.00 562 ≤ 1 + 300.00
myciel6 8,159 64 3,766 22 + 190.91 4,220 22 + 190.91 4,534 10 + 540.00
myciel7 139,701 1372 85,642 474 + 189.45 83,147 257 + 433.85 56,335 446 + 207.62
queen5_5 40 ≤ 1 40 ≤ 1 ± 0.00 40 ≤ 1 ± 0.00 40 ≤ 1 ± 0.00
queen6_6 196 ≤ 1 248 ≤ 1 ± 0.00 303 ≤ 1 ± 0.00 222 ≤ 1 ± 0.00
queen7_7 802 4 749 2 + 100.00 1,062 2 + 100.00 1,062 2 + 100.00
queen8_12 206 8 376 2 + 300.00 408 3 + 166.67 393 2 + 300.00
queen8_8 1,352 7 1,853 4 + 75.00 1,845 4 + 75.00 1,862 3 + 133.33
queen9_9 13,824 32 13,627 23 + 39.13 16,014 24 + 33.33 16,710 27 + 18.52
queen10_10 72,610 138 61,618 73 + 89.04 80,220 65 + 112.31 60,812 90 + 53.33
queen11_11 80,966 171 104,438 138 + 23.91 93,059 107 + 59.81 99,733 154 + 11.04
queen12_12 66,341 150 82,532 120 + 25.00 86,888 102 + 47.06 76,971 111 + 35.14
queen13_13 28,109 155 32,736 70 + 121.43 25,978 66 + 134.85 29,881 82 + 89.02
γs 3,896.59 47 4,787.82 33 5,146.66 31 4,848.1 32
∅ + 94.74 + 96.66 + 102.65
better/equal (all: 47) 3/10 34/10 34/10 33/10

Table C.7: Comparison of SCIP and the three reoptimizing versions in combination with heuristics, a delay of reoptimization, skip solving
LP-relaxations and restoring the search frontier on the VCP test set.
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SCIP ReoptSCIP ReoptSCIPfull ReoptSCIPhybrid
instance default best default best default best
1-FullIns_3 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1
1-FullIns_4 22 3 3 3 2 4 2
1-FullIns_5 2046 3053 256 3600 140 3600 199
1-Insertions_4 12 2 ≤ 1 2 ≤ 1 3 2
1-Insertions_5 318 29 25 33 21 30 14
2-FullIns_3 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1
2-FullIns_4 175 20 17 53 15 22 14
2-Insertions_3 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1
2-Insertions_4 210 55 18 47 19 53 21
3-FullIns_3 2 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1
3-FullIns_4 324 166 45 117 53 146 60
3-Insertions_3 4 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1
3-Insertions_4 108 36 28 35 27 37 29
4-FullIns_3 5 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1
4-Insertions_3 10 3 3 3 3 3 3
4-Insertions_4 33 17 17 16 16 17 15
5-FullIns_3 9 2 ≤ 1 2 ≤ 1 2 2
DSJC125.1 624 1282 430 917 571 903 444
DSJC125.5 995 541 687 442 970 839 640
DSJR500.1 737 3600 598 3600 568 3600 643
anna 3 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1
ash331GPIA 353 3600 394 3600 461 3600 389
david ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1
games120 3 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1
huck ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1
jean ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1
le450_15b 3115 3600 2431 3600 2092 3600 2390
miles250 3 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1
mug88_1 46 256 51 130 37 180 40
mug88_25 49 493 47 303 46 387 50
mug100_1 319 3210 287 2310 245 2500 251
mug100_25 140 1702 121 1044 125 1418 141
myciel3 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1
myciel4 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1
myciel5 4 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1
myciel6 64 18 14 37 14 23 3
myciel7 1372 648 359 763 93 1120 105
queen5_5 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1
queen6_6 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1
queen7_7 4 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1
queen8_12 8 ≤ 1 ≤ 1 2 ≤ 1 ≤ 1 ≤ 1
queen8_8 7 4 3 3 3 3 2
queen9_9 32 75 19 62 19 116 19
queen10_10 138 205 61 200 46 276 69
queen11_11 171 671 112 383 92 429 128
queen12_12 150 740 110 415 90 499 99
queen13_13 155 232 49 202 52 173 65
γs 47 51 25 48 23 51 23
better/equal (all: 47) 3/10 23/10 35/10 23/10 36/10 23/10 34/10

Table C.8: Comparison of solving times needed by SCIP and a parallelized reoptimization with 8
identical threads on the VCP test set. The columns ’default’ and ’best’ correspond to reoptimizing
algorithms without additional heuristics and extended by the heuristics LR, WC, TN, a delay,
and a limit of 2000 on the number of saved nodes, respectively.
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SCIP ReoptSCIP ReoptSCIPfull ReoptSCIPhybrid
instance nodes time [s] nodes time [s] nodes time [s] nodes time [s]

sy
m

m
et

ric

E016-03m 9,157 15 16,324 20 17,334 17 14,702 18
E016-05m 504 6 606 4 652 4 589 4
E021-04m 24,465 45 34,485 59 26,995 46 27,316 48
E021-06m 4,309 22 18,864 34 18,684 32 14,082 31
E022-04g 83,191 82 89,494 92 86,712 82 84,570 85
E022-06m 17,513 38 27,198 49 22,972 39 24,076 39
E026-08m 6,739 44 17,325 50 11,799 41 15,113 48
E031-09h 13,263 71 27,706 111 27,537 96 26,887 97
E036-11h 16,328 245 45,067 307 39,010 239 48,759 293
γs 10,225.17 43 19,396.67 54 17,615.80 46 17,509.44 49
better/equal (all: 9) 5/1 1/0 3/1 1/0

ts
pl

ib

bayg29 330,137 259 303,248 250 416,948 307 356,487 277
bays29 243,478 212 237,113 213 229,500 202 244,409 210
dantzig42 502,923 623 485,424 606 481,697 599 489,857 600
fri26 321,094 245 386,056 283 374,502 264 351,951 258
gr17 19,737 16 14,787 16 21,214 17 14,448 15
gr21 195,974 130 180,318 129 189,575 128 187,071 128
gr24 478,492 264 449,835 254 507,829 277 187,071 128
gr48 65,862 190 65,963 192 66,469 192 65,636 190
hk48 27,709 55 25,601 53 25,601 56 25,601 53
swiss42 1,958 20 8,233 35 4,344 23 6,372 31
γs 98,997.00 134 108,617.63 140 110,334.97 139 98,149.33 128
better/equal (all: 10) 2/1 5/1 3/0 6/1

Table C.9: Comparison of SCIP and the three reoptimizing versions with a delay of 0.8 and maximal 2000 nodes to reoptimize on the symmetric
and tsplib CVRP test set.
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SCIP ReoptSCIP ReoptSCIPfull ReoptSCIPhybrid
instance nodes time [s] nodes time [s] nodes time [s] nodes time [s]

sy
m

m
et

ric

E016-03m 9,157 15 8,989 15 12,254 16 13,848 17
E016-05m 504 6 606 4 627 4 556 4
E021-04m 24,465 45 28,300 53 25,380 45 29,537 46
E021-06m 4,309 22 12,867 26 18,684 32 9,291 22
E022-04g 83,191 82 90,308 97 86,904 83 86,901 85
E022-06m 17,513 38 22,204 54 18,019 35 21,678 37
E026-08m 6,739 44 13,734 52 9,450 36 8,129 35
E031-09h 13,263 71 18,910 103 23,738 87 25,935 94
E036-11h 16,328 245 36,877 301 38,435 245 42,438 266
γs 10,225.17 43 15,214.52 51 15,644.39 44 15,125.66 44
better/equal (all: 9) 4/3 1/1 3/2 3/0

ts
pl

ib

bayg29 330,137 259 304,666 252 429,508 322 348,245 278
bays29 243,478 212 256,180 220 267,803 223 228,265 202
dantzig42 502,923 623 484,704 592 242,629 319 489,611 601
fri26 321,094 245 341,005 262 348,353 261 317,319 240
gr17 19,737 16 15,208 14 16,846 14 16,856 15
gr21 195,974 130 193,894 134 189,790 128 186,964 128
gr24 478,492 264 464,981 284 520,944 282 518,849 285
gr48 65,862 190 47,241 154 66,469 192 46,914 155
hk48 27,709 55 25,601 53 25,601 53 25,601 54
swiss42 1,958 20 7,943 34 4,344 23 6,184 31
γs 98,997.00 134 105,629.86 137 102,082.27 130 104,349.50 135
better/equal (all: 10) 2/0 5/0 4/0 7/0

Table C.10: Comparison of SCIP and the three reoptimizing versions combined with the Largest Representative heuristic on the CVRP test sets.
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ReoptSCIP ReoptSCIPfull ReoptSCIPhybrid
instance nodes [%] time [%] time [s] nodes [%] time [%] time [s] nodes [%] time [%] time [s]

sy
m

m
et

ric

E016-03m − 44.93 − 25.00 0.00 − 29.31 − 5.88 0.00 − 5.81 − 5.56 0.00
E016-05m ± 0.00 ± 0.00 0.00 − 3.83 ± 0.00 0.00 − 5.60 ± 0.00 0.00
E021-04m − 17.94 − 10.17 0.00 − 5.98 − 2.17 0.00 + 8.13 − 4.17 0.00
E021-06m − 31.79 − 23.53 0.00 ± 0.00 ± 0.00 0.00 − 34.02 − 29.03 0.00
E022-04g + 0.91 + 5.43 0.00 + 0.22 + 1.22 0.00 + 2.76 ± 0.00 0.00
E022-06m − 18.36 + 10.20 0.00 − 21.56 − 10.26 0.00 − 9.96 − 5.13 0.00
E026-08m − 20.73 + 4.00 0.00 − 19.91 − 12.20 0.00 − 46.21 − 27.08 0.00
E031-09h − 31.75 − 7.21 0.00 − 13.80 − 9.37 0.00 − 3.54 − 3.09 0.00
E036-11h − 18.17 − 1.95 0.00 − 1.47 + 2.51 0.00 − 12.96 − 9.22 0.00
∅ − 20.31 − 5.36 0.00 − 10.63 − 4.02 0.00 − 11.91 − 9.25 0.00

ts
pl

ib

bayg29 + 0.47 + 0.80 0.00 + 3.01 + 4.89 0.00 − 2.31 + 0.36 0.00
bays29 + 8.04 + 3.29 0.00 + 16.69 + 10.40 0.00 − 6.61 − 3.81 0.00
dantzig42 − 0.15 − 2.31 0.00 − 49.63 − 46.74 0.00 − 0.05 + 0.17 0.00
fri26 − 11.67 − 7.42 0.00 − 6.98 − 1.14 0.00 − 9.84 − 6.98 0.00
gr17 + 2.85 − 12.50 0.00 − 20.59 − 17.65 0.00 + 16.67 ± 0.00 0.00
gr21 + 7.53 + 3.88 0.00 + 0.11 ± 0.00 0.00 − 0.06 ± 0.00 0.00
gr24 + 3.37 + 11.81 0.00 + 2.58 + 1.81 0.00 + 177.35 + 122.66 0.00
gr48 − 28.38 − 19.79 0.00 ± 0.00 ± 0.00 0.00 − 28.52 − 18.42 0.00
hk48 ± 0.00 ± 0.00 0.00 ± 0.00 − 5.36 0.00 ± 0.00 + 1.89 0.00
swiss42 − 3.52 − 2.86 0.00 ± 0.00 ± 0.00 0.00 − 2.95 ± 0.00 0.00
∅ − 2.15 − 2.51 0.00 − 5.48 − 5.38 0.00 + 14.37 + 9.59 0.00

Table C.11: Relative speedup compared to the reoptimizing versions with delay of 0.8 and maximal 2000 nodes provided by the Largest Repre-
sentative heuristic on the CVRP test sets.
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SCIP ReoptSCIP ReoptSCIPfull ReoptSCIPhybrid
instance nodes time [s] nodes time [s] nodes time [s] nodes time [s]

sy
m

m
et

ric

E016-03m 9,157 15 10,100 14 9,902 13 10,464 14
E016-05m 504 6 482 5 573 4 559 4
E021-04m 24,465 45 22,401 53 27,588 46 23,779 43
E021-06m 4,309 22 5,888 22 5,336 18 5,484 19
E022-04g 83,191 82 84,553 89 85,878 82 82,616 79
E022-06m 17,513 38 16,349 38 18,087 35 17,938 35
E026-08m 6,739 44 4,999 35 10,858 36 6,294 32
E031-09h 13,263 71 12,833 77 12,503 67 15,994 76
E036-11h 16,328 245 17,318 221 24,259 203 28,064 217
γs 10,225.17 43 10,177.46 43 11,943.23 39 11,569.84 39
better/equal (all: 9) 0/0 4/2 7/1 8/0

ts
pl

ib

bayg29 330,137 259 387,753 297 421,168 313 434,519 328
bays29 243,478 212 271,721 230 225,530 204 241,123 212
dantzig42 502,923 623 299,192 388 480,683 604 233,382 354
fri26 321,094 245 368,692 269 344,151 252 317,682 241
gr17 19,737 16 10,790 13 16,784 14 16,423 15
gr21 195,974 130 172,645 126 198,783 131 196,280 135
gr24 478,492 264 490,214 278 438,393 249 473,011 271
gr48 65,862 190 55,280 165 54,040 162 56,377 177
hk48 27,709 55 25,601 53 25,601 53 25,601 69
swiss42 1,958 20 3,765 24 4,143 23 5,127 39
γs 98,997.00 134 94,767.77 129 103,080.03 133 98,917.82 138
better/equal (all: 10) 2/0 5/0 6/0 4/1

Table C.12: Comparison of SCIP and the three reoptimizing versions combined with the Weak Compression heuristic on the CVRP test sets.
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ReoptSCIP ReoptSCIPfull ReoptSCIPhybrid
instance nodes [%] time [%] time [s] nodes [%] time [%] time [s] nodes [%] time [%] time [s]

sy
m

m
et

ric

E016-03m − 38.13 − 30.00 0.00 − 42.88 − 23.53 0.00 − 28.83 − 22.22 0.00
E016-05m − 20.46 + 25.00 0.00 − 12.12 ± 0.00 0.00 − 5.09 ± 0.00 0.00
E021-04m − 35.04 − 10.17 0.00 + 2.20 ± 0.00 0.00 − 12.95 − 10.42 0.00
E021-06m − 68.79 − 35.29 0.00 − 71.44 − 43.75 0.00 − 61.06 − 38.71 0.00
E022-04g − 5.52 − 3.26 0.00 − 0.96 ± 0.00 0.00 − 2.31 − 7.06 0.00
E022-06m − 39.89 − 22.45 0.00 − 21.27 − 10.26 0.00 − 25.49 − 10.26 0.00
E026-08m − 71.15 − 30.00 0.00 − 7.98 − 12.20 0.00 − 58.35 − 33.33 0.00
E031-09h − 53.68 − 30.63 0.00 − 54.60 − 30.21 0.00 − 40.51 − 21.65 0.00
E036-11h − 61.57 − 28.01 0.00 − 37.81 − 15.06 0.00 − 42.44 − 25.94 0.00
∅ − 43.80 − 18.31 0.00 − 27.43 − 15.00 0.00 − 30.78 − 18.84 0.00

ts
pl

ib

bayg29 + 27.87 + 18.80 0.00 + 1.01 + 1.95 0.00 + 21.89 + 18.41 0.00
bays29 + 14.60 + 7.98 0.00 − 1.73 + 0.99 0.00 − 1.34 + 0.95 0.00
dantzig42 − 38.36 − 35.97 0.00 − 0.21 + 0.83 0.00 − 52.36 − 41.00 0.00
fri26 − 4.50 − 4.95 0.00 − 8.10 − 4.55 0.00 − 9.74 − 6.59 0.00
gr17 − 27.03 − 18.75 0.00 − 20.88 − 17.65 0.00 + 13.67 ± 0.00 0.00
gr21 − 4.26 − 2.33 0.00 + 4.86 + 2.34 0.00 + 4.92 + 5.47 0.00
gr24 + 8.98 + 9.45 0.00 − 13.67 − 10.11 0.00 + 152.85 + 111.72 0.00
gr48 − 16.20 − 14.06 0.00 − 18.70 − 15.62 0.00 − 14.11 − 6.84 0.00
hk48 ± 0.00 ± 0.00 0.00 ± 0.00 − 5.36 0.00 ± 0.00 + 30.19 0.00
swiss42 − 54.27 − 31.43 0.00 − 4.63 ± 0.00 0.00 − 19.54 + 25.81 0.00
∅ − 9.32 − 7.13 0.00 − 6.20 − 4.72 0.00 + 9.62 + 13.81 0.00

Table C.13: Relative speedup compared to the reoptimizing versions with delay of 0.8 and maximal 2000 nodes provided by the Weak Compression
heuristic on the CVRP test sets.
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SCIP ReoptSCIP ReoptSCIPfull ReoptSCIPhybrid
instance nodes time [s] speedup nodes time [s] speedup nodes time [s] speedup nodes time [s]

sy
m

m
et

ric
E016-03m 9,157 15 9,698 13 + 15.38% 11,568 13 + 15.38% 8,870 13 + 15.38%
E016-05m 504 6 480 4 + 50.00% 509 4 + 50.00% 539 4 + 50.00%
E021-04m 24,465 45 21,902 42 + 7.14% 25,075 43 + 4.65% 29,270 46 − 2.17%
E021-06m 4,309 22 4,515 17 + 29.41% 6,994 19 + 15.79% 4,279 16 + 37.50%
E022-04g 83,191 82 83,666 82 ± 0.00% 84,339 76 + 7.89% 81,683 78 + 5.13%
E022-06m 17,513 38 16,411 31 + 22.58% 19,036 34 + 11.76% 15,975 31 + 22.58%
E026-08m 6,739 44 7,772 33 + 33.33% 5,913 30 + 46.67% 9,951 38 + 15.79%
E031-09h 13,263 71 11,972 62 + 14.52% 12,584 63 + 12.70% 12,546 65 + 9.23%
E036-11h 16,328 245 22,634 198 + 23.74% 23,311 186 + 31.72% 17,688 177 + 38.42%
γs 10,225.17 43 10,523.97 37 11,451.18 37 10,810.71 37
∅ + 21.79% + 21.84% + 21.32%
better/equal (all: 9) 0/0 8/1 9/0 8/0

ts
pl

ib

bayg29 330,137 259 273,795 216 + 19.91% 404,482 285 − 9.12% 435,911 302 − 14.24%
bays29 243,478 212 217,673 185 + 14.59% 217,831 182 + 16.48% 257,709 203 + 4.43%
dantzig42 502,923 623 181,000 240 + 159.58% 292,449 382 + 63.09% 233,591 298 + 109.06%
fri26 321,094 245 341,255 242 + 1.24% 291,146 212 + 15.57% 327,018 236 + 3.81%
gr17 19,737 16 19,791 16 ± 0.00% 21,723 16 ± 0.00% 16,611 14 + 14.29%
gr21 195,974 130 204,172 128 + 1.56% 190,831 125 + 4.00% 200,920 127 + 2.36%
gr24 478,492 264 542,536 281 − 6.05% 494,453 261 + 1.15% 512,550 271 − 2.58%
gr48 65,862 190 34,814 105 + 80.95% 34,814 105 + 80.95% 34,814 105 + 80.95%
hk48 27,709 55 23,092 47 + 17.02% 23,092 46 + 19.57% 23,092 46 + 19.57%
swiss42 1,958 20 2,457 22 − 9.09% 2,457 19 + 5.26% 2,457 19 + 5.26%
γs 98,997.00 134 83,578.82 110 89,145.36 114 88,743.84 114
∅ + 27.97% + 19.67% + 21.29%
better/equal (all: 10) 0/0 7/2 8/1 8/0

Table C.14: Comparison of SCIP and the three reoptimizing versions combined with the heuristics Largest Representative and Weak Compression,
a delay of 0.8 and a limit of 2000 on the number of saved nodes on the CVRP test sets.
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Chapter C. Tables and Figures

SCIP ReoptSCIP ReoptSCIPfull ReoptSCIPhybrid
instance default best default best default best

sy
m

m
et

ric

E016-03m 15 8 9 8 8 10 8
E016-05m 6 2 2 2 ≤ 1 2 2
E021-04m 45 32 29 30 34 31 32
E021-06m 22 17 10 15 10 15 10
E022-04g 82 69 66 66 64 69 66
E022-06m 38 22 24 23 23 21 23
E026-08m 44 22 20 19 20 23 22
E031-09h 71 63 48 59 42 61 43
E036-11h 245 144 116 124 114 153 114
γs 43 29 26 27 25 29 26
better/equal
(all: 9)

0/0 9/0 9/0 9/0 9/0 9/0 9/0

ts
pl

ib

bayg29 259 234 201 297 279 265 295
bays29 212 199 177 194 175 197 196
dantzig42 623 596 233 591 377 592 293
fri26 245 265 232 252 202 244 226
gr17 16 7 12 13 14 8 11
gr21 130 113 121 121 119 120 120
gr24 264 246 276 271 256 120 266
gr48 190 184 103 186 103 184 103
hk48 55 53 46 56 46 52 45
swiss42 20 23 17 15 14 22 14
γs 134 124 103 129 109 116 108
better/equal
(all: 10)

0/0 8/0 9/0 6/0 9/0 8/0 8/0

Table C.15: Comparison of solving times needed by SCIP and a parallelized reoptimization
with 8 identical threads on the CVRP test sets. The columns ’default’ and ’best’ correspond to
reoptimizing algorithms without additional heuristics and extended by the heuristics LR, WC, a
delay, and a limit of 2000 on the number of saved nodes, respectively.
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SCIP ReoptSCIP ReoptSCIPfull ReoptSCIPhybrid
instance k nodes time [s] nodes time [s] nodes time [s] nodes time [s]

005_010_015

10 46 ≤ 1 49 ≤ 1 61 ≤ 1 56 ≤ 1
20 246 ≤ 1 210 ≤ 1 307 ≤ 1 254 ≤ 1
30 582 ≤ 1 489 ≤ 1 731 ≤ 1 609 ≤ 1
40 1,138 3 863 ≤ 1 1,348 2 1,128 ≤ 1
50 2,082 4 1,292 2 2,110 3 1,798 2
100 10,240 12 5,822 8 9,443 11 7,553 8

005_020_030

10 65 ≤ 1 57 ≤ 1 67 ≤ 1 64 ≤ 1
20 309 2 266 ≤ 1 362 2 326 ≤ 1
30 697 4 648 2 887 3 808 2
40 1,383 6 1,116 4 1,591 6 1,501 4
50 2,293 9 1,660 5 2,462 8 2,283 6

100 10,347 29 6,365 17 9,782 28 9,553 22

005_030_040

10 46 ≤ 1 45 ≤ 1 49 ≤ 1 47 ≤ 1
20 292 3 256 2 444 3 326 3
30 802 6 660 5 1,140 6 820 5
40 1,490 9 1,273 7 2,296 10 1,580 8
50 2,504 13 2,033 10 3,738 15 2,515 11

100 12,010 40 7,829 32 21,647 60 12,941 38

005_040_050

10 32 ≤ 1 28 ≤ 1 32 ≤ 1 32 ≤ 1
20 264 4 180 3 267 4 263 3
30 746 7 454 6 764 7 697 6
40 1,584 12 900 8 1,877 11 1,591 9
50 2,574 16 1,486 11 3,519 18 3,318 14

100 12,048 51 7,076 35 26,836 80 21,358 60

005_050_060

10 62 9 60 6 77 8 63 5
20 311 20 274 9 427 13 417 9
30 990 37 647 14 1,193 23 1,019 14
40 1,869 57 1,171 21 2,529 39 1,919 21
50 3,087 75 1,848 28 4,445 58 3,134 29

100 13,803 223 7,464 92 31,714 276 14,162 108

005_150_200

10 82 21 97 20 114 25 111 18
20 356 47 684 42 657 52 693 38
30 822 78 1,956 74 1,553 84 1,949 65
40 1,534 115 3,928 114 2,692 119 4,043 99
50 2,497 151 6,503 157 4,243 153 7,110 141

100 10,629 407 28,795 470 20,843 417 43,693 488

005_200_250

10 82 39 74 15 89 17 89 14
20 364 82 321 21 424 22 424 19
30 846 132 720 29 1,062 32 1,071 27
40 1,558 189 1,387 41 2,101 49 2,147 40
50 2,666 253 2,329 58 3,574 68 3,834 61

100 11,589 666 9,654 191 17,238 266 23,537 248
continued on the next page

Table C.16: Comparison of SCIP and the three plain reoptimizing Versions on the kCSP test
set.
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Chapter C. Tables and Figures

SCIP ReoptSCIP ReoptSCIPfull ReoptSCIPhybrid
instance k nodes time [s] nodes time [s] nodes time [s] nodes time [s]

010_050_070

10 31 6 49 5 60 6 60 5
20 235 15 318 13 468 15 344 12
30 690 27 1,135 25 2,131 33 1,183 24
40 1,707 42 3,153 45 4,908 58 2,968 42
50 3,381 59 6,824 73 9,656 94 5,594 65
100 16,825 174 174,543 813 83,307 455 74,463 378

010_100_140

10 80 25 118 25 126 27 124 21
20 348 56 1,221 63 921 63 727 48
30 938 96 3,218 114 2,662 117 2,157 88
40 1,814 160 5,928 176 5,521 195 4,584 142
50 2,950 224 9,430 246 10,381 292 8,112 208
100 14,640 701 69,998 1030 127,833 2044 67,194 973

010_150_200

10 59 51 31 13 39 17 31 12
20 333 139 179 40 282 49 197 35
30 821 254 827 95 1,944 138 1,153 88
40 1,482 377 2,171 184 14,581 453 8,452 247
50 3,452 535 4,035 302 72,538 1449 40,837 821
100 20,733 1496 17,054 1129 239,157 3600 235,550 3600

010_200_250

10 78 112 75 34 88 34 82 31
20 347 267 298 67 944 81 589 67
30 810 445 868 118 5,806 242 3,780 181
40 1,632 658 2,254 206 21,579 661 19,380 602
50 3,110 898 5,834 359 74,294 1795 63,712 1586
100 21,336 2512 107,068 3314 162,356 3600 167,994 3600

γs 1,143.63 55 1,310.82 38 2,223.8 51 1,916.73 41
better/equal (all: 66) 6/6 48/7 25/13 50/8

Table C.16: Comparison of SCIP and the three plain reoptimizing Versions on the kCSP test
set.
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SCIP ReoptSCIP ReoptSCIPfull ReoptSCIPhybrid
instance k nodes time [s] nodes time [s] nodes time [s] nodes time [s]

005_010_015

10 46 ≤ 1 49 ≤ 1 61 ≤ 1 56 ≤ 1
20 246 ≤ 1 210 ≤ 1 307 ≤ 1 254 ≤ 1
30 582 ≤ 1 489 ≤ 1 731 ≤ 1 609 ≤ 1
40 1,138 3 863 ≤ 1 1,348 2 1,128 ≤ 1
50 2,082 4 1,292 2 2,110 2 1,798 2
100 10,240 12 6,297 7 10,662 9 7,933 8

005_020_030

10 65 ≤ 1 57 ≤ 1 67 ≤ 1 64 ≤ 1
20 309 2 266 ≤ 1 362 2 326 ≤ 1
30 697 4 648 2 887 3 730 3
40 1,383 6 1,116 4 1,677 4 1,499 4
50 2,293 9 1,660 5 2,718 6 2,218 6
100 10,347 29 6,418 18 10,645 23 7,789 19

005_030_040

10 46 ≤ 1 45 ≤ 1 49 ≤ 1 47 ≤ 1
20 292 3 256 2 444 3 326 3
30 802 6 660 5 1,020 5 820 5
40 1,490 9 1,273 7 1,899 8 1,580 8
50 2,504 13 2,033 10 3,076 11 2,611 11
100 12,010 40 9,558 31 14,247 37 12,929 37

005_040_050

10 32 ≤ 1 28 ≤ 1 32 ≤ 1 32 ≤ 1
20 264 4 180 3 267 3 263 3
30 746 7 454 5 764 6 697 6
40 1,584 12 900 8 1,877 10 1,591 9
50 2,574 16 1,739 12 3,519 15 3,318 15
100 12,048 51 7,548 39 20,641 59 17,931 55

005_050_060

10 62 9 60 6 77 6 63 6
20 311 20 274 9 427 10 417 10
30 990 37 647 15 1,193 19 1,019 16
40 1,869 57 1,171 22 2,164 29 1,919 24
50 3,087 75 1,848 30 3,385 42 3,134 34
100 13,803 223 8,687 100 16,567 157 15,657 143

005_150_200

10 82 21 97 21 114 21 111 21
20 356 47 684 45 657 44 693 45
30 822 78 1,956 78 1,553 73 1,530 73
40 1,534 115 3,347 113 2,692 104 2,418 103
50 2,497 151 4,152 143 4,243 139 3,787 135
100 10,629 407 12,526 353 19,266 388 16,348 372

005_200_250

10 82 39 74 16 89 17 89 17
20 364 82 321 23 424 23 424 23
30 846 132 720 34 1,062 33 1,071 34
40 1,558 189 1,387 48 2,101 48 2,071 54
50 2,666 253 2,329 66 3,574 67 3,844 90
100 11,589 666 9,611 233 17,238 233 15,238 322

continued on the next page

Table C.17: Comparison of SCIP and the three reoptimizing versions combined with the Largest
Representative heuristic on the kCSP test set.
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SCIP ReoptSCIP ReoptSCIPfull ReoptSCIPhybrid
instance k nodes time [s] nodes time [s] nodes time [s] nodes time [s]

010_050_070

10 31 6 49 5 60 6 60 6
20 235 15 318 13 468 14 344 13
30 690 27 1,135 26 2,131 29 1,183 25
40 1,707 42 2,026 40 4,908 51 2,968 44
50 3,381 59 3,315 56 9,656 80 5,594 69
100 16,825 174 16,304 187 40,460 249 36,133 261

010_100_140

10 80 25 118 23 126 24 124 24
20 348 56 781 54 921 57 727 55
30 938 96 1,519 92 2,662 105 2,157 100
40 1,814 160 2,716 139 4,873 161 4,584 159
50 2,950 224 4,387 189 6,547 213 6,688 219
100 14,640 701 16,333 525 63,303 1009 37,289 829

010_150_200

10 59 51 35 14 39 15 35 15
20 333 139 201 44 282 43 216 46
30 821 254 524 90 1,944 132 679 96
40 1,482 377 1,601 158 14,581 452 2,257 181
50 3,452 535 3,409 247 72,538 1415 5,796 311
100 20,733 1496 23,263 740 342,842 3600 197,804 3600

010_200_250

10 78 112 75 37 88 30 82 37
20 347 267 298 71 944 69 589 79
30 810 445 878 123 5,806 202 1,739 154
40 1,632 658 2,277 204 21,579 562 3,710 216
50 3,110 898 5,613 332 66,901 1336 20,159 564
100 21,336 2512 33,553 1278 228,708 3600 215,000 3600

γs 1,143.63 55 1,112.85 35 2,109.01 44 1,590.07 40
better/equal (all: 66) 1/7 57/8 42/10 50/8

Table C.17: Comparison of SCIP and the three reoptimizing versions combined with the Largest
Representative heuristic on the kCSP test set.
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Figure C.2: Relative speed up provided by ReoptSCIP, ReoptSCIPfull, and ReoptSCIPhybrid
compared to SCIP on the kCSP test set.
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Figure C.3: Relative speed up provided by ReoptSCIP, ReoptSCIPfull, and ReoptSCIPhybrid
compared to SCIP on the kCSP test set.
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ReoptSCIP ReoptSCIPfull ReoptSCIPhybrid
instance k nodes [%] time [%] time [s] nodes [%] time [%] time [s] nodes [%] time [%] time [s]

005_010_015

10 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00
20 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00
30 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00
40 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00
50 ± 0.00 ± 0.00 0.00 ± 0.00 − 33.33 0.00 ± 0.00 ± 0.00 0.00

100 + 8.16 − 12.50 0.00 + 12.91 − 18.18 0.00 + 5.03 ± 0.00 0.00

005_020_030

10 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00
20 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00
30 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00 − 9.65 + 50.00 0.00
40 ± 0.00 ± 0.00 0.00 + 5.41 − 33.33 0.00 − 0.13 ± 0.00 0.00
50 ± 0.00 ± 0.00 0.00 + 10.40 − 25.00 0.00 − 2.85 ± 0.00 0.00

100 + 0.83 + 5.88 0.00 + 8.82 − 17.86 0.00 − 18.47 − 13.64 0.00

005_030_040

10 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00
20 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00
30 ± 0.00 ± 0.00 0.00 − 10.53 − 16.67 0.00 ± 0.00 ± 0.00 0.00
40 ± 0.00 ± 0.00 0.00 − 17.29 − 20.00 0.00 ± 0.00 ± 0.00 0.00
50 ± 0.00 ± 0.00 0.00 − 17.71 − 26.67 0.00 + 3.82 ± 0.00 0.00

100 + 22.08 − 3.12 0.00 − 34.18 − 38.33 0.00 − 0.09 − 2.63 0.00

005_040_050

10 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00
20 ± 0.00 ± 0.00 0.00 ± 0.00 − 25.00 0.00 ± 0.00 ± 0.00 0.00
30 ± 0.00 − 16.67 0.00 ± 0.00 − 14.29 0.00 ± 0.00 ± 0.00 0.00
40 ± 0.00 ± 0.00 0.00 ± 0.00 − 9.09 0.00 ± 0.00 ± 0.00 0.00
50 + 17.03 + 9.09 0.00 ± 0.00 − 16.67 0.00 ± 0.00 + 7.14 0.00

100 + 6.67 + 11.43 0.00 − 23.08 − 26.25 0.00 − 16.05 − 8.33 0.00

005_050_060

10 ± 0.00 ± 0.00 0.00 ± 0.00 − 25.00 0.00 ± 0.00 + 20.00 0.00
20 ± 0.00 ± 0.00 0.00 ± 0.00 − 23.08 0.00 ± 0.00 + 11.11 0.00
30 ± 0.00 + 7.14 0.00 ± 0.00 − 17.39 0.00 ± 0.00 + 14.29 0.00
40 ± 0.00 + 4.76 0.00 − 14.43 − 25.64 0.00 ± 0.00 + 14.29 0.00
50 ± 0.00 + 7.14 0.00 − 23.85 − 27.59 0.00 ± 0.00 + 17.24 0.00

100 + 16.39 + 8.70 0.00 − 47.76 − 43.12 0.00 + 10.56 + 32.41 0.00

005_150_200

10 ± 0.00 + 5.00 0.00 ± 0.00 − 16.00 0.00 ± 0.00 + 16.67 0.00
20 ± 0.00 + 7.14 0.00 ± 0.00 − 15.38 0.00 ± 0.00 + 18.42 0.00
30 ± 0.00 + 5.41 0.00 ± 0.00 − 13.10 0.00 − 21.50 + 12.31 0.00
40 − 14.79 − 0.88 0.00 ± 0.00 − 12.61 0.00 − 40.19 + 4.04 0.00
50 − 36.15 − 8.92 0.00 ± 0.00 − 9.15 0.00 − 46.74 − 4.26 0.00

100 − 56.50 − 24.89 0.00 − 7.57 − 6.95 0.00 − 62.58 − 23.77 0.00

005_200_250

10 ± 0.00 + 6.67 0.00 ± 0.00 ± 0.00 0.00 ± 0.00 + 21.43 0.00
20 ± 0.00 + 9.52 0.00 ± 0.00 + 4.55 0.00 ± 0.00 + 21.05 0.00
30 ± 0.00 + 17.24 0.00 ± 0.00 + 3.13 0.00 ± 0.00 + 25.93 0.00
40 ± 0.00 + 17.07 0.00 ± 0.00 − 2.04 0.00 − 3.54 + 35.00 0.00
50 ± 0.00 + 13.79 0.00 ± 0.00 − 1.47 0.00 + 0.26 + 47.54 0.00

100 − 0.45 + 21.99 0.00 ± 0.00 − 12.41 0.00 − 35.26 + 29.84 0.00

010_050_070

10 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00 ± 0.00 + 20.00 0.00
20 ± 0.00 ± 0.00 0.00 ± 0.00 − 6.67 0.00 ± 0.00 + 8.33 0.00
30 ± 0.00 + 4.00 0.00 ± 0.00 − 12.12 0.00 ± 0.00 + 4.17 0.00
40 − 35.74 − 11.11 0.00 ± 0.00 − 12.07 0.00 ± 0.00 + 4.76 0.00
50 − 51.42 − 23.29 0.00 ± 0.00 − 14.89 0.00 ± 0.00 + 6.15 0.00

100 − 90.66 − 77.00 0.00 − 51.43 − 45.27 0.00 − 51.48 − 30.95 0.00

010_100_140
10 ± 0.00 − 8.00 0.00 ± 0.00 − 11.11 0.00 ± 0.00 + 14.29 0.00
20 − 36.04 − 14.29 0.00 ± 0.00 − 9.52 0.00 ± 0.00 + 14.58 0.00
30 − 52.80 − 19.30 0.00 ± 0.00 − 10.26 0.00 ± 0.00 + 13.64 0.00

continued on the next page

Table C.18: Relative speedup compared to the plain reoptimizing versions provided by Largest
Representative heuristic on the kCSP test set.
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Chapter C. Tables and Figures

ReoptSCIP ReoptSCIPfull ReoptSCIPhybrid
instance k nodes [%] time [%] time [s] nodes [%] time [%] time [s] nodes [%] time [%] time [s]

010_100_140
40 − 54.18 − 21.02 0.00 − 11.74 − 17.44 0.00 ± 0.00 + 11.97 0.00
50 − 53.48 − 23.17 0.00 − 36.93 − 27.05 0.00 − 17.55 + 5.29 0.00

100 − 76.67 − 49.03 0.00 − 50.48 − 50.64 0.00 − 44.51 − 14.80 0.00

010_150_200

10 + 12.90 + 7.69 0.00 ± 0.00 − 11.76 0.00 + 12.90 + 25.00 0.00
20 + 12.29 + 10.00 0.00 ± 0.00 − 12.24 0.00 + 9.64 + 31.43 0.00
30 − 36.64 − 5.26 0.00 ± 0.00 − 4.35 0.00 − 41.11 + 9.09 0.00
40 − 26.26 − 14.13 0.00 ± 0.00 − 0.22 0.00 − 73.30 − 26.72 0.00
50 − 15.51 − 18.21 0.00 ± 0.00 − 2.35 0.00 − 85.81 − 62.12 0.00

100 + 36.41 − 34.46 0.00 + 43.35 ± 0.00 0.00 − 16.02 ± 0.00 0.00

010_200_250

10 ± 0.00 + 8.82 0.00 ± 0.00 − 11.76 0.00 ± 0.00 + 19.35 0.00
20 ± 0.00 + 5.97 0.00 ± 0.00 − 14.81 0.00 ± 0.00 + 17.91 0.00
30 + 1.15 + 4.24 0.00 ± 0.00 − 16.53 0.00 − 53.99 − 14.92 0.00
40 + 1.02 − 0.97 0.00 ± 0.00 − 14.98 0.00 − 80.86 − 64.12 0.00
50 − 3.79 − 7.52 0.00 − 9.95 − 25.57 0.00 − 68.36 − 64.44 0.00

100 − 68.66 − 61.44 0.00 + 40.87 ± 0.00 0.00 + 27.98 ± 0.00 0.00
∅ − 8.71 − 3.89 0.00 − 3.56 − 13.57 0.00 − 10.91 + 4.15 0.00

Table C.18: Relative speedup compared to the plain reoptimizing versions provided by Largest
Representative heuristic the kCSP test set.
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SCIP ReoptSCIP ReoptSCIPfull ReoptSCIPhybrid
instance k nodes time [s] nodes time [s] nodes time [s] nodes time [s]

005_010_015

10 46 ≤ 1 58 ≤ 1 64 ≤ 1 64 ≤ 1
20 246 ≤ 1 235 ≤ 1 314 ≤ 1 295 ≤ 1
30 582 ≤ 1 554 ≤ 1 719 ≤ 1 664 ≤ 1
40 1,138 3 1,025 2 1,405 2 1,167 ≤ 1
50 2,082 4 1,647 2 2,276 2 1,834 2

100 10,240 12 9,417 10 10,834 10 8,063 8

005_020_030

10 65 ≤ 1 63 ≤ 1 64 ≤ 1 62 ≤ 1
20 309 2 273 2 316 ≤ 1 289 ≤ 1
30 697 4 594 2 805 2 650 2
40 1,383 6 1,148 4 1,513 3 1,149 2
50 2,293 9 1,694 6 2,497 6 1,807 5
100 10,347 29 7,481 20 10,794 20 7,922 17

005_030_040

10 46 ≤ 1 51 ≤ 1 54 ≤ 1 52 ≤ 1
20 292 3 273 3 315 3 310 3
30 802 6 654 4 876 3 763 5
40 1,490 9 1,446 7 1,605 5 1,534 8
50 2,504 13 2,548 10 2,889 9 2,809 9
100 12,010 40 11,732 31 16,027 35 14,115 35

005_040_050

10 32 ≤ 1 30 ≤ 1 30 ≤ 1 30 ≤ 1
20 264 4 251 4 292 3 282 4
30 746 7 556 6 864 6 966 6
40 1,584 12 1,113 9 1,751 9 1,953 10
50 2,574 16 2,162 13 2,834 13 2,999 15
100 12,048 51 11,028 41 13,053 48 12,739 46

005_050_060

10 62 9 67 6 73 8 72 5
20 311 20 345 11 417 11 412 11
30 990 37 878 21 1,265 22 1,196 22
40 1,869 57 1,668 31 2,400 30 2,265 32
50 3,087 75 2,705 41 4,223 51 3,691 43
100 13,803 223 12,200 134 16,089 152 24,658 202

005_150_200

10 82 21 102 21 105 20 102 23
20 356 47 371 40 663 46 807 48
30 822 78 824 64 1,277 75 2,465 81
40 1,534 115 1,466 93 2,180 100 4,802 120
50 2,497 151 2,348 131 3,168 135 7,982 163
100 10,629 407 9,500 349 16,656 349 21,605 404

005_200_250

10 82 39 94 18 98 19 98 19
20 364 82 387 27 462 29 492 28
30 846 132 862 38 1,069 44 1,123 41
40 1,558 189 1,601 54 2,134 62 2,092 61
50 2,666 253 2,731 51 3,452 90 3,264 89
100 11,589 666 12,295 273 15,806 317 14,453 309

continued on the next page

Table C.19: Comparison of SCIP and the three reoptimizing versions combined with the Weak
Compression heuristic on the kCSP test set.
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Chapter C. Tables and Figures

SCIP ReoptSCIP ReoptSCIPfull ReoptSCIPhybrid
instance k nodes time [s] nodes time [s] nodes time [s] nodes time [s]

010_050_070

10 31 6 61 5 65 6 65 7
20 235 15 315 12 442 14 327 14
30 690 27 779 22 1,490 27 839 24
40 1,707 42 1,597 33 4,618 48 1,946 35
50 3,381 59 2,638 47 8,262 71 3,555 55

100 16,825 174 18,403 156 34,614 208 18,925 179

010_100_140

10 80 25 86 22 95 25 98 24
20 348 56 388 34 580 52 494 56
30 938 96 1,127 73 1,843 92 1,441 87
40 1,814 160 2,068 117 3,335 142 2,832 137
50 2,950 224 3,292 90 5,894 192 4,042 179

100 14,640 701 15,137 273 28,847 667 16,742 587

010_150_200

10 59 51 34 7 30 16 34 17
20 333 139 221 21 295 46 260 41
30 821 254 735 46 1,158 104 902 95
40 1,482 377 1,897 71 2,940 190 3,451 198
50 3,452 535 4,197 111 10,201 378 6,687 308

100 20,733 1496 19,913 340 249,941 3600 220,147 3600

010_200_250

10 78 112 84 19 85 39 84 38
20 347 267 397 37 678 82 454 80
30 810 445 946 62 2,586 179 4,489 242
40 1,632 658 1,781 96 26,192 703 11,981 505
50 3,110 898 3,081 134 175,378 2822 17,845 611

100 21,336 2512 157,714 1999 239,458 3600 73,462 1872
γs 1,143.63 55 1,149.16 30 1,828.68 43 1,597.63 41
better/equal (all:66) 0/6 56/10 49/9 50/8

Table C.19: Comparison of SCIP and the three reoptimizing versions combined with the Weak
Compression heuristic on the kCSP test set.
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ReoptSCIP ReoptSCIPfull ReoptSCIPhybrid
instance k nodes [%] time [%] time [s] nodes [%] time [%] time [s] nodes [%] time [%] time [s]

005_010_015

10 + 18.37 ± 0.00 0.00 + 4.92 ± 0.00 0.00 + 14.29 ± 0.00 0.00
20 + 11.90 ± 0.00 0.00 + 2.28 ± 0.00 0.00 + 16.14 ± 0.00 0.00
30 + 13.29 ± 0.00 0.00 − 1.64 ± 0.00 0.00 + 9.03 ± 0.00 0.00
40 + 18.77 + 100.00 0.00 + 4.23 ± 0.00 0.00 + 3.46 ± 0.00 0.00
50 + 27.48 ± 0.00 0.00 + 7.87 − 33.33 0.00 + 2.00 ± 0.00 0.00

100 + 61.75 + 25.00 0.00 + 14.73 − 9.09 0.00 + 6.75 ± 0.00 0.00

005_020_030

10 + 10.53 ± 0.00 0.00 − 4.48 ± 0.00 0.00 − 3.12 ± 0.00 0.00
20 + 2.63 + 100.00 0.00 − 12.71 − 50.00 0.00 − 11.35 ± 0.00 0.00
30 − 8.33 ± 0.00 0.00 − 9.24 − 33.33 0.00 − 19.55 ± 0.00 0.00
40 + 2.87 ± 0.00 0.00 − 4.90 − 50.00 0.00 − 23.45 − 50.00 0.00
50 + 2.05 + 20.00 0.00 + 1.42 − 25.00 0.00 − 20.85 − 16.67 0.00

100 + 17.53 + 17.65 0.00 + 10.35 − 28.57 0.00 − 17.07 − 22.73 0.00

005_030_040

10 + 13.33 ± 0.00 0.00 + 10.20 ± 0.00 0.00 + 10.64 ± 0.00 0.00
20 + 6.64 + 50.00 0.00 − 29.05 ± 0.00 0.00 − 4.91 ± 0.00 0.00
30 − 0.91 − 20.00 0.00 − 23.16 − 50.00 0.00 − 6.95 ± 0.00 0.00
40 + 13.59 ± 0.00 0.00 − 30.10 − 50.00 0.00 − 2.91 ± 0.00 0.00
50 + 25.33 ± 0.00 0.00 − 22.71 − 40.00 0.00 + 11.69 − 18.18 0.00

100 + 49.85 − 3.12 0.00 − 25.96 − 41.67 0.00 + 9.07 − 7.89 0.00

005_040_050

10 + 7.14 ± 0.00 0.00 − 6.25 ± 0.00 0.00 − 6.25 ± 0.00 0.00
20 + 39.44 + 33.33 0.00 + 9.36 − 25.00 0.00 + 7.22 + 33.33 0.00
30 + 22.47 ± 0.00 0.00 + 13.09 − 14.29 0.00 + 38.59 ± 0.00 0.00
40 + 23.67 + 12.50 0.00 − 6.71 − 18.18 0.00 + 22.75 + 11.11 0.00
50 + 45.49 + 18.18 0.00 − 19.47 − 27.78 0.00 − 9.61 + 7.14 0.00

100 + 55.85 + 17.14 0.00 − 51.36 − 40.00 0.00 − 40.35 − 23.33 0.00

005_050_060

10 + 11.67 ± 0.00 0.00 − 5.19 ± 0.00 0.00 + 14.29 ± 0.00 0.00
20 + 25.91 + 22.22 0.00 − 2.34 − 15.38 0.00 − 1.20 + 22.22 0.00
30 + 35.70 + 50.00 0.00 + 6.04 − 4.35 0.00 + 17.37 + 57.14 0.00
40 + 42.44 + 47.62 0.00 − 5.10 − 23.08 0.00 + 18.03 + 52.38 0.00
50 + 46.37 + 46.43 0.00 − 4.99 − 12.07 0.00 + 17.77 + 48.28 0.00

100 + 63.45 + 45.65 0.00 − 49.27 − 44.93 0.00 + 74.11 + 87.04 0.00

005_150_200

10 + 5.15 + 5.00 0.00 − 7.89 − 20.00 0.00 − 8.11 + 27.78 0.00
20 − 45.76 − 4.76 0.00 + 0.91 − 11.54 0.00 + 16.45 + 26.32 0.00
30 − 57.87 − 13.51 0.00 − 17.77 − 10.71 0.00 + 26.48 + 24.62 0.00
40 − 62.68 − 18.42 0.00 − 19.02 − 15.97 0.00 + 18.77 + 21.21 0.00
50 − 63.89 − 16.56 0.00 − 25.34 − 11.76 0.00 + 12.26 + 15.60 0.00

100 − 67.01 − 25.74 0.00 − 20.09 − 16.31 0.00 − 50.55 − 17.21 0.00

005_200_250

10 + 27.03 + 20.00 0.00 + 10.11 + 11.76 0.00 + 10.11 + 35.71 0.00
20 + 20.56 + 28.57 0.00 + 8.96 + 31.82 0.00 + 16.04 + 47.37 0.00
30 + 19.72 + 31.03 0.00 + 0.66 + 37.50 0.00 + 4.86 + 51.85 0.00
40 + 15.43 + 31.71 0.00 + 1.57 + 26.53 0.00 − 2.56 + 52.50 0.00
50 + 17.26 − 12.07 0.00 − 3.41 + 32.35 0.00 − 14.87 + 45.90 0.00

100 + 27.36 + 42.93 0.00 − 8.31 + 19.17 0.00 − 38.59 + 24.60 0.00

010_050_070

10 + 24.49 ± 0.00 0.00 + 8.33 ± 0.00 0.00 + 8.33 + 40.00 0.00
20 − 0.94 − 7.69 0.00 − 5.56 − 6.67 0.00 − 4.94 + 16.67 0.00
30 − 31.37 − 12.00 0.00 − 30.08 − 18.18 0.00 − 29.08 ± 0.00 0.00
40 − 49.35 − 26.67 0.00 − 5.91 − 17.24 0.00 − 34.43 − 16.67 0.00
50 − 61.34 − 35.62 0.00 − 14.44 − 24.47 0.00 − 36.45 − 15.38 0.00

100 − 89.46 − 80.81 0.00 − 58.45 − 54.29 0.00 − 74.58 − 52.65 0.00

010_100_140
10 − 27.12 − 12.00 0.00 − 24.60 − 7.41 0.00 − 20.97 + 14.29 0.00
20 − 68.22 − 46.03 0.00 − 37.02 − 17.46 0.00 − 32.05 + 16.67 0.00
30 − 64.98 − 35.96 0.00 − 30.77 − 21.37 0.00 − 33.19 − 1.14 0.00

continued on the next page

Table C.20: Relative speedup compared to the plain reoptimizing versions provided by Weak
Compression heuristic on the kCSP test set.
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Chapter C. Tables and Figures

ReoptSCIP ReoptSCIPfull ReoptSCIPhybrid
instance k nodes [%] time [%] time [s] nodes [%] time [%] time [s] nodes [%] time [%] time [s]

010_100_140
40 − 65.11 − 33.52 0.00 − 39.59 − 27.18 0.00 − 38.22 − 3.52 0.00
50 − 65.09 − 63.41 0.00 − 43.22 − 34.25 0.00 − 50.17 − 13.94 0.00

100 − 78.38 − 73.50 0.00 − 77.43 − 67.37 0.00 − 75.08 − 39.67 0.00

010_150_200

10 + 9.68 − 46.15 0.00 − 23.08 − 5.88 0.00 + 9.68 + 41.67 0.00
20 + 23.46 − 47.50 0.00 + 4.61 − 6.12 0.00 + 31.98 + 17.14 0.00
30 − 11.12 − 51.58 0.00 − 40.43 − 24.64 0.00 − 21.77 + 7.95 0.00
40 − 12.62 − 61.41 0.00 − 79.84 − 58.06 0.00 − 59.17 − 19.84 0.00
50 + 4.01 − 63.25 0.00 − 85.94 − 73.91 0.00 − 83.63 − 62.48 0.00

100 + 16.76 − 69.88 0.00 + 4.51 ± 0.00 0.00 − 6.54 ± 0.00 0.00

010_200_250

10 + 12.00 − 44.12 0.00 − 3.41 + 14.71 0.00 + 2.44 + 22.58 0.00
20 + 33.22 − 44.78 0.00 − 28.18 + 1.23 0.00 − 22.92 + 19.40 0.00
30 + 8.99 − 47.46 0.00 − 55.46 − 26.03 0.00 + 18.76 + 33.70 0.00
40 − 20.98 − 53.40 0.00 + 21.38 + 6.35 0.00 − 38.18 − 16.11 0.00
50 − 47.19 − 62.67 0.00 + 136.06 + 57.21 0.00 − 71.99 − 61.48 0.00

100 + 47.30 − 39.68 0.00 + 47.49 ± 0.00 0.00 − 56.27 − 48.00 0.00
∅ + 0.43 − 6.19 0.00 − 11.68 − 14.76 0.00 − 9.13 + 6.29 0.00

Table C.20: Relative speedup compared to the plain reoptimizing versions provided by Weak
Compression heuristic the kCSP test set.
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SCIP ReoptSCIP ReoptSCIPfull ReoptSCIPhybrid
instance k nodes time [s] nodes time [s] speedup nodes time [s] speedup nodes time [s] speedup

005_010_015

10 46 ≤ 1 58 ≤ 1 ± 0.00% 64 ≤ 1 ± 0.00% 64 ≤ 1 ± 0.00%
20 246 ≤ 1 235 ≤ 1 ± 0.00% 314 ≤ 1 ± 0.00% 295 ≤ 1 ± 0.00%
30 582 ≤ 1 536 ≤ 1 ± 0.00% 719 ≤ 1 ± 0.00% 664 ≤ 1 ± 0.00%
40 1,138 3 981 2 + 50.00% 1,405 2 + 50.00% 1,152 2 + 50.00%
50 2,082 4 1,483 2 + 100.00% 2,268 2 + 100.00% 1,762 2 + 100.00%
100 10,240 12 8,621 8 + 50.00% 10,420 9 + 33.33% 8,828 7 + 71.43%

005_020_030

10 65 ≤ 1 63 ≤ 1 ± 0.00% 64 ≤ 1 ± 0.00% 62 ≤ 1 ± 0.00%
20 309 2 250 ≤ 1 + 100.00% 316 ≤ 1 + 100.00% 289 ≤ 1 + 100.00%
30 697 4 599 2 + 100.00% 805 2 + 100.00% 650 2 + 100.00%
40 1,383 6 1,170 4 + 50.00% 1,513 4 + 50.00% 1,359 4 + 50.00%
50 2,293 9 1,869 6 + 50.00% 2,470 4 + 125.00% 2,080 5 + 80.00%
100 10,347 29 8,092 21 + 38.10% 11,081 19 + 52.63% 8,127 18 + 61.11%

005_030_040

10 46 ≤ 1 51 ≤ 1 ± 0.00% 54 ≤ 1 ± 0.00% 52 ≤ 1 ± 0.00%
20 292 3 273 3 ± 0.00% 315 2 + 50.00% 310 3 ± 0.00%
30 802 6 654 5 + 20.00% 876 4 + 50.00% 763 5 + 20.00%
40 1,490 9 1,501 7 + 28.57% 1,605 8 + 12.50% 1,534 8 + 12.50%
50 2,504 13 2,654 10 + 30.00% 2,889 11 + 18.18% 2,809 11 + 18.18%
100 12,010 40 12,749 35 + 14.29% 15,176 38 + 5.26% 14,084 36 + 11.11%

005_040_050

10 32 ≤ 1 30 ≤ 1 ± 0.00% 30 ≤ 1 ± 0.00% 30 ≤ 1 ± 0.00%
20 264 4 251 3 + 33.33% 292 3 + 33.33% 282 3 + 33.33%
30 746 7 581 6 + 16.67% 864 5 + 40.00% 966 6 + 16.67%
40 1,584 12 1,397 9 + 33.33% 1,751 9 + 33.33% 1,953 9 + 33.33%
50 2,574 16 2,399 14 + 14.29% 2,816 14 + 14.29% 2,999 12 + 33.33%
100 12,048 51 10,773 39 + 30.77% 13,546 43 + 18.60% 12,775 45 + 13.33%

005_050_060
10 62 9 67 7 + 28.57% 73 7 + 28.57% 72 8 + 12.50%
20 311 20 345 10 + 100.00% 417 11 + 81.82% 412 12 + 66.67%
30 990 37 878 21 + 76.19% 1,265 22 + 68.18% 1,196 20 + 85.00%

continued on the next page

Table C.21: Comparison of SCIP and the three reoptimizing Versions combined with the Largest Representative and Weak Compression heuristic
on the kCSP test set.
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SCIP ReoptSCIP ReoptSCIPfull ReoptSCIPhybrid
instance k nodes time [s] nodes time [s] speedup nodes time [s] speedup nodes time [s] speedup

005_050_060
40 1,869 57 1,668 29 + 96.55% 2,317 34 + 67.65% 2,265 33 + 72.73%
50 3,087 75 2,705 41 + 82.93% 3,866 44 + 70.45% 3,396 43 + 74.42%
100 13,803 223 12,148 139 + 60.43% 18,506 148 + 50.68% 14,497 135 + 65.19%

005_150_200

10 82 21 102 22 − 4.55% 105 23 − 8.70% 102 20 + 5.00%
20 356 47 371 40 + 17.50% 663 43 + 9.30% 807 49 − 4.08%
30 822 78 854 67 + 16.42% 1,277 69 + 13.04% 2,465 77 + 1.30%
40 1,534 115 1,666 100 + 15.00% 2,180 102 + 12.75% 4,802 115 ± 0.00%
50 2,497 151 2,631 129 + 17.05% 3,168 143 + 5.59% 7,982 163 − 7.36%
100 10,629 407 9,569 335 + 21.49% 11,477 364 + 11.81% 26,070 414 − 1.69%

005_200_250

10 82 39 94 21 + 85.71% 98 20 + 95.00% 98 19 + 105.26%
20 364 82 387 28 + 192.86% 462 27 + 203.70% 492 28 + 192.86%
30 846 132 866 46 + 186.96% 1,069 43 + 206.98% 1,017 41 + 221.95%
40 1,558 189 1,605 63 + 200.00% 2,134 62 + 204.84% 1,759 60 + 215.00%
50 2,666 253 2,669 91 + 178.02% 3,452 95 + 166.32% 2,884 85 + 197.65%
100 11,589 666 11,657 309 + 115.53% 14,976 331 + 101.21% 13,926 303 + 119.80%

010_050_070

10 31 6 61 7 − 14.29% 65 5 + 20.00% 65 5 + 20.00%
20 235 15 315 14 + 7.14% 428 15 ± 0.00% 327 11 + 36.36%
30 690 27 779 24 + 12.50% 1,042 22 + 22.73% 839 23 + 17.39%
40 1,707 42 1,625 37 + 13.51% 2,038 36 + 16.67% 1,946 33 + 27.27%
50 3,381 59 2,908 53 + 11.32% 3,346 53 + 11.32% 3,668 47 + 25.53%
100 16,825 174 14,652 522 − 66.67% 18,213 180 − 3.33% 19,816 174 ± 0.00%

010_100_140

10 80 25 86 24 + 4.17% 95 24 + 4.17% 98 24 + 4.17%
20 348 56 388 54 + 3.70% 580 52 + 7.69% 494 51 + 9.80%
30 938 96 1,095 85 + 12.94% 1,843 93 + 3.23% 1,441 91 + 5.49%
40 1,814 160 1,991 127 + 25.98% 3,389 140 + 14.29% 2,832 135 + 18.52%
50 2,950 224 3,078 176 + 27.27% 5,095 202 + 10.89% 4,123 181 + 23.76%
100 14,640 701 13,143 144 + 386.81% 37,838 817 − 14.20% 19,630 577 + 21.49%

continued on the next page

Table C.21: Comparison of SCIP and the three reoptimizing Versions combined with the Largest Representative and Weak Compression heuristic
on the kCSP test set.
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SCIP ReoptSCIP ReoptSCIPfull ReoptSCIPhybrid
instance k nodes time [s] nodes time [s] speedup nodes time [s] speedup nodes time [s] speedup

010_150_200

10 59 51 34 16 + 218.75% 30 15 + 240.00% 34 17 + 200.00%
20 333 139 221 42 + 230.95% 295 45 + 208.89% 260 42 + 230.95%
30 821 254 794 96 + 164.58% 1,158 102 + 149.02% 759 92 + 176.09%
40 1,482 377 1,927 150 + 151.33% 2,940 182 + 107.14% 1,763 157 + 140.13%
50 3,452 535 4,204 247 + 116.60% 7,535 334 + 60.18% 5,535 277 + 93.14%
100 20,733 1496 20,756 699 + 114.02% 240,013 3600 − 58.44% 54,410 1480 + 1.08%

010_200_250

10 78 112 84 40 + 180.00% 85 39 + 187.18% 84 38 + 194.74%
20 347 267 397 73 + 265.75% 678 87 + 206.90% 384 78 + 242.31%
30 810 445 946 130 + 242.31% 1,736 159 + 179.87% 1,253 134 + 232.09%
40 1,632 658 1,934 195 + 237.44% 11,660 418 + 57.42% 4,393 264 + 149.24%
50 3,110 898 3,916 276 + 225.36% 62,641 1183 − 24.09% 14,333 567 + 58.38%
100 21,336 2512 23,828 1060 + 136.98% 265,714 3600 − 30.22% 200,306 3600 − 30.22%

γs 1,143.63 55 1,125.2 36 1,676.21 41 1,493.72 39
∅ + 75.07% − 55.35% + 62.49%
better/equal (all: 66) 0/7 57/6 52/7 54/9

Table C.21: Comparison of SCIP and the three reoptimizing Versions combined with the Largest Representative and Weak Compression heuristic
on the kCSP test set.
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Chapter C. Tables and Figures

SCIP ReoptSCIP ReoptSCIPfull ReoptSCIPhybrid
instance k default best default best default best

005_010_015

10 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1
20 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1
30 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1
40 3 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1
50 4 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1

100 12 2 5 4 6 2 4

005_020_030

10 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1
20 2 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1
30 4 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1
40 6 ≤ 1 2 2 2 2 2
50 9 2 4 3 2 2 3

100 29 5 14 11 9 8 8

005_030_040

10 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1
20 3 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1
30 6 2 2 2 2 2 2
40 9 2 4 3 3 3 4
50 13 3 6 5 5 3 6

100 40 8 22 23 23 12 25

005_040_050

10 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1 ≤ 1
20 4 ≤ 1 2 ≤ 1 ≤ 1 ≤ 1 ≤ 1
30 7 2 3 3 2 2 2
40 12 2 5 4 5 3 4
50 16 3 8 7 8 5 6

100 51 8 24 32 30 22 32

005_050_060

10 9 3 4 4 4 3 4
20 20 4 6 5 6 3 6
30 37 5 13 9 10 5 9
40 57 6 19 14 15 6 14
50 75 8 26 21 19 8 19

100 223 22 99 93 67 32 64

005_150_200

10 21 8 10 11 11 8 10
20 47 13 14 17 15 13 17
30 78 23 23 27 26 19 26
40 115 31 31 37 38 27 39
50 151 44 44 44 58 40 52

100 407 128 157 131 200 146 127

005_200_250

10 39 11 16 12 15 10 14
20 82 12 21 14 19 11 19
30 132 14 35 16 27 14 26
40 189 17 45 23 34 17 33
50 253 21 63 28 54 24 47

100 666 54 217 98 201 91 160
continued on the next page

Table C.22: Comparison of solving times needed by SCIP and a parallelized reoptimization
with 8 identical threads on the kCSP test set. The columns ’default’ and ’best’ correspond to
reoptimizing algorithms without additional heuristics and extended by the heuristics LR and WC,
respectively.
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SCIP ReoptSCIP ReoptSCIPfull ReoptSCIPhybrid
instance k default best default best default best

010_050_070

10 6 2 3 3 3 2 2
20 15 4 6 6 6 4 4
30 27 7 12 12 10 7 8
40 42 13 17 21 14 12 12
50 59 20 24 32 19 20 17
100 174 269 60 139 58 125 60

010_100_140

10 25 12 12 12 11 10 10
20 56 24 25 22 20 16 20
30 96 35 33 39 30 27 30
40 160 50 50 66 51 41 42
50 224 66 70 97 82 63 64
100 701 305 204 629 301 314 250

010_150_200

10 51 12 16 16 14 11 16
20 139 18 25 23 30 17 36
30 254 31 61 61 64 33 63
40 377 47 89 183 98 98 100
50 535 69 133 543 191 352 166
100 1496 206 310 3600 3600 3600 840

010_200_250

10 112 27 36 26 34 24 34
20 267 33 58 45 62 35 61
30 445 43 97 110 104 78 90
40 658 64 128 273 214 255 150
50 898 104 149 659 484 611 304
100 2512 1012 522 3600 3600 3600 3600

γs 55 16 22 26 25 20 22
better/equal (all: 66) 0/6 60/6 60/6 57/6 58/6 58/6 59/6

Table C.22: Comparison of solving times needed by SCIP and a parallelized reoptimization
with 8 identical threads on the kCSP test set. The columns ’default’ and ’best’ correspond to
reoptimizing algorithms without additional heuristics and extended by the heuristics LR and WC,
respectively.
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Chapter C. Tables and Figures

SCIP ReoptSCIP ReoptSCIPfull ReoptSCIPhybrid
instance nodes time [s] nodes time [s] nodes time [s] nodes time [s]
air04 16,256 1318 98,295 3600 45,931 1500 49,110 1637
biella1 3,128 515 5,822 360 6,455 401 12,066 565
bienst2 913,280 2683 440,297 3600 963,569 569 855,555 614
binkar10_1 181,515 317 313,246 283 474,854 435 284,502 287
eil33-2 746 1798 1,182 1643 1,484 1652 1,330 1652
eilB101 2,564 248 3,563 206 4,779 256 4,243 229
ex9 10 413 10 32 10 32 10 32
neos-1171692 19,427 680 27,913 590 19,340 248 13,861 212
neos-476283 672 1189 672 305 672 305 672 303
neos-506422 9,612 330 11,745 244 25,099 264 8,284 166
neos-824661 10 1629 10 112 10 113 10 112
neos-824695 10 495 10 36 10 37 10 36
neos-826694 15 113 10 11 10 11 10 11
neos-859770 10 3268 10 2153 10 2176 10 2152
neos-935627 303 481 83 182 83 198 83 182
neos-935769 22 137 351 531 351 572 351 530
neos-937511 108 185 109 218 109 224 109 217
neos-957389 100 172 34 27 44 32 44 28
neos6 18,086 454 18,086 405 18,086 449 18,086 404
npmv07 90 3063 154 957 169 387 169 302
ns1158817 10 3383 10 1093 10 1262 10 1160
ns1686196 337,390 574 426,209 1129 609,075 1174 519,068 1157
ns1745726 100 136 166 28 164 32 205 29
pg5_34 505,848 1849 1,083,263 3600 1,026,356 3164 1,207,088 3600
pg 16,951 150 111,422 465 82,710 478 86,031 400
qiu 21,224 106 104,717 711 113,981 460 97,875 443
ran16x16 494,152 272 555,264 275 484,344 243 511,733 268
rmatr100-p10 945 51 945 46 945 47 945 48
rmatr100-p5 607 68 607 63 607 64 607 65
γs 2,340.00 470 3,198.88 314 3,374.46 277 3,198.49 263
better/equal (all: 29) 7/0 20/0 20/0 21/0

Table C.23: Comparison of SCIP and the three plain reoptimizing versions on several instances
of the Miplib 2010.
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ReoptSCIP ReoptSCIPfull ReoptSCIPhybrid
instance default always default always default always
air04 3600 3600 1500 1427 1637 1508
biella1 360 306 401 319 565 185
bienst2 3600 1803 569 560 614 586
binkar10_1 283 295 435 278 287 311
eil33-2 1643 1656 1652 1694 1652 1707
eilB101 206 211 256 263 229 239
ex9 32 35 32 33 32 36
neos-1171692 590 403 248 213 212 286
neos-476283 305 323 305 326 303 314
neos-506422 244 294 264 156 166 172
neos-824661 112 121 113 123 112 118
neos-824695 36 37 37 39 36 37
neos-826694 11 11 11 12 11 11
neos-859770 2153 1896 2176 1914 2152 2163
neos-935627 182 364 198 370 182 361
neos-935769 531 125 572 127 530 124
neos-937511 218 171 224 172 217 169
neos-957389 27 34 32 28 28 29
neos6 405 425 449 432 404 416
npmv07 957 543 387 553 302 540
ns1158817 1093 1120 1262 1122 1160 1102
ns1686196 1129 1149 1174 1061 1157 1129
ns1745726 28 28 32 26 29 27
pg5_34 3600 3600 3164 2976 3600 3600
pg 465 421 478 368 400 371
qiu 711 788 460 464 443 563
ran16x16 275 316 243 240 268 335
rmatr100-p10 46 48 47 48 48 50
rmatr100-p5 63 64 64 64 65 68
γs 314 293 277 251 263 258

Table C.24: Solving times in seconds by calling the heuristic shiftandpropagate exclusively if
no solution is available (default) and every time before the root node (always).
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Chapter C. Tables and Figures

SCIP ReoptSCIP ReoptSCIPfull ReoptSCIPhybrid
instance nodes time [s] nodes time [s] nodes time [s] nodes time [s]
air04 16,256 1318 16,838 687 14,499 624 14,640 622
biella1 3,128 515 2,110 169 2,438 167 3,216 180
bienst2 913,280 2683 610,227 2798 1,025,266 610 924,918 638
binkar10_1 181,515 317 221,076 210 119,759 123 199,156 201
eil33-2 746 1798 1,182 1638 1,484 1653 1,330 1651
eilB101 2,564 248 2,221 162 2,146 153 2,835 187
ex9 10 413 10 32 10 32 10 32
neos-1171692 19,427 680 27,913 591 21,867 258 11,726 170
neos-476283 672 1189 672 301 672 303 672 301
neos-506422 9,612 330 4,264 155 7,361 154 6,160 146
neos-824661 10 1629 10 111 10 112 10 112
neos-824695 10 495 10 35 10 35 10 36
neos-826694 15 113 10 11 10 11 10 11
neos-859770 10 3268 10 2151 10 2153 10 2151
neos-935627 303 481 83 181 83 182 83 182
neos-935769 22 137 351 530 351 530 351 530
neos-937511 108 185 109 217 109 217 109 217
neos-957389 100 172 34 27 44 29 44 28
neos6 18,086 454 18,086 403 18,086 403 18,086 403
npmv07 90 3063 95 404 123 410 121 408
ns1158817 10 3383 10 1083 10 1082 10 1080
ns1686196 337,390 574 426,209 1130 609,075 1041 519,068 1091
ns1745726 100 136 166 28 164 26 205 26
pg5_34 505,848 1849 762,320 2681 440,921 1450 724,209 2210
pg 16,951 150 111,422 464 51,208 279 86,031 383
qiu 21,224 106 106,174 699 113,257 432 106,292 434
ran16x16 494,152 272 531,149 259 588,302 291 474,455 226
rmatr100-p10 945 51 945 46 945 46 945 46
rmatr100-p5 607 68 607 63 607 63 607 62
γs 2,340.00 470 2,689.09 264 2,666.70 225 2,740.55 231
better/equal (all:29) 5/0 22/0 23/0 23/0

Table C.25: Comparison of SCIP and the three reoptimizing versions combined with the Largest
Representative heuristic on Miplib 2010 instances.
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ReoptSCIP ReoptSCIPfull ReoptSCIPhybrid
instance nodes [%] time [%] time [s] nodes [%] time [%] time [s] nodes [%] time [%] time [s]
air04 − 82.87 − 80.92 0.00 − 68.43 − 58.40 0.00 − 70.19 − 62.00 0.00
biella1 − 63.76 − 53.06 0.00 − 62.23 − 58.35 0.00 − 73.35 − 68.14 0.00
bienst2 + 38.59 − 22.28 0.00 + 6.40 + 7.21 0.00 + 8.11 + 3.91 0.00
binkar10_1 − 29.42 − 25.80 0.00 − 74.78 − 71.72 0.00 − 30.00 − 29.97 0.00
eil33-2 ± 0.00 − 0.30 0.00 ± 0.00 + 0.06 0.00 ± 0.00 − 0.06 0.00
eilB101 − 37.66 − 21.36 0.00 − 55.10 − 40.23 0.00 − 33.18 − 18.34 0.00
ex9 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00
neos-1171692 ± 0.00 + 0.17 0.00 + 13.07 + 4.03 0.00 − 15.40 − 19.81 0.00
neos-476283 ± 0.00 − 1.31 0.00 ± 0.00 − 0.66 0.00 ± 0.00 − 0.66 0.00
neos-506422 − 63.70 − 36.48 0.00 − 70.67 − 41.67 0.00 − 25.64 − 12.05 0.00
neos-824661 ± 0.00 − 0.89 0.00 ± 0.00 − 0.88 0.00 ± 0.00 ± 0.00 0.00
neos-824695 ± 0.00 − 2.78 0.00 ± 0.00 − 5.41 0.00 ± 0.00 ± 0.00 0.00
neos-826694 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00
neos-859770 ± 0.00 − 0.09 0.00 ± 0.00 − 1.06 0.00 ± 0.00 − 0.05 0.00
neos-935627 ± 0.00 − 0.55 0.00 ± 0.00 − 8.08 0.00 ± 0.00 ± 0.00 0.00
neos-935769 ± 0.00 − 0.19 0.00 ± 0.00 − 7.34 0.00 ± 0.00 ± 0.00 0.00
neos-937511 ± 0.00 − 0.46 0.00 ± 0.00 − 3.12 0.00 ± 0.00 ± 0.00 0.00
neos-957389 ± 0.00 ± 0.00 0.00 ± 0.00 − 9.37 0.00 ± 0.00 ± 0.00 0.00
neos6 ± 0.00 − 0.49 0.00 ± 0.00 − 10.24 0.00 ± 0.00 − 0.25 0.00
npmv07 − 38.31 − 57.78 0.00 − 27.22 + 5.94 0.00 − 28.40 + 35.10 0.00
ns1158817 ± 0.00 − 0.91 0.00 ± 0.00 − 14.26 0.00 ± 0.00 − 6.90 0.00
ns1686196 ± 0.00 + 0.09 0.00 ± 0.00 − 11.33 0.00 ± 0.00 − 5.70 0.00
ns1745726 ± 0.00 ± 0.00 0.00 ± 0.00 − 18.75 0.00 ± 0.00 − 10.34 0.00
pg5_34 − 29.63 − 25.53 0.00 − 57.04 − 54.17 0.00 − 40.00 − 38.61 0.00
pg ± 0.00 − 0.22 0.00 − 38.09 − 41.63 0.00 ± 0.00 − 4.25 0.00
qiu + 1.39 − 1.69 0.00 − 0.64 − 6.09 0.00 + 8.60 − 2.03 0.00
ran16x16 − 4.34 − 5.82 0.00 + 21.46 + 19.75 0.00 − 7.28 − 15.67 0.00
rmatr100-p10 ± 0.00 ± 0.00 0.00 ± 0.00 − 2.13 0.00 ± 0.00 − 4.17 0.00
rmatr100-p5 ± 0.00 ± 0.00 0.00 ± 0.00 − 1.56 0.00 ± 0.00 − 4.62 0.00
∅ − 10.68 − 11.68 0.00 − 14.25 − 14.81 0.00 − 10.58 − 9.12 0.00

Table C.26: Comparison of SCIP and the three reoptimizing versions combined with the Largest
Representative heuristic on Miplib 2010 instances.
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Chapter C. Tables and Figures

SCIP ReoptSCIP ReoptSCIPfull ReoptSCIPhybrid
instance nodes time [s] nodes time [s] nodes time [s] nodes time [s]
air04 16,256 1318 66,434 2427 22,588 847 24,066 922
biella1 3,128 515 1,732 169 5,311 263 3,387 270
bienst2 913,280 2683 1,001,770 1202 1,017,857 589 1,029,887 624
binkar10_1 181,515 317 243,667 229 277,695 258 296,122 273
eil33-2 746 1798 873 1627 873 1627 873 1670
eilB101 2,564 248 1,902 153 1,902 153 1,902 156
ex9 10 413 10 33 10 32 10 35
neos-1171692 19,427 680 7,518 134 10,443 172 11,128 175
neos-476283 672 1189 672 302 672 302 672 321
neos-506422 9,612 330 3,880 134 4,678 133 6,031 147
neos-824661 10 1629 10 112 10 111 10 119
neos-824695 10 495 10 36 10 35 10 37
neos-826694 15 113 10 11 10 11 10 11
neos-859770 10 3268 10 2154 10 2151 10 1898
neos-935627 303 481 83 182 83 182 83 185
neos-935769 22 137 351 530 351 530 351 544
neos-937511 108 185 109 217 109 217 109 224
neos-957389 100 172 37 32 37 32 37 32
neos6 18,086 454 18,086 403 18,086 403 18,086 421
npmv07 90 3063 95 441 99 442 99 446
ns1158817 10 3383 10 1078 10 1079 10 1093
ns1686196 337,390 574 230,441 577 234,795 387 293,294 493
ns1745726 100 136 132 27 497 28 273 30
pg5_34 505,848 1849 352,935 1130 413,464 1247 730,970 2145
pg 16,951 150 23,129 163 23,288 158 22,350 144
qiu 21,224 106 26,397 156 56,579 224 54,487 225
ran16x16 494,152 272 487,755 253 567,798 283 468,745 230
rmatr100-p10 945 51 945 47 945 46 945 48
rmatr100-p5 607 68 607 63 607 62 607 64
γs 2,340.00 470 2,281.07 221 2,515.48 214 2,521.21 224
better/equal (all: 29) 3/0 23/0 23/0 25/0

Table C.27: Comparison of SCIP and the three reoptimizing versions combined with the Weak
Compression heuristic on Miplib 2010 instances.
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ReoptSCIP ReoptSCIPfull ReoptSCIPhybrid
instance nodes [%] time [%] time [s] nodes [%] time [%] time [s] nodes [%] time [%] time [s]
air04 − 32.41 − 32.58 0.00 − 50.82 − 43.53 0.00 − 51.00 − 43.68 0.00
biella1 − 70.25 − 53.06 0.00 − 17.72 − 34.41 0.00 − 71.93 − 52.21 0.00
bienst2 + 127.52 − 66.61 0.00 + 5.63 + 3.51 0.00 + 20.38 + 1.63 0.00
binkar10_1 − 22.21 − 19.08 0.00 − 41.52 − 40.69 0.00 + 4.08 − 4.88 0.00
eil33-2 − 26.14 − 0.97 0.00 − 41.17 − 1.51 0.00 − 34.36 + 1.09 0.00
eilB101 − 46.62 − 25.73 0.00 − 60.20 − 40.23 0.00 − 55.17 − 31.88 0.00
ex9 ± 0.00 + 3.13 0.00 ± 0.00 ± 0.00 0.00 ± 0.00 + 9.38 0.00
neos-1171692 − 73.07 − 77.29 0.00 − 46.00 − 30.65 0.00 − 19.72 − 17.45 0.00
neos-476283 ± 0.00 − 0.98 0.00 ± 0.00 − 0.98 0.00 ± 0.00 + 5.94 0.00
neos-506422 − 66.96 − 45.08 0.00 − 81.36 − 49.62 0.00 − 27.20 − 11.45 0.00
neos-824661 ± 0.00 ± 0.00 0.00 ± 0.00 − 1.77 0.00 ± 0.00 + 6.25 0.00
neos-824695 ± 0.00 ± 0.00 0.00 ± 0.00 − 5.41 0.00 ± 0.00 + 2.78 0.00
neos-826694 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00 ± 0.00 ± 0.00 0.00
neos-859770 ± 0.00 + 0.05 0.00 ± 0.00 − 1.15 0.00 ± 0.00 − 11.80 0.00
neos-935627 ± 0.00 ± 0.00 0.00 ± 0.00 − 8.08 0.00 ± 0.00 + 1.65 0.00
neos-935769 ± 0.00 − 0.19 0.00 ± 0.00 − 7.34 0.00 ± 0.00 + 2.64 0.00
neos-937511 ± 0.00 − 0.46 0.00 ± 0.00 − 3.12 0.00 ± 0.00 + 3.23 0.00
neos-957389 + 8.82 + 18.52 0.00 − 15.91 ± 0.00 0.00 − 15.91 + 14.29 0.00
neos6 ± 0.00 − 0.49 0.00 ± 0.00 − 10.24 0.00 ± 0.00 + 4.21 0.00
npmv07 − 38.31 − 53.92 0.00 − 41.42 + 14.21 0.00 − 41.42 + 47.68 0.00
ns1158817 ± 0.00 − 1.37 0.00 ± 0.00 − 14.50 0.00 ± 0.00 − 5.78 0.00
ns1686196 − 45.93 − 48.89 0.00 − 61.45 − 67.04 0.00 − 43.50 − 57.39 0.00
ns1745726 − 20.48 − 3.57 0.00 + 203.05 − 12.50 0.00 + 33.17 + 3.45 0.00
pg5_34 − 67.42 − 68.61 0.00 − 59.72 − 60.59 0.00 − 39.44 − 40.42 0.00
pg − 79.24 − 64.95 0.00 − 71.84 − 66.95 0.00 − 74.02 − 64.00 0.00
qiu − 74.79 − 78.06 0.00 − 50.36 − 51.30 0.00 − 44.33 − 49.21 0.00
ran16x16 − 12.16 − 8.00 0.00 + 17.23 + 16.46 0.00 − 8.40 − 14.18 0.00
rmatr100-p10 ± 0.00 + 2.17 0.00 ± 0.00 − 2.13 0.00 ± 0.00 ± 0.00 0.00
rmatr100-p5 ± 0.00 ± 0.00 0.00 ± 0.00 − 3.12 0.00 ± 0.00 − 1.54 0.00
∅ − 18.61 − 21.59 0.00 − 14.26 − 18.02 0.00 − 16.16 − 10.40 0.00

Table C.28: Comparison of SCIP and the three reoptimizing versions combined with the Weak
Compression heuristic on Miplib 2010 instances.
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SCIP ReoptSCIP ReoptSCIPfull ReoptSCIPhybrid
instance nodes time [s] nodes time [s] speedup nodes time [s] speedup nodes time [s] speedup
air04 16,256 1318 15,393 649 + 103.08% 14,498 607 + 117.13% 15,072 624 + 111.22%
biella1 3,128 515 2,495 243 + 111.93% 5,077 339 + 51.92% 2,236 172 + 199.42%
bienst2 913,280 2683 825,179 1358 + 97.57% 942,882 569 + 371.53% 974,583 586 + 357.85%
binkar10_1 181,515 317 124,599 125 + 153.60% 191,118 193 + 64.25% 142,310 134 + 136.57%
eil33-2 746 1798 873 1640 + 9.63% 873 1624 + 10.71% 873 1635 + 9.97%
eilB101 2,564 248 3,012 192 + 29.17% 3,012 190 + 30.53% 3,012 191 + 29.84%
ex9 10 413 10 35 + 1080.00% 10 32 + 1190.63% 10 32 + 1190.63%
neos-1171692 19,427 680 8,076 141 + 382.27% 10,528 171 + 297.66% 10,784 165 + 312.12%
neos-476283 672 1189 672 308 + 286.04% 672 301 + 295.02% 672 303 + 292.41%
neos-506422 9,612 330 3,880 135 + 144.44% 4,678 133 + 148.12% 6,031 145 + 127.59%
neos-824661 10 1629 10 117 + 1292.31% 10 112 + 1354.46% 10 112 + 1354.46%
neos-824695 10 495 10 36 + 1275.00% 10 36 + 1275.00% 10 36 + 1275.00%
neos-826694 15 113 10 11 + 927.27% 10 11 + 927.27% 10 11 + 927.27%
neos-859770 10 3268 10 2155 + 51.65% 10 2147 + 52.21% 10 2154 + 51.72%
neos-935627 303 481 83 184 + 161.41% 83 181 + 165.75% 83 182 + 164.29%
neos-935769 22 137 351 537 − 74.49% 351 529 − 74.10% 351 530 − 74.15%
neos-937511 108 185 109 220 − 15.91% 109 217 − 14.75% 109 218 − 15.14%
neos-957389 100 172 37 33 + 421.21% 37 32 + 437.50% 37 32 + 437.50%
neos6 18,086 454 18,086 417 + 8.87% 18,086 401 + 13.22% 18,086 405 + 12.10%
npmv07 90 3063 103 413 + 641.65% 111 385 + 695.58% 111 386 + 693.52%
ns1158817 10 3383 10 1086 + 211.51% 10 1076 + 214.41% 10 1093 + 209.52%
ns1686196 337,390 574 230,441 573 + 0.17% 234,795 391 + 46.80% 293,294 488 + 17.62%
ns1745726 100 136 132 27 + 403.70% 497 29 + 368.97% 273 29 + 368.97%
pg5_34 505,848 1849 708,869 2122 − 12.87% 351,861 1075 + 72.00% 391,999 1167 + 58.44%
pg 16,951 150 19,298 139 + 7.91% 19,991 134 + 11.94% 19,567 136 + 10.29%
qiu 21,224 106 64,830 384 − 72.40% 70,502 281 − 62.28% 66,541 274 − 61.31%
ran16x16 494,152 272 531,636 261 + 4.21% 428,317 217 + 25.35% 531,636 259 + 5.02%
rmatr100-p10 945 51 945 47 + 8.51% 945 47 + 8.51% 945 46 + 10.87%
rmatr100-p5 607 68 607 62 + 9.68% 607 63 + 7.94% 607 63 + 7.94%
γs 2,340.00 470 2,287.49 224 2,444.06 210 2,379.22 207
∅ + 263.69% + 279.42% + 283.50%
better/equal (all: 29) 7/0 25/0 27/0 21/0

Table C.29: Comparison of SCIP and the three plain reoptimizing versions on several instances of the Miplib 2010.
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SCIP ReoptSCIP ReoptSCIPfull ReoptSCIPhybrid
instance default best default best default best
air04 1318 2442 576 1077 538 1152 570
biella1 515 341 225 380 323 547 156
bienst2 2683 949 619 249 434 260 478
binkar10_1 317 276 121 429 189 281 131
eil33-2 1798 826 820 835 812 831 819
eilB101 248 125 136 206 134 160 134
ex9 413 32 35 32 32 32 32
neos-1171692 680 218 131 188 160 154 148
neos-476283 1189 272 275 273 269 271 271
neos-506422 330 120 89 189 76 95 84
neos-824661 1629 81 85 82 81 80 80
neos-824695 495 27 27 28 27 27 27
neos-826694 113 6 6 6 7 6 6
neos-859770 3268 519 520 537 517 518 519
neos-935627 481 181 183 198 181 182 181
neos-935769 137 530 536 572 528 529 530
neos-937511 185 217 219 223 215 216 217
neos-957389 172 17 20 19 20 17 19
neos6 454 401 413 444 397 400 401
npmv07 3063 321 258 324 259 254 259
ns1158817 3383 346 345 403 342 358 346
ns1686196 574 437 290 452 249 456 327
ns1745726 136 19 19 25 22 22 20
pg5_34 1849 3600 1758 2863 1021 3245 1106
pg 150 329 112 394 111 321 110
qiu 106 354 247 332 225 312 216
ran16x16 272 271 257 238 213 263 256
rmatr100-p10 51 46 46 47 46 47 46
rmatr100-p5 68 62 62 63 62 64 62
γs 470 206 165 205 161 191 158
better/equal (all: 29) 3/0 24/0 26/0 23/0 26/0 23/0 26/0

Table C.30: Comparison of solving times needed by SCIP and a parallelized reoptimization
with 8 identical threads on Miplib 2010 instances. The columns ’default’ and ’best’ correspond
to reoptimizing algorithms without additional heuristics and extended by the heuristics LR and
WC, respectively.
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Appendix D

Similarity of objective functions

D.1 Similarity for VCP Instances
The following graphics show the similarity of the objective functions of Vertex Coloring instances.
The sequence of subproblems is generated by [GCG]. The pictures illustrates the similarity of
an objective function of the sequence and the last objective function of the sequence, e.g., the
similarity between the 400th and the last objective function, i.e., 750th, of instance 1-FullIns_5
is Λ(c400, c750) = 0.75.

The pictures confirm the expectation and justify the computational results that a delay of the
reoptimization or disabling of solving LPs except for the LPs corresponding to leave nodes can
improve the solving process of iterative procedures, e.g., column generation.
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Figure D.1: Similarity of objective functions.
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Figure D.2: Similarity of objective functions.
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Figure D.3: Similarity of objective functions.

151



Chapter D. Similarity of objective functions

200 400 600 800

0.5

1

iteration

sim
ila

rit
y

Λ

(a) Similarity_ash331GPIA

500 1,000 1,500

0.5

1

iteration

sim
ila

rit
y

Λ

(b) Similarity_ash608GPIA

100 200

0.5

1

iteration

sim
ila

rit
y

Λ

(c) Similarity_DSJC125.1

50 100 150

0.5

1

iteration

sim
ila

rit
y

Λ

(d) Similarity_DSJC125.5

200 400 600

0.5

1

iteration

sim
ila

rit
y

Λ

(e) Similarity_DSJR500.1

50 100 150

0.5

1

iteration

sim
ila

rit
y

Λ

(f) Similarity_games120

20 40 60 80

0.5

1

iteration

sim
ila

rit
y

Λ

(g) Similarity_huck

20 40 60 80

0.5

1

iteration

sim
ila

rit
y

Λ

(h) Similarity_jean

Figure D.4: Similarity of objective functions.
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Figure D.5: Similarity of objective functions.

153



Chapter D. Similarity of objective functions

50 100

0.5

1

iteration

sim
ila

rit
y

Λ

(a) Similarity_myciel5

100 200

0.5

1

iteration

sim
ila

rit
y

Λ

(b) Similarity_myciel6

200 400 600 800

0.5

1

iteration

sim
ila

rit
y

Λ

(c) Similarity_myciel7

10 20 30

0.5

1

iteration

sim
ila

rit
y

Λ

(d) Similarity_queen5_5

20 40

0.5

1

iteration

sim
ila

rit
y

Λ

(e) Similarity_queen6_6

20 40 60 80

0.5

1

iteration

sim
ila

rit
y

Λ

(f) Similarity_queen7_7

20 40 60 80

0.5

1

iteration

sim
ila

rit
y

Λ

(g) Similarity_queen8_8

50 100

0.5

1

iteration

sim
ila

rit
y

Λ

(h) Similarity_queen8_12

Figure D.6: Similarity of objective functions.
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Figure D.7: Similarity of objective functions.
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D.2 Similarity for CVRP Instances
The following graphics show the similarity of the objective functions of Capacityted Vehicle Rout-
ing instances. The sequences of subproblems are generated by [GCG]. Each problem is decom-
posed into k subproblems, where k is the number of independent and identical vehicles. The
figures are organized as follows. Figure D.8 and D.9 depends to instances of the VRP test set of
Symphony [Ral10]. Figures D.10 and D.11 corresponds to symmetric CVRP instances and are
part of the vehicle routing library VRPLIB [Vig99].

Since the decomposition leads to identical sequences of objective functions in each block we illus-
trate the similarity for a single block (subproblem) only.

It can be seen that in almost all instances the similarity w.r.t. the last objective function is very
low. But from one point on the similarity jumps very close to 1. This behavior suggests that
reoptimization yields the most benefit in the later iterations and the subproblems in the first
iterations shall be solved from scratch.
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Figure D.8: Similarity of objective functions of instances of the VRP test set of Symphony.
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Figure D.9: Similarity of objective functions of instances of the VRP test set of Symphony.
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Figure D.10: Similarity of objective functions of instances of the VRPLIB.
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Figure D.11: Similarity of objective functions of instances of the VRPLIB.
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Appendix E

Test Instances

instance vars cons objs instance vars cons objs
1-FullIns_3 31 101 80 games120 121 1277 153
1-FullIns_4 94 594 243 huck 75 603 83
1-FullIns_5 283 3248 751 jean 81 509 89
1-Insertions_4 68 233 251 le450_15b 451 8170 493
1-Insertions_5 203 1228 596 miles250 129 775 158
2-FullIns_3 53 202 103 mug88_1 89 147 306
2-FullIns_4 213 1622 462 mug88_25 89 147 287
2-Insertions_3 38 73 139 mug100_1 101 167 327
2-Insertions_4 150 542 818 mug100_25 101 167 339
3-FullIns_3 81 347 137 myciel3 12 21 31
3-FullIns_4 406 3525 747 myciel4 24 72 66
3-Insertions_3 57 111 275 myciel5 48 237 124
3-Insertions_4 282 1047 1034 myciel6 96 756 271
4-FullIns_3 115 542 186 myciel7 192 2361 840
4-Insertions_3 80 157 437 queen5_5 26 321 40
4-Insertions_4 476 1796 839 queen6_6 37 581 55
5-FullIns_3 155 793 248 queen7_7 50 953 87
anna 139 987 154 queen8_12 97 2737 141
ash331GPIA 663 4186 962 queen8_8 65 1457 100
ash608GPIA 1217 7845 1767 queen9_9 82 2113 139
david 88 813 99 queen10_10 101 2941 205
DSJC125.1 126 737 284 queen11_11 122 3961 210
DSJC125.5 126 3892 198 queen12_12 145 5193 181
DSJR500.1 501 3556 601 queen13_13 170 6657 221

Table E.1: Number of binary variables and constraints of the VCP test set.
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instance vars cons objs
binary cont.

E016-03m 256 15 259 53
E016-05m 256 15 257 42
E021-04m 441 20 444 59
E021-06m 441 20 430 54
E022-04g 484 21 487 75
E022-06m 484 21 479 60
E026-08m 676 25 629 69
E031-09h 961 30 964 76
E036-11h 1296 35 1297 100

Table E.2: Number of binary and continuous variables and constraints of the symmetric CVRP
instances.

instance vars cons objs
binary cont.

bayg29 841 28 844 56
bays29 841 28 844 65
dantzig42 1764 41 1767 63
fri26 676 25 679 58
gr17 289 16 292 38
gr21 441 20 444 60
gr24 576 23 579 54
gr48 2304 47 2307 54
hk48 2304 47 2306 51
swiss42 1764 41 1766 57

Table E.3: Number of binary and continuous variables and constraints of the tsplib CVRP
instances.
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instance nodes edges time horizon
005_010_015 50 121 15
005_020_030 100 251 30
005_030_040 150 381 40
005_040_050 200 511 50
005_050_060 250 691 60
005_100_150 500 1291 150
005_150_200 750 1941 200
005_200_250 1000 2591 250
010_050_070 500 1381 70
010_100_140 1000 2781 140
010_150_200 1500 4181 200
010_200_250 2000 5581 250

Table E.4: Number of nodes and edges and the time horizon of the kCSP test set.

instance vars cons instance vars cons
binary cont. binary cont.

air04 8904 – 823 neos-935769 7020 2779 6741
biella1 6110 1218 1203 neos-937511 8562 2770 8158
bienst2 35 470 576 neos-957389 6036 – 5115
binkar10_1 170 2128 1026 neos6 8340 446 1036
eil33-2 4516 – 32 npmv07 1880 218806 76342
eilB101 2818 – 100 ns1158817 66022 1738000 68455
ex9 10404 – 40962 ns1686196 2738 – 4055
neos-1171692 819 819 4239 ns1745726 3208 – 4687
neos-476283 5588 6327 10015 pg5_34 100 2500 225
neos-506422 63 2464 6811 pg 100 2600 125
neos-824661 15640 29750 18804 qiu 48 792 1192
neos-824695 8500 15470 9576 ran16x16 256 256 288
neos-826694 16290 120 6904 rmatr100-p10 100 7259 7260
neos-859770 2504 – 2065 rmatr100-p5 100 8684 8685
neos-935627 7522 2779 7859

Table E.5: Number of binary and continuous variables and constraints of the Miplib 2010
instances.
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Appendix F

Summary

Many optimization problems can be modeled as Mixed Integer Programs (MIPs).
In general, MIPs cannot be solved efficiently, since solving MIPs is NP-hard,
see e.g., Schrijver [Sch03]. Common methods for solving NP-hard problems are
branch-and-bound and column generation. In the case of column generation, the
original problem becomes decomposed or re-formulated into one ore more smaller
subproblems, which are easier to solve. Each of these subproblems is solved sepa-
rately and recurrently, which can be interpreted as solving a sequence of optimiza-
tion problems.
In this thesis, we consider a sequence of MIPs which only differ in the respective
objective functions. Furthermore, we assume each of these MIPs get solved with
a branch-and-bound algorithm. This thesis aims to figure out whether the solving
process of a given sequence of MIPs can be accelerated by reoptimization. As
reoptimization we understand starting the solving process of a MIP of this sequence
at a given frontier of a search tree corresponding to another MIP of this sequence.
At the beginning we introduce an LP-based branch-and-bound algorithm. This
algorithm is inspired by the reoptimizing algorithm of Hiller, Klug, and the author
of this thesis [HKW13]. Since most of the state-of-the-art MIP solvers come to de-
cisions based on dual information, which leads to the loss of feasible solutions after
changing the objective function, we present a technique to guarantee optimality
despite using these information. A decision is based on a dual information if this
decision is valid for at least one feasible solution, whereas a decision is based on
a primal information if this decision is valid for all feasible solutions. Afterwards,
we consider representing the search frontier of the tree by a set of nodes of a given
size. We call this the Tree Compression Problem. Moreover, we present a criterion
characterizing the similarity of two objective functions. To evaluate our approach
of reoptimization we extend the well-known and well-maintained MIP solver SCIP
to an LP-based branch-and-bound framework, introduce two heuristics for solving
the Tree Compression Problem, and a primal heuristic which is especially fitted
to column generation. Finally, we present computational experiments on several
problem classes, e.g., the Vertex Coloring and k Constrained Shortest Path. Our
experiments show, that a straightforward reoptimization, i.e., without additional
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heuristics, provides no benefit in general. However, in combination with the tech-
niques and methods presented in this thesis, we can accelerate the solving of a
given sequence up to the factor 14. For this purpose it is essential to take the dif-
ferences of the objective functions into account and to restart the reoptimization,
i.e., solve the subproblem from scratch, if the objective functions are not similar
enough. Finally, we discuss the possibility to parallelize the solving process of the
search frontier at the beginning of each solving process.
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Zusammenfassung

Eine Vielzahl von Optimierungsproblemen lässt sich als gemischt ganzzahlige Pro-
gramme (engl. Mixed Integer Programs (MIPs)) formulieren. Das Lösen von MIPs
ist im Allgemeinen nicht effizient möglich, d. h. diese Probleme sind NP-schwer,
siehe z. B. Schrijver [Sch03]. Gängige Methoden zum Lösen NP-schwerer Prob-
leme sind Branch-and-Bound und Spaltengenerierung. Im letzteren Fällen wird das
Ausgangsproblem in ein oder mehrere kleinere Teilprobleme zerlegt beziehungsweise
umformuliert. Die so entstandenen Teilprobleme werden anschließend separat und
wiederholend gelöst, wobei die so gewonnenen Lösungen der Teilprobleme zur Lö-
sung des Ausgangsproblems genutzt werden. Das wiederholte Lösen eines jeden
Teilproblems kann als das Lösen einer Folge von Optimierungsproblemen angese-
hen werden.
In dieser Arbeit wollen wir uns mit der Frage beschäftigen, ob das Lösen einer
gegebenen Folge von MIPs, welche sich lediglich in der Zielfunktion unterscheiden,
durch Reoptimierung effizienter gestaltet werden kann, wobei jedes MIP dieser
Folge durch einen Branch-and-Bound Algorithmus gelöst wird. Unter Reopti-
mierung verstehen wir die Fortsetzung des Lösungsprozesses an der Blätterfront
des Suchbaumes, welcher bei der Lösung des vorherigen MIPs entstand.
Zu Beginn dieser Arbeit werden wir einen LP-basierenden reoptimierenden Branch-
and-Bound Algorithmus vorstellen. Dieser Algorithmus ist angelehnt am Verfahren
von Hiller et al. [HKW13]. Im weiteren Verlauf stellen wir eine Methode vor mit
deren Hilfe Optimalität gewährleistet werden kann, auch wenn während des Branch-
and-Bound Prozesses Entscheidungen aufgrund von dualen Informationen getroffen
werden. Anschließend diskutieren wir die Repräsentation der momentanen Blätter-
front durch eine kleinere Knotenmenge vorgegebener Größe, dieses Problem nennen
wir Kompression, und führen ein Kriterium ein, welches die Veränderungen in den
Zielfunktionen zweier MIPs der Folge charakterisiert.
Den Abschluss dieser Arbeit bildet die Umsetzung der theoretischen Überlegun-
gen und eine ausführliche Auswertung der Rechenergebnisse auf verschiedenen
Problemklassen. Dazu erweitern wir den allgemein anerkannten MIP Löser SCIP
und gehen auf technische Feinheiten und Hürden ein. Zusätzlich stellen wir zwei
Heuristiken für die Kompression der Blätterfront vor und präsentieren eine primale
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Heuristik, welche speziell auf Folgen von MIPs zugeschnitten ist, die aus einem
Spaltengenerierungsprozess hervorgehen. Unsere Auswertungen zeigen, dass Re-
optimierung ohne die Zuhilfenahme von Heuristiken und die Berücksichtigung der
Änderungen in den Zielfunktionen im allgemeinen nicht zu einer Verkürzung der
Lösungszeit führt. In Kombination mit den in dieser Arbeit präsentierten Tech-
niken und Methoden is es jedoch möglich durch Reoptimierung eine Beschleunigung
des Lösungsverfahrens um bis zu einen Faktor 14 zu erzielen.
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