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Abstract

In this digital era, communication in the digital world is becoming part of our daily lives. One
key technology that becomes part of this digital transformation is cloud computing. It allows
users to have a running system as a virtual machine (VM) on the cloud without owning a phys-
ical server. Unfortunately, adversaries can also use those systems to conduct criminal activities.
Therefore, developing a method to extract evidence from those systems is also necessary. One
way is through digital forensics, and one method to do digital forensics of a VM is using virtual
machine introspection (VMI). However, VMI has yet to be made available by any public cloud
provider. This thesis addresses this issue by introducing methods for deploying VMI on public
cloud providers.

Four main challenges have to be solved. Firstly, VMI requires access to the hypervisor, which
practically can access all VMs running on the same server. This leads to security and privacy
issues where customers can introspect each other VMs. To solve this problem, this thesis intro-
duces KVMIveggur, a versatile access control of VML It comes with different options that every
customer can choose from based on their needs.

Secondly, VMI introduces overhead to the running VM. This is because most of the introspection
mechanisms perform data access to the monitored VM. Performing data access on a running VM
can cause data inconsistency. Hence, pausing the VM before executing the data access is bet-
ter. However, when the VM pausing frequency is high, it will affect the performance of the
monitored VM. The current state-of-the-art techniques use caching to reduce the VM pausing
frequency. However, it faces a problem: the cached data may be outdated compared to the ac-
tual data. Therefore, this thesis introduces VMIFresh, a better caching mechanism. We leverage
both active and passive tracing mechanisms to ensure high performance and consistency of the
data (freshness).

Thirdly, many state-of-the-art VMI libraries and applications run perfectly only on Intel pro-
cessors because Intel CPUs provide the best hardware support for VMI. However, AMD and
ARM processors are getting more popular in cloud computing. Thus, it is necessary to retrofit
VMI capabilities to support AMD and ARM processors. This thesis describes the requirements
to employ VMI on AMD and ARM processors. We also provide the implementation of those
requirements.

Finally, to do introspection using VMI, it is crucial to have proper symbol information (layout
and location of data structures) of the introspected operating system (OS) and user applica-
tions. While many existing VMI approaches concentrate primarily on analyzing OS data struc-
tures, analyzing user application data often receives no attention. In our approach, we address
this gap by focussing on application-level introspection. We have identified several use cases
that require this kind of introspection. We focus on cryptographic key extraction for two spe-
cific instances: secure shell (SSH) and transport layer security (TLS) by leveraging the power of
machine learning techniques to locate those keys in the main memory effectively and efficiently.

After we had solved those challenges, we combined a couple of our approaches and introduced
two VMI applications: Sarracenia and VMIGuard. Sarracenia is a deception technology that
tracks activities done on an SSH session. The main goal of Sarracenia is to attract adversaries
away from the production system and learn about their behavior. On the other hand, VMIGuard
also monitors the SSH traffic. But, it specifically monitors the activity of any git-related activi-
ties. The main goal of VMIGuard is to ensure the integrity of the hosted data from any internal
malicious actor.
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Chapter

Introduction

In the wake of the digital era, technologies and digital devices are becoming more embed-
ded into our daily lives [Lil4+16]. Digital devices also come in a lot of forms and variations.
For example, laptops, mobile phones, tablets and smart devices in the Internet-of-things (IoT)
landscape, and each of those devices can run on different architectures and operating systems
(OSes). Technology is also growing fast to make human life easier, more productive, and more
enjoyable. Two key technologies that have a significant impact are virtualization and cloud
computing. Virtualization allows the creation and administration of virtual hardware, OSes,
storage devices, and other computer resources. It enables a single physical computer or server
to simultaneously operate multiple virtual machines (VMs) or guest machines. The virtualiza-
tion software, a hypervisor, manages the allocation and sharing of the physical hardware among
the VMs. Hence, virtualization increases resource utilization.

Virtualization also introduces a new method of running or hosting our application on the Inter-
net, called cloud computing [DWC10; Bel+21; APP20]. Cloud computing has revolutionized
how we process, store, and transmit data [Her+20]. However, VMs that are not securely con-
figured are prone to be breached and used by adversaries to commit malicious activities (for
example: committing a crime or legal offenses). Therefore, doing digital forensics in the cloud
or virtual environment is becoming a rising topic in IT security, and it comes with new chal-
lenges.

There are several methods of digital forensics in the virtual environment. Some of them
are [HM21]: analysis of disk image, analysis of network traffic, analysis of the virtual machine
(VM) metadata and analysis of main memory. In this thesis, we focus on analyzing the main
memory of a VM. There are two approaches to main memory analysis: static and live [DPL11].

The static analysis focuses on analyzing a memory dump. There are two advantages of static
analysis: it offers information with higher integrity and repeatability [DPL11] and is easy to set
up. Furthermore, when we take a snapshot of a memory, it preserves the state of the memory
at that point in time. Hence, we can reproduce the same analysis result using the same mem-
ory dump. Most modern hypervisors come with built-in memory dump capability. Therefore,
creating a memory dump out of a VM is practically effortless. However, the significance of the
available information inside the main memory depends on when the snapshot is taken. For
example, encryption keys usually reside in the main memory for a short period of time. Thus,
taking a snapshot right after the keys are deleted will reduce the number of information that
can be extracted.

On the other hand, live analysis is a process of gathering evidence from a running system (for
example: a VM). The main advantage of this approach over static analysis is that we can get
a detailed picture of what is happening inside the VM. There are multiple ways to monitor a
running VM’s activities. One of the most commonly used is using an in-guest agent. The in-
guest agent requires the monitoring application to be installed inside the monitored VM. Thus,
the presence of the monitoring application can be easily detected by any other application. The
other way is called virtual machine introspection (VMI). VMI is the process of monitoring a
VM from the outside. The main advantage of VMI is that it does not require any modification
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on the monitored VM. This prevents adversaries from detecting any monitoring mechanism
easily. However, those features are not widely known or used since no public cloud provider
(for example: Amazon Web Service (AWS), Google Cloud Provider (GCP), DigitalOcean and
Alibaba Cloud) gives VMI access to its customer.

In addition to analyzing a running VM, VMI offers a more in-depth level of information dur-
ing the analysis process. However, the current implementations of VMI have a notable impact
on the performance of the VM. Furthermore, there are challenges associated with performing
introspection when the host system utilizes processors based on architectures such as AMD or
ARM. It is worth noting that the research and development of VMI technology have predomi-
nantly focused on Intel processors, potentially leaving a gap in support and understanding when
it comes to AMD or ARM based systems. Lastly, despite numerous efforts by researchers to ad-
dress it, the issue of the semantic gap within the context of VMI remains an ongoing challenge.
This semantic gap refers to the challenge of converting the low-level data that VMI tools collect
to human-understandable information.

m Research Questions

VMI app VMIapp | RQ4
RQ2 VM 1 VM 2 VM 3 VM 4
User A User A User B User C
1 v i} 1 X 1 RQ1
Hypervisor
| Intel / ARM / AMD || RQ3

’ Public Cloud Provider ‘

Figure 1.1: Relation between each research question to VMI-as-a-Service (VMIaaS)

This thesis aims to address four key questions. Figure 1.1 shows the relation between each
research question to the design of VMI-as-a-Service (VMIaaS). A public cloud provider has
three customers (user A, user B and user C) that have VM instance(s) on a single host machine.
User A, which has two VMs (VM 1 and VM 2), wants to set up a monitoring system using VMI.
However, it faces the semantic gap problem (RQ4). Additionally, it is not currently possible
since the cloud provider might not enable the feature (RQ1) or the host’s architecture does not
support it (RQ3). Assuming that the host uses an Intel processor that already supports the VMI
capabilities, the provider also has to ensure that the monitoring system can only monitor the
designated target system and reject the introspection on another user’s VM (RQ1). During the
monitoring, the monitored VM of user A should be able to perform the activity without high
performance degradation (RQ2). Therefore, the monitoring system will not be a cumbersome
feature in the end and will add extra value for user A.



1.1 Research Questions

Research Question 1 (RQ1)

How to design effective and efficient access control for VMI?

Access control is the process of limiting the activities that authenticated users can perform in
a computer system [SS94]. There are three main steps to achieve access control [MH21]:
identification, authentication and authorization. Identification is a method where the subject
claims to have a specific identity. Authentication is the process by which a system validates
the subject’s identity. Usually, the system requests the subject to input a piece of information
that the only claimed identity should have (for example: password, PIN, token, etc.). Once the
system authenticates the subject, it checks for the subject’s rights and privileges to carry out the
required actions.

There are already many solutions that offer authentication in the cloud computing environ-
ment. For example, OpenNebula, a web-based user interface to manage a cloud computing
environment, offers an authentication mechanism for users. Furthermore, every public cloud
provider has their own authentication mechanism, so only authenticated users have access to
the system.

However, there is still no restricted authorization for executing VMI in shared tenancy, where
customers are able to introspect their own VMs. Most of VMI implementations require access
to the hypervisor that are only, by default, accessible using the highest privilege. Therefore,
giving the user such access is a security risk. Once the user connects to the hypervisor, the user
can execute VMI on any VMs, including the one that does not belong to the user. Hence, to this
day, it is rarely available on any public cloud provider. Based on this situation, we aim to create
a novel access control mechanism for VMI mechanism which can be easily integrated into any
cloud management system.

Research Question 2 (RQ2)

How to reduce the performance overhead introduced by VMI?

There are two introspection methods of VMI: passive (asynchronous) and active (syn-
chronous) [Jai+14; Pay+08]. The passive analysis takes place asynchronously with the control
flow of the VM. It can be executed based on an external trigger mechanism (e.g., at a click of
a button or a periodic timer). On the other hand, the active analysis is executed based on a
specific interception point. For example, a breakpoint is reached for a specific function call.
Recently, VMI has gained traction for doing the main memory forensics on a VM.

Since active introspection intercepts the control flow of the monitored VM, it introduces perfor-
mance overhead due to context switches and processing time of the VMI code handling. There
are plentiful numbers of research that address this issue, for example, RapidVMI [DTR21].

Most of the VMI introspection applications, both active and passive, require memory access.
Thus, it requires memory address translation from the virtual memory address of the VM to
the physical address of the VM. This translation process requires some time. Therefore, the
introspection application can add a caching mechanism to speed up the process, thus, reduc-
ing the performance overhead of VMI. The cache will store the previously translated address.
Whenever the application has to translate the same virtual address, it can get the physical ad-
dress from the cache instead of doing the translation again. However, the modern OSes does
some memory optimization (for example: swapping). For that reason, the same virtual address
might have a different physical address depending on the translation time and memory usage.
Therefore, the cache can be stale forever and inconsistent. This thesis will focus on improving
the performance of the passive introspection.
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Research Question 3 (RQ3)

How to deploy VMI on ARM and AMD?

Intel used to dominate the processor market for personal computer (PC). However, nowadays,
ARM and AMD processors are getting more popular. This includes public cloud providers.
For example, DigitalOcean offers AMD based VMs [Dig21] and Amazon offers ARM based
VMs [Poc21]. Despite many similarities between AMD and Intel’s architecture, there are some
differences, for example, the virtualization support. Hence, VMI support on Intel and AMD
requires different approaches.

VMI uses APIs provided by the hypervisor to execute its introspection. The hypervisor imple-
ments the tracing mechanism based on the CPU’s available features and instructions. Each CPU
type or brand has a different set of features and instructions. Therefore, achieving the same
task might require different instructions on every CPU type or brand. Currently, Intel has the
best support for VMI. Therefore, we aim to increase the support of VMI on AMD and ARM
processors.

Research Question 4 (RQ4)

How machine learning (ML) or artificial intelligence (AI) can help to bridge the
semantic gap problem in VMI-based digital forensics?

In the field of digital forensics, one of the significant challenges investigators face is the semantic
gap. Digital investigators must know the specific type of data that needs to be extracted as
evidence and the locations from which this data can be obtained. For instance, when conducting
an investigation, application-specific data crucial to the case might reside in the main memory
of a system. This data can be in various types, ranging from text and numerical values to
encryption keys or other sensitive information.

However, extracting and analyzing data from the main memory presents its own set of chal-
lenges. Usually, the dump of the main memory is represented in binary or hexadecimal format,
making it challenging for the investigator to understand. Without the proper tools or context,
this representation can be challenging for the investigator to extract useful information.

Using a memory profile helps bridge the semantic gap and facilitate the forensic analysis pro-
cess. A memory profile serves as a representation or model of the data structure within the
main memory. It provides investigators with a structured view of the memory contents, en-
abling them to understand the data.

While memory profiles have been traditionally developed manually, machine learning (ML)
advancements can potentially solve this challenge. ML has gained popularity in various fields,
including computer security, especially in malware detection. However, its application in digital
forensics is relatively under-utilized and offers promising opportunities.

m Contributions

The first contribution of this thesis is a flexible access control mechanism for VMI (KVMIveg-
gur [SDR22]). It offers three options of isolation (VM-to-VM, containers, and network remote
access) that all enable access control for secure self-service VMI in the cloud environments.
KVMIveggur enables the full use of passive and active VMI, introduces low overhead and mini-
mal resource usage on the host system (for the container approach). Furthermore, we integrate




1.3 Published Papers & Articles

KVMIveggur into OpenNebula [Sys08]. This allows the customers to pick which option they find
suitable for their needs.

The VM-to-VM option allows the user to monitor their VM from another VM. This approach is
inspired by CloudPhylactor [TRR16]. However, CloudPhylactor only supports Xen. The container
approach allows users to monitor their VM from a container. In this work, we are using Docker.
This option is suitable for users that do not need a high isolation level as a VM. Containers
are also resource-efficient. We also introduce network remote access for users who want to
remotely run their VMI applications.

The second contribution is a method to increase the performance of VMI by introducing a
new caching mechanism (VMIFresh [DSR22; DSR23b]). VMIFresh leverages both active and
passive VMI. Using the active mechanism, the VMI application monitors the access of the desired
memory region. The same value can be kept on the cache when there is no write attempt. But,
if there is a write attempt from a process in the target system, it flushes the cache. Finally, it
fills the cache with the new value. Our approach ensures high performance and consistency of
the data.

The third contribution is VMI support on both AMD and ARM processors. First, we define
the requirements for both processors to support VMI. Then, we implement the APIs on the
hypervisor based on those requirements.

On the AMD processor, we add the support for hyper-single-stepping mechanism. However, the
AMD processor does not support the hyper-single-stepping out of the box. Therefore, we in-
troduce the software-assisted hyper-single-stepping mechanism, letting the hypervisor assist the
single-stepping process instead of relying on a CPU feature that exists only on Intel CPUs. The
hypervisor we use (KVM) on the ARM processor does not have the introspection APIs. Thus, we
analyze all the missing introspection support from both the AMD and the ARM processors, im-
plement software-assisted introspection capabilities where no hardware support are available,
and, finally, implement all the missing introspection APIs on the hypervisor [DSR24; DSR23a].

The fourth contribution is a machine learning method that extracts the relevant information
from a memory dump. Firstly, we introduce SSHKex [SR22] and TLSKex2.0 [Fel+22; Sen+22].
SSHKex and TLSKex2.0 are VMI based encryption keys extraction from the main memory tools
from an SSH and a TLS session, respectively. We use those tools to generate the data set to
train our machine-learning model. Secondly, we train a model using the random forest and a
model using the reinforcement learning method. The goal is to create a model that is able to
extract encryption keys from a memory dump.

The last contribution is VMI applications. We introduce Sarracenia [STR18]. It is a VMI based
high-interaction secure shell (SSH) honeypot. We leverage VMI to monitor the adversaries’
activities inside a VM. Finally, we introduce VMIGuard [STR19]. VMIGuard adds an extra layer
of accountability of a git server. It records the git activities and checks whether the state of each
branch is still consistent. These applications are not directly related to an RQ. Instead, they
comprise of multiple RQs and serve as testing and validation of our approach of VMIaaS.

m Published Papers & Articles

Each chapter in this thesis is based on peer-reviewed publications. In the header of each
chapter, we describe the specific papers referenced therein. The following list comprises the
published papers and articles used in this thesis:
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tual Machine Introspection”. In: Nordic Conference on Secure IT Systems. Springer.
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m Thesis Structure

This thesis consists of eight chapters, each contributing to the research work and addressing
various aspects of the problem. The following paragraphs provide an overview of each chapter’s
content and contribution to the thesis.

Chapter 1 serves as an introduction to the thesis, providing an overview of the research problem
this work aims to address. It outlines the research’s objectives and goals, and highlights the
topic’s significance.
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1.4 Thesis Structure

Chapter 2 describes the background knowledge necessary to understand the research context.
It explores the relevant literature and existing work in the field and technologies related to the
research topic. This chapter sets the stage for the subsequent chapters by establishing a solid
foundation of knowledge.

Chapters 3, 4, and 5 present the solutions to overcome the roadblocks in implementing VMI-as-
a-Service (VMIaaS). These chapters explain the details of the proposed solutions, as well as the
methodologies, algorithms, and techniques employed to address the specific challenges identi-
fied in the research. Each chapter comprehensively analyzes the respective solution, discussing
its strengths, limitations, and potential impact in the context of VMIaaS.

Chapter 6 focuses on utilizing machine learning techniques to extract encryption keys from the
main memory. This chapter presents a novel approach that leverages machine learning algo-
rithms to identify and extract encryption keys, enhancing the capabilities of forensic analysis in
digital investigations. The chapter provides insights into the development, implementation and
evaluation of the proposed solution.

Chapter 7 introduces two VMI-based applications that leverage the VMIaaS infrastructure.
These applications demonstrate the practical implications and benefits of VMIaaS in specific
domains or use cases. The chapter explores the functionalities, features, and real-world ap-
plications of these applications, showcasing their potential contributions to the field of digital
forensics or related areas.

Finally, Chapter 8 concludes the thesis, summarizing the research’s main findings, contribu-
tions and implications. It highlights the accomplishments and potential impact of the proposed
solutions, and discusses future directions and areas for further exploration.






Chapter

Background

In this chapter, we aim to introduce key concepts that serve as foundations for the thesis. These
concepts provide the necessary background and understanding for the subsequent research and
analysis.

First, we describe the history, concept and approaches of virtualization. Additionally, we explain
how the address translation works in virtualization. Then, we explain the hypervisor we use in
this thesis (QEMU and KVM). Next, we introduce the concept of virtual machine introspection
(VMI). Additionally, we describe how VMI works on KVM and the VMI libraries. After that, we
explain the concept of access control. Finally, we describe some concepts that we use for our
VMI applications.

m Virtualization

Virtualization has its origins in the mainframe computers of the 1960s and 1970s, but it was
not until the late 1990s and early 2000s that x86-based servers had widespread access to vir-
tualization technologies. VMware was among the first to develop and promote virtualization
for the x86 platform. In 1999, they introduced VMware Workstation [VMw21]. This allowed
many operating systems to operate on a single physical computer, which significantly increased
server resource usage. In the years that followed, companies like Microsoft, Citrix and Oracle
introduced their own virtualization technologies. Today, virtualization is a crucial component of
cloud computing and is used to construct easily provided and managed virtual servers, storage
and networks.

Virtual Machine Monitor or Hypervisor

The software that manages the resources of the virtual machine (VM) and the physical server
is called virtual machine monitor (VMM) or hypervisor. There are two types of hypervi-
sors [Gol73] (Figure 2.1 shows the difference):

* Type-1 (“bare-metal”): the hypervisor runs directly on the physical hardware (For ex-
ample: Xen, VMware ESXi and Microsoft Hyper-V). This type introduces two domains:
privileged and unprivileged domains (Dom0 and DomU in Xen). DomO (domain zero)
has privileged access to manage and control the hardware and device drivers [Oral4].
DomU (domain U) is an unprivileged domain with no direct hardware and device driver
access [Oral4].

e Type-2 (“hosted”): the hypervisor is implemented as a software that runs on the host
operating system (For example: QEMU, VMware Workstation and Oracle VirtualBox).
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virtual machine 1  virtual machine 2
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Figure 2.1: The types of hypervisor

Hypervisor Properties

There are three most important properties of a hypervisor [GR03]:

* Isolation: the applications that are running on the guest system run and are isolated from
both the hypervisor and the other VM that are running on the same physical server.

* Inspection: the hypervisor has access to the state of a VM. This includes CPU registers,
main memory and I/O devices. Therefore, it is difficult to evade analysis that is done by
the hypervisor.

* Interposition: the hypervisor can intervene in the control flow of a VM during specific
operations. For example, executing privileged instructions.

Virtualization Approaches

Hardware-assisted virtualization is the most commonly used approach for virtualization in x86
and ARMvS8-A. In 2005, Intel introduced their hardware-assisted virtualization on their x86
processors, and they called it VT-x. It introduces two new modes: VMX root and VMX non-root.
The hypervisor is running in the VMX root mode and the guest systems are executed in the VMX
non-root mode [Uhl+05]. VT:x defines two context switches between two modes:

* VM Entry: the transition from VMX root mode to VMX non-root mode.
* VM Exit: the transition from VMX non-root mode to VMX root mode.

VT-x introduced a new set of instructions that allows the hypervisor to offload some tasks to the
CPU. For example, VMXON and VMXOFF that does a context switch between the two modes.

AMD processors support hardware-assisted virtualization through AMD-V (AMD Virtualization).
AMD-V was introduced in 2006 with the AMD Pacifica technology. Similar to VI-x, AMD-V
also introduced a new set of instructions. The goal of both VT-x’s instructions and AMD-V’s
instructions are the same. But they have different names and slightly different implementations.

ARM processors have supported hardware-assisted virtualization since the introduction of the
ARMv7 in 2007. The ARMv7 supports hardware-assisted virtualization through virtualization
extension (VE) [Lim07]. The ARMvS8 introduced in 2011 extends and improves the virtual-
ization support by introducing new features such as support for 64-bit virtual address and the
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Figure 2.2: Virtual address to physical address page table lookup process on the x86 system

ability to run multiple VMs. Starting from ARMv8.1, they introduced a new extention called vir-
tual host extensions (VHE) [Lim19b]. VHE allows the hypervisor to run at EL2. Exception level
(EL) is the name of privilege in the AArch64 (ARM) architecture [Lim19a]. It removes the need
for a separate virtualization mode. Thus reducing the overhead of virtualization and improving
the performance of the guest VMs. Overall, VHE improves the support and performance of the
Type 2 (Hosted) hypervisor.

Address Translation & Second Layer Address Translation

A memory address identifies the location of data inside the main memory. There are two types
of addresses: virtual (logical) and physical. The virtual address is the address used by the
user’s application, while the physical address refers to the actual location of the data inside the
main memory. Two running processes might have the same virtual addresses, but those virtual
addresses might point to different physical addresses. Modern operating systems provide a page
table for the address translation for each process and kernel. The page table stores the relation
between virtual and physical addresses [TB14]. The memory management unit (MMU) uses
the page table to translate a virtual address to its corresponding physical address by walking
through the page table. Figure 2.2 shows how the process of translating a virtual address to a
physical address. Control register 3 (CR3) is the register that holds the physical address of the
page directory or page table. This address points to the top-level page table structure in the
system’s memory hierarchy. Each page table entry (PTE) contains a per-page virtual-to-physical
mapping and its metadata (for example, access permission bits) [Mar+19]. The final result
is the physical address (PA), which points to the physical memory’s location where the data is
stored.

Second layer address translation (SLAT) introduces an extra translation layer in virtualization.
It adds a translation from the guest’s physical address to the host’s physical address. Intel’s
implementation of SLAT is called extended page table (EPT) (Figure 2.3a). Intel CPU refers to
the top-level paging structure in a guest that translates from the guest virtual address (GVA)
to the guest physical address (GPA) as page map level 4 (PML4). The corresponding paging
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structure for the new dimension is called EPT PML4. It translates from a GPA to the HPA.

AMD’s implementation of SLAT is called rapid virtualization indexing (RVI) or NP (Figure 2.3b).
The guest page table (gPT) translates a guest linear address (GLA) to a GPA. For the second
level translation, the nested page table (nPT) is used for the conversion of a GPA to a SPA.

ARM’s SLAT implementation is called stage 2 translation (Figure 2.3b). A virtual address is
first translated to an intermediate physical address (IPA) using the page tables loaded into the
TTBRO_EL1 and TTBR1_EL1 registers by the guest. The second stage translates an IPA to a
physical address.
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Figure 2.3: SLAT terminologies and implementations by various vendors [DTR21; Dan22]

12



Containerization

Containerization is a method that packages and isolates an application and all its dependencies,
libraries, configurations and runtime environments into a unit called a container [Wat+19;
Sch14]. Containers share the host OS’s kernel and resources. They isolate applications at the
process level. It means multiple containers can run on the same OS instance. Figure 2.4 shows
the architectural difference between VMs and containers.

In terms of isolation, the container provides isolation at the process level. This means there is
a potential for more interaction between containers on the same host. Therefore, it may lead
to a potential security concern. On the other hand, VMs provides stronger isolation since each
VM runs its own complete OS instance. This makes VMs more suitable for scenarios requiring
strict isolation.

Overall, a container uses less resources than a VM [Pot+20]. There are several containerization
implementations. However, the most used one is Docker [Run13].

o] (hos | [ows] (o] [ A ] [ Ao ]

| Bins&Libs | [ Bins&Libs | | Bins&Libs | | Bins&Libs |

| Guest0oS1 | [ GuestOS2 | | Container Engine |
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] Hardware \ ] Hardware \
Virtual machines Containers

Figure 2.4: Architectural difference between VMs and containers [Zha+18]
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IEXY oEMU & Kvm

Quick emulator (QEMU) is a Type-2 hypervisor that works based on the dynamic binary transla-
tion principle. It emulates the hardware of the guest VM, so it runs well on the host. It supports
multiple processor architectures, for example, x86 and ARM [Bel05].

Definition: quick emulator (QEMU)

“QEMU is a machine emulator: it can run an unmodified target operating system
(such as Windows or Linux) and all its applications in a virtual machine. QEMU
itself runs on several host operating systems such as Linux, Windows and Mac OS
X. The host and target CPUs can be different” [Bel05]

On the other hand, kernel-based virtual machine (KVM) is a Type-1 hypervisor. It is a kernel
module for Linux that provides support for hardware-assisted virtualization. KVM leverages
the virtualization extension of the host’s CPU (Intel with VI:x or AMD with AMD-V) to achieve
efficient virtualizaion solution.

Definition: kernel-based virtual machine (KVM)

“The Kernel-based Virtual Machine, or kvm, is a new Linux subsystem that lever-
ages these virtualization extensions to add a virtual machine monitor (or hyper-
visor) capability to Linux. Using kvm, one can create and run multiple virtual
machines.” [Kiv+07]

While QEMU is a complete and standalone software, combining it with KVM is common. There-
fore, QEMU does not need to emulate any activities of a VM that require the CPU. It passes the
task to the KVM instead to reduce the performance overhead due to removing the need to
emulate the CPU. As a result, QEMU and KVM can provide a complete virtualization solution
for Linux. QEMU is running in the unprivileged domain and KVM is running in the privileged
domain. KVM executes the guest code and QEMU emulates the guest’s I/0 devices.

Nowadays, most of the major players in the public cloud providers are using KVM. For example,
Amazon Web Service (AWS), Google Cloud Provider (GCP), DigitalOcean and Alibaba Cloud.
Based on that fact, this work focuses highly on KVM so our implementations can reach to even
more users.

m VM Migration on QEMU & KVM

When the virtualization infrastructure has multiple hosts in the cluster, it is possible to migrate
a VM from one host to another host. In general, there are two migration methods: offline and
online (live) [Gmb24].

As the name implies, the offline migration method migrates a VM when the VM’s state is offline.
The VM’s disk is migrated over the network from the source host to the destination host. Then,
the destination can start the VM.

The online (live) migration allows a VM to be migrated to another host while the VM is in a
running state. First, a new QEMU process is executed on the destination host with the incoming
flag. It performs the basic initialization with the VM vCPU still paused and waits until the VM
memory is transferred from the source host. All other resources, for example: disks, are either
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shared or already transferred before runtime state migration of the VM begins. Thus, only the
memory content and device state remain to be transferred.

The most common approach is to use pre-copy [Cla+05] to minimize the downtime. In this
approach, the source host begins transferring memory content to the destination host asyn-
chronously. If there are changes in the VM memory on the source host, those sections are
marked as dirty and another pass is made to send the VM memory data. This process iterates
until the data difference between running VM on the source host and the incoming VM on the
destination host is small enough to be sent in a few milliseconds. Next, the VM on the source
host is paused completely, without a user or program noticing the pause, so that the remaining
data can be sent to the destination host. Finally, the VM is unpaused on the destination host.

m Virtual Machine Introspection

In 2003, Garfinkel and Rosenblum introduced the term of VMI [GRO3]:

Definition: virtual machine introspection

“We call this approach of inspecting a virtual machine from the outside for the
purpose of analyzing the software running inside it virtual machine introspection.”

In simple terms, VMI allows users to analyze a running VM from the hypervisor’s point of view.

VMI offers more benefits over in-guest agent monitoring mechanisms. It is harder to detect,
gets a full and untained view of the running system and adds the possibility to manipulate the
running system. VMI has been used in building several security-related applications [GR03;
Len+14; BSM14; Pro+18; Len+12].

Semantic Gap on VMI

The main challenge of VMI is the semantic gap. It can be defined as follows [Dol+11]:

Definition: Semantic Gap on VMI

“The semantic gap is the problem of extracting high-level semantic information
from low-level data sources.”

There are two types of semantic gap [Jai+14]:

* Weak semantic gap: the problem of interpreting data into useful information. It can be
bridged by having the proper symbol information. A profile contains the layout of a data
structure and its location inside the main memory. It can be obtained from the source
code or debug symbols.

* Strong semantic gap: the problem of interpreting data without the profile and with the
presence of malicious modification.
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Monitoring Mechanism

There are two VMI monitoring mechanisms [Jai+ 14; Pay+08]:

* Passive or asynchronous: the monitoring mechanism does not interfere with the control
flow of a running VM. They are executed asynchronously, for example, at the click of a
button or periodic timer. Reading from the main memory and CPU registers are examples
of passive mechanisms.

* Active or synchronous: the monitoring mechanism that interposes the control flow of a
running VM. It requires interception points to be set, and the handler for each interception
has to be defined.

Four commonly used methods for the active monitoring mechanisms are: hyper breakpoint,
hyper single-step, register event and memory access event.

The hyper-breakpoint is similar to the software breakpoint. Similarly, the hyper single-step is
similar to the program single-step. The term “hyper” here means that those actions are done
by or through the hypervisor instead of a software debugger inside a guest VM. This thesis
will interchangeably use the terms hyper breakpoint, software breakpoint, and breakpoint. The
breakpoint injection at a target function steps are (for x86-based systems):

1. Read the offset of the target function from the debugging symbols.
2. Find the executable memory region of the target process.

3. Add the start of the executable region to the offset to get the exact location of the function
in the process memory.

4. Read the original opcode byte at that location, save it, and then replace it with the opcode
0xCC (int3).

5. When the breakpoint is hit, extract the needed data from the main memory.

6. Execute the original instruction. This can be done by one of these actions: emulation,
by removing the breakpoint entirely or by removing the breakpoint, enabling the hyper
single-step (more on this later), and re-injecting the breakpoint.

7. Resume the execution.

For the hyper single-stepping, the vCPU of the target VM is configured such that it causes a VM
Exit after executing a single instruction. This approach is commonly used together with hyper
breakpoint.

The register event is used to synchronize the introspection application with the guest VM. Sim-
ilar to the hyper single-stepping, the vCPU of the target VM is configured such that access to
a specific CPU register will cause a VM Exit. Usually, the introspection application monitors
registers that handle paging, for example, CR3 in x86. The guest’s kernel has to change that
value when performing a task switch.

The memory access event tracks the access of specific data structures in the main memory.
The data inside the memory can have read, write and executable permission. With the memory
access event, we can monitor each permission. So, by configuring the access permission, we
can cause a VM Exit. For example, we can monitor whether a program’s data structure is about
to be overwritten.
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VMI on KVM

The current version of KVM does support VMI over the debug interface. However, it has per-
formance issues. Therefore, there is an ongoing effort to bring VMI with better performance
to KVM called KVMi [Bit19]. Figure 2.5 shows the architecture of KVMi. KVMi exposes the
introspection interface for each VM via unix domain socket (UDS). QEMU periodically tries to
connect to the UDS. On success, QEMU hands over the communication to the privileged com-
ponent of KVM. The communication is bi-directional. Hence, passive and active introspection
mechanism are supported.

The communication between the introspection application and the UDS is bridged by
libkvmi [Bit17]. This library also handles the dispatching of commands (passive) and events
(active). libkvmi is usually used in conjution with LibVMI, which will described in the next
section.
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Figure 2.5: The architecture of KVMi [Dan22]
LibVMI

LibVMI [LP10] is the most commonly used library for virtual machine introspection. The first
version is built upon XenAccess. However, now it supports multiple hypervisors, including KVM
and Bareflank. While it is written in C, a Python wrapper is also available.

Each hypervisor has its own API for the introspection mechanism. Hence, it will be really com-
plicated for the introspection application developer to support their applications on multiple
hypervisors. Fortunately, LibVMI provides a set of universal APIs that the application develop-
€ers can use.
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Functionalities

Figure 2.6 shows the important LibVMTI’s functions. First, LibVMI provides APIs to translate a
virtual to a physical address both for kernel and user space. Second, it has the functionality to
execute read and write to the main memory and CPU registers. Third, it provides a mechanism
to convert DTB to process identification number (PID) and vice versa. DTB is a unique value for
each running process and is stored in the CR3 register (for x86). Fourth, it has the capability
to pause and resume the VM. Finally, it handles turning on and off of events, and insertion and
deletion of the event’s handler.

// initialization and deinitialization access to a specific VM

status_t vmi_init (vmi_instance_t *vmi, vmi_mode_t mode, const void xdomain, uinté64_t
init_flags, vmi_init_data_t xinit_data, vmi_init_error_t xerror) NOEXCEPT;

status_t vmi_destroy (vmi_instance_t wvmi) NOEXCEPT;

// address translation

status_t vmi_translate_kv2p(vmi_instance_t wvmi, addr_t vaddr, addr_t =xpaddr)
NOEXCEPT;

status_t vmi_translate_uv2p(vmi_instance_t vmi, addr_t vaddr, vmi_pid_t pid, addr_t
*paddr) NOEXCEPT;

status_t vmi_translate_ksym2v (vmi_instance_t vmi, const char xsymbol, addr_t =*vaddr)
NOEXCEPT;

// read and write to the main memory

status_t vmi_read_va (vmi_instance_t vmi, addr_t vaddr, vmi_pid_t pid, size_t count,
void xbuf, size_t xbytes_read) NOEXCEPT;

status_t vmi_read_pa (vmi_instance_t vmi, addr_t paddr, size_t count, wvoid =xbuf,
size_t xbytes_read) NOEXCEPT;

status_t vmi_write_va(vmi_instance_t vmi, addr_t wvaddr, vmi_pid_t pid, size_t count,
void xbuf, size_t xbytes_written) NOEXCEPT;

status_t vmi_write_pa(vmi_instance_t vmi, addr_t paddr, size_t count, wvoid xbuf,
size_t xbytes_written) NOEXCEPT;

// read and write CPU registers

status_t vmi_get_vcpureg(vmi_instance_t vmi, uinté4_t xvalue, reg_t reg, unsigned
long vcpu) NOEXCEPT;

status_t vmi_set_vcpureg(vmi_instance_t vmi, uint64_t value, reg_t reg, unsigned long
vcpu) NOEXCEPT;

// paging and process id
status_t vmi_pid_to_dtb(vmi_instance_t vmi, vmi_pid_t pid, addr_t =*dtb) NOEXCEPT;
status_t vmi_dtb_to_pid(vmi_instance_t vmi, addr_t dtb, vmi_pid_t #*pid) NOEXCEPT;

// pause and resume the VM
status_t vmi_pause_vm(vmi_instance_t wvmi) NOEXCEPT;
status_t vmi_resume_vm(vmi_instance_t vmi) NOEXCEPT;

// event handling

status_t vmi_register_event (vmi_instance_t vmi, vmi_event_t xevent) NOEXCEPT;

status_t vmi_clear_event (vmi_instance_t vmi, vmi_event_t =*event, vmi_event_free_t
free_routine) NOEXCEPT;

status_t vmi_events_listen(vmi_instance_t vmi, uint32_t timeout) NOEXCEPT;

Figure 2.6: The most important functions of LibVMI

Cache Mechanism

LibVMI has its own internal cache mechanism to reduce the performance overhead. It caches
multiple items. For example, address translation and process ID. Unfortunately, the current
caching mechanism can lead to data inconsistency since some of the caches are kept forever,
and others are flushed every single second. Hence, the VMI application has to flush the cache
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before reading the data to ensure the data remains up-to-date. This is actually one of the
problems that we are trying to solve and will be explained in the upcoming chapter.

libvmtrace

While LibVMI APIs provide some convenience to the developer of the introspection applica-
tion, they are still considered low-level. Taubmann leverages LibVMI and introduce libvm-
trace [Tau20]. It provides high-level APIs and with additional features. For example (see
Figure 2.7), setting up a breakpoint on a particular address, system call monitoring, getting
a symbol address inside the main memory and executing a page fault. We are leveraging lib-
vmtrace to create VMI applications that will be explained in the upcoming chapters.

// insertion and deletion of breakpoint
status_t InsertBreakpoint (const BreakpointEvent* ev);
status_t RemoveBreakpoint (const BreakpointEvent* ev);

// system call tracing
virtual status_t RegisterSyscall (SyscallEventé& ev) = 0;
virtual status_t DeRegisterSyscall (SyscallEvent& ev) = 0;

// page fault

void PopulatePageFaultAdress (const vmi_pid_t pid, const addr_t target, EventListenerx
evl);

status_t InvokePageFault (uint64_t total_address_per_inst);

// get a variable offset inside a struct
addr_t getVariableOffset (std::string structName, std::string variableName);

// get a symbol location inside the main memory
addr_t GetSymbolAddrPa (const std::string binaryPath, const Process& p, const
std::string symbolName, const bool onlyFunctions = true);

Figure 2.7: The most important libvmtrace functions

m Access Control

Access control is a security mechanism restricting unauthorized access to resources and infor-
mation.

Definition: Access Control

“Access control constrains what a user can do directly and what programs execut-
ing on behalf of the users are allowed to do. This way, access control seeks to
prevent activity that could lead to a security breach.” [SS94]

Typically, access control is implemented by a combination of technical and administrative meth-
ods, for example, authentication, authorization, and auditing. Authentication is a way to val-
idate the identity of a user, whether they are who they claim to be. Authorization allows
access to specific resources depending on the user or system’s authenticated identity. Access
permissions may consist of read, write, execute, and others. Auditing includes monitoring and
documenting access to resources and data to ensure compliance with security regulations and
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compliance monitoring. This may involve logging access attempts and modifications to vital
data.

There are multiple methods to achieve access control, two of which are: mandatory access
control (MAC) and discretionary access control (DAC) [MH21; CSG21]. MAC requires every
asset to have a classification and every user to have a clearance level. MAC determines access
based on the subject’s clearance level and classification of the object. On the other hand, DAC
allows the asset owner to determine who can access the asset. Therefore, access is given at the
discretion of the owner.

m Transport Layer Security
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Figure 2.8: Asymmetric and symmetric encryption during key exchange

Transport layer security (TLS) encrypts data transferred over the Internet to prevent eavesdrop-
ping and hacking. This is particularly beneficial for transmitting private and sensitive informa-
tion (e.g., passwords, payment information and personal information). TLS is now commonly
used to browse the Internet securely (padlock icon that appears on the web browser).

TLS combines symmetric and asymmetric encryption to transmit data securely, providing a good
balance between performance and security. Figure 2.8 shows the simplified version of how that
combination works. The square bracket indicates that the content is encrypted. With symmetric
encryption, the data is encrypted and decrypted using a shared secret key (session keys) that
is known to both the client and the server. Symmetric encryption is computationally efficient,
but the shared key has to be shared securely. Asymmetric encryption uses key pair that consists
of a public and a private key. The public key is mathematically related to the private key, but
it is computationally infeasible to derive the private key from a public key. The public key is
safe to be shared even in an insecure manner. However, asymmetric encryption requires more
computing power than symmetric encryption.

TLS uses asymmetric encryption to generate and exchange the cryptographic material that will
be used to generate the session keys. The session keys are then used to encrypt and decrypt the
data that is being transmitted from one party to the other.

TLS Session Keys

In this thesis, we focus on TLS version 1.2 [DR08]. A TLS connection is started by the client
sending a Client Hello message, which includes a random value (client random). Then, the
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server replies with a Server Hello message, which also includes a random value (server random).
Those two initial hello messages are not encrypted. Thus, the Client Random and the Server
Random can be obtained from the network traffic. Next, the client and the server generate
key parameters and exchange them using a key exchange algorithm (e.g., Diffie-Hellman).
After that, the client derives a pre-master secret based on the exchanged parameters. The pre-
master secret is transmitted in encrypted form using the server’s public key. Thus, we cannot
obtain it from the network traffic without the server’s private key. After that, the client and
the server generate a master secret using the pre-master secret, the client random and the server
random. Finally, the client and the server derive the session keys using the master secret, the
server random and the client random. The TLS session keys consist of four main keys: client
encryption key (EK), client integrity key (IK), server EK and server IK. If needed, the server and
the client can also generate the initialization vector (IV).

It is worth mentioning that TLS version 1.3 [Res18] already exists. TLS version 1.3 provides
some improvements, some of them are: faster TLS handshake and simpler and strong cipher
suites. The main concept of the key derivation is similar to version 1.2. Therefore, our approach
should support version 1.3 with some modifications.

Secure Shell

Secure shell (SSH) is a protocol to establish a remote connection that provides a secure data
connection over an insecure network. SSH was designed to replace telnet and other insecure
remote shell protocols such as rlogin, rsh and rexec. The SSH connection protocol that runs on
top of SSH transport protocol provides several services such as remote shell, file transfer (secure
file transfer and secure copy), port forwarding, SSH tunneling and X11 forwarding. Just like
TLS, SSH uses a combination of symmetric and asymmetric encryption in a similar manner.

SSH Session Keys

An SSH connection is started via version exchange and key exchange using the Diffie-Hellman
key exchange algorithm [YLO6]. First, the client generates an ephemeral key pair (private and
public keys) and sends the public key to the server. Then, the server generates an ephemeral
key pair and combines it with the client’s public key to generate a master secret K and a hash
value h. Next, the server sends the server’s public host key K, its ephemeral public key and s,
a signature of the h generated with it’s private host key. After that, the client validates the K
using a local database, calculates the K and the h, and verifies the signature of s on k. Finally,
both the server and the client derive the SSH session keys based on the K and h.

The SSH session keys consist of six keys:

1. Key A (IV, client to server)
IViientoserver = HQSh(K7 h, “A”, SQSSZ‘OTLJ‘d)

2. Key B (IV, server to client)
IVserveraclient = HCLSh(K, h, “B” y SGSSiOTL,’L'd)

3. Key C (EK, client to server)
EK jient2server = HCLSh(K, h7 “«Cc” s SGSSZ.Oan.d)

4. Key D (EK, server to client)
EKerveraclient = HGSh(K, h7 “D”, SGSSiOTL,Z'd)
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5. Key E (IK, client to server)
IKclient2server = HGSh(K7 h, “E”, SGSS’L.OTLZ‘d)

6. Key F (IK, server to client)
I Kerveraclient = HaSh(K, h, “F” s session,id)

Those keys’ lengths vary depending on which encryption and integrity check method is used.
For example, aes192-ctr uses 24 bytes and 16 bytes of EK and IV, and chacha20-poly1305 uses
64 bytes and 0 bytes of EK and IV, respectively.

OpenSSH

OpenSSH is a freely available implementation of the SSH protocol. It includes a server compo-
nent (sshd) and client tools (ssh). Since 2002, OpenSSH has used privilege separation during
the authentication phase of a client so that a bug in sshd’s network processing code does not
result in a compromised system [PFHO03]. For every new connection, two child processes are
spawned and a pipe connection is established between those processes.

The unprivileged child process has restricted access to the file system and handles all network
data originating from the client during authentication. The parent process will decide whether
the authentication is successful or not. When the user is authenticated, the privileged parent
(monitor) forks a new process that changes its user ID and privileges to that of the authenticated
user.

m Deception Technology

A deception technology or a honeypot is a computer system that is connected to the Internet
and does not have any production value and is designed to attract malicious activity [Naz09;
Spi03a].

Definition: Honeypot

“It’s a security a resource whose value lies in being probed, attacked, or compro-
mised.” [Spi03b]

Any activities inside such a system can be considered malicious or unauthorized. Analyzing the
traces of a honeypot can help to understand the behavior of the adversaries and improve the se-
curity of existing systems by preparing against known attacks [SWK06]. The most common way
to classify honeypots is by their interaction level, i.e., the amount of operations an adversary
can perform on a system. In general, they are classified in one of three categories [JS11]:

* Low interaction: Simulates external interface of services, easy to deploy with minimal
risk and minimal access to the operating system.

* Medium interaction: Simulates interface and part of the interactive functionality of spe-
cific services, but with a limited level of access to the operating system.

* High interaction: Exposes all parts of a real system, including full access to the operating
system.
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Chapter

Access Control on VMI

This chapter is adopted from [SDR22].

As explained before, virtual machine introspection (VMI) is a method to monitor a VM from the
outside to gain knowledge about the VM’s inner state. VMI uses the APIs that are provided by
the hypervisor to extract the required information. Therefore, the standard approach is running
the VMI applications directly on the privileged domain (for example: DomO on Xen and host
OS on KVM). Hence, it adds a security risk where giving access to a user to the host OS or
DomO allows the user to control other users’ VMs. For that reason, VMI has yet to be enabled
in multi-tenancy clouds.

There are proposed solutions for multi-tenancy clouds such as CloudVMI [BSM14], Fur-
nace [BR18] and CloudPhylactor [TRR16]. However, unfortunately, public cloud providers have
not incorporated such a solution. Some reasons for this are that those solutions are either lim-
ited to a specific hypervisor, have high resource cost or complexity during integration. There-
fore, a suitable access control mechanism for a multi-tenant cloud must be simple, flexible and
leverage widely used technologies (RQ1).

There are two commonly used virtualization platforms that public cloud providers use: Xen
and KVM. Both Xen and KVM have VMI capabilities. Xen supports VMI out of the box. VMI on
Xen uses hypercalls to extract the required information. By default, those hypercalls can only
be executed from inside the Dom0. However, as mentioned before, giving the user access to
the privileged domain is a security risk. Fortunately, there is a solution on Xen called CloudPhy-
lactor. It allows the user to execute the introspection from inside a VM. Therefore, users will
be assigned a VM (monitor VM) that can monitor their other VMs (monitored or target VM).
Unfortunately, CloudPhylactor does not support KVM.

The KVM hypervisor has VMI support through KVMi [Bit19]. KVMi exposes the introspection
mechanism as an introspection socket. Therefore, inspired by CloudPhylactor, we aim to extend
the access control for VMI on KVM to be more flexible and without giving the user direct access
to the privileged domain. Our goal are to create an analysis environment for introspection that
is easy to integrate, has little performance overhead, provides multiple options for the user and
provide users to have access to the VMI interface without giving them access to the privileged
domain.

In this chapter, we introduce KVMIveggur. We design KVMIveggur with the core concept of
discretionary access control (DAC). This means that the owner of a VM has the ability to specify
the access control for VMI within that VM. As a result, the owner can exercise self-service
control over VMI access permissions. KVMIveggur allows users to execute their introspection
application on multiple flavors: from another VM, a container and over the network. Based on
our observation, each flavor has its own trade-off. Therefore, users can pick which flavor they
want based on their needs or situations.

For our first flavor, we follow the idea of CloudPhylactor, where users can deploy their introspec-
tion application inside a new VM (monitoring VM). Therefore, we have to allow the monitor
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VM to access the introspection socket and ensure that it can only monitor the VM assigned to it.
We also aim to support live migration in this flavor. We follow the idea of TwinPorter [TBR19]
where it allows migration of the monitored and monitor VMs to another host. However, our
approach does not provide continuous monitoring as TwinPorter.

For our second flavor, we leverage Docker. It provides less resource usage than a VM. Therefore,
it is suitable for users that do not need high-degree isolation like a VM. We pair each monitored
VM with a container that is responsible for its introspection.

For our last flavor, we expose the introspection socket over the network using a relay tool. Users
can specify where the data needs to be relayed. However, we do not add extra security features
for the current version; the data is transmitted in plain text.

Finally, we integrate our flavors on a cloud computing platform OpenNebula as our proof-of-
concept. This allows users to select the introspection mechanism based on their needs.

m Related Work

Win et al. [WTM14] propose the use of mandatory access control in the hypervisor for managing
the access of an external control monitor. Their approach assumes that monitoring uses a
hidden monitoring module within the target VM, so it differs from traditional VMI performed
entirely from the outside. The proposed solution focuses specifically on the Xen hypervisor. The
authors pointed out that the lack of support for VM migration across hosts is a severe limitation
that renders current VMI solutions unsuitable for many real-world environments. However, for
their own solution, they did not yet provide a solution for this problem but list it as potential
future work.

Harrison et al. [Har+12] introduce the forensic virtual machine (FVM) concept. Their main
goal is to do malware detection in the cloud environment. They achieve that by giving the FVM
special privilege (via the hypervisor), which allows the FVM to monitor the other VMs or access
their physical resources.

Adrian et al. [Sha+14] make the prototype of FVM on the Xen hypervisor. The primary objective
of their prototype is to enhance the security of virtualized environments. They modify the Xen
hypervisor to facilitate comprehensive threat detection, which enables the FVMs to inspect the
other domains effectively. However, an important observation from the modification is the
necessity for appropriate access control mechanisms that govern inter-VM access.

CloudPhylactor [TRR16] leverages Xen Security Modules to implement mandatory access con-
trol to VMI operations on the Xen hypervisor. An extension to CloudPhylactor called Twin-
Porter [TBR19] enables synchronized migration of a monitoring VM and a monitored VM, thus
supporting live VM migration across hosts. CloudPhylactor and TwinPorter are tightly coupled
to the Xen hypervisor and the Xen live migration mechanism. Having a dedicated VM for each
VMI application with mandatory access control at the hypercall interface provides the desired
isolation. However, these approaches also have the resource and latency cost of a dedicated
VM.

CloudVMI [BSM14] is an early approach that advocates remote self-service VMI via the net-
work. An RPC server on a cloud host exposes VMI functionality and provides access control
mechanisms, and cloud tenants can remotely execute VMI applications, thus enabling a kind
of “VMI-as-a-Service”. The biggest downside of this approach is the high latency induced by
network communication. CloudVMI supports only passive introspection. The authors measure
an overhead of two orders of magnitude compared to using the native API of LibVMI.
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Furnace [BR18] combines the concept of CloudPhylactor and CloudVMI. It uses sandboxes on
the DomO on Xen instead of running the VMI applications in isolated VMs. The sandbox that
runs customer code is implemented with Linux namespaces and uses SELinux and Seccomp-BPF
for enforcing access control. Furnace supports only the Xen hypervisor and the open-source
implementation is incomplete and has not been updated since the publication of the research
paper. Furnace does not address the problem of VMI and migration.

FROST [DS13] is a digital forensic tool for the OpenStack [FoulO] platform. It aims at pro-
viding self-service functionality for digital forensic investigations targeting a user’s VM in an
OpenStack [FoulO] cloud. However, it is limited to providing selected functionality to the
users. For example, creating a snapshot coupled with integrity hashes. FROST does not enable
the execution of arbitrary VMI applications for such investigations.

Tang et al. [TM18] introduce in-hypervisor memory introspection (IHMI). It performs memory
introspection within a hypervisor using nested virtualization. Their preliminary result looks
promising. However, their current implementation works only on Xen hypervisor. Fortunately,
some public cloud providers provide support for nested virtualization [Goo23; Fanl17]. How-
ever, it comes with some constraints, and the level of support for memory introspection has yet
to be discovered.
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m System Design

The design of KVMIveggur revolves around several key objectives, all aimed at maximizing its
functionality and usability within virtualized environments. These goals include the provision
of multiple flavors, self-service introspection, secure access, isolation and seamless integration
with existing cloud management tools.

One of the distinguishing features of KVMIveggur is its support for multiple flavors, providing
users with a range of options. Users can select the introspection method that best suits their
specific requirements through the self-service capability. Furthermore, this method selection
operates at a granular level, enabling users with multiple VMs to assign different introspection
methods to each VM based on their unique needs.

Regarding security, KVMIveggur ensures only authorized users can access the monitoring in-
stance (a VM or a container). This typically includes the VM owner, and any users granted
explicit authorization by the owner. By implementing access controls, KVMIveggur guarantees
that the monitoring instance remains secure and protected. Additionally, the design strictly
restricts each monitoring instance to introspect only the assigned VM, eliminating any possibil-
ity of unauthorized access or interference with other VMs in the environment. This isolation
mechanism enhances the overall security posture and prevents potential breaches or unautho-
rized interactions between VMs. Finally, KVMIveggur stores the access control information in
the configuration file of the VM.

Furthermore, KVMIveggur has been designed to seamlessly integrate with existing cloud man-
agement tools without requiring extensive modifications. Cloud providers can quickly adopt
KVMlIveggur and incorporate it into their infrastructure to offer an introspection service. The
ease of integration with standard cloud management tools facilitates a smooth deployment
process and ensures compatibility with diverse virtualized environments.

Security Model & Assumptions

In our system, authorized tenants within the cloud environment can enable the VMI feature of
their VMs and select one of the three available flavors the cloud provider offers. It is assumed
that the cloud provider is trustworthy and has no malicious intent, such as selling unauthorized
users access to introspect a VM. Furthermore, we assume that the host OS and the type 2
hypervisor are also trusted entities. Specifically, our system design does not tolerate attacks
on these two entities, whether through VM escape or other attack methods. However, all other
entities involved, including the monitored VM, the target VM and the containers, are considered
untrusted.

One of the primary focuses of our system design is to reduce the overall attack surface com-
pared to previous solutions. This is achieved by addressing a critical threat: unauthorized VM
monitoring. It is crucial to ensure that introspection access to the monitored VM is only pos-
sible from the assigned analysis environment or instance. This means that no other instance
should have access to the introspection API. Authorized users can securely access the monitor-
ing instance via SSH or any other remote access methods provided by the cloud management
platform. This allows them to configure and customize it according to their specific needs.
However, it is essential to prevent any user from influencing the permissions or interfering with
other VMs within the infrastructure. Therefore, each introspection-enabled VM is assigned a
dedicated monitoring instance, ensuring that unauthorized access to a monitoring instance can
only impact the specific monitored VM to which it is assigned.
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Figure 3.2: The architecture of KVMIveggur

Figure 3.1 shows the current VMI architecture on KVM. The hypervisor exposes its VMI capabil-
ities in the form of a unix domain socket (UDS). The application then executes the introspection
through the UDS. In this architecture, users must run the application on the host OS to which
they need access. Therefore, it raises a security risk, as previously mentioned.

Figure 3.2 shows KVMIveggur’s components, their relationship and the use cases of our in-
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trospection solution. We enforce the access control scheme according to our security model
by controlling the access to the UDS, and it effectively enables secure introspection in a self-
service manner. Furthermore, we provide the user with the flexibility to tailor the introspection
environment to their requirements and preferences through our three flavors of isolation:

@ VM to VM: This approach allows an introspection application to be executed inside an-
other VM (monitoring VM) than the monitored VM. The main idea is to mount the target
VM’s UDS inside the monitoring VM.

@ Over the network: This approach allows the VMI data to be transmitted over the net-
work. Therefore, the introspection application can be virtually anywhere, as long as it
can receive the network traffic.

@ From a container: This approach is similar to flavor (. However, it uses a monitoring
container instead of a monitoring VM. The main goal is to optimize the hardware resource
usage since, in general, a container uses less resource than a VM.

These flavors have been designed with ease of integration and deployment in mind, particularly
for cloud providers. They leverage existing technologies commonly found in many cloud infras-
tructures, minimizing the need for extensive software modifications. This approach streamlines
the adoption process for cloud providers, enabling them to quickly incorporate and utilize the
KVMlIveggur flavors within their existing infrastructure.

Flavor D), in particular, offers support for live migration. This means that during a live migra-
tion process with KVMIveggur, both the monitoring VM and the monitored VM can be seam-
lessly migrated to another host with a small interruption on the ongoing introspection. The
interruption is necessary because KVMIveggur leverages the built-in migration tools, especially
for the active introspection where breakpoints are set on the VM’s memory. Since only the
source host knows the context about those breakpoints used for the introspection, KVMIveggur
has to momentarily remove the breakpoint and re-insert the original memory’s content. Once
the monitoring VM and the monitored VM are back online on the destination host, KVMIveggur
can re-initialize the breakpoint, and the introspection can resume on the destination host.

A key feature all three flavors shares is their direct access to the native VMI interface instead
of abstracting away from the hypervisor interface. This direct access approach makes apply-
ing KVMIveggur more efficient and easier to integrate than previous introspection methods. By
leveraging the native VMI interface, KVMIveggur can leverage the full potential of the underly-
ing hypervisor, resulting in improved performance and streamlined integration.
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m Implementation

In this section, we look into the implementation details of KVMIveggur, providing a comprehen-
sive overview of how we realize each flavor’s functionalities and features. The implementation
phase is crucial in transforming the conceptual design into a tangible and functional system.

Regarding the version used in the thesis, it is important to note that no additional security
measures have been added for data transmission over the network. The assumption is that the
remote machine is located within a private network, and only the respective owner or autho-
rized users can access that remote machine. This implies that the data transmission is expected
to occur within a trusted environment, reducing the need for additional security measures for
network transmission. One way to improve the security of data in transit is by encrypting it
using asymmetric cryptography.

VM to VM

KVMIveggur uses existing paravirtualized drivers to facilitate introspection between two VMs.
It leverages the virtio-vsock [Haj20; Haj21] to transform the UDS on the hypervisor into a Linux
VSOCK socket. This socket is accessible by the introspection application inside the monitoring
VM. When a monitoring VM is being deployed, KVMIveggur enables the virtio-vsock by adding
these configuration on the VM deployment file:

<vsock model="virtio">

<cid auto="no" address="{monitoring cid}"/>

<alias name="{vsock name}"/>

<address type="pci" domain="0x0000" bus="0x00" slot="0x0b" function="0x0"/>
</vsock>

Then, for the monitored VM for vsock:

<gemu:commandline>

<gemu:arg value="-chardev"/>

<gemu:arg value="socket,cid={monitoring cid},port={vsock port},id=chardev0,
<~ reconnect=10"/>

<gemu:arg value="-object"/>

<gemu:arg value="introspection, id=kvmi,chardev=chardev0O"/>

</gemu:commandline>

The vsock name can be any string value. However, the cid must be the same for the monitor and
its monitored VM.

This setup enables bidirectional communication between the introspection tools and the hyper-
visor.

Live Migration

On our VM to VM approach, we enable live migration for both VMs inspired by Twin-
Porter [TBR19]. However, instead of using a custom driver to notify the monitoring tool of
the transition state, KVMIveggur leverages the vsock driver. Also, KVMIveggur leverages the ex-
isting live migration protocol in QEMU to migrate the VMs. It eases the integration into the
current cloud infrastructure and tools that build upon it.
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Figure 3.3: The interaction of the components during migration.

We create a custom migration script and extend the monitoring application. The live migration
steps are (see Figure 3.3):

1.

The custom migration script notifies the monitoring application via the vsock to pause the
introspection.

. The monitoring application restores the breakpoint (if any) and notifies the migration

script via the vsock that the migration can be started.

. The migration script will start the migration process (on the source host) of the monitor

VM and the target VM using the virsh command with the ——1ive option to the destination
host.

When the monitor VM is migrated, the monitoring application will try to connect to the
vsock periodically.

. When the target VM is migrated, the vsock will be created on the new host.

The monitoring application detects the presence of the vsock and resumes the introspec-
tion by replacing the breakpoint (if any).

This approach has a downside: there will be a gap during the migration when the target VM
is not being monitored after the monitoring application is paused on the source host until the
monitoring application is resumed on the destination host. That is because the target VM is still
running during the live migration while the monitoring application is already paused.
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Over the Network

KVMIveggur uses socat [Rie01] to establish a relay between the UDS and TCP sockets. Through
this relay, we can share the introspection capabilities with a remote machine over the network.
The remote machine can then transform it back into a UDS and apply a common introspection
method.

First, KVMIveggur transform the file-based UDS socket of the target VM using socat into a TCP
stream and we have to specify the client’s IP address (where the remote VMI application is
running):

$ socat UNIX-LISTEN:{target VM's UDS location},\
unlink-early, fork TCP:{client's IP address}:\
{target port}, fork,end-close

Next, on the client side, the client has to expose a new UDS, which listen to the target TCP port:
$ socat TCP-LISTEN:{target port}, reuseaddr, reuseport, \

fork UNIX-CONNECT: {UDS new location}

The location of the new UDS location can be anywhere. Finally, the remote VMI application
can runs the introspection using the new UDS location.

This does not violate our access control scheme since we explicitly connect to the client’s con-
figured IP address. According to our security model, we assume that the attackers do not gain
control over the host machine, which holds this configuration value.

From Containers

We utilize Docker’s bind mounts [Inc21] to mount the UDS inside a docker container. The
docker container contains the introspection library and can directly access the UDS.

KVMIveggur configures each monitored VM to have a folder containing only their UDS socket.
It is done by modifying the VM’s deployment configuration similar to the VM to VM implemen-
tation. Additionally, KVMIveggur makes a new folder that contains only a socket of a VM and
nothing else. Then, it uses Docker’s bind mounts to mount the folder that contains the UDS
socket inside the container:

$ docker run <related container options> -v \
<UDS location on the host>:\
<UDS location on the container>

Such an approach ensures that the container may only monitor the assigned VM and not the

other isolated systems. A user can then connect to the container via SSH and perform the
monitoring activities as usual.

OpenNebula Integration

OpenNebula utilizes sets of shell scripts to facilitate the deployment and shutdown of a VM
within the designated node. We extend OpenNebula to accommodate the user to use KVMIveg-
gur:

31



3 Access Control on VMI

¢ Flavor D - when users want to deploy a target VM, they can specify which monitoring
VM that can monitor the target VM.

* Flavor (2) - since the introspection data will be transmitted over the network, users must
specify the destination IP address and the port number will be picked automatically.

* Flavor 3 - when users deploy a target VM, a Docker container will also be deployed
simultaneously for the monitoring.

In the case of flavor 3), in addition to the bind mounts, we add one network interface within the
VM’s template. During deployment, the second interface remains disabled and is subsequently
assigned to the Docker container. This allows the authorized user to access the container using
SSH. For our current implementation, the container will have a default credential. However,
the SSH public key authentication can be implemented.

Regardless of the chosen flavor, all the necessary information required for the monitoring sys-
tem is extracted from the OpenNebula user’s context. OpenNebula provides this contextual
information within a virtual disk. The extracted information includes the target VM, target
IP, network interfaces and the selected Docker mode. By leveraging this contextual data, the
monitoring system can accurately configure and establish the necessary connections and con-
figurations to enable VMI.

We provide a Python script to simplify the monitoring system deployment process. This script
serves as a tool to handle the deployment of the monitoring system based on the user’s chosen
mode. It automates the necessary steps and configurations, ensuring a consistent and efficient
deployment process tailored to the user’s preferences and requirements.

Overall, combining shell scripts, customizable VM templates, contextual information extraction
and the deployment script enhances the flexibility, scalability and ease of use of OpenNebula’s
VMI capabilities. It enables users to seamlessly integrate and deploy their desired monitoring
systems within their virtualized environments.
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m Evaluation

We evaluate the KVMIveggur architecture to show that it is efficient. We compare the perfor-
mance between native (direct access to privileged VMI), several flavors of our secure self-service
VMI approach, and without any VMI. We also provide a comparison of the performance of dif-
ferent VMI applications deployed with KVMIveggur. We use the following configuration for our
evaluation:

NoVMI: No VMI (baseline).

Native: Native VMI as root user on the host (no secure self-service).

Virtio: VMI application within an isolated VM co-located with the target VM, using virtio-vsock
(flavor )

NetCoHost: VMI application within an isolated VM co-located with the target VM, using net-
work connections for VMI operations (flavor 2)).

NetRemote: VMI application on a remote client using VMI operations over the network (flavor

).

FromDocker: VMI application in a docker container that runs on the host (flavor 3).

Benchmark Environment

We execute all measurements on a server with an Intel Xeon E3-1230 v5 CPU at 3.40 Ghz with
hyper-threading enabled as the main system, and a server with an Intel Xeon E5-2609 v3 CPU
at 1.90 GHz as the migration target. Both systems have 64GB of main memory. The OS is
Debian 11 “Bullseye” running Linux kernel version 5.4.24. All VMs have one vCPU and 768MB
of RAM. The VMs run Debian 10 “Buster” with unmodified Linux kernel version 4.19. They
are virtualized using QEMU 4.2.1 and utilizing hardware-assisted virtualization using KVM.
Additionally, we use another system as a remote client that is located on the same network
as the other two servers. We also deploy Xen with CloudPhylactor and compare it against
KVMlveggur.

Application Benchmark

We evaluate our solution with two applications: Volatility3 [Vol09] and libvmtrace. Volatil-
ity3 [Vol09] is one of the most advanced and publicly available memory forensic frameworks.
It features many plugins that perform various functions, for example, running processes and
loaded kernel module extraction.

We leverage vmifs, a tool built to expose the main memory of a VM through VMI and a
FUSE [Ker18] file system. Then, Volatility can access and analyze the state of the monitored
VM through the file system. Finally, we evaluate the performance by comparing the execution
time of the Ismod plugin. We ran each measurement 50 times, and Figure 3.4 shows our result.

We observe comparable performance between the approach of FromDocker and the dedicated
monitoring VM (Virtio). However, the Virtio approach performs slightly better than the From-
Docker. Furthermore, we observe a slowdown in both remote access approaches (NetCoHost &
NetRemote).
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Next, we trace the OpenSSH [Pro99] function auth_password with libvmtrace under four scenar-
ios with the Native configuration:

* Baseline: without any monitoring.

* Single breakpoint: with one breakpoint at the beginning of the call.

* Double breakpoints: Single breakpoint plus one breakpoint at the end of the call.
* Breakpoints+retval change: Double breakpoints and we change the return value.
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Figure 3.5: OpenSSH’s function tracing overhead

Figure 3.5 shows our result. Compared with the baseline, the overhead on KVM is +4.5%,
+13.7%, and +20.6%, respectively, for the three scenarios with tracing. On Xen, the overhead
is +18.4%, +25.5%, and +28.1%, respectively. Overall, VMI on KVM performs better than VMI
on Xen for this use case.

Then, we trace four additional OpenSSH functions (kex_derive keys, sshbuf get u8,
ssh_packet_send2_wrapped and channel_connect_to_port and two system call (clone and
sys_exit_group). Finally, we run two scenarios: execute Is command and download a file with
2MB size using wget. Table 3.1 shows the results. With tracing enabled, running the Is com-
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mand on KVM has better (+154%) than Xen (+213%). On the other hand, Xen performs better
(+55%) than KVM (+74%) on the resource-intensive use case (wget command). This can
be explained by KVM requiring more interrupts for its paravirtualized drivers. However, the
difference is considered slight.

Table 3.1: OpenSSH’s performance with VMI tracing

KVM XEN
Baseline Wlt.h Baseline Wlt.h
Tracing Tracing
ls 0.15s 0.37s 0.13s 0.40s

wget | 0.57s 0.99s 0.65s 0.98s

Synthetic Benchmark

We use the following four benchmarks and metrics to assess the performance differences be-
tween these configurations, covering different aspects of the overall architecture:

1. Introspection performance: the runtime of a VMI application that extracts the process
list from the monitored VM using passive VMI.

2. Performance degradation of the target VM: the runtime of a computationally heavy
application in the monitored VM while being monitored by active VMI.

3. Deployment time: the time until the monitoring VM and its accompanying analysis en-
vironment are ready upon the user’s request.

4. VMI impact on live migration: the time until the monitoring VM and its accompanying
analysis environment is transferred to another host using live migration.

Introspection Performance

We use a simple VMI program that is available with LibVMI to fetch the process list of a VM
for our introspection performance measurement. This measurement will show how each flavor
impacts the introspection performance. First, we modify the program to exclude the startup,
configuration and I/O operation from the measurement. Then, we repeat the measurement
50 times and extract the process list 5,000 times each time. Finally, we flush the cache for
every iteration to directly evaluate the memory reading mechanism. As shown in Figure 3.6,
FromDocker clearly has the lowest overhead compared to the others. However, it is 30% slower
than the baseline. NetCoHost and NetRemote suffer from considerably high overhead (more
than 2,400%), and Virtio has 263% overhead. From these numbers, FromDocker is proven to
be the best solution, while network approaches are unfavorable.

Performance Degradation on The Target VM

We assess the performance impact inside the monitored VM concerning the active introspection
mechanism. We are especially interested in two mechanisms: hyper breakpoint and registers
event. We place a hyper breakpoint on the system call handler of getpid, which is repeatedly
invoked from a user-mode process. We measure the execution time of the process. For the
registers event, we monitor the CR3 register and calculate the first 1.5 million iterations of
Chudnovsky’s formula for the approximation of 7 [CC04]. Both results are shown in Figure 3.7.
We observe that deploying an active introspection mechanism over the network is unfavorable.
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Figure 3.6: Synthetic passive benchmarks

On the other hand, the FromDocker is comparable to the baseline, and the other approaches
have further performance degradation of more than one order of magnitude.
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Figure 3.7: Consolidated synthetic active benchmarks

Deployment Time

Next, we measure the deployment time. We only address Virtio and FromDocker for this mea-
surement because the Native does not require a dedicated analysis environment. For NetCoHost
and NetRemote, the monitoring exists outside of the ecosystem. We observe the start of the
analysis environment and its successful connection between the introspection application and
the hypervisor. We inspect the systemd journal using systemd-notify to extract the timestamps
at which these events occurred. We repeat each measurement 50 times and the result is shown
in Figure 3.8. We observe that the FromDocker approach significantly outperforms the Virtio
approach by 841%. However, both deployment times are acceptable for most domains as the
analysis environment usually only needs to be deployed once.
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Figure 3.8: Deployment of analysis environment

Live Migration

Finally, we evaluate the live migration mechanism. We use two scenarios: sequential trans-
fer and parallel transfer. In the sequential transfer, we migrate the monitoring VM and the
monitored VM afterward. In the parallel transfer, we transfer both VMs at the same time. We
run baseline transfer times to determine the impact of our architecture. Figure 3.9 depicts the
result with a sample size of ten. Both the synchronization of the introspection application for
migration and the additional VM appear to contribute to the performance degradation. We
encourage reducing the memory footprint of the VMs to increase the speed further, especially
the monitoring VM.

3,498.7 ms

Baseline

Parallel migration

Scenario

Sequential migration f&
0K 2K 4K 6K 8K 10K 12K 14K 16K
Time in ms (less is better)

e 11,330.8 ms

Figure 3.9: Live migration of VMs between two distinct hosts

37



3 Access Control on VMI

m Summary

This chapter introduces KVMIveggur, an efficient and flexible access control for VML It provides
three flavors: VM to VM, over the network and container approach. Users can pick from one of
those flavors that suit their requirements. Our approach ensures that a monitoring environment
can only introspect the target VM that it is assigned to. Hence, it ensures that authorization
is enforced. Finally, we integrate KVMIveggur to work with OpenNebula as a proof-of-concept
that our architecture is easy to integrate.

For our first flavor, we leverage virtio-vsock to transform the introspection socket (in the form
of unix domain socket) in the hypervisor into a Linux VSOCK socket. This socket is accessible
by the introspection application inside the monitoring VM. In the end, the user will have two
VMs. One is the monitoring VM and the other is the monitored (target) VM. The user can do
both active and passive introspection of the monitored VM.

For our second flavor, we leverage socat. It transforms the introspection socket into a TCP
stream. On the other end, the user can also use socat to transform the TCP stream back into
an introspection socket. The user can specify to which IP address the TCP stream is sent.
Our performance measurement shows this approach is unfavorable due to high performance
overhead.

We use Docker, one of the most commonly used container solutions, for our last flavor. We
use the bind mounts to mount the introspection socket inside the container. Then, the user
can access the container via SSH and do both active and passive introspection. Based on our
performance measurement, this approach is the most favorable. However, this flavor does not
support live migration, if users need live migration, we propose them to use our first flavor.

Finally, KVMIveggur is a step towards VMI-as-a-Service availability in public cloud providers. It
is easy to use and does not require much modification on any existing system.

Our implementation is available at: https://github.com/smartvmi/KVMIveggur.
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Chapter

Improving Performance
of Passive VMI

This chapter is adopted from [DSR22;
DSR23b].

Virtual machine introspection (VMI) offers a passive monitoring mechanism that analyzes the
main memory of a virtual machine (VM). This analysis occurs asynchronously with the control
flow of the VM, providing insights into its internal state.

The main goal of an introspection using virtual machine introspection (VMI) is to attain a
consistent view of the monitored virtual machine (VM). However, this is a difficult task if the
monitored VM runs concurrently because the data extracted by the introspection application
can be outdated. A common approach to overcome such a problem is temporarily pausing the
monitored VM during the analysis phase. But, this also introduces a performance penalty of the
monitored VM. Therefore, VMI libraries employ a caching mechanism to optimize the analysis’s
efficiency. This approach also reduces the performance impact on the monitored VM since it
reduces the pausing time.

Even though the caching strategy increases the efficiency of the introspection mechanism, it
comes with a big question: “When is the right time to flush the cache?”. If the introspection
library keeps the cache stale forever, there is a high chance that the data inside the cache is
outdated. On the other hand, if the cache is regularly flushed, there might be the case that the
cache still holds the correct data but got flushed.

The introspection library provides APIs to flush the cache on demand. This helps the introspec-
tion application flush the cache when it is deemed necessary, especially to ensure the consis-
tency of the extracted data. However, it will raise the original problem. This chapter tries to
overcome this dilemma, especially for the passive monitoring mechanism.

By default, the passive monitoring mechanism aims to minimize performance overhead on the
monitored VM. However, it may suffer from data inconsistency issues. As a result, VMI applica-
tions that use the passive monitoring mechanism require temporarily pausing the VM to ensure
a consistent view during analysis. Unfortunately, this pausing operation significantly impacts
the performance of the VM (RQ2).

Moreover, the VMI application utilizing the passive monitoring mechanism experiences inferior
performance due to the overhead of accessing the main memory of the monitored VM. Typically,
the analysis relies on the virtual memory addresses of the guest VM, where it requires the
translation of these addresses to the guest’s physical addresses by emulating the behavior of the
MMU.

This chapter introduces VMIFresh, a novel caching mechanism to overcome the problems men-
tioned above. Our approach aims to be both efficient and fresh. Efficiency implies minimal
performance overhead for both the VM and the VMI application while ensuring the freshness
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of the monitored data. To achieve this, we combine the active and passive monitoring mech-
anisms. The active mechanism leverages the second layer address translation (SLAT) feature
available on many modern processors, enabling efficient and precise memory access during
introspection.

We use VMIFresh to improve the performance of the memory cache, process cache, address
translation cache, and the volatility framework. The memory cache holds a page’s content
in the memory accessed by the VMI application. The content that exists in the cache can be
outdated compared to the running system. The process cache holds the mapping of the process
identification number (PID) to its top-level paging structure. When a process is killed or exited,
the PID is released and can be reused by a new process. Therefore, without flushing the cache,
the mapping of that PID on the cache is not correct anymore. The address translation cache
holds the physical address of a virtual address. Whenever the VMI application reads the data
from the memory, it must translate the virtual address to the physical address using the provided
APL In some cases, the kernel can change the physical address of a virtual address. This means
that the mapping inside the cache is no longer valid and has to be updated. Finally, the volatility
framework, an open-source memory forensic tool, can introspect using VMI. This means that
VMIFresh can be used to improve the performance of the volatility framework.

m Related Work

Klemperer et al. [Kle+20] propose high-performance memory snapshotting as a means to ef-
ficient introspection. Their solution offers a potential remedy for the poor performance of
traditional passive introspection methods. However, the snapshots do not easily integrate into
applications with active components, for example, intrusion prevention systems. Furthermore,
they require considerable main memory and potentially cause contention on the memory bus.

TxIntro [Liu+14] is an introspection system that retrofits hardware transactional memory to
enable concurrent and consistent monitoring of kernel structures. TxIntro is implemented for
the Xen hypervisor and targets the Linux operating system. Unfortunately, Intel recently de-
activated it on their processor extensions for transactional memory!, which means TxIntro is
no longer usable for practical purposes as no other vendor currently offers such extensions for
AMD64 systems.

Zhao et al. [Zha+17] identify the slow software-based MMU emulation as a potential per-
formance bottleneck. Their ImEE approach synchronizes the CR3 register between guest and
host, which allows them to utilize the processor’s MMU. Therefore, they sidestep the emulation
problem and gain significant performance benefits. However, the resulting context switches
can cause noticeable runtime overhead. Furthermore, the approach is limited to accessing the
address space of the currently active process by construction. Moreover, it relies on the caching
behavior of the processor, which in practice might not be optimal for introspection applications.

RapidVMI [DTR21] is a framework for the active introspection of VMs with fine-grained and
multi-core aware memory access. It eliminates inconsistency within the guest caused by active
introspection implementations, for example, tracing based on breakpoint injection. In contrast,
our approach increases the efficiency of passive introspection (for example, main memory anal-
ysis) through active introspection that enables caching in the introspection application while
providing freshness and consistency guarantees. Therefore, our approach can be considered
orthogonal and complementary to RapidVMI.

Lutas et al. [Lut+15] discuss numerous performance optimizations for VMI that can be intro-
duced at the hardware level. In particular, they propose new instructions for direct memory

IThttps://www.intel.com/content/www/us/en/support/articles/000059422/processors.html
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4.1 Related Work

access on guests and more fine-grained configuration options to control EPT violations. As we
discovered during the evaluation of our memory and address translation cache, this lack of
control on context switches in current architectures is responsible for the overhead we have
observed. Therefore, our mechanism would greatly benefit from such a feature in potential
future processors.
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m System Design

We formulate our ideas with the terminology of second layer address translation (SLAT) in
mind. We use the same assumptions as we used in the previous chapter for KVMIveggur: the
hypervisor and the host’s operating system are trusted. Furthermore, we assume that we can
set the write permission of a page table entry (PTE). Finally, we leverage memory access events
to create an efficient caching mechanism. VMIFresh introduces three caches: memory, process
and address translation cache. Firstly, the memory cache helps to speed up the reading process
of data from a certain location in the memory. Secondly, the process cache stores the mapping
between a PID and its top-level paging structure. Finally, the address translation cache helps to
avoid the expensive MMU emulation to translate a virtual address to a physical address.

Our design is extending the design of LibVMI. LibVMI is the most commonly used VMI library.
In the end, VMIFresh improves the LibVMI’s performance.

There are four actors involved in our system design:

* Hypervisor

LibvMI with VMIFresh: the introspection library
* VMI application: this application leverages the introspection library
* Target VM: the VM that is being monitored or introspected

* Guest application: applications that are running on the target VM

Memory Cache

As explained in the Background chapter of this thesis, LibVMI provides API to read and extract
the content of the memory, for example: using vmi_read_va. The current approach of LibVMI
for the KVM is that when the VMI application reads a page, it also fills the cache with the page’s
content. The cache is set to be stale forever. This can lead to an inconsistent view where the
later VMI read will get the data from the cache that might not be the same as the actual data.
An introspection application could flush all the caches before each data access. However, such
an approach has a bad performance penalty.

On the other hand, our approach ensures the cache always contains the correct data. Figure 4.1
visualizes our steps in chronological order:

D A guest application running inside the monitored VM has data on a memory page.

@ A VMI application tries to read the data. If the data exists on the cache, VMIFresh returns
the data. If not, then it will proceed to the next step.

Q) First, VMIFresh monitors the page by removing the write permission. Then, it allows the
VMI application to access the data and VMIFresh fills the cache.

(@ The guest application tries to write new data to the page, causes a violation, and transfers
the control to the hypervisor.

(® VMIFresh removes the monitor (step (3)) and evicts the cache asynchronously (refresh).
® The page contains the new data and has its writable permission back.

We will refer to the essential steps for the next cache type: monitor, access and refresh.
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Figure 4.1: System design of VMIFresh

Process Cache

LibVMI stores the mapping from a process identification number (PID) to its top-level paging
structure (PML4), which is used by their API (for example: vmi_pid_to_dtb). Without the
cache, the application must go through the process list and the data structure to extract the
PID and the PML4. This process is very costly in terms of performance. The cache is the first
step to speed up the process of accessing the virtual address spaces of a running application
inside a VM. However, the current implementation assumes that this mapping is always valid.
This is not true for two reasons. First, the operating system can reuse the process identifier of
a killed process when starting a new process. Second, the mapping can become invalid if the
process’ top-level paging structure changes between two accesses, for example, when invoking
the execve after vfork system call.

We monitor the relevant data structure to fix this issue. In this case, we monitor the data
structure that belongs to the OS’s kernel of the guest. Therefore, we can keep the cache’s state
consistent with the guest. For the Linux operating system, we monitor the mm field in the
task struct, since the kernel will update this field when switching out the PML4 and exiting a
process.

As mentioned before, we use a similar approach as the memory cache, but with some modifica-
tions on the refresh phase:

@ The mm field in the task_struct exists on the memory.
@ A VMI application tries to get the PID and the PML4 mapping of a guest application.

@ If the data exists on the cache, VMIFresh returns the data. If not, then it will proceed to
the next step.

@ First, VMIFresh monitors the page (that holds the mm field) by removing the write per-
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mission. Then, the VMI application accesses the data and VMIFresh fills the cache.

@ The guest OS tries to write new data (for example: new process’ PID, removal of a killed
process’ PID, etc) to the page, causes a violation, and transfers the control to the hypervi-
SOr.

(® VMIFresh evicts the cache but, does not remove the monitor (refresh).

Address Translation Cache

Finally, we look at the address translation cache. The goal is to speed up the access time to
the virtual address spaces further. It accomplishes this goal by avoiding the expensive memory
management unit (MMU) emulation.

The current LibVMI implementation does not store all paging structures’ information to decrease
expensive indirection and keep the cache lean. Instead, it keeps a flattened mapping of a virtual
address to the respective page frame number and stores those values forever. Therefore, it is
the developer’s responsibility to evict the cache when necessary. Unfortunately, this solution
has a disadvantage: it is not completely obvious from the outside when entries are invalid and
have to be evicted.

Our approach reconciles the fast one-dimensional cache design with the fresh view. We annotate
each entry with the memory location at every paging level (PML4, PDP, PD and PT). Figure 4.2
shows our cache structure. The variable pml4e represents an entry at PML4, pdpe an entry at
PDP, pde an entry at PD, pte an entry at PT and pa holds the translated physical address after the
address translation. We receive the memory access event directly because of the guest-physical
page that backs the paging structures already in our caching scheme during MMU emulation.
Therefore, we can use this information to evict the cache’s affected entry. This mechanism
ensures the address translation cache is fresh and consistent with the guest’s operating system.
Similar to the process cache, we extend the memory cache approach:

(D A guest application running inside the monitored VM has data on a memory page.
@ A VMI application tries to execute address translation of the data inside the memory page.

@ If the address exists on the cache, VMIFresh returns the data. If not, then it will proceed
to the next step.

@ First, VMIFresh monitors the pages that are used for the address translation by removing
the write permission. Then, it allows the VMI application to access the data and VMIFresh
fills the cache with memory location at every paging level.

@ The guest process or the guest OS tries to change the mapping of the page, causes a
violation, and transfers the control to the hypervisor.

(® VMIFresh removes the monitor (step 3)) and evicts the cache asynchronously (refresh).
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struct v2p_cache_entry
{
addr_t pa;
addr_t pte;
addr_t pde;
addr_t pdpe;
addr_t pmlde;
}i

Figure 4.2: Data structure for the entries in our flattened address translation cache

Volatility Framework

Volatility3 [Vol09] is one of the most advanced and publicly available memory forensic frame-
works. It features many plugins that perform various functions, for example: running processes
and loaded kernel module extraction. Volatility is mainly used to analyze a static memory snap-
shot. However, it can also be used to analyze a running system using vmifs, a FUSE-based file
system that is provided by the LibVMI. In this way, Volatility can be considered an introspec-
tion application. But, instead of directly accessing the memory via LibVMI APIs, it accesses the
memory via the vmifs, which use the LibVMI APIs.

Internally, Volatility works by using layer design. Each layer provides abstractions that can be
used by the layer above [Vol12]. This approach makes Volatility support multiple formats that
might have different ways to execute the same task (for example, translating a virtual address)
without the need to modify the whole layer.

The current version of Volatility (see Figure 4.3) suffers significant limitations in its ability
to conduct real-time analysis. These limitations become apparent when considering the code
snippet in Figure 4.4. The code demonstrates a simple function to query a timekeeper located
within the kernel of the target VM. While the example may seem straightforward, it has a major
problem. We consistently obtain the same value when executing the code multiple times, even
if the timekeeper in the target VM’s has changed. This condition can cause a problem when
an investigator wants to extract important information from the target VM where the extracted
value can be the old (stale) value.

We implement new features to remediate those problems. We aim to ensure Volatility uses
direct introspection APIs provided by LibVMI. It allows us to control the caching mechanism
that we implemented in the LibVMI with VMIFresh.

First, we add a new DataLayer called VMILayer. VMILayer offers a direct interface to the existing
introspection mechanism. It wraps the read and write operations and redirects them to LibVMI.

Moreover, we introduce a new TranslationLayer called IntelVMILayer. It routes the page table
lookups through LibVMI with VMIFresh. Currently, Volatility3 has IntelLayer, which supports
IA-32 and AMD64 architecture.

Finally, we add an API for the Vollshell, which allows users and plugins to pause and resume
a VM through the VMILayer. This feature is essential for introspection applications, especially
when the monitored data changes frequently. Figure 4.5 shows the overall structure of our
contribution.
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Figure 4.3: Illustration of caches involved in Volatility analysis of a live VM through vmifs

1 tk = vmlinux.object_from_symbol ("tk_core™)
2t = tk.timekeeper.xtime_sec
3 print(datetime.fromtimestamp (t).isoformat ())

Figure 4.4: Extracting the kernel’s timekeeper using Volatility
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Figure 4.5: Illustration of internal interactions in Volatility analysis of a live VM through our
new VMIFresh

VMIFresh
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4.3 Evaluation

m Evaluation

We measure VMIFresh on a server with an Intel Xeon E3-1230 v5 CPU at 3.40 Ghz with hyper-
threading enabled. It has 64GB of main memory and Debian 11 “Bullseye” with Linux kernel
version 5.4.25 as the operating system. The VM runs Debian 10 “Buster” with 768MB of main
memory. We use the spawn benchmark from the UnixBench [Mag83] to generate load on the
VM. This benchmark can be considered to be very close to the worst-case of the VM activity
for our work because every fork system call increases the stress on the process and addresses
translation caches.

We use two scenarios:

* process-list: It is a passive monitoring that extracts current processes inside the VM. LibVMI
includes an example program for this scenario. However, we modify the program to
repeat the extraction every two seconds.

* vprobe: It iterates through all active processes inside the VM, retrieves the memory map
of these processes, and reads an arbitrary virtual address. It puts a high load on both the
process and address translation cache.

And, for our caching configurations:
* NONE: All caching mechanisms are disabled.
e STALE: The current caching mechanism of LibVMI.
¢ MEM: We substitute the current memory cache implementation of LibVMI with ours.
* MEM PID: We add the process cache on top of our memory cache.

* MEM_PID_V2P: We extend the previous caching mechanism with the address translation
cache.

Cache Hit & Miss

We measure the ratio of cache hits and cache misses for our two scenarios. We run the mea-
surement 100 times with a two-second break in between. Figure 4.6 shows the result. Overall,
VMIFresh improves the cache miss rate by more than an order of magnitude. In particular, the
median of the cache miss rate drops from 10.78% to 0.65% and from 1.32% to 0.01% for the
process-list and the vprobe scenario, respectively. The lower relative cache miss rate of vprobe
scenario is due to the higher amount of entries in the address translation cache for the stress
test. There are many reads from various address spaces, which drives down the total cache miss
rate.
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Figure 4.6: Cache-Miss rate of several caching mechanisms for introspection applications

Access Time

We measure the total access time for one iteration of the program. These measurements give an
insight into the speedup rate we can expect from the caching mechanism in similar applications.
Figure 4.7 shows the 10™, 50™ and 90™ percentile of the access time for both process-list and
vprobe. For idling guests, we observe that our approach produces a median decrease in access
time of 65.10% and 9.23% for process-list and vprobe, respectively. In the case of the guest
under load (active), we observe a median decrease of 51.29% and 3.32%.
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Figure 4.7: Access times of several caching mechanisms for introspection applications

Target VM Performance Degradation

Since we are using the active tracing mechanism, the performance of applications running in-
side the guest could suffer. Therefore, we investigate the impact of our mechanism. We use
the arithmetic and spawn benchmark of the UnixBench. The arithmetic benchmark simulates a
heavy computational load on a few processes, while the spawn benchmark creates as many new
processes as possible. Figure 4.8a and Figure 4.8b depict the measurement with the arithmetic
and the spawn benchmark, respectively. With the arithmetic benchmark, we observe no notice-
able impact on the guest performance for both process-list and vprobe. However, we observe a
performance impact when the spawn benchmark is running. This impact occurs due to the lack
of fine-grained control for the memory access events on current AMD64 architectures.

We also evaluate our approach on two real-world applications: apache2 and rsync. For the
apache2 test, we set it to use the mpm_fork mode, and we use wrk [Glo21] to stress the web-
server with the following options: ten threads, ten connections and ten seconds of duration.
Figure 4.8c shows the results of this benchmark. For the rsync test, we generate ten files of 10
MiB size within the second virtual machine. Then, we copy the files to the monitored virtual
machine using rsync. After each run, we delete the files on the monitored virtual machine and
re-run the rsync program. The result is depicted in Figure 4.8d.
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Based on the findings, it is evident that the base variant, the memory cache, is preferable.
However, when assessing the more advanced caches, such as process and address translation
caching, a comprehensive evaluation of the benefits and drawbacks of each technique is neces-
sary. Additionally, the number of processes within the target VM and the memory introspection
access pattern influence the performance and impact of various caching methods.

El process-list

El vprobe
Ao AARaRaARaaR0a000%
NONE | H NONE — =
TI000500000000 0500000000007 0500500500000 05000055555
£ =)
2] 2]
g=! STALE - g STALE =
<
= =
3 3
=] MEM Baseline |- =] MEM Baseline |-
en on
g g
S MEM_PID 5 MEM_PID =
< <
O O
MEM_PID_V2P - MEM_PID_V2P -
! ! ! !
0 500 1,000 1,500 0 500 1,000
Score (more is better) Score (more is better)
(a) arithmetic (b) spawn
‘ T T
/////////////////////////////I //////////////////////////1
NONE H NONE | L
£
-E w)
= STALE - STALE -
S =
3 S
. Q
E MEM Baseline =] MEM Baseline |~
2 2
§ MEM_PID -5 MEM_PID =
S S
MEM_PID_V2P - MEM_PID_V2P H
! ! ! ! ! ! !
0 200 400 600 0 20 40 60 80 100
Average reqg/sec (more is better) Average speed in MBps (more is better)
(c) apache2 with wrk (d) rsync
Figure 4.8: Performance degradation of the caching mechanisms

Finally, we take a look at our contribution to Volatility3. We evaluate VMIFresh by executing
Ismod plugin that lists all loaded kernel modules. We compare our solution against the de-
fault FileLayer in two ways. First, we consider access to a memory snapshot stored on the
local file system. Second, we use vmifs to expose the main memory through FUSE. Neither of
those solutions provides any means to ensure freshness. Figure 4.9 shows the results of these
measurements.

The vmifs approach, which we have observed, demonstrates the highest level of performance.
This outcome aligns with our expectations as the approach never removes outdated data from
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the cache. Consequently, it only accesses the data in the initial iteration out of a hundred.
However, to address this issue, manually evicting data from all caches after each run becomes
necessary despite the drawback of increasing the total runtime by more than twice. Based on
our experiments, it confirms that our solution offers substantial benefits for real-world applica-
tions and can significantly enhance existing introspection architectures at minimal overhead.

Time in ms (less is better)

<o

vmifs vmifs VMIFresh
(Stale) (Manual) (MEM_PID_V2P)

Access mechanism

Figure 4.9: Execution time of Volatility 3’s lsmod
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4 Improving Performance of Passive VMI

m Summary

This chapter introduces VMIFresh, a novel and efficient caching mechanism for VMI applica-
tions. The current caching mechanisms suffer from a consistency problem where the value
inside the cache might differ from the actual value that exists inside the guest VM. Hence, the
developer has to evict the cache manually and re-read the actual value from the main mem-
ory of the guest VM. This situation leads to performance overhead. On the other hand, we
use the active tracing mechanism (memory access event) to keep our cache consistent with the
guest’s state. We introduce three caching schemes: memory cache, process cache and address
translation cache.

We propose three steps for the memory cache to work: monitor, access and refresh. First,
the monitor removes the write permission of the guest’'s memory page with the help of the
hypervisor. Hence, any write attempt will cause a violation and transfer the control to the
hypervisor. Then, the VMI application is allowed to access the data and fill the cache. Finally,
when a violation occurs, we remove the monitor and evict the cache asynchronously.

The process cache extends the memory cache mechanism. The process cache works based on
the memory cache. For the Linux operating system, we monitor the mm field in the task_struct
because the kernel will update this field when exiting a process.

Like the process cache, the address translation cache also extends the memory cache mecha-
nism. We add a new data structure for the address translation cache that holds all page table
entries of a particular address. Therefore, we can use this information to evict the cache’s
affected entry.

We measure the performance of our approach. Based on the result, it reduces the cache miss
rate and reduces the access time for the introspection application. We also integrate our ap-
proach with Volatility3 and add support for Volatility3 to use VMI API directly.

Finally, our implementation is available at: https://github.com/smartvmi/VMIFresh.
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Chapter

VMI on ARM and AMD

This chapter is adopted from [DSR23a;
DSR24].

Virtual machine introspection (VMI) has historically received robust support on Intel CPUs.
This is because it benefits from the extensive features and instructions on Intel’s processors.
However, the landscape is changing as major cloud providers increasingly offer virtual machine
(VM) based on AMD and ARM processors, diversifying the market.

AMD has gained significant traction in the data center CPU market, surpassing Intel’s market
share growth [Bas23]. For example, DigitalOcean, a prominent cloud provider, started offering
AMD-based virtual machines in 2021 [Dig21]. These AMD-based Droplets boast faster memory
speeds while maintaining the same price as their Intel-based counterparts, making them an
attractive choice for customers.

Another major player, Amazon Web Service (AWS), has introduced ARM-based VMs [Poc21].
AWS Graviton2, their ARM-based processor instance, claims to deliver a 40% better price-
performance ratio than x86-based instances. This situation further enhances the appeal for
customers seeking cost-effective solutions.

Given the increasing prevalence of AMD and ARM processors in the market, it becomes crucial
to extend VMI support to these architectures to achieve the primary goal of providing VMI-as-a-
Service (VMIaaS). VMI relies on the APIs provided by the hypervisor to execute its introspection
tasks. The hypervisor implements the introspection mechanism based on the available features
and instructions of the CPU it runs on. However, different CPU types and brands possess dis-
tinct features and instructions. Therefore, achieving the same introspection tasks may require
different instructions for each CPU architecture.

The VMI support on AMD processors is better than the one on ARM processors. Current VMI
libraries do not support hyper-single-stepping on AMD processors, because the hardware sup-
port that makes the implementation of such feature easy on the Intel x86 is not available on
AMD processors.

On ARM processors, the situation is much more difficult because major VMI capabilities are
missing, they are: hyper-breakpoint, hyper-single-stepping, registers monitoring and SLAT con-
trol. A related work tried to implement the hyper-breakpoint and the hyper-single-stepping.
However, the implementation only supports placing breakpoints in the monitored VM’s kernel
code, but no in user-level code. Similarly with the hyper-single-stepping, since their implemen-
tation uses two hyper-breakpoints to achieve the single-stepping. Register monitoring and SLAT
control have not been implemented in existing VMI libraries.

This chapter outlines our approach to bringing VMI support to AMD and ARM processors to ad-
dress the challenges above (RQ3). It emphasizes the complexities of accommodating different
CPU architectures, where specific instructions may be necessary to accomplish identical proce-
dures across various CPU types. By developing methods to adapt VMI to these architectures,
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we can ensure that live analysis and monitoring benefits are not limited to Intel-based systems
but can also be harnessed on AMD and ARM platforms.

m Related Work

The ARMv8-A architecture associates exception levels (EL) with software execution privileges.
A target system comprises user applications running at ELO and a kernel running at EL1. In-
trospection can be performed at some higher system layer, including hypervisor mode (EL2),
monitor mode (EL3) or using dedicated on-chip instrumentation.

One popular form of introspection makes use of hardware approaches. OpenST [Zhe+16] is
an open-source tool that traces system calls in hardware using the JTAG interface of embedded
devices. It supports passive introspection and includes limited capabilities for active introspec-
tion through breakpoints. The approach recreates the functionality of VMI without using VMs.
Ninja [NZ19] is a hybrid malware analysis framework. It traces and debugs subsystems exe-
cuted in the ARM TrustZone. However, the introspection application executes remotely on a
second system via a serial port. Hence, the introspection mechanism is limited. Both OpenST
and Ninja are not compatible with virtualization.

The ITZ library [Gue+18] also utilizes TrustZone to provide the user with primitives to in-
trospect the normal world from the secure world. This approach does not use virtualization
but harnesses a Trusted Execution Environment. The approach only supports passive introspec-
tion mechanism. Furthermore, the library is not usable in conjunction with virtualization.
T-VMI [JZT17] is another library built around the TrustZone processor extension. T-VMI aims to
introspect VMs. It introduces its own secure interface in EL3.

Proskurin et al. implement the hyper-breakpoint on ARM using the SMC instruction [Pro+18].
The SMC instruction can be used by the guest system in the kernel mode to cause a VM exit.
This means that this approach is suitable to inject hyper-breakpoint into the kernel code of a
monitored VM. But, it does not allow the hyper-breakpoint to be placed in the user code. They
also introduced SLAT control on the XEN hypervisor by leveraging the altp2m feature. However,
their implementation is not available for the KVM hypervisor.
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5.2 System Requirements

m System Requirements

The passive introspection mechanism does not interfere with the control flow of the guest VM,
but only analyzes its state. There are five essential requirements for executing the passive
introspection mechanism:

Accessing the main memory of the monitored VM is a fundamental requirement for
both passive and active tracing mechanisms. Therefore, the hypervisor has to provide an
interface that allows the introspection application to read and write to the main memory
of a monitored VM.

Accessing the vCPU’s registers of the monitored VM. Some registers (for example: gen-
eral purposes registers) are mainly relevant for active tracing mechanism. For example:
extracting the value of an input parameter of a function. Other registers, for example, CR3
(Control Register 3) on x86 and TTBRO_EL1/TTBR1 ELI (Translation Table Base Register
0 / 1) are useful for passive tracing mechanism because their role in address translation.

Another essential requirement is to perform memory address translation from guest
virtual to guest physical address efficiently. Modern OSes (for x86 and ARM architecture)
use paging for the memory management. Most introspection solutions implement address
translation through MMU emulation.

Another requirement for passive introspection mechanism is symbol lookup. Symbol
lookup is the ability to map known data structures and data types to specific locations
and layouts in the main memory. The current solution generates architecture-specific
symbol tables or profiles that contain useful information about the VM. Knowledge about
basic kernel symbols is important for every VMI application. However, there are VMI
applications that want to analyze user processes. Therefore, it requires application-level
symbol information as well.

Finally, the last requirement is to extract the kernel address space layout random-
ization (KASLR)’s offset. KASLR is a method to harden the kernel against exploits by
remapping it to a random location on every boot [Edgl3]. Thus, the location of a data
structure defined in the profile may differ from the real location inside the memory by the
KASLR offset. Therefore, it is necessary to extract the offset correctly.

The active introspection mechanism interferes with the guest’s control flow VM. There are five
requirements required to execute active introspection mechanism:

&y

One of the most common active tracing mechanism is control flow interception using
hyper-breakpoints. Unlike a regular breakpoint, a hyper-breakpoint intercepts the con-
trol flow of a program and transfers the control to the hypervisor instead of inside the
guest itself. There are two types of breakpoints: software and hardware breakpoints. A
software breakpoint is set by replacing the target code with a special instruction provided
by the instruction set. Hardware breakpoints can be configured through specific debug
registers.

The ARMv8-A instruction cache may retain instructions that have been overwritten in
memory and removed from the data cache, potentially causing unexpected outcomes
when hyper-breakpoints are used. To prevent this issue, it is essential to implement func-
tionality for purging outdated data from the processor’s instruction cache.

@ Another important requirement is hyper-single-stepping. Hyper-single-stepping allows

the guest to execute a single instruction and transfer the control back to the hypervisor.
It is usually used in conjunction with the hyper-breakpoint. The steps are, first, when the
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execution inside the guest reaches a breakpoint, it transfers the control to the hypervisor
and the VMI application. Next, the breakpoint handler removes the hyper-breakpoint,
puts back the original instruction and enables the hyper-single-stepping. Then, the guest
executes the original instruction and transfers the control back to the hypervisor and the
VMI application. Finally, the handler reactivates the hyper-breakpoint and deactivates the
hyper-single-stepping.

Many VMI applications use register events to synchronize themselves with the guest’s
state. The register events notify the VMI application when certain registers are accessed.
Usually, it is used to monitor control registers such as CR3 and TTBRO_EL1/TTBR1_EL1.
The kernel has to change the value of those registers whenever a task switch happens.

Finally, the VMI applications can monitor the access of certain memory regions through
SLAT controls and events. It also can be used to hide the hyper-breakpoint from the guest’s
applications. SLAT controls comprise of mechanisms to create a new memory view, switch
between memory views and manipulate the access permissions.
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5.3 Implementation

m Implementation

In this section, we provide a comprehensive overview of the details of the implementation of
our proposed system, shedding light on the practical aspects of its development.

On the ARMvS8-A Architecture

We are not describing requirements that we consider solved. Requirement , and are
already addressed by previous works. We use the Intermediate Symbol Tables (IST) developed

by the Volatility project to solve requirement .

KASLR Rebasing -

As previously described, KASLR remaps the kernel to a random base address to make it more
resistant to attacks. However, this mapping offset must be considered for symbol lookup op-
erations. Our technique improves the current brute-force implementation by LibVMI [LP10].
For Linux, the brute-force method attempts to locate the init-task (the first entry of the active
tasks list). The offset is the difference between the actual position of the init-task and the value
inside the profile.

Such an approach guarantees the location of init-task to be found. However, we can improve the
performance by reducing the search area. We achieve this by identifying a known data structure
via the vCPU state. In our approach, we locate the exception vector table of EL1 [Ker21] instead
of the init-task. We calculate the offset by observing its virtual address through VBAR_ELI and
calculate the difference with the expected location (see Figure 5.1).

static status_t get_kaslr_offset_aarch64 (vmi_instance_t wvmi)
{

addr_t vectors;

uint64_t vbar;

linux_instance_t linux_instance = vmi->os_data;

if ( VMI_SUCCESS == json_profile_lookup(vmi, "vectors”", NULL, &vectors)
&& VMI_SUCCESS == vmi_get_vcpureg(vmi, &vbar, VBAR, 0)
&& VMI_SUCCESS == init_task_kaslr_test (vmi, (vbar - vectors +

— vmi->init_task) & "VMI_BIT_MASK(0,11)) )

linux_instance->kaslr_offset = vbar - vectors;
vmi->init_task = linux_instance->init_task_fixed +
— linux_instance->kaslr_offset;
dbprint (VMI_DEBUG_MISC, "sx#calculated KASLR offset in 64-bit mode:
— 0x%"PRIx64"\n", linux_instance->kaslr_offset);
return VMI_SUCCESS;
}

return VMI_FAILURE;

Figure 5.1: KASLR rebasing on ARM
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Hyper-breakpoint Events -

Previous work uses the SMC instruction to implement the breakpoint [Pro+18]. However, this
instruction is only available for kernel mode. Since we aim to ensure the hyper-breakpoint is
available on kernel and user mode, we must find another approach. Our approach uses the
BRK instruction, which is available for both user and kernel mode. We set the TDE (Trap Debug
Exception) flag in the MDCR_EL2 register to redirect the traps to the hypervisor. This leads the
debug exceptions to trap to the hypervisor at EL2 instead of to the guest kernel at EL1.

The BRK instruction is also used by GDB on ARM. Therefore, there might be the case that
a breakpoint set by a debugger is being trapped in the hypervisor. We need to reinject the
breakpoint event into the guest to handle this so the debugger can run normally.

Cache Controls - @

On the ARM architecture, the CPU has separate caches for data and instructions. The instruction
cache is not automatically refreshed when writing data to the memory. This causes a problem,
especially during breakpoint injection into the guest memory. The instruction cache may con-
tain the old memory content without the breakpoint. Hence, we need a mechanism to refresh
the instruction cache.

We implement a method to flush the cache on the hypervisor. First, our method must map the
desired page to the hypervisor regardless of whether it is already mapped to ensure the CPU can
access it. Then, we flush the corresponding cache lines. Figure 5.2 shows the entire procedure.
First, the function requires a starting address and page count as input parameters, then iterates
over these pages. Next, it maps the pages to the hypervisor to make them accessible by the CPU
and flushes the data cache line. Finally, it invalidates the entire instruction cache.

We also extend the method that writes data to the memory on the VMI library to always flush
the instruction cache using the method explained before.

Hyper-single-stepping Events -

Previous work uses two breakpoints (with SMC instruction) with partial emulation to achieve
hyper-single-stepping [Pro+18]. It works by setting up the first breakpoint into the target
function, and when the breakpoint is hit, remove the original breakpoint, insert the original
instruction back, set the second breakpoint on the next instruction and resume the process.
When the second breakpoint is hit, remove the second breakpoint, replace the original instruc-
tion of the target function with the breakpoint and resume the process. However, as described
before, the SMC instruction only works in kernel mode. It also introduces high overhead from

the cache invalidation (see @).

Our approach uses regular non-virtualized single-stepping and trapping the exception into the
hypervisor instead of the kernel. First, we set the TDE flag just like in the hyper-breakpoint
events. Then, we prevent the guest from controlling the single-stepping by manipulating the SS
(Single-Step) flag in MDSCR_EL1 (Monitor Debug System Control Register) based on the state
of our hyper-single-stepping. Finally, we enable the single-stepping by setting the SS flag in the
PSTATE (Processor State).

Register Events -

We implement this requirement by setting the TVM (Trap Virtual Memory) flag in the HCR_EL2
(Hypervisor Configuration Register). However, this approach traps eleven registers, where
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void kvmi_arch_flush_cache (struct kvm *kvm, u64 pfn, u64 cnt)
{

struct vm_area_struct xxvmas = NULL;

int srcu_idx = srcu_read_lock (&kvm->srcu);

struct page xpage;

void xptr_page;

unsigned long hva, ij;

int locked = 0;

for (i = 0; i < cnt; i++)
{

if (!locked)

{

mmap_read_lock (kvm—>mm) ;
locked = 1;
hva = gfn_to_hva(kvm, pfn + 1i);

if (kvm_is_error_hva (hva))
continue;

vmas = NULL;
page = NULL;

if (get_user_pages_remote (kvm->mm, hva, 1, 0, &page, vmas, &locked) != 1)
continue;

ptr_page = kmap (page);

if (!ptr_page)

continue;
dcache_clean_inval_poc ( (unsigned long) ptr_page, ((unsigned long) ptr_page) +
— (1 << 12));

kunmap (ptr_page) ;
}

icache_inval_all_pou();
isb();

if (locked)
mmap_read_unlock (kvm—>mm) ;

srcu_read_unlock (&kvm->srcu, srcu_idx);

Figure 5.2: Instruction cache flushing on ARM

only five of those are used by Linux. The most interesting two registers are: TTBRO_EL1 and
TTBR1_EL1 since they are used when performing a task switch.

Instead of directly hooking up the register event in the fault handler, we place the event handler
further down in the access_.vm_reg (a generic accessor for VM registers that is provided by the
KVM). Therefore, we pass the current and future value of the register to the introspection
application. Furthermore, by placing the dispatching of the KVMI_VCPU_EVENT_CR event within
the emulation, the introspection application can easily manipulate the value of the register.
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SLAT Controls & Events - @

We need two capabilities to effectively use SLAT for VMI: access permission manipulation of an
intermediate page (see Section 2.1) and the ability to receive events of memory access violation.

We implement the first capability using a radix tree as a lookup for the modified pages [Knu73].
Memory access permission manipulation requires traversing the page table and modifying the
permissions in the associated leaf. KVM provides the kvm_pgtable_stage2 relax_perms function
to relax the memory access permission we can use after a violation occurs. However, the
function to modify the access permission is not available. So, we introduce a function called
kvm_pgtable stage2_enforce_perms on the hypervisor as shown in Figure 5.3. The function allows
the modification of the memory access permission. Finally, we implement the event dispatcher
in the kvm_handle_guest_abort function.

int kvm_pgtable_stage2_enforce_perms (struct kvm_pgtable *pgt, u64 addr,
enum kvm_pgtable_prot prot)
{
int ret;
u32 level;
kvm_pte_t set = 0, clr = 0;

if (prot & KVM_PTE_LEAF_ATTR_HI_SW)
return -EINVAL;

if (prot & KVM_PGTABLE_PROT_R)
clr |= KVM_PTE_LEAF_ATTR_LO_S2_S2AP_R;

if (prot & KVM_PGTABLE_PROT_W)
clr |= KVM_PTE_LEAF_ATTR_LO_S2_S2AP_W;

if (prot & KVM_PGTABLE_PROT_X)
set |= KVM_PTE_LEAF_ATTR_HI_S2_XN;

ret = stage2_update_leaf_attrs(pgt, addr, 1, set, clr, NULL, &level);
if (!ret)

kvm_call_hyp(__kvm_tlb_flush_vmid_ipa, pgt->mmu, addr, level);
return ret;

Figure 5.3: Function to set memory access permission

On the AMDG64 Architecture

Similarly, as in the previous section, we are not describing the requirements we considered
solved. The only requirement that is missing on the AMD64 architecture is the requirement

@3.

Hyper-single-stepping Events -

Hyper-single-stepping mechanism is almost always implemented using the monitor trap flag on
the Intel processors. This flag is part of the Primary Processor-Based VM-Execution Controls in
the VMCS. It executes a single instruction and then causes a trap similar to the regular trap
flag. However, the monitor trap flag traps into the hypervisor instead of to the operating system
like the regular trap flag. Unfortunately, the monitor trap flag functionality is missing on AMD
systems. Therefore, frameworks and applications that are using this mechanism suffer from
poor portability.
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A naive approach to addressing such a problem is emulating the instruction, which is replaced
by the hyper-breakpoint. However, this approach has two drawbacks: the emulation is prone
to errors due to the complexity and heterogeneity of processors, and it may sacrifice the per-
formance gains of virtualization, especially when poorly implemented. Another potential ap-
proach is to employ static analysis and disassemble the program code to insert another hyper-
breakpoint after every instruction on the fly. This approach reduces the chance of error com-
pared to the emulation since it only requires the correct length of any instruction. However, it is
still slower than virtualization with the monitor trap flag as every single-step requires mapping,
reading and length-disassembling the next instruction using VMI.

Our approach uses the regular trap in the guest to generate the trap. Then, we elevate this trap
to the hypervisor by configuring the processor to perform exception intercepting on the respec-
tive exception vector [Dev23]. We call our approach as guided single-stepping (see Figure 5.4)
because it guides the guest’s execution from the outside to avoid manipulation and detection.

The core part of our implementation resides in the hypervisor. It has to configure the VM and
enable the regular hardware single-stepping and the generated traps end up in the hypervisor.
The steps are:

1. Exception intercepting must be enabled for the #DB (debug exception) vector. We imple-
ment this using the set_exception _intercept helper function within update_bp _intercept.

2. We must save off the original RFLAGS of the vCPU to determine whether to reinject the
exception and to set the trap flag correctly upon exit. Our solution stores the guest’s
RFLAGS within the vepu_svm struct using the svm_get_rflags function.

3. Finally, we must force the trap flag on within the guest for the duration of the guided
single-stepping. Our solution performs this manipulation within __kvm _set_rflags.

We have to perform the steps in reverse order to disable the guided single-stepping.

Additionally, we have to emulate two critical instructions: POPF and PUSHF. The POPF in-
struction loads a new flag from the stack We manipulate the execution of this instruction by
dynamically rewriting the stack contents upon execution. Before the guest executes this in-
struction, we force the trap flag onto the top-most value on the stack. PUSHF places the flag on
top of the stack. We manipulate this by rewriting the stack after its execution.

Host Hypervisor Guest
hyper-single-stepping &
7777777777777777 | A
l {
| .
Q VM1 N S 2 sipaing
Interface
guided single-stepping o)
o3
Introspection @ s
Application Applications
> e e~ >
trap flag monitor trap flag introspection event

Figure 5.4: Concept of guided single-stepping contextualized with other approaches
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m Evaluation

On the ARMvS8-A Architecture

We use a Raspberry Pi 4 with Cortex-A72, 8GiB of main memory, and 64GiB microSDXC Ultra
Class 10 by SanDisk to perform our measurement.

KASLR Rebasing

While we have already discussed the theoretical benefit of our approach, it is evident that the
performance of real-world systems may vary depending on the sequence in which pages are
searched and the quantity of main memory allocated to the VM. We discover this to be the
case because the original LibVMI technique still builds a list structure for all mapped pages.
Moreover, it also depends on the actual placement of the init_task.

We measure the time until the KASLR offset is found and compare our approach against the
current implementation in LibVMI. We execute the measurement ten times for each RAM size
and rebasing method. Figure 5.5 depicts the result of our measurement.

We notice that the time increases roughly linearly with the main memory size for the original
approach. In contrast, our solution yields a constant time of around 0.0005s, significantly faster
than the original approach. For example, with 4 GiB of main memory, our method outperforms
the original approach by three orders of magnitude.
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Figure 5.5: Extraction time of the KASLR offset

Hyper-Breakpoints and Single-Stepping in Kernel-Space

Next, we measure the performance of our hyper-breakpoint and hyper-single-stepping mech-
anism. We execute a benchmark that invokes the getpid system calls 1,000 times. An active
introspection monitors the handler of this system call in the kernel-space using our mechanism
as described in 2.4, where a hyper-breakpoint is placed on the entry point of the function,
and when this breakpoint causes the trap, the VMI application restores the original instruction,
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then uses the hyper-single-stepping to execute the original instruction, and re-insert the hyper-
breakpoint and resume the execution of the function. This means that this benchmark measures
the performance of the combination of the hyper-breakpoint and the hyper-single-stepping. We
measure the total of the execution time of this program in a VM with 2 GiB of main memory.
We also measure it on Intel for comparison.

Figure 5.6 depicts the result. We execute the measurement ten times. On average, our approach
introduces an overhead of around 210 times. On the other hand, on Intel, it has an overhead
of around 327 times. Hence, our approach introduces an overhead with the same order of
magnitude as on Intel.
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Figure 5.6: getpid system call on ARMv8-A and Intel x86

Hyper-Breakpoints and Single-Stepping in User-Space

Since the previous introspection solution on ARM does not support monitoring in the user-
space, we also want to consider the performance of the hyper-breakpoints in the user-space.
The setup is similar to before. However, instead of setting up the hyper-breakpoint on getpid
system call, we make a simple program with a function that only contains NOP instruction. We
then place the hyper-breakpoint on that function.

Figure 5.7 depicts the result of our measurement. We observe that on ARMv8-A, a hyper-
breakpoint placed in user-space is slightly more expensive than one in the kernel-space.

UnixBench

Next, we shift our focus to macro benchmarks. For our measurement, we use
UnixBench [Mag83]. We execute the more relevant tests and are influenced by the active
tracing mechanism. We run UnixBench inside a VM with 512 MiB of main memory. Table 5.1
lists the result of our measurement.

Our measurements indicate that actively monitoring the control flow of a VM introduces over-
head. The amount of overhead introduced depends on the monitored location. Frequent con-
trol paths, such as in spawn, syscall, pipe and grep, introduce more overhead than infrequent
control paths, such as in contextl, shelll and float. Overall, the results are consistent with our
expectations and the other experiments presented in this section.
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Figure 5.7: Kernel-space vs user-space

Table 5.1: Consolidated UnixBench scores with system call tracing on AMD64 and ARMv8-A

(higher is better)
Test Monitored Unit AMD ARM
Syscall w/0 VMI with VMI relative | w/o VMI with VMI | relative
spawn sys_clone processes/s 18,050 3,548 19.7% 2,812 1,248 44.4%
syscall sys_execve calls/s 5,168 1,880 36.4% 923 567 61.4%
(exec)
syscall sys-getpid calls/s 17,758,288 7,435 0.0% 2,098,425 3,039 0.1%
(getpid)
pipe syswrite | calls/s 2,639,602 | 7,472 0.3% 489,383 3,021 0.6%
contextl sys_pipe calls/s 259,947 261,195 100.5% 51,403 51,346 99.9%
shelll sys-execve | loop/min 12,867 8,659 67,2% | 2,308 1,977 85.2%
grep sys.-read loop/min 70,766 11,494 16.2% 6,754 3,297 48.8%
float sys-execve | loop/s 30,748,168 | 30,322,938 | 98.6% | 8,301,816 | 8,259,662 | 99.5%

On the AMDG64 Architecture

We use an ASUS PN51 with AMD Ryzen 5 5500U CPU, 32Gi B of main memory and 177 B NVMe
SSD. The host and the VM run Debian 11 as their operating system. We assign the VM to have
2G4 B of main memory. We put a breakpoint on the getpid system call and measure its execution
time. Figure 5.8 depicts the result.

As we expect, the native solution implemented on Intel outperforms our software-based ap-
proach. However, both the overhead and the absolute execution time are within one order of
magnitude. We also run the UnixBench and Table 5.1 shows the result. Again, the performance
overhead is as expected.

64



Time in us

BDW/OVMI
B B w/ VMI

107

108

73 002 136,180

10°

10*

TTTTT
Q

10°

102

10!

N N N N N N NNNNNNNNN
SN

100 ARRREN Y ARRRRN A
T T

Intel x86 AMD x86
Architecture

Figure 5.8: Kernel-space: getpid system call on Intel x86 and AMD x86

65



5 VMI on ARM and AMD

m Summary

This chapter discusses how we add VMI support on the AMD and ARM processors (especially
ARMVS8-A). There are multiple requirements for executing the introspection mechanism: ac-
cessing the main memory, accessing the CPU registers, memory address translation, symbol
lookup, kernel address space layout randomization (KASLR) extraction, hyper-breakpoints,
hyper-single-stepping and register event. One feature is missing from the VMI on the AMD
processor: hyper-single-stepping. On the other hand, there are more missing features on the
ARM processor: hyper-breakpoint, hyper-single-stepping, registers monitoring and SLAT con-
trol. Additionally, we also improve the detection of the KASLR’s offset on the ARM processor.

Unlike the Intel processor, the AMD processor does not support hardware-assisted hyper-single-
stepping. So, we introduce software-assisted (guided) hyper-single-stepping. We leverage the
regular trap in the guest and elevate this trap to the hypervisor. The process is done from the
outside. So it can avoid manipulation and detection.

The ARM processor has a different set of instructions than Intel or AMD. Therefore, we have to
implement the missing features using the proper instructions. We are using the BRK instruction
to achieve the hyper-breakpoint, utilizing the SS flag to accomplish the hyper-single-stepping,
and using the TVM flag to obtain registers’ value changes. Since the ARM CPUs have the instruc-
tion cache, we have to flush that cache for every hyper-breakpoint injection. To achieve that,
we introduce a new function on the hypervisor to flush the instruction cache. We implement
also a new function on the hypervisor to modify the memory access permission. Ultimately, we
have the proper VMI support on the ARM processor.

Finally, we perform some performance evaluations. We evaluate the performance for both the
VMI application and the impact of the guest VM. Based on the result, our implementation
performs well.

Our implementation is available at: https://github.com/smartvmi/VMI-on-AMD and
https://github.com/smartvmi/VMI-on-ARM (will be available after the paper is pub-
lished).
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Chapter

Approaching The

Semantic Gap Problem
of VMI with Machine
Learning

This chapter is adopted from [SR22; Fel+22;
Sen+22].

As digital investigators, we must know the data type for extracting valuable evidence and where
that data can be extracted. One of the data sources is the main memory. The main memory
holds applications’ data during its run-time. There can be various kinds of data inside the main
memory, for example, string, numerical or the developer’s custom data structure. However,
finding valuable information remains a challenge, especially in regard to the semantic gap.

Machine learning methods have been implemented in many industries: healthcare, market-
ing, finance, etc. Additionally, machine learning has been used to assist in performing digital
forensics [Nay+23]. Machine learning can be used to reduce the complexity when extracting
information from evidence. This chapter also leverages machine learning to help the investiga-
tor extract the information from the main memory (RQ4).

Prior research on VMI focuses heavily on analyzing the kernel memory. But, data from appli-
cations that are running on the user space can also provide valuable information. Application-
level forensics is more challenging, as the semantic gap needs to be addressed individually for
each application. One way to do it is by manually reading the source code and generating a
data structure layout from it. However, it is a tedious task.

This chapter focuses on one specific task related to application-level forensics: extraction of
cryptographic keys from the main memory. This task is useful for monitoring the encrypted
communication of malicious actors who employ secure channels like secure shell (SSH) and
TLS. We propose a better way of extracting the encryption keys by leveraging machine learning.

m Related Work

Maartmann-Moe et al. [MTA09] introduce Interrogate, a tool that can extract encryption keys
(RSA, AES, Serpent and Twofish) from the main memory. They implement several search meth-
ods: high-entropy region, structural properties, code structure and key schedule. While the
approach is promising, the implementation has never been updated and tested against modern
protocols that leverage encryption.
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6 Approaching The Semantic Gap Problem of VMI with Machine Learning

Kaplan [KapQ7] introduces the naive brute-force method. Hargreaves and Howard [HCO8]
improve the naive method and use linear search from the main memory to find the TrueCrypt
encryption key. They implement four stages to find the keys: determine the keys’ pattern,
identify known plaintext to test the decryption, decrypt the data and automate the process to
try all possible keys from the main memory.

Shamin and van Someren [SS99] introduce entropy-based key search. Knowing that encryption
keys have more entropy than non-key data can reduce the searching region. Thus reducing the
search time. Their approach is also used by Taubmann et al. [Tau+16] to search TLS session
keys. However, the brute-force approaches still require scanning the whole memory and testing
byte patterns found in the memory.

Klein [Kle06] uses keys’ structural properties to find them inside the main memory. For ex-
ample, the structure of RSA private keys and certificates are described in PKCS #8 and x509.
With such knowledge, a signature can be made to locate them inside the main memory using a
simple pattern-matching technique.

Pettersson [Pet07] manually analyzed the source code of Cryptoloop and dm-crypt to create a
signature of the data structure that holds the encryption keys. Vergeer [Ver20] also uses the
same approach to decrypt a OpenSSH session.

Du et al. [Du+20] explore the current state-of-the-art machine learning practices in digital
forensics. They explain the challenges faced by integrating machine learning into different ar-
eas of digital forensics, such as device triage, network traffic analysis, multimedia forensics,
forensics on encrypted data and others. One of the main challenges mentioned is the unavail-
ability of a large corpus of application-specific data to train the machine learning models.

Wang et al. [WLL20] create a machine-learning model that bridges the semantic gap for product
design specification. Similarly, Markowska-Kaczmar and Kwasnicka [MK18] explore the usage
of deep learning for image retrieval. Both researches are not directly related to digital forensics.
However, the concept of the semantic gap is the same, and they show that machine learning
has the potential to bridge the semantic gap.
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m System Design

The goal of our approach is to use standard approaches for capturing network traffic and to
combine them with dynamic encryption keys extraction from the main memory using VMI. We
use two methods to obtain the encryption keys: extract key materials that can be used to derive
the encryption keys and extract directly the encryption keys. We want to show the performance
benefit or impact of every method and the portability of our method.

6.2 System Design

Assumptions

We make four assumptions for our approach:

1. We assume that means for passively monitoring the network traffic exists. We can capture
all network communication traffic with the SSH or remote web server in the standard pcap
format for further processing. The network traffic also contains the handshake protocol.
Almost any system can meet this assumption easily.

2. We know which monitored application is running on the monitored VM. For the TLS use
case, we use curl with libssl.so.1.1 and lynx with libgnutls.s0.30.23.2. For the SSH use
case, we use OpenSSH. In the next section, we will explain in detail how our approach
exploits the knowledge about the data structure to extract the encryption keys efficiently.

3. The monitored VM runs an off-the-shelf version of OpenSSH, lynx and curl. In case of any
modification, we require the debugging symbol information.

4. The fourth assumption is that VMI functionality is available to introspect the monitored
VM. We base our prototype implementation on libvmtrace.
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Figure 6.1: Encryption key extraction

Figure 6.1 depicts the high-level design of our encryption key extraction for both SSH and TLS.
There are five components:
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6 Approaching The Semantic Gap Problem of VMI with Machine Learning

(D Setup: The setup is responsible for setting up the monitoring of the target process using
VML

@ Network logging: The basis of our analysis is a direct capture of the network traffic. We
can use any standard tools that record the traffic into pcap files. Capturing network traffic
is also a standard approach in digital forensics, and established means for protecting the
integrity of captured traffic can be used directly.

@ Key capture trigger: We have to extract the keys at the right time. Only a short time after
the initial network layer connection, the key materials will be generated and present in
the main memory. After the connection is closed, the key material may rapidly be cleared
from the main memory.

@ Key extraction & heap dump: Based on information collected in the preceding step, we
can directly extract the key materials from the main memory and store them in a file for
later network traffic decryption. We also dump the process heap.

(® Decryption: For our approach, we decrypt the network traffic asynchronously. We develop
our decryption tool, written in Golang.
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6.3 Implementation

m Implementation

Our implementation is based on libvmtrace. It provides all the necessary APIs that we need.
For example, setting up breakpoint on a running process and parsing the symbol table from a
binary.

Keys Extraction on OpenSSH

Our prototype is based on OpenSSH [Pro99]. The goal of this is to generate the data set and
the ground truth to be used as the input for the machine learning method. We must extract
either Key A and Key C or Key B and Key D to decrypt the network communication (recall:
Section 2.7).

We have to follow four data structures and trace two functions. Figure 6.2 summarizes the
relation between each struct. The solid lines denote a pointer that points to the data structure
and the dashed line denotes direct struct’s members.

The following data structures are of particular interest:

e struct ssh is declared in packet.h and contains information about an SSH session. For
example, remote IP, remote port and pointer to session_state.

* struct session_state is declared in packet.c and contains a data structure that holds the keys
(newkeys).

* struct newkeys is declared in kex.h and contains sshenc that holds the encryption keys.

* struct sshenc is declared in kex.h and contains the encryption algorithm’s name (variable
name: name), the initialization vector (IV) (variable name: iv) and the encryption key
(EK) (variable name: key).

We trace two functions of OpenSSH:

* kex_derive_keys is declared in kex.c. The function aims to derive the session keys (including
the encryption key). The first input parameter holds the address of struct ssh, and we
extract that address by fetching the value of CPU register RDI (x86-64 specific).

* do_authentication2 is declared in auth2.c. When the function is reached, the session keys
are already derived. Hence, using the struct ssh address we obtained before, we can follow
the pointer until we get the keys.

Note that from version V_8_0_P1 onwards, we only need to trace do_authentication2, because
it has the struct ssh as an input parameter. This approach is also prone to error whenever the
layout of the data structures above are changed.

71



6 Approaching The Semantic Gap Problem of VMI with Machine Learning

kex_derive keys(struct ssh *ssh, ...)

struct session_state

. struct sshenc enc =" u-int key_len
*state
struct newkeys .
struct sshmac mac u.int iv_len
struct kex *kex “newkeys[]
. Key
struct comp comp u_char *key

u_char *iv

Figure 6.2: OpenSSH’s keys extraction flow through its data structure (the solid lines denote a
pointer that points to the data structure and the dashed line denotes direct struct’s
members)

Keys Extraction on OpenSSL & GnuTLS

For this work, we are mainly focusing on TLSv1.2. Two commonly used TLS implementations
are OpenSSL [Pro98] and GnuTLS [Fou03]. We use a slightly different approach for TLS than
the SSH approach. For our « version, we extract the client random and the server random from
the network traffic recording and the master secret using a MiTM proxy. However, we can extract
those directly from the main memory for our later implementation. Then, after obtaining those
values, we derive the keys ourselves. In summary, instead of extracting the session keys like in
our SSH approach, we extract only the cryptographic key materials and derive the session keys
ourselves. Later, this information will be helpful in understanding our evaluation.

For OpenSSL, we trace SSL.write function and follow the pointer through struct
ssh_connection_st and struct ssl_session_st (both are declared in ssl_local h) to obtain the
client_random, server_random and master_key (master secret). On the other hand, for GnuTLS,
we trace gnutls_session_get_data2, which has struct gnutls_session_t (declared in gnutls_int.h as
gnutls_session_int) as an input parameter, which holds all values that we need. Figure 6.3
summarizes the relation between each struct. The dashed line denotes direct struct members
instead of pointers.

Similar to the key extraction of OpenSSH, this method is used to create the data set and the
ground truth, and it is prone to error when the data structures above are changed.
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SSL_write(SSL *s, ...)
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SSL_SESSION
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(a) OpenSSL (b) GnuTLS

Figure 6.3: TLSv1.2 randoms and master secret extraction flow through OpenSSL’s and
GnuTLS’ data structure (the solid lines denote pointer that points to the data struc-
ture and the dashed line denotes direct struct’s members)

Memory Heap Extraction

Heap memory (also dynamic memory) is an alternative to local stack memory. Local stack mem-
ory stores local variables when a function is called and deallocates them at the function exit.
On the other hand, heap requires the program to explicitly request the allocation of memory
(using the new operator in Java and C++, or malloc/calloc in C). The allocated memory can be
deallocated automatically via the garbage collector (Java) or manually deallocating them using
the delete or free operator (C and C++).

In our case, OpenSSH is written in C and uses calloc to allocate memory blocks that hold the
session data, including the keys. Using this information, if we dump the heap of a running
OpenSSH process at the correct time (for example, in the middle of an active SSH session), the
dumped heap file will contain the SSH session keys.

In the Linux operating system, we can get the location of the heap by looking at the memory
map of the process (see Figure 6.4). With VMI, we can get that information by iterating through
the mm struct inside the task_struct of the process. Once we get the address range of the heap,
we can use the standard VMI read mechanism.

55b557229000-55b557234000 r—-p 00000000 08:01 19052 /usr/sbin/sshd
55b557234000-55b5572a5000 r—-xp 0000L000 08:01 19052 /usr/sbin/sshd
55b5572a5000-55b5572ea000 r—-p 0007c000 08:01 19052 /usr/sbin/sshd
55b5572eb000-55b5572ee000 r——p 000c1000 08:01 19052 /usr/sbin/sshd
55b5572ee000-55b5572ef000 rw-p 000c4000 08:01 19052 /usr/sbin/sshd
55b5572ef000-55b5572£4000 rw-p 00000000 00:00 O
55b557dc8000-55b557€0a000 rw-p 00000000 00:00 O [heap]

Figure 6.4: Memory map of an sshd process

Decryption
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(DI Ll (I I ssh-us| . loqy.Pe.... U..11 => [..P4..23.p.0..[.]
| .Ty..."A.K..4...| -> |erauthp...lo.G..| [ j...J...;.1 —> |GET / HTTP/1.0..|
|jh...Q. vt Yyl o=> oo, D..o... j..p | | . W...D....B.}7F.| —> |Host: www.facebo]
[P S....f}.el > |...%...8.N"(n...| Ih... WI..-..%

(a) SSH encypted & decrypted packet (b) TLS encypted & decrypted packet

Figure 6.5: Example of SSH and TLS encrypted & decrypted network packet

We implement our decryption tool, and it is written in Golang. We use the implementation
done by Wireshark [Fou98] as one of our inspirations. For the SSH connection, we extract the
packet that contains the client’s service request (see Figure 6.5a). On the other hand, for TLS,
we extract the packet that contains the HTTP’s header request (see Figure 6.5b). Finally, We
use this approach to evaluate whether the extracted keys are valid.

Extraction Result

Figure 6.6 and Figure 6.7 depict the JSON-formatted output of the extracted keys for TLS and
SSH, respectively. We also log the location of each key. It allows us to validate the correctness
of the log manually. For example, Figure 6.8 is the curl process heap dump, which is the same
as in Figure 6.6. The location of the master secret is at 0x55¢16 f38ccc0. The actual value in the
log file matches the value inside the heap dump. Finally, Figure 6.9 shows an encrypted SSH
packet.

{

"CLIENT_RANDOM_ADDR": "55el6£f37cd68",

"SERVER_RANDOM_ADDR": "55el6f37cd48",

"CLIENT_RANDOM_VALUE": "9498c2e3ad39fa2d6678372265eba3a4275de0£8309%a...",
"SERVER_RANDOM_VALUE": "17eefe391a6a40f0e07153706ed275493567a44eadf739...",
"MASTER_SECRET_ADDR": "55el6£f38cccO",

"MASTER_SECRET_VALUE": "4702721d8787b947a6986742078e7d65e61e0e8c57d12...",

Figure 6.6: JSON formatted log output of an extracted TLS session keys (curl)

{

"KEY_A_ADDR": "56238£730530",

"KEY A LEN": 16,

"KEY_A": "6eb479eb30c8be77bl8efced8e569fec",

"KEY_C_ADDR": "56238f726000",

"KEY_C_LEN": 32,

"KEY_C": "6f42721c21d7e8447dcabfbTbeb7435857f3cbcb04faa05fcad75a83e9b91338",

Figure 6.7: JSON formatted log output of an extracted SSH session keys (OpenSSH)
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0x55el16£38ccal 00000000 00000000 00000000 00000000 .........
0x55el16£38ccb0 00000000 00000000 00000000 00000000 .........

0x55e16£38ccd0 e6lele8c 57dl26cf 864e54b3 18cd344a ....W.

0x55e16£38ccf0 00000000 00000000 00000000 00000000 .........
0x55e16£38cd00 00000000 00000000 00000000 00000000 .........

0x55el16f38cccO 4702721d 8787b947 a6986742 078e7d65 G.r....G..

&
0x55e16f38ccel 78cb77b8 3de058a3 flOa7dc7a 1ledfl53e x.w.=.X....

Figure 6.8: Heap dump of the curl process

09:55:19 IP 192.168.12.46. ssh > 192.168.12.29.60660: tcp 76
0x0000: 4548 0080 bc22 4000 4006 e471 c0a8 0Ocze
0x0010: cO0a8 0Ocld 0016 ecfd4 5a30 7el3 4bac 0d86
0x0020: 8018 0487 9ale 0000 0101 080a 22c4 d660
0x0030: 8cb4 0c8a 1al00 37ab £298 07d5 66le 26ed
0x0040: €007 2618 0c96 Obc6 35c6 2d06 9al0f 546e
0x0050: 4b7a aebd 4440 90c2 445c 8da9 c998 0138
0x0060: bf0b 9220 9256 e3c7 bbl8 0ddf 9591 6bcd
0x0070: 8dab 2f73 07ef 0916 1c33 298e 9eb8 1985

Figure 6.9: Encypted SSH Packet with Chacha20-Poly1305

Brute-force Method

Algorithm 1 SSH keys searching algorithm

: procedure FINDIVANDKEY (net Packet, filtered Heap)

: wlLen < 16 > Based on the encryption method
keyLen < 24 > Based on the encryption method

1

2

3

4 1 < sizeof(filteredHeap)

5: r<0

6 while r < i do

7 potentiallV < filteredHeap[r : r + ivLen]
8

9

x4+ 0

: while z < i do
10: potential Key + filteredHeap|z : © + keyLen)|
11: isDecrypted + decrypt(net Packet, potential IV, potential K ey)
12: if isDecrypted is TRUE then
13: return potentiallV, potential K ey
14: r—r+8
15: T4 1+8

The naive brute-force method scans the heap and tries all combinations as the potential keys.

Before we search for the keys, we run some basic clean-up methods:

* We remove blocks (eight bytes each) that consist of only zeros and printable ASCII string.

* We check the count of one bit on every block. If it is not between our threshold, we

remove it.
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Algorithm 2 TLS master secret searching algorithm

1: procedure FINDMASTERSECRET (netPacket, filter Heap, client Random, server Random,)
2: secretLen < 48
3 i + sizeof(filter Heap)
4: r+0

5: while r < i do
6 potentialSecret « filter Heap|r : r + secretLen)]

7 pSessionKeys + deriveK eys(client Random, server Random, potential Secret)
8 isDecrypted + decrypt(net Packet, pSessionKeys)

9: if isDecrypted is TRUE then

10: return potentialSecret

11: r+—r+8

Next, we run through the filtered heap to find the keys. As we explained, we must find two keys
for SSH; for TLS, we only need to find one key (the master secret). Algorithm 1 and 2 describe
our method for SSH and TLS, respectively. For TLS, it is a pretty straightforward linear search.
On the other hand, we need two loops for SSH to find both the EK and IV. We learned that even
though the variable key is declared before the variable iv, those pointers can point to the actual
value, not in order. Thus, we need to scan the whole cleaned heap again for every loop that
finds the key.

Machine Learning Method

This section describes our machine-learning approach. We use the data that are generated using
SSHKex and TLSKex2.0.

Maximum entropy method

Randomness plays a fundamental role in encryption and key generation methods. The crypto-
graphic principle formulated by Auguste Kerckhoffs highlights the importance of randomness,
stating that a cryptosystem should remain secure even when all information about the system,
except for the key, is publicly known [Pet83]. Based on this principle, using encryption keys
with high entropy becomes crucial [ESCO5]. High entropy signifies a higher degree of random-
ness and unpredictability in the key generation process. When an encryption key possesses high
entropy, it significantly reduces the probability of an attacker successfully guessing or deducing
the key itself. Therefore, we use this high entropy property of encryption keys to reduce the
search space in a heap by removing pieces of data with very low entropy by using the following
steps (see Figure 6.10):

1. We reshape the heap into a new eight-column matrix (M atriz,eq).

2. We compute the column-wise and row-wise absolute differences from the Matriz e, to
create two separate matrixes (M atriz,; and M atrix,,,, respectively).

3. We convert each value of Matriz.,; and Matriz,.,, to Boolean, where zero means False
and everything else is True.

4. We merge those two Boolean matrixes into one matrix with the and operation
(M atrizpoor)-

5. We run through every row of Matriz,, and remove the row that does not has two
consecutive True value.
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Figure 6.10: Entropy based preprocessing

Training

We maximize the information by selecting only the memory parts with high entropy. This
fixed-length data is trained using the Random Forest algorithm implementation of scikit-
learn [Ped+11] library. Next, we train the classifier to predict whether or not a slice contains
an SSH key. During the preprocessing stage, we examine each memory slice for keys, and if a
key is present, a label “1” is assigned. Else, we assign “0” to that particular slice. We use the
SMOTE oversampling technique [LNA17] because the dataset is severely unbalanced.

Brute-force

In our approach, the machine learning method predicts the presence of a key within 128 bytes
(slice) of data. Due to the limitations of the machine learning model, it can only determine if
a key potentially exists within a specific slice. We employ the brute-force method to pinpoint
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the exact offset of the keys within these probable slices. Additionally, we systematically test the
probable slices to identify the precise location of the keys using the brute-force method. The
brute-force method outlined in the previous section provides a comprehensive explanation of
this extraction process.

We introduce a ranking mechanism to optimize the extraction process based on the probabil-
ities generated by the machine learning predictions. The slices are ranked according to the
likelihood of containing the keys, allowing us to prioritize the most probable memory slices to
be brute-forced.
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6.4 Evaluation

m Evaluation

We measure the performance of our approaches by using a new data set. We generate 900
new memory heaps from three different OpenSSH versions and 200 new memory heaps from
lynx and curl. We call them performance set. We measure using a mini PC with the following
specifications: Intel i7-10510U, 32GB of RAM and 1TB of NVMe SSD. Table 6.1 and Table 6.2
shows the result for SSH and TLS, respectively. The time taken for the machine-learning method
includes loading the model, generating slices and brute-force the actual keys. For both cases,
the machine-learning method is able to produce smaller slices (more than 90% reduction)
compared to the brute-force method (around 70% reduction).

The machine-learning method performs faster than the brute-force for the SSH use case. This
is because the loop has O(N?) complexity because of the need to find the IV and the encryption
key, and these two are located in two independent memory allocations, in practice, often spread
over different locations on the heap. On the other hand, in the TLS use case, the loop has
O(N) complexity. Hence, the brute-force is faster than the machine-learning method. However,
suppose we try to find the server random, the client random and the master secret from the main
memory. In this case, especially when the captured network traffic does not contain the client
random and the server random, the loop will have O(N?3), which will be slow.

We also test the robustness of our machine-learning method against noise. We iterate the
whole heaps in our performance set, find eight bytes that contain only zeroes, and fill them
with random data. Our machine-learning method is still able to extract the keys with high
precision (see Table 6.3).

Table 6.1: Performance comparison between brute-force and machine-learning method (SSH)

Version V_7.9P1 V_8.0_P1 V_8.1.P1
Key len 16 [ 24 [ 32 16 | 24 [ 32 16 [ 24 [ 32
Heap
Dump (KB) 264 (0) 264 (0) 264 (0)
Brute Filtered heap (KB) 67.75 (3.23) 68.00 (2.41) 67.98 (4.46)
Force Avg Time (s) 31.12 48.18 117.85 7.58 10.51 24.14 32.83 50.79 123.87
Std Dev (3.13) (0.1) (0.18) (0.37) (0.06) | (0.09) | (2.49) (0.39) (1.19)
Machine Slices (KB) 5.87 (0.39) 5.48 (0.39 5.65 (0.57)
Learning | Avg Time (s) 0.36 0.34 0.35 0.31 0.31 0.31 0.31 0.32 0.32
Std Dev (0.06) | (0.03) | (0.04) (0.02) (0.02) | (0.02) | (0.02) (0.03) (0.03)

Table 6.2: Performance comparison between brute-force and machine-learning method (TLS)

Application Iynx curl
Heap Dump (KB) | 4,739 | 614

Filtered Heap (KB) | 927 o5
Eﬁ?ﬁz Avg Time (s) 0.08 | 0.04
Std Dev 0.01 0.01

. Slices (KB) 73 7

LMea:i(i‘}IllliIrlle Avg Time (s) 086 | 0.34
8 [7Std Dev 0.02 | 001

Table 6.3: Extraction comparison between original heap and noise-added heap on the machine-
learning method

SSH TLS

Total keys | 3,600 | 200
Keys found

Without noise | 3,508 | 200

With noise 3,326 | 199
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6 Approaching The Semantic Gap Problem of VMI with Machine Learning

m Reinforcement Learning (Negative Result)

We try to extend our work to use reinforcement learning [SB98] technique. This technique
focuses on how an agent can learn to make optimal decisions or take actions in a given envi-
ronment to maximize the reward or goal [DNO8]. It is inspired by the way humans and animals
learn through trial and error.

In this technique, an agent interacts with the environment and learns to perform an action (or
more) based on the feedback it receives from the environment. The feedback is usually in the
form of a reward (when the action is correct) or a punishment (when the action is incorrect).
The goal of the learning is to create a mapping between state and action. The state corresponds
to the current situation in the environment that the agent is facing, and the action is the next
step that the agent will take.

One of the extensions of reinforcement learning is deep reinforcement learning. It uses a deep
neural network to predict the next step that the agent should take. In this research, we explore
three types of deep reinforcement learning for our use-case: double deep Q network [VGS16]
(DDQN), dueling deep Q network [Wan+16] (DuelingDQN) and deep Q network with the
hindsight experience replay (DQN-with-HER) [And+17].

Since we know the main data structure that holds an SSH session (ssh struct), we start to create
the environment from there. First, we look at the malloc header. The malloc header is located
8 bytes before the data structure and it holds the size of the allocated data structure. Second,
we scan through the data structure and extract the pointers. Third, we follow each and every
pointer and create a graph out of it. Finally, we also store the information of each structure
size, how many pointers it contains and how many siblings it has. Figure 6.11 shows the end
result. The agent’s goal remains the same: to find one encryption key.

The state that we give to the agent are:
1. The number of predecessors it has.
2. The number of successors it has.
3. The size of its neighbors.
4. The current size in normalized value.
5. The unprocessed neighbor size.

Our agent can choose one out of four actions:
1. Move to the first child (if it exists).
2. Move to the next sibling (if it exists).
3. Move to the first parent (if it exists).
4. Declare itself found the key.

For the DDQN and DuelingDQN, we give a reward if the agent is either getting closer to the key
or choosing the correct path. On the other hand, for the DQL-with-HER, we give the agent a
sparse reward. The punishment is given when the agent moves away from the key, chooses the
incorrect path, and visits the neighbor, or nodes it has visited before, or declares itself found
the key where it is not.

Based on our observation, the DQN-with-HER results are promising. However, once we modify
the data structure even by a little (switch a pointer order), it does not perform as we hope.
Hence, we conclude this experiment as a negative result. But, we publish the source code of it
for any other researchers to improve it.
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6.5 Reinforcement Learning (Negative Result)
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6 Approaching The Semantic Gap Problem of VMI with Machine Learning

m Summary

VMI is a powerful tool for doing digital forensics on a live system. However, it suffers from
a significant challenge: the semantic gap. This chapter proposes a machine-learning-based
method to bridge the semantic gap, especially in user space applications.

First, we introduce SSHKex and TLSKex2.0, VMI-based tools to extract encryption keys from the
main memory, specifically for SSH and TLS. It uses the active tracing mechanism to intercept
the control flow of the applications. It sets up software breakpoints on the functions where by
the functions are called, the encryption keys already reside in the main memory, and we can
extract the encryption keys by following the pointers through the data structures.

Next, we propose two methods to extract the keys from the main memory dump: brute-force
and machine-learning methods. The brute-force method works by doing the linear search and
tries to decrypt the network packet until the keys are found. On the other hand, the machine-
learning method learns the structure of the data structure that holds the keys and can extract
potential keys (slices) and combine it with the brute-force method, it can extract the keys. Our
machine-learning method comes in handy when a digital investigator wants to extract the key
from a main memory without knowing the layout of the main memory (RQ4).

Based on our performance measurement, the machine-learning method is proven to be faster
than the brute-force method for the SSH use case, and on the other hand, the machine-learning
method is slower for the TLS use case. This is due to the need to find two keys on the SSH use
case while only one on the TLS use case.

After that, we explore reinforcement learning. We convert the heap dump of an SSH process
into a graph. The agent decides the action based on the state generated from the data structure’s
metadata. However, after several tries with different methods, the current result could be better.
Nevertheless, it still has a good potential for further research.

Overall, the machine learning method shows a promising potential. Moreover, it can help to ex-
tract essential data, which is vital for digital forensics. Finally, our data set and our implementa-
tion are available at: https://zenodo.org/record/6537904, https://zenodo.org/
record/7014775 and https://github.com/smartvmi/SSH-TLS-key-extraction.
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Chapter

VMI-based Application
with VMIaaS

This chapter is adopted from [STR18; Sen18;
Sen19; STR19].

In this chapter, we introduce two VMI-based applications that leverage the concept of VMI-
as-a-Service (VMIaaS) (which comprises RQ1 and RQ3). These applications serve as proof-
of-concept implementations of our VMIaaS approach, demonstrating how customers of public
cloud providers can utilize the concept effectively.

For RQ1, each introspection application presented in this chapter can be executed by users
without giving them direct access to the hypervisor. We deploy KVMIveggur on the host and use
the VM to VM approach, where each user will get two VMs: a monitoring VM and a target VM.
KVMlIveggur also ensures that a user cannot monitor another user’s VM.

For RQ3, since the VMI works on the AMD and ARM processors, the user does need to change
their code. From the users’ perspective, there are no changes since they can still use the same
VMI APIs to execute the introspection. This makes their introspection application portable and
can be used on a different host that has a different processor with less effort.

This chapter will also show the importance of RQ4. During the development of these intro-
spection applications, some manual tasks are needed to set the correct breakpoint to extract
the correct information. This can be tedious, especially when the developer wants to monitor
user-space applications where their code and data structure can be changed quickly. This task
can be optimized by leveraging machine learning.

The first application presented is a high-interaction SSH honeypot. Honeypots are decoy sys-
tems designed to attract and deceive potential adversaries, providing valuable insights into
their methods and techniques. In this case, the high-interaction SSH honeypot utilizes VMI
capabilities to monitor and analyze interactions with SSH services.

The second application is a service integrity monitoring system. This system employs VMI
to monitor and verify the integrity of critical services (use case: git server) running within a
virtual machine. The application utilizes the access control mechanisms described earlier to es-
tablish secure monitoring capabilities and detect any unauthorized modifications or tampering
attempts.

By providing ready-to-use VMI-based applications, customers can quickly deploy and utilize
the benefits of VMI without the complexity of starting from scratch. This approach opens up
new possibilities for leveraging VMI in various scenarios. It encourages the adoption of VMIaaS
as a practical solution for organizations seeking advanced monitoring and analysis capabilities
within their virtualized environments.

83



7 VMI-based Application with VMIaaS

High-interaction SSH Honeypot

A deception technology (also called as honeypot) is a system that aims to gather knowledge
about adversaries by entice them to attack or access it [Hoo09; JS11]. Nowadays, adversaries
also check whether they are interacting with a honeypot or not, if not, then they execute their
attack [Kra04; PB08; Wan+10]. Therefore, it is necessary to develop a steahlty and reliable
honeypot.

There are two types of honeypot that can gather in-depth information: the medium-interaction
and the high-interaction honeypot. A medium-interaction honeypot can be achieved by using
emulation with some interaction with the host system. Emulation means that the honeypot
provides a service that is similar to the expected one. Cowrie [Oos14] is the most commonly
used SSH honeypot and emulates the behavior of an SSH server. It also emulates the Debian
operating system, which means that a user can log in to a system but all commands are emu-
lated. Because of this, it is pretty easy for an attacker to detect whether a system is an emulated
honeypot, or a real system.

On the other hand, the high-interacation honeypot exposes a full and real system. There-
fore, all commands are available to the adversary to be executed. However, it requires proper
monitoring to avoid further collateral damage. The current approaches to implement an SSH
high-interaction honeypot are man-in-the-middle (MiTM) and in-guest agent. MiTM intercepts
the communication between the adversary and the real server, and log the interaction between
them. The in-guest agent trace the execution from inside the target system. To sum up, the
problem with current SSH honeypot solutions is that they are either easy to detect, or do not
provide in-depth tracing to reconstruct full attacks.

This chapter introduces Sarracenia, a VMI-based high-interaction SSH honeypot. Sarracenia
does not requires any connection interception (MiTM) nor in-guest agent to be installed on the
target system. We combine system call and user-space function tracing. This approach produces
less overhead than tracing just system calls to extract information.

711 Related Work

Cowrie [Oo0s14] is both medium and high interaction SSH honeypot. The default mode is
emulated shell. It adds a fake Debian system. The drawback is that not all the commands
work the same way as in a real system because each command is re-implemented and does
not provide full functionality. The file changes detection and extraction in Cowrie supports only
selected commands such as wget, curl and sftp/scp. It also supports port forwarding, but instead
of forwarding it to the real destination, it needs to be configured where to forward the data to,
for example, forwarding an SMTP connection to an SMTP honeypot.

Cowrie can also be set as an man-in-the-middle (MiTM) proxy to another system. Therefore,
it does not emulate any system anymore, and hence can be considered as a high-interaction
honeypot. Similarly, SSHHiPot [Stul6] and sshmitm [Tes17] also implement the honeypot with
the concept of MiTM proxy.

Lengyel et al. [Len+13] implement a hybrid honeypot architecture that combines a low-
interaction honeypot to collect malware and a high-interaction honeypot (sandbox) to analyze
the captured malware. They are able to record all activities of the malware by monitoring the
sandbox VM using VMI. They compare the result that generated by VMI against the clean state
of the VM.
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7.1 High-interaction SSH Honeypot

Concept Inter- Shell  Stealthiness File sftp Session Port For- Extracted
action  com- Change and Recon- warding  informa-
mands Detection scp struc- tion
tion

Kojoney Emulation O @ O ® O @ O O ¢
Kippo Emulation o o O o O ( [ J O D
Cowrie Emulation o 9 O O O (] ([ o >
SSHHiPot MiTM L ( ( o @ O O L o
ssh-mitm MiTM [ J [ J [ J O o [ J O [ J D
Sarracenia VMI-Based [ [ ] [ ] [ [ [ [ ] [ [

Table 7.1: Comparison of SSH honeypots, a full circle represents for is supported or high per-
formance and an empty one for the opposite.
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7 VMI-based Application with VMIaaS

System Design

The goal of Sarracenia is to provide a virtual high-interaction honeypot that aims at enticing
adversaries that would normally leave a honeypot when they detect that it is not a real system,
and to understand new attacks. Thus, stealthy and reliable monitoring is required to recon-
struct an attack as accurately as possible. We capture all modifications and interactions of an
adversary with the system under analysis to achieve that. Sarracenia traces these actions of an
adversary:

1. Entered and executed commands to replay the SSH session.

2. Rebuild files that transferred via scp (secure copy) and sftp (file transfer protocol over
SSH).

3. File system changes to extract malware samples that have been loaded from the outside
(for example: via https).

4. Monitor port forwarding of the SSH server where the destination address and the payload
are extracted.

Components

Monitoring VM
Honeypot VM or Container

LibVMI

KVMIveggur or OpenSSH
CloudPhylactor Debug Symbols

Hypervisor

Figure 7.1: Sarracenia’s component

The Sarracenia architecture uses two types of VMs. One VM is the honeypot and the other one
monitors the honeypot as shown in Figure 7.1. We can obtain the OpenSSH’s debugging symbol
by downloading it from the repository or re-compiling the OpenSSH by ourselves. We are able
to extract the debugging information by leveraging libdwarfparser [Kit14] and libelf in order to
get the symbols’ offset and the layout of the required data structures.

We give the honeypot VM one vCPU to avoid tracing problems from the concurrency. The VMI
access required from one VM to another VM is granted using CloudPhylactor or KVMIveggur.
Therefore, the monitoring VM can access the memory of the honeypot VM, but not vice versa.

Tracing Methods

We use active VMI method to trace the control flow during an attack. The main challenges of
Sarracenia are:
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1. Bridging the semantic gap e.g., trace the user-space SSH daemon then extract the required
information

2. Producing low performance overhead on the honeypot, e.g., the monitoring mechanism
shall not impact the performance of the honeypot, which could be detected by the adver-

sary.

We use LibVMI and libvmtrace for the low-level VMI functionalities (for example: the insertion
and processing of software breakpoint).

The performance impact of the tracing mechanism is mainly caused by the context switch be-
tween the monitoring VM and the honeypot VM. Whenever information needs to be extracted
(for example: the user credential), the control flow of the honeypot VM is intercepted and
handed over to the monitoring VM. Thus, one goal of Sarracenia is to identify the best place to
extract the required data with minimum context switches.

The challenges associated with the semantic gap differ in these scenarios. In the case of the
user credentials extraction, we can monitor the read system call. However, we need to make a
filter to extract the only read system call execution when the system reads the credential from
the remote console from the rest of the calls. This situation leads to a high-performance impact
since we might need only a small fraction of the extracted data. Therefore, we can also trace
a user-space function that validates the credentials. This makes the extraction process effective
and efficient. However, we must know the symbolic name of that particular function and where
it is located in the memory during run-time. We also need to know the input parameters and the
data structures’ layout, which can be extracted from the debugging information of the binary
file.

We use the hyper breakpoint to intercept the control flow of the honeypot in the following ways
(on x86 system):

1. The monitor system reads the original bytes, and saves the original byte and the original
address into an internal buffer. Then, it replaces the original byte with opcode 0xCC (also
known as INT3).

2. When the program is run and executes the INT3, the control is passed to the hypervisor
and the monitoring system.

3. If the user decides to resume the execution of the program, the debugger replaces the
opcode with the original one.

4. The monitor system then single-step the program.
5. Re-save the original instruction and re-insert the opcode.

6. Resume the program’s executions.
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7 VMI-based Application with VMIaaS

Implementation

We use multiple tracing to analyze the activities of an adversary. In general, Sarracenia aims
to extract these informations: (1) Detection of a new SSH connection, (2) extraction of user
credentials, source IP address and port, (3) reconstruction of an SSH session, (4) data of TCP
port forwarding and (5) modification of the file system. Table 7.2 shows the traced function
and/or system call for each information extraction.

Name 1

clone v
Sys-exit_group v
System exec v
Call write
seek

close
kex_derive keys v
auth_password v
sshbuf_get_u8 v |/
ssh_packet_send2 wrapped v v
channel connect_to_port v

NSNS

Function

Table 7.2: Function and system calls that are traced for (1) Detection of new SSH connections,
(2) extraction of user credentials, source IP address and port, session keys of an
authentication process, (3) reconstruction of SSH session, i.e., entered commands,
(4) data of TCP port forwarding, and (5) modification of file system

New SSH Connection

OpenSSH invokes the clone system call to create a child process that handles each SSH session.
When the session is terminated, OpenSSH invokes the sys_exit_group system call. Therefore,
we can monitor both system calls to know when a session starts and ends. This also important
during the log file generation, where each session will have their own log files.

SSH Key Derivation, Source IP Adddress and Port Monitor

As we described previously, we can monitor the kex_derive_keys and do_authentication2 to ex-
tract the encryption keys of an SSH session. Additionally, when the do_authentication2 is called,
it also holds the information about the source IP address and port number for both remote and
local. The adversary’s IP address is denoted by the remote IP address.

Authentication Phase Monitor

We monitor a OpenSSH’s function called auth_password. Its input parameters contains the
username and the password. We modify the return value of the funtion to accept multiple
passwords for a username. Therefore, instead of returning 1 for the correct username and
password combination, and O for the incorrect combiation, we inject 1 to make all passwords
that are typed by adversaries to be accepted as long as the user exist inside the VM.

SSH Packet Monitor

Each SSH packet is encrypted during transmission via the Internet. We monitor two functions:
ssh_packet_send wrapped and sshbuf_get_u8 in order to extract the content of an SSH packet.
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They are responsible for the encryption and decryption process of an SSH network packet.
Therefore, we can extract the payload in plain-text.

SSH Session Monitor (Keystrokes)

SSH has different type of packets. For this case, we are particularly interested on packet type
0 and 2. Those packet holds the keystroke from the adversary. Therefore, by using the same
packet extraction method as before, we can get the keystroke in plain-text and store them in a
JSON formatted file which can be replayed using asciinema.

Executed Commands

We trace the exec system call to obtain the executed commands. Additionally, this is required to
trace commands that are executed inline. For example, commands that are not executed in an
SSH bash and thus are not recorded by the SSH session monitor.

Port Forwarding

Sarracenia monitors the channel_connect_to_port function to get the information of a port for-
warding. The target IP and port can be extracted from the function’s input parameters. The
payload itself can be extracted from the SSH packet using the same method as previously ex-
plained. However, the port forwarding payload will have the packet type of 3.

Changes on The File System

In many cases, adversaries download additional malicious code from an external sources. These
files can be important when it comes to analyzing the attack. As there are several ways to
download the data, Sarracenia uses the general approach of monitoring changes to the file
system which works with different applications. Since adversaries might delete the file after
executing it, it might not be possible to analyze the disk image after the attack. Therefore,
Sarracenia monitors changes to the file system and writes them into separate files.

We monitor write, seek and close system calls. By keeping track of the file descriptor in the
process namespace, whenever write is invoked by the same process, the data that is about the
be written to the disk can be extracted. When close is invoked by that process, we stop the
tracking of that file descriptor.
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7 VMI-based Application with VMIaaS

Real-life Evaluation

We deploy our honeypot directly on the Internet and compare it with the current state-of-the-art
SSH honeypot, Cowrie. We rent VMs from DigitalOcean to act as our sensors.

We install Cowrie directly on a VM. On the other hand, we deploy Sarracenia on our private
cloud. Furthermore, we deploy a VM on DigitalOcean as the sensor and use virtual private
network (VPN) and iptables rules to redirect the SSH traffic from the sensor to the honeypot as
shown in Figure 7.2.

DigitalOcean Private Cloud

’ Monitoring VM ‘

Adversary Sensor ->< VPN

Honeypot VM

Figure 7.2: Network connection from external to Sarracenia

Since we deploy a high-interaction honeypot, we must re-deploy a fresh one every night. This
has to be done to make sure that changes that an adversary makes will not cause the honeypot
to be inaccessible. However, this approach leads to lost information for the returning adversary
that made the change. Additionally, we will add additional filtering rules to avoid collateral
damage. We block the source IP address of an adversary that:

¢ Establish more than 10,000 TCP connections.
* Redirect more than 15 ports.
* Use the honeypot to download more than 20 files.

* Interact more than 1.5 actions per second combined with a long session duration (10
minutes).

Those limitations are traded off between more extracted data of multi-stage attacks and collat-
eral damage. Nevertheless, in this case, we prefer to avoid collateral damage.

Our sensors get 587,323 login attempts after eight weeks of deployment. 518,845 connections
are to Cowrie and 68,478 to Sarracenia. There are three main reasons why the number of
connections to Sarracenia is lower than to Cowrie:

* We block origin IP addresses that use many resources on the honeypot VM.
* Internal errors of Sarracenia caused the honeypot to be unreachable.

* Different public IP address blocks may lead to a different amount of scanning or attack
activities. Due to the automatic VM deployment system by DigitalOcean, we could not
select the public IP addresses of the VMs.

Basic Statistics

Table 7.3 and Table 7.4 show basic statistics for each honeypot type. Connections from the
United States and Ireland dominate as incoming connections to Sarracenia and Cowrie, respec-
tively. The adversaries most frequently use the username admin and the password admin for
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both types of honeypots. The most frequently executed commands on Sarracenia and Cowrie
are grep and uname, respectively.

In total, the adversaries that connected to Cowrie executed 6,144 commands. 75% of the ses-
sions ended within 2.6 seconds, and there are 6.9%, lasting between 30 seconds to 5 minutes.
On the other hand, there are 29,719 commands executed on Sarracenia. 75% of the sessions
lasted for less than 4 seconds, and 4.2% lasted between 30 seconds to 5 minutes. 77.8% and
34.2% did port forwarding using Cowrie and Sarracenia, respectively, and mostly it forwards
HTTP, HTTPS, and SMTP traffic.

The adversaries downloaded 1,852 files on both honeypots (1,006 on Cowrie and 846 on Sar-
racenia). We uploaded all the samples to VirusTotal. We obtained the following classes of
malware samples:

1. Information gathering tools: All samples in this class measured the network speed of the
server (by connecting to www.speedtest .net), and some of them collected extended
information about the server specification (such as CPU architecture, OS and disk space).

2. Shell agent downloader: Samples in this class are classified as BV:Downloader-YY or
HEUR:Trojan-Downloader.Shell. Agent.p. These samples disable the bash history and down-
load a next-stage payload, such as malware that serves as a backdoor or DoS tool.

3. Denial-of-service (DoS): Linux.Xorddos and Linux.Xorddos.2 were a frequent payload
whose main purpose was attacking other systems with DoS attacks.

4. Backdoor: We classified most malware samples as a backdoor. Some of them had ad-
ditional functionalities, such as DoS attacks. The main types of samples in this class
have been identified as Tsunami, Gafgyt/Bashlite, Mirai, PNScan/PNScan2 and Ganiw.B by
VirusTotal.

5. Unique malware: GoScanSSH is a malware that specializes in brute-forcing SSH creden-
tials on the victim’s server. We managed to get a unique type of GoScanSSH, which later
was analyzed by Cisco Talos Intelligence [Brul8].

6. Cryptomining: A small part of all malware samples had the functionality of
cryptocurrency mining, such as the Monero (XMR) miners Linux.BtcMine.26 and
Linux.BtcMine.174.

Table 7.3: Cowrie’s basic statistics

(a) Country Origin (b) Username (c) Password (d) Command
Name | % Username | % Password | % Command | %
IE 48.5 admin 82.2 admin 63 uname 49.7
UK 26.6 root 2.8 1234 16.7 rm 21.4
us 4.85 test 0.2 ubnt 2.4 Is 15.6
RU 3.81 user 0.2 123456 1.1 wget 15.5
FR 3.33 oracle 0.2 password | 0.4 Iscpu 14.6
DE 2.44 postgres 0.2 123 0.3 chmod 13.7
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Table 7.4: Sarracenia’s basic statistics

(a) Country Origin (b) Username (c) Password (d) Command
Name | % Username | % Password | % Command | %
Us 23.2 admin 33.7 admin 31.4 grep 12.5
RU 22.5 support 14.9 support 14.8 file 11.2
FR 11.1 root 12.4 123456 2.6 head 4.8
DE 9.42 postgres 0.8 password | 1.3 sed 3.2
NL 9.23 user 0.8 1234 0.9 sleep 2.8
CN 7.87 test 0.7 123 0.8 df 2.31

Returning Adversaries

To identify returning adversaries, we assume that multiple monitored sessions from the same IP
address originating from the same adversary. Since clients can use VPNs, proxy servers, or other
methods to change their IPs, we can only identify a certain percentage of sessions in which the
same adversary performs. There are two reasons why the analysis of returning attackers could
be of interest: One question is if there exist clients that attacked a sensor of both honeypots,
and if these adversaries show a different behavior based on to which honeypot they connected.
Another question is if such adversaries’ last session is different from the previous sessions, i.e.,
why they did not return to the honeypot.

We discovered that 95 unique IP addresses have successfully connected to both honeypots at
least once. In total, they initiated 36,182 sessions, of which 31,043 came from three IP ad-
dresses. We assume those three IP addresses are bots and ignore their logs for the following
statistics. The remaining return adversaries execute on average one command on Cowrie and
four commands on Sarracenia where the average session duration is 35 seconds and 82.6 sec-
onds on Cowrie and Sarracenia, respectively.

We got two engaging adversaries that successfully connected to both honeypots. One adversary
originated from Germany (with an IP address that is flagged by RIPE as Tor-Exit) and connected
once to Cowrie and once to Sarracenia. The adversary executed the command top on Cowrie
and left immediately. On the other hand, on Sarracenia, the adversary executed 800 commands
in 150 seconds (indication of an automated bot) and downloaded and executed malware. The
other adversary originated from the United Kingdom and connected six times to Cowrie and
five times to Sarracenia. On Cowrie, this attacker only executed a single, long command line.
That command line included statements that are not implemented by the medium-interaction
honeypot, so it is likely that the attacker detected the honeypot. On Sarracenia, the adversary
executed this command line 3,416 times in the first session. A day later, the same attacker
returned, executing only 12 different commands in 208 seconds. It seems plausible that this
time a human attacker was active. He created a new system user and set a password.

These observations are a clear indication that attackers are able to detect that they are inter-
acting with a medium-interaction honeypot such as Cowrie and in practice make use of such
detection possibilities. It is evident that high-interaction honeypots have a considerably better
potential to detect multi-stage attacks.
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Honeypot Fingerprinting

We learn from the executed commands logs that adversaries use methods to detect whether
the system is a honeypot by executing selected commands and checking the output. Most
adversaries use the cat, free, ps and t op commands.

The cat command is used to check the operating system name and version, CPU name,
and memory info using the /proc file system. In Cowrie, the emulation of these com-
mands returns a static result. Sarracenia provides real, system-specific and in some cases
dynamically changing value. In 1.6% of the Cowrie sessions. echo Hi|cat -n was ex-
ecuted (likely for honeypot detection, as earlier versions of Cowrie did not implement the
-n flag of cat).

The free command shows information about the total amount of free, used, and swap
memory. Most adversaries also use the —m option to show the value in mega. In Cowrie,
this value is static, and when an adversary runs the command twice, it will show the same
value, and the —m option is not supported. In Sarracenia, this value is the real value where
the result may vary depending on the processes that are consuming the memory.

The ps command prints the list of running processes.
Similar to free, Cowrie prints a static value, whereas Sarracenia provides real values.

The top command is similar to ps and also prints the list of running processes, but
updates it in real-time.
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Service Integrity Monitoring

Over the past two decades, there has been a significant increase in the need for reliable services
that allow software developers to collaborate from all over the world and merge their code
easily. Today, the developer rely on a version control system (VSC) to ensure their collaboration
going smoothly. Developers rely on the VSC service to accurately store their code and the
history of their modifications. In recent years, git has become the most widely used VCS.

Git allows modifcations to a master/main or release branch only after review or approval. This
approach makes sure the new features free of bug before it is deployed to the production system.
There are several third-party hosted git services: GitHub, GitLab and BitBucket. We can also
install git server on our own server (self-hosted). The major advantages of self-hosted solutions
are the developers have full control of their data and the server can be located inside a private
network that is not accessible publicly. Git supports data transmission over HTTPS and SSH.
For this research, we focus on the SSH method.

Unfortunetaly, the self-hosted git server suffers from one major problem: malicious insider.
Malicious insiders who have low-level access to the server can bypass the Git’s access control
and make unathorized changes that compromise the integrity of the respository. This chapter
introduce VMIGuard to mitigate that problem. Our goals are: detect malicious modification of
a git repository and prevent their propagation to clients. VMIGuard leverages VMI to monitors
the activities of the git server.

Related Work

Aublin et al. present a novel solution called LibSEAL [Aub+ 18], which introduces a method for
detecting integrity violations in public file services. This detection mechanism involves modi-
fying the implementation of the TLS library in order to extract relevant data. Once extracted,
the data is securely stored within a relational database. They deploy a trusted execution envi-
ronment (TEE) such as Intel SGX to ensure the system’s protection. In comparison, VMIGuard
offers an alternative approach that contrasts the abovementioned method. Unlike LibSEAL,
VMIGuard does not necessitate any modifications to be made to the monitored system. This
means that the existing infrastructure can remain unchanged. Furthermore, by eliminating the
need for system modifications, VMIGuard achieves a notable reduction in overhead.

Logging-as-a-service [ZDH16; Ray+13] is a framework that relies on the involvement of a
trusted third party (TTP) to manage logs effectively. The TTP plays a crucial role in detecting
integrity violations within the system. By maintaining a centralized log repository, the TTP
ensures that the logs remain secure and tamper-proof. This approach offers users several ben-
efits, as they can compare their locally stored logs with the logs maintained by the TTP. This
enables users to verify the integrity of their logs and detect any potential breaches or unautho-
rized modifications. On the other hand, VMIGuard takes a different approach by eliminating
the need for a TTP. Instead, the system owner retains complete control over the generated data
within the VMIGuard system. This means that the system owner has the freedom to decide how
the stored data should be handled, whether it’s for monitoring, analysis or any other purposes
aligned with their specific requirements.
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System Design

Attack on git

Torres-Arias et al. [Tor+16] describe the following three attack scenarios on git:
* Teleport: modification of a git reference to point to an arbitrary object.

* Rollback: modification of a git branch reference to point to an older commit in that
branch.

* Deletion: removal of a branch or a tag reference.

We introduce one more type of attack: powerful malicious administrators. They can access
the git server with sufficient privilege to add some files of a repository and use the teleport
attack to include the new files into a reference as shown in Figure 7.3. First, a benign developer
sets a tag (V1.0) on the last commit (C3). Second, the benign developer pushes a new commit
(C4) ahead of C3. Finally, the malicious administrator injects a new commit (E1) from inside
the Git server and modifies the reference of V1.0 to the malicious new commit.

V1.0 -->\ E1 )

H-: (@~ @—@—@—Q

Figure 7.3: Powerful malicious administrator attack scenario

Design Goals & Requirements

VMIGuard aims at achieving the following design goals:

Detection: VMIGuard shall detect all attacks on the git service that have been described
previously.

@ Isolation: VMIGuard shall not require any in-guest agents so the adversaries that have
access to the server are not able to modify the extracted data nor manipulate or disable
the monitoring system.

Persistent logs: VMIGuard shall store the logs of VSC operations that are necessary for
integrity violation checks inside persistent storage using a database solution.

Notification: VMIGuard shall have a mechanism to notify the user that the git repository
has been modified or is in a faulty state, and prevent the propagation of the inconsistent
repository.

Performance: VMIGuard shall only introduce a small overhead to the response time of
the VCS.

With those goals in mind, our implementation covers the following requirements:

Extract the transferred data without any modification on the server and the presence of
man-in-the-middle (MiTM).

Process the extracted data which is related to the git activity over SSH.
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Stores specific information of the filtered data based on the specific git activity, for exam-
ple, commit, pull or push.

Check the integrity of the git repository that is being accessed by the developer.
Direct notification to the developer if a violation happens.
Produces small overhead on the running system.

Detect any modification on the SSH process.

/

Monitor

<«
&

Y

Client

SSH
Git

Monitoring

Git server
—

Figure 7.4: VMIGuard architecture

Git supports both SSH and HTTPS-based communication. Our approach could similarly be
applied to both variants, but in the following, we limit the discussion to the case of using SSH
channels. Figure 7.4 shows the architecture of VMIGuard. On the left-hand side, there is a
standard git client interacting with a git server using an SSH channel (encrypted).

Our monitoring module extracts the SSH data from the OpenSSH server’s memory by lever-

aging VMI and stores the information into an ElasticSearch instance . We only
monitor OpenSSH’s functions that deal with consuming the network packet. Hence, VMIGuard

introduces only small overhead ]. It reads previous logs (if available) that are related to

the repository and calculates a decision on whether there is an integrity violation or not .
If there is a violation, VMIGuard changes the payload of the SSH connection with a warning

message . We also check the integrity of the OpenSSH process to ensure that the tracing
mechanism is working as intended .
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7.2.1 Implementation

Data Extraction

VMIGuard extracts the data of an SSH connection by tracing two OpenSSH functions: ssh-
buf get u8 and ssh_packet_send2_wrapped. Those functions are responsible for doing the en-
cryption and decryption of an SSH network packet. We extract the network packet’s payload to
analyze it before it is encrypted (send) and after it is decrypted (receive).

VMIGuard filters the SSH packet by matching the executed command. If it executes git-receive-
pack, it means that the server is about to receive payload that contains stuffs that should be
pushed into the repository.

exec.... $git—receive—pack 'stewart/testl.git'
557bd81abf33322115324a379d225d86fcdbd618
< ad47e374c23280a3024420cfed423dcle8ff117a refs/heads/master.

Where ’stewart/test1.git’ is the repository name, 557bd8... is the old commit hash, ad47e3...
is the new commit hash, and ref/heads/master is the refs that are updated. If it executes git-
upload-pack, it means that the server is pushing the repository to the developer.

exec....# git—upload—pack 'stewart/testl.git'
ad47e374c23280a3024420cfed423dcle8ff117a refs/heads/master.

Where the repository name is the same and ad47e3... is the hash commit of ref refs/heads/mas-
ter that is being accessed.

When users push changes to their repositories, VMIGuard records all commit hash values and
their references accordingly. When a user clones or pulls a repository, VMIGuard checks the last
commit hash and compares it against the most recent commit hash.

If VMIGuard detects a violation, it performs two actions:
1. Adds a warning message on the SSH’s network packet to notify the developer.

2. Replaces the transferred files with the empty string which produce an error on the client-
side that prevents the developer to receive the files.

Those actions will be shown on the git client of the developer:

Cloning into 'testl'...
remote: WARNING!! inconsistent
fatal: pack signature mismatch
fatal: index—pack failed

Extracted Information

VMIGuard extracts some information from the git client-server interaction. The relevant ele-
ments that are contained in client-server messages and recorded to the database are the fol-
lowing:

* repository: The git repository’s name that is being accessed.
* timestamp: The time when a particular repository is being accessed.
* ip: The IP address of the client who accesses the repository.

* refs: The git reference that is being accessed.
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* hash: The hash value of the latest commit that is uploaded to the server.
* old hash: The old hash value of the older commit that is being replaced by the new one.

* new hash: The new hash value that replaces the older commit.

SSH Integrity Check

VMIGuard analyzes the executable section of the OpenSSH process (see Figure 7.5). First, it
reads the executable address range of the process. Second, it reads 4KB (a page) each time
from the beginning until the end of the section, and computes a hash over each page. Third, it
appends all the hashes and computes the final hash over them. Finally it stores the final hash
value inside the database. The integrity of the OpenSSH process is periodically checked during
the run-time.

‘ 4KB 4KB 4KB 4KB ‘ 4KB H 4KB ‘ 4KB ‘

! ! ! ! ! ! !

Figure 7.5: OpenSSH executable memory region hashing
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7.2.2 Performance Evaluation
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Figure 7.6: VMIGuard’s performance evaluation
We measure the performance impact of VMIGuard. There are three scenarios that simulate the
normal usage of a git server:

Generate one file with x MB in size, push it to the server, and pull the change onto a
different folder; where = = [1..10].

@ Generate two files with x MB in size (for each file), push it to the server, and pull the
change onto a different folder; where = = [1..10].

@ Generate a 50KB file, push it to the server, and pull the change onto a different folder.
This is repeated 200 times so that the repository will end up with 200 files.

We execute scenario @ and @ 100 times, and scenario @ for ten times. We calculate the
average elapsed time on the client side. We run the client and the server on the same host
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machine to minimize the networking delay.

Figure 7.6 a-d shows the result of scenario @ and @ The overhead, on average, is 6.5% and

7.1% for push and pull, respectively. Figure 7.6 e and f show the result of scenario @ The
overhead is 8.2% and 10% for push and pull, respectively.
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7.3 Summary

Summary

This chapter introduces two VMI based applications: Sarracenia and VMIGuard. Both applica-
tions use the VMIaaS approach, which is part of RQ1 and RQ3. When users deploy one of the
applications, they will get two VMs: a monitoring VM and a target VM (VM to VM approach).
The application can also run on different CPUs (Intel, AMD or ARM).

Sarracenia is a high interaction SSH honeypot. We monitor the malicious activities inside a
running VM. Instead of just monitoring the SSH activity, we also monitor some system calls. The
goal is to be able to extract files that are generated from the execution of the malicious code.
Our real-life deployment compares between Sarracenia and Cowrie, a medium-interaction SSH
honeypot. The result shows that more possible human interaction is done on Sarracenia than
in Cowrie. One possible reason is that Cowrie mainly emulates the shell command and many
commands are not implemented yet. Therefore, it is easier to be detected.

VMIGuard is a Git server monitoring system. It monitors the integrity of the hosted repositories
by storing the checksum of every push activity. The goal is to mitigate the risk of the mali-
cious administrator that has access to the server and modify the repository. The system checks
whether the repository remains consistent on every pull activity. If not, VMIGuard will inform
the user immediately. Based on the performance test, VMIGuard adds a small overhead to the
running system.

Both applications require manual tasks such as reading the OpenSSH’s source code to set the
correct breakpoint on the proper function. This shows the need to automate this process us-
ing machine learning (RQ4). Also, introspection of the user-space application can be helpful.
Therefore, further research on user-space application VMI tracing is required, not only focusing
on kernel space.

Our implementations are available at: https://github.com/libvmtrace/libvmtrace/
blob/master/apps/saracenia2.cpp and https://github.com/libvmtrace/
libvmtrace/blob/master/apps/git_detect.cpp for Sarracenia and VMIGuard,
respectively.
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Chapter

Conclusions

This thesis addresses four challenges in VMI. These challenges are: access control, performance
degradation from the introspection mechanism, limited support of executing VMI on AMD and
ARM CPUgs, and the lack of data structure layout information for user-space applications. The re-
sult of addressing these challenges is the introduction of VMI-as-a-Service (VMIaaS), a method
that facilitates the use of VMI in a shared-tenancy environment.

Allowing normal users (for example: cloud customers) to use VMI is a considerable challenge.
VMI requires access to the hypervisor, which, by default, is only available for the privileged user.
Two complexities arise: giving privileged access to normal users to the hypervisor is a security
risk, and making sure that normal users can only introspect their own VMs. Research question
1 (RQ1): “How to design effective and efficient access control for VMI” arises to address these
complexities.

Monitoring a running VM using VMI involves pausing the VM to ensure the consistency of ex-
tracted information, which introduces overhead to the system. State-of-the-art VMI libraries
implement a caching mechanism to minimize the pausing duration. However, the caching
mechanism can suffer from inconsistency. This leads us to RQ2: “How to reduce the perfor-
mance overhead introduced by VMI?”.

Currently, VMI has the best support on Intel CPUs. However, with the growing popularity of
AMD and ARM CPUs due to their performance and price benefit, there is a need to extend
the VMI capabilities to those CPUs. By default, VMI can run on AMD and ARM CPUs with some
limitations caused by the lack of software or hardware features. This problem is the background
of our RQ3: “How to deploy VMI on ARM and AMD?”.

A comprehensive knowledge of the layout of data structures inside the main memory is re-
quired to extract accurate information from a running VM. However, creating a precise data
structure layout, especially for user-space applications, requires much effort and manual pro-
cesses. Nowadays, leveraging machine learning (ML) or artificial intelligence (AI) to solve
problems is becoming more common. This trend inspires the RQ4: “How machine learning
(ML) or artificial intelligence (AI) can help to bridge the semantic gap problem in VMI-based
digital forensics?”.

Answering those RQs leads to some contributions, where each is addressing specific challenges.
The subsequent paragraphs describe our key findings and contributions for each RQ.

Access Control for VMI (RQ1). The current approaches are either slow (for example: Cloud-
VMI [BSM14]), limited only to a specific hypervisor (for example: on Xen with CloudPhylac-
tor [TRR16]), or limited to only one monitoring option (for example: via the network by
CloudVMI [BSM14] and VM to VM approach by CloudPhylactor [TRR16]). Since we choose
to use KVM, which has the VMI capability called KVMI, as our hypervisor, it is necessary to
bring the monitoring option of previous works into VMI onto KVMI. Additionally, we add one
option that allows the user to monitor a VM from inside a container. Therefore, instead of
forcing a user to use only one option, our approach makes all options available to the user. We
name our approach KVMIveggur. It proves that integrating authorization mechanisms in VMI is
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possible with multiple options for the user. Each option has its advantages and disadvantages,
and the users can make their own decisions based on their requirements.

Reducing Performance Overhead in VMI (RQ2). We focus on improving the performance
of the passive monitoring mechanism. As explained above, to solve the consistency problem,
the VMI application has to either disable the existing cache mechanism, which leads to more
performance impact or cope with the inconsistent data, which can lead to wrong information.
Our approach, VMIFresh, integrates the active monitoring mechanism to the cache mechanism
to ensure the data is always consistent, which improves the performance of VMI primarily
when the passive monitoring mechanism is used. It shows that using the active monitoring
mechanism internally is a great way to make the passive monitoring mechanism more efficient.

Deploying VMI on ARM and AMD (RQ3). For implementing capabilities of VMI on AMD and
ARM CPUgs, this thesis summarizes the requirements of the introspection mechanism and defines
which features are missing on each CPU. Unfortunately, unlike on the Intel CPUs, hardware
support for the hyper-single-stepping is not available on the AMD CPUs. We create a software-
assisted hyper-single-step mechanism. On the other hand, the situation is worse on the ARM
CPUs, where most of the essential tracing mechanisms are missing. We describe and implement
the missing features on the ARM CPUs. Ultimately, our contribution shows that mitigating the
lack of hardware support for VMI using software-assisted methods is possible with minimum
overhead.

Bridging the Semantic Gap with ML/AI (RQ4). This thesis focuses on extracting crypto-
graphic keys from the two most commonly used protocols: secure shell (SSH) and transport
layer security (TLS). While our approach has proven effective for our use case, it might not be
suitable for other data types. However, it proves that machine learning has a huge potential in
solving digital forensics problems.

Overall, our contributions help to improve the compatibility of VMI on public cloud providers.
KVMveggur addresses the need for proper access control in shared-tenancy environments and
also offers multiple options to the users. VMIFresh helps to improve the performance in the pas-
sive monitoring mechanism, mitigating consistency issues associated with the existing cache
mechanism. The solutions and implementations for AMD and ARM CPUs broaden the compati-
bility of VMI applications, allowing them to be executed on those CPUs with good performance.
The use of ML to extract cryptographic keys demonstrates the potential of this technology to be
used in solving VMI-based digital forensics problems.

Besides our contributions, this thesis also has some limitations. Firstly, while KVMIveggur ad-
dresses the technical challenge of access control in VMI, it must still be integrated into the
cloud management system. We also did not address the security aspect of the data flow (data
in transit), primarily when it is transmitted over the network. Therefore, extracting the trans-
mitted data using passive network monitoring or interfering with the transmission using active
network monitoring (for example: using man-in-the-middle) is possible. Also, we still have
to convince the public cloud provider to provide their users the VMI capabilities. Secondly,
VMIFresh is only tested for the passive introspection mechanism. On the other hand, the active
introspection mechanism is also an essential topic with its own performance impact. Thirdly,
our ML approach works only on a specific use case. Finally, all of our solutions are only tested
on Linux. Therefore, some adaptations could also be needed to support Windows.

The described limitations can be converted into future works. First, nested virtualization and
hardware-level isolation (for example: Intel TDX) can be explored to achieve similar results
as KVMlIveggur. Nested virtualization allows a hypervisor to run inside a VM. It opens the
possibility to run VMI inside the VM. Another way is to use the hypervisor to monitor the
domO itself (for example: Bareflank hypervisor [Qui21]). Then, of course, a big task is to
convince public cloud providers to enable VMI on their infrastructure. Next, offload some
VMI capabilities on the library to the hypervisor. This offloading strategy aims to mitigate
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the frequency of context switches. Potential bottlenecks can be reduced by streamlining the
distribution of tasks between the hypervisor and the introspection libraries. However, since
the use case of every introspection application can be different, a way to define which task
is executed by which part has to be developed. Finally, since our current ML approach only
works for small use cases, there is a potential research direction to extend it to create machine
learning algorithms that support bigger and more complex data structures.
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Al artificial intelligence

AWS Amazon Web Service

CR3 control register 3

DAC discretionary access control
EK encryption key

EPT extended page table

GCP Google Cloud Provider

GLA guest linear address

GPA guest physical address

gPT guest page table

GVA guest virtual address

HPA host physical address

IK integrity key

loT Internet-of-things

IPA intermediate physical address
IV initialization vector

KASLR kernel address space layout randomization
KVM kernel-based virtual machine
MAC mandatory access control
MiTM man-in-the-middle

ML machine learning

MMU memory management unit
NP nested paging

nPT nested page table

OS operating system

PC personal computer

PID process identification number
PML4 page map level 4

PTE page table entry

QEMU quick emulator
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RVI rapid virtualization indexing
SLAT second layer address translation
SPA system physical address

SSH secure shell

TLS transport layer security

UDS unix domain socket

VE virtualization extension

VHE virtual host extensions

VM virtual machine

VMI virtual machine introspection
VMlaaS VMI-as-a-Service

VMM virtual machine monitor
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