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ARTICLE INFO ABSTRACT

Keywords: Context: Tracing is a core competence in requirements engineering. Particularly, in safety & security critical

Requirements Engineering domains, tracing is often not only beneficial but even required by industry or government standards. In the

Safefy and Security tracing process, linked artifacts and the activities that process or create them are essential. To capture trace

zn:;m% link candidates and provide recommendations to developers, it is necessary to identify which artifacts and
rtifacts

activities exist and how they relate to one another. However, there is currently no comprehensive overview
of safety & security-relevant artifacts and activities.

Objectives: We aim to compile a collection of all relevant artifacts and activities that employ tracing in
security- and safety-critical domains. We would also like to suggest potential trace-link candidates to facilitate
tracing.

Methods: In our approach, we conduct a literature review and examine the well-documented Corona Warn
App as the subject of our investigation.

Results: We examined n = 259 publications from safety & security-related traceability research for artifacts
and activities. We identified and compiled 437 artifact types and 254 activities into a comprehensive data
collection. Our findings include (1) the most frequently appearing artifacts and activities, (2) the most common
co-appearing artifacts and activities, and (3) the most frequently appearing artifacts and activities related to
specific domains such as military defense, aerospace, and software management and (4) an example how to
use our collection on an example to the Corona Warn App.

Conclusion: We discuss recommendations for developers, the importance of collaboration and communication
in tracing processes, the identification of patterns in artifacts and activities during tracing, and the implications
of our findings for industry settings, as well as directions for future work.

Safety-security assurance
Literature-derived dataset
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1. Introduction

The most

bility and control over requirements throughout the software devel-
opment lifecycle is tracing (Rempel and Méader, 2015; Hayes et al.,
2007; Ramesh et al., 1995; Gotel et al., 2012). Traceability is defined
by the Systems and Software Engineering—Vocabulary (ISO/IEC/IEEE
24765 ISO/IEC/IEEE, 2017) as:

Traceability. Discernible association among two or more logical
entities, such as requirements, system elements, verifications, or
tasks. Example: The degree to which the requirements and design of
a given system element match; the degree to which each element
in a bubble chart references the requirement that it satisfies.

prevalent and effective approach for maintaining visi-

(Semi-)automatic tracing techniques substantially enhance the ef-
ficiency and reliability of software engineering processes (Gotel et al.,
2012), serving as a critical enabler for verification, validation, and qual-
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ity assurance. Through systematic traceability, developers can proac-
tively mitigate risks associated with errors, defects, and security vulner-
abilities. Moreover, traceability across standards, norms, and regulatory
frameworks — such as ISO/IEC 62304 (ISO/TC 210, 2007) for medical
devices, DO-178C for aerospace, Automotive SPICE (VDA Working
Group 13, 2023), and ECSS-E-ST-10-06C (ECSS Secretariat and ESA-
ESTEC Requirements & Standards Division, 2009) for space systems
- is indispensable in safety-critical domains, ensuring demonstrable
compliance and accountability. These standards encapsulate domain
knowledge that underpins the development of secure and trustworthy
software systems. By following trace links, developers can not only
uncover the underlying rationale (pre-traces) behind specific require-
ments but also observe their downstream implications (post-traces),
thereby maintaining a continuous chain of knowledge and justification
throughout the project lifecycle.

Development standards, requirements, and the source code itself are
part of a software system’s artifacts. Gotel et al. (2012), Cleland-Huang
et al. (2012), and Glinz et al. (2020) have established their definitions
of tracing artifacts. Based on their definitions, we have adapted it to
the following:

Artifact. An artifact is a referenceable unit that is created and or
required within the development process and beyond. An artifact
can refer not only to an individual requirement, but also to entire
models or specifications.

Problem Statement. Artifacts in software projects regularly have mul-
tiple dependencies (e.g., each requirement is always linked to at least
two artifacts Liskin, 2015). When tracing, these artifacts must be linked
with each other (Liskin, 2015; Charalampidou et al., 2020), most of
which heavily regulate safety & security standards of a system (Mider
et al., 2013). Trace links are created between these artifacts to connect
them. This results in a description or an activity that describes the trace
link. We therefore have the following definition of an activity in the
context of tracing:

Activity. An activity in terms of tracing is a sequence of actions
that are carried out to bring different artifacts into interaction with
each other.

To ensure consistent development of secure software, it is es-
sential that links between artifacts and activity sequences used are
recorded via automated pattern recognition during development and
then reused for learning purposes. Recommendations (e.g., on which
artifacts should be considered together) are helpful to all project
members in developing secure software.

Fig. 1 shows how various artifacts in different phases of the software
development life cycle entail risks for the safety & security of the
system.

Objective. We aim to identify relevant publications from the field
of safety- and security-critical, with focus on traceability. From the
identified literature, we will extract and compile a list of artifact types
and activities, highlighting common trends in academic literature.

Artifact Type. An artifact type is a label for artifacts that share the
same syntax and semantics. It serves as a category for artifacts; for
example, different source code files with many lines of code are
labeled as source code.

This study focuses on constructing a search grid for safety- and
security-related tracing. Within this grid, all artifact types (i.e., artifact
names) and activities (i.e., activity names) reported in scientific pub-
lications related to tracing are collected. This procedure supports the
compilation of a comprehensive corpus of artifact types and activities
that have been investigated in tracing research with respect to safety
and security. If a particular artifact type does not appear in this corpus,
it can be assumed that it has not yet been explored in the context
of tracing. It is important to note that the collection process targets

The Journal of Systems & Software 241 (2026) 112968

specific artifacts described in the primary and secondary studies. In
contrast, the resulting data are organized at the level of artifact types.

This study further evaluates the co-occurrence of artifacts and ac-
tivities within the scientific literature on safety- and security-related
tracing. Such an analysis is warranted, as it constitutes an initial step
toward automated pattern recognition and alleviates the burden on
novice developers to engage extensively with the pertinent literature.
Ultimately, the objective is to establish a general-purpose data repos-
itory documenting the linkages between artifacts and activities, as
posited in prior publications.

Contribution. In this paper, an extensive analysis of prior research
is presented, encompassing 259 publications on safety- and security-
critical traceability publications across 17 domains, including aviation,
aerospace, and software management. From these sources, a total of
437 artifact types and 254 activities were extracted and subjected
to multiple data analyses. The contributions include a comprehensive
collection of these artifact types and activities, along with the following
key insights:

(1) Comprehensive documentation of all identified artifact types and
activities, all implicitly associated with safety and security con-
texts. For artifact types specifically, a subset of 91 explicitly
safety- and security-related instances is shown. This knowledge
explains the prevalence and frequency of safety- and security-
relevant artifact types and activities within the literature.
Statistical frequencies of co-occurrences between all artifact types,
as well as between artifacts and activities. For instance, re-
searchers addressing artifact A are also frequently observed to
address artifact B; thus, the data collection recommends consider-
ing artifact B alongside A and establishing traceability links where
applicable.

(3) Domain-specific patterns, revealing artifacts and activities that
predominate within particular fields. The results highlight sub-
stantial variations across domains, underscoring distinctive em-
phases on these elements in each context.

Practical guidance for leveraging the collection to identify and
classify artifacts, demonstrated through application to the Corona
Warn App case. Recommendations are provided for systematic
categorization and interpretation of findings.

2

—

(4

—

Finally, the implications of these findings are discussed for (semi-
Jautomated tracing approaches more broadly, including recommenda-
tions for safety- and security-related artifacts and activities to guide
developers, the necessity of accounting for domain-specific variations,
the critical role of collaboration and communication in tracing pro-
cesses, and the value of documenting artifact and activity patterns to
support individualized human learning. The discussion concludes by
highlighting avenues for future research informed by these results.

Outline. The rest of the paper is structured as follows: In Section 2.5,
related research is presented. Section 3 summarizes the research objec-
tive and research questions, as well as our systematic literature research
methodology. The results are presented in Section 4 and discussed in
Section 5. The paper is summarized in Section 6.

2. Background and related work

This section presents related work and the research background.
We present publications that analyze artifacts and activities and how
they are traced, as well as systematic literature reviews in traceability
research.

2.1. Challenges for automated traceability
One significant challenge in tracing is its automation, as tracing

is complex, error-prone, and time-consuming. Many publications have
already dealt with (semi-)automatic tracing approaches (Tufail et al.,
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Fig. 1. Overview of a potential traceability strategy implementation during the software development lifecycle, showcasing the different phases. If an error occurs,

as indicated by the orange circle, it can be traced throughout the project.

2017). There are different approaches and possible uses of tracing
in practice. For example, Urbieta et al. (2020) addressed the auto-
matic tracing of requirements and user stories. In addition to user
stories, there are practical applications in safety-critical domains, such
as UAVs (Mayr-Dorn et al., 2021) and medicine (Casey and Mc Caffery,
2011; Sutcliffe et al., 1999). Furthermore, numerous publications have
addressed trace link recovery. There are various approaches utilizing
machine learning methods, e.g., evolutionary algorithms (Marcén et al.,
2020), active learning (Du et al., 2020; Marcén et al., 2017), infor-
mation retrieval (Li et al., 2020; Borg et al., 2017; Ali et al., 2019;
Hanspeter et al., 2012), or combinations (Zhang et al., 2016). These
approaches were evaluated across different possibilities and compared
using benchmarks, e.g., Shin et al. (2015, 2012), Ben Charrada et al.
(2011).

2.2. Tracing in safety-critical domains

Tracing also plays a vital role in safety-critical domains. For exam-
ple, tracing is applied in the automotive industry to support hazard
analysis (Zikrullah et al., 2021; Berenbach and Wolf, 2007), to auto-
matic approaches (Di Sandro et al., 2019; Nejati et al., 2016), and to
general challenges and management processes (Erata et al., 2017; Maro
et al., 2018; Amalfitano et al., 2017). In their publication, Grof3er et al.
(2022) also investigated how automated analysis can help visualize
and analyze complex projects and data dependencies, for example,
in aerospace. They emphasize that trace links can be relevant on
different levels of artifact granularity, e.g., linking whole specification
documents or individual requirements within them. In addition, tracing
in safety-critical domains can help identify problems and vulnerabilities
and resolve them quickly. Agrawal et al. (2019) evaluated an approach
to generate delta trees in their paper automatically. These can help to
avoid failure or malfunction. Tracing can also be used to analyze better
safety problems (Magsood et al., 2020) and risk management (Regan
et al.,, 2014) and then mitigate them using various models (Taguchi
et al., 2014) or, for example, safety cases (Regan et al., 2015; Nair et al.,
2014).

2.3. Artifacts and activities in safety- and security-critical domains

Other publications have attempted to identify artifacts and activities
associated with safety & security, but not tracing. Anze et al. (2023)
conducted a literature search evaluating 27 approaches to the agile
engineering of secure software (AESS). They identified 76 activities
(e.g., security auditing), 28 artifacts (e.g., misuse case), and eight roles
(e.g., security architect) associated with AESS. They clustered their

findings and summarized them into key features. In addition, the lit-
erature search provides a comprehensive overview of AESS approaches
in practice and academia.

Khan and Zulkernine (2009) researched the secure software devel-
opment process (SSDP). They evaluated two perspectives on security
in software development: the activity-centered approach describes the
phases through which requirements are implemented. They describe
how individual activities (e.g., requirements engineering) can be ap-
plied to ensure the product’s security. The other perspective describes
the dependencies among artifacts that arise across the different phases
of software development. Examples of established artifacts are threat
models and functional requirements.

In the context of eye-tracing technology for requirements traceabil-
ity, Ahrens and Nagel (2023) interviewed 20 practitioners and asked
them about their tracing process. As a result, they were able to extract
and categorize various artifacts (e.g., ticket artifacts like JIRA tickets,
tasks, and subtasks). However, their primary focus was to ask intervie-
wees how they felt about using eye tracking to automate tracing, rather
than on the artifacts themselves. In a second stage (Ahrens et al., 2024),
they interviewed 16 practitioners to elicit role-specific workflows and
activities suitable for obtaining useful traceability links in a specific
project context.

2.4. Linking artifacts for traceability

Liskin (2015) interviewed 21 participants from 6 companies about
how they manage various project artifacts. They identified that, in
principle, a single artifact is insufficient to satisfy a requirement and
that these artifacts also have dependencies that are often not apparent.
In addition, a need to support the communication of requirements was
identified. Charalampidou et al. (2020) analyzed 150 publications and
found out which artifacts and activities are frequently linked. They
found that requirements are most commonly linked to source code in
the literature. Further results from their systematic literature review
indicate that most approaches introduce new methods for collecting
trace links. Several studies have investigated the traceability literature
in systematic literature reviews; for example, Aung et al. (2020) ex-
amined 33 studies and found a lack of industry studies. In addition
to these findings, the authors evaluated four approaches to trace link
recovery used in current research: Deep Learning, Machine Learning,
heuristic-based methods, and information retrieval.

Hiibner and Paech (2020) examined traceability maintenance. In
their literature search, they identified which artifacts were frequently
linked for traceability maintenance. Their result showed that software
artifacts, development standards, source code, requirements, (UML)
model elements, and sketches are frequently used for traceability main-
tenance.
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2.5. Knowledge gap

The paper by Anze et al. (2023) listed specific safety-critical
artifacts. However, these are very specific and not relevant to tracing.
That was not their goal, either. Although Charalampidou et al. (2020)
used a similar approach to ours, they found only a limited number
of artifacts, which, however, were very general. A major advantage
of their study, however, is that it compares different approaches and
demonstrates how they perform in different settings. The study by
Ahrens and Nagel (2023), Ahrens et al. (2024) also identified specific
artifacts in the context of tracing, but these, too, lack a security- or
safety-related context and are not suitable for our analysis. Thus, there
is no comprehensive collection of security- and safety-critical artifact
types used in tracing. While these publications do collect these artifacts,
they do not indicate whether they actually occur in practice or to what
extent.

3. Exploratory analysis of prior research

In this section, we describe the general methodology for our anal-
ysis of prior research, including our research questions, guidelines for
constructing our literature database, and procedures for analyzing the
literature.

3.1. Research objective and research questions

Our research objective is to identify the artifacts and activities asso-
ciated with security- or safety-related traceability research. This knowl-
edge is necessary to analyze software projects and systems for trace
links to provide appropriate recommendations for potential problems.
To achieve this goal, we pose the following three research questions:

RQ1: What are artifacts and activities associated with security- or safety-
related traceability research? We want to generate an overview
of artifacts (types) and activities found in the relevant research
of traceability publications in the area of safety & security. The
relevance of artifacts and activities can be measured by their
frequency of appearance in the literature. This overview is in-
tended to support the development of automated tracing tools for
security- and safety-critical domains by defining the anchor points
of trace links (SPANOUDAKIS and ZISMAN, 2005).

RQ2: How can these artifacts and activities be interrelated with each other?
To find out whether and to what extent artifacts and activities are
related, we would like to answer the following sub-aspects:

RQ2.1: How are artifacts related to other artifacts? We want to
determine which artifacts frequently co-appear in the litera-
ture. This means that a focus on these artifact relationships
is essential for the automated capture of trace link candidates
and for recommending which artifacts developers should con-
sider when working on the artifact they are currently working
on.

RQ2.2: How are artifacts related to activities? The co-occurrence
of artifacts with activities in the literature indicates which
artifacts have a special relationship to an activity. This knowl-
edge can be advantageous when (semi-)automated tracing or
recommendation approaches are aware of the status of activi-
ties and artifacts currently being processed, enabling them to
collect trace link candidates or generate recommendations.

RQ3: How important are these artifacts and activities for specific software
project domains? We want to find out if and how the relevance
of artifacts and activities differs in different domains, such as
aerospace, automotive, and medical devices. It can be assumed
that domain-specific standards and norms, as well as legal re-
quirements, play a significant role in these domains. However, we
are also interested in whether there are differences in the generic
artifacts and activities across specific domains.
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Fig. 2. Relevant publication identification process.

3.2. Identification of relevant publications

We decided to use the database search string method because our
focus is particular, and the search string allows us to tailor the gen-
erated database to our research questions. Our process for identifying
relevant publications is visualized in Fig. 2, and the individual steps are
described below.

3.2.1. Database search strategy

In an iterative process, we examined and compared different
databases. We decided to use Scopus as our metasearch engine, be-
cause Scopus indexed all relevant peer-reviewed software engineering
databases such as IEEE Xplore, ACM Digital Library, Springer Link Online
Library, Elsevier ScienceDirect, and Wiley Online Library.

All authors discussed a suitable search string regarding our research
questions. Here, we have also adopted an iterative process to achieve
optimal results. Our compiled search string from the Scopus Advanced
Search' resulted as follows.

Listing 1 Scopus advanced search string for our database search

1 TITLE-ABS-KEY ( or
) and TITLE-ABS-KEY (

)

2 and all ( or
or or
)

3 and all ( or or

or )
4 and all ( or or

) and (LIMIT-TO (SUBJAREA,

))
5 and (LIMIT-TO (DOCTYPE, ) or LIMIT
-TO (DOCTYPE, )) and (LIMIT-TO
(LANGUAGE, ))

The scope of our analysis of prior research is tracing (of artifacts and
activities) in software engineering, hence decided that the traceability
(i.e., “tracing” or “traceability”) and software (i.e., “software”) in the
publications title, abstract, or keywords (cf. Listing 1:1). The keyword
“trace” was categorically excluded as numerous publications were
found, from fields in agriculture, food industry, etc. which mention
traces (e.g., traces of particles in food). Additionally, another reason for
“trace” being excluded as a keyword is that “requirement traces” would
be included in the search results if the keyword is just “requirement”.
Therefore, showing no viable improvement if included, while adding

1 https://www.scopus.com/search/form.uri?display=advanced
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Table 1
Inclusion and exclusion criteria for the filtering of publications.

Inclusion criteria

IC1 The publication includes a tracing approach or prototype

Ic2 The publication includes a literature review or study with
association to tracing

IC3 The publication includes activities or artifacts associated

with tracing

Exclusion criteria

EC1 The publication is not published by a trustworthy publisher
(e.g., no peer review apparent, or included on
Beall’s List®)

EC2 The publication is not available”

EC3 The publication does not contain the terms security, secure or safety
in relation to software systems

EC4 The publication does not reference tracing in software or

requirements engineering

a https://beallslist.net/

b Availability was determined according to the catalog of the Electronic Journals
Library (EZB). The EZB is a bibliographic database for scientific electronic journals.
It contains more than 116,000 journals and is used and processed by almost all major
libraries in the German-speaking world.

off-topic publications if it were to be included To further limit the scope
of results regarding traceability-related fields of software engineering,
we extended the search string so that publications must mention the
term “requirement”, “architecture”, “model”, or “process” somewhere
in the text. After numerous iterations, papers were identified that lay
outside our scope and used alternative terms for safety and security;
other proxies had to be avoided. Privacy was explicitly excluded from
the scope of this study, as the processing and protection of personal
data, central elements of privacy, fall directly within the domain of
security. Furthermore, since the processing of such data is also regu-
lated under various legal frameworks, these aspects were consequently
omitted (cf. Listing 1:2).

Since the main objective is to identify relevant artifacts and activi-
ties, the search was limited to publications including mentions of both
artifacts and activities while taking into account different spellings of
artifacts in American and British English, and plurality of activities (cf.
Listing 1:3). The main focus of our research questions is security- or
safety-related research, consequently limiting the results to publications
mentioning security/secure or safety in the text (cf. Listing 1:4).

Lastly, add general conditions available via the advanced search in
Scopus. Finally, the general subject area of publications was limited to
computer science (cf. Listing 1:4), moreover, to articles and conference
publications in the English language (cf. Listing 1:5).

Using our search string, we retrieved a total of 508 publications
from Scopus on November 6th, 2023 (cf. Fig. 2:1).

3.2.2. Filtering of publications

Following successful retrieval of the publications, they were filtered
using inclusion and exclusion criteria based on title, abstract, and
keywords, as presented in Table 1. Both inclusion and exclusion criteria
were defined based on a random subset sample of the 508 publications.

Six of the authors of this paper, consequently designated as “Re-
viewers”, were briefed in accordance with these inclusion and exclusion
criteria. For each publication, the title, abstract, and keywords were
read by at least two reviewers (~ 170 publications per reviewer) and
assessed for relevance according to inclusion and exclusion criteria
after an explicit briefing. In addition to the inclusion and exclusion
criteria, the quality of all remaining studies was assessed by at least
three reviewers. As quality criteria, we examined, e.g., whether the
study’s objectives were clearly stated, whether the study design was
appropriate for the objectives, whether the data analysis was described
in a methodologically transparent manner, and whether the study’s
results were presented clearly and in a comprehensible way. If several
quality criteria were not met, we excluded the studies. Each reviewer
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Table 2
Decisions resulting from reconciling labels assigned by two authors (A & B)
with appearance (#), our decision, and Cohen’s «.

Reviewer Reviewer # Decision # Cohen’s
A B K
relevant relevant 179
. relevant 231
uncertain relevant 52
not relevant not relevant 151 0.743
B not relevant 182
uncertain not relevant 31
relevant not relevant 87 .
. . conflict 95
uncertain uncertain 8

could assign publications as either relevant or not relevant, or uncertain
if the reviewer was unable to make an unambiguous decision based on
the criteria.

As the abstract, title, and keywords of each publication were ini-
tially checked by two reviewers, there were a total of 2x 3 = 6 possible
combinations of the three labels per reviewer for all 508 publications.
Table 2 shows the label pairs (Reviewer A and Reviewer B), their
appearance (#), with the corresponding decision made for the possible
label pairs, and the total interrater agreement measured by Cohen’s
k (Cohen, 1960). The interrater agreement (Cohen, 1960) of all six
reviewers was k = 0.743, indicating substantial agreement according
to the scale provided by Landis and Koch (1977).

If both reviewers assigned the same label to the publication, that
label was adopted as final. Instead, if discrepancies arose, such as one
reviewer marking it as uncertain while the other provided a definitive
label, the label of the more confident author was used. This resulted in
231 relevant and 182 not relevant publications (cf. Fig. 2:2).

3.2.3. Conflict resolution

If one reviewer labeled a publication as relevant and the other
reviewer has labeled the same publication as not relevant, or both
reviewers have labeled the publication as uncertain, then we have
marked the publication as a conflict, which occurred 95 times in total.

For the 95 publications marked as conflicts, an independent re-
viewer C decided whether the publications were relevant or not. Re-
viewer C could also read the full paper in addition to just the abstract,
title, and keywords. 42 of 95 publications were labeled as relevant by
reviewer C, while 53 publications were labeled as not relevant for a
total of 231 + 42 = 273 relevant publications (cf. Fig. 2:3).

3.2.4. Final set preparation

Lastly, from the 273 relevant publications, we removed duplicates
and excluded publications for which we could not access the full text.
Our final set of publications consisted of 259 publications for our
data collection and data analysis (cf. Fig. 2:4). We compiled these
259 publications in a comprehensive data set containing all relevant
metadata.

3.3. Data extraction

In order to prepare the 259 relevant publications for the data
analysis, we extracted data — both manually and automatically — in
order to answer our research questions.

3.3.1. Manual data extraction

The 259 publications were divided and subsequently assigned to one
of four authors of this paper. Since it is not always possible to foresee
in which section of a publication artifacts and activities appear, each
author reads the assigned publications in their entirety.

For artifact identification, we do not collect the artifacts themselves,
meaning their contents, but only their names. Here, it is important
to distinguish between the two keywords: ‘“artifact type” refers to
the broader name we assign to a group of related artifacts, while
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Table 3
This table shows an example how we manage our findings.
Artifact
Accep- Bug Class
tance Diagram
Paper Criteria
0.pdf X X
1.pdf X X

“artifact” refers to the specific item found in the search. Example: We
do not collect the full content of a specification that we may find
as supplementary data in a publication; we only record the identifier
“specification” in our table of artifact types. We apply the same prin-
ciple when collecting activities. Furthermore, we have also considered
risks to be artifacts, for example, because we consider the documents
associated with a risk to be artifacts. We have applied this principle to
similar artifacts, such as bugs, issues, and vulnerabilities.

The authors were briefed to write artifact types and activities from
the assigned publications, with each author creating and populating
their own table. New columns were created for new artifact types/ac-
tivities, while repeated appearances were ticked for the respective pub-
lication. The exemplary artifact table (cf. Table 3) shows the schema,
which was identical across activities, except that the columns contained
activities rather than artifact types.

Each author read their assigned publications entirely and extracted
the artifacts from the publications exactly as they appeared in the text,
with the following exception: In Table 3, we always wrote the singular
form of an artifact (e.g., Requirements — Requirement). If an artifact’s
name appeared abbreviated in a publication, we have written it out
anyway. Considering the following example from Hamdi et al. (2021)

“These relationships, or traceability links, can exist between
design documents and requirements, source code and design documents,

[..T”

we obtained the artifact types Design Document, Requirement and
Source Code.

For the recording of activities, we defined a similar set of rules.
However, because we observed that activities often appeared in a
more generic context than artifacts, e.g., in publications, we frequently
refer to calculating as an activity; this does not denote an activity
in connection with tracing, but rather the calculations of the results
of the publications themselves. Therefore, we recorded only activities
associated with traceability in the context of the respective publication.
Further, for activities appearing as verbs, we recorded the continuous
infinitive form (e.g., Monitor — Monitoring). Following the example
from Hamdi et al. (2021)

“Traceability allows engineers to trace and monitor the relationships
between artifacts”

we therefore obtain the activities Tracing and Monitoring.

In addition to the artifact types and activities, we recorded addi-
tional information. We summarized the following information for each
publication as we read.

+ Setting: We recorded why (i.e., for what reason) the publication
was written: Research, industry (including industry research),
government (including governmental research), or a combination
of the aforementioned. For the setting, we explicitly distinguish
between industrial and non-industrial settings. Here, we con-
sidered studies that explicitly developed a tool or approach in
industry or in collaboration with industry. The same applies to
the government category. We collect this information as metadata
for the publications to subsequently describe the composition of
our final sample.
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» Context: What do the authors do in their work, e.g., create a
prototype, conduct a study, or present a novel tracing approach.
We include this information as metadata for the publications to
provide an overview of their motivations in our final sample.

» Domain: In what practical way was the author’s work applied,
e.g., aviation, aerospace, or software development. The domain
information helps us address RQ3 by grouping the collected pub-
lications by coded domain and then analyzing them within each
domain.

3.3.2. Automatic data collection

To ensure a complete record of artifacts and activities, we used
automated methods to evaluate publications in addition to our manual
data extraction (cf. Section 3.3.1). We automatically identified both
artifacts and activities in each publication’s PDF using the PDFium?
parser. We manually matched the text of each publication against
artifacts and activities extracted in advance (based on their appearances
in other publications, rather than on the continuous infinitive). We
recorded only exact matches (i.e., excluding substrings and ignoring
capitalization) to avoid false positives and ensure the integrity of our
sample data. Furthermore, we treated the artifacts and activities as
mutually inclusive subsets and recorded them accordingly. Given the
example from Vega-Marquez et al. (2022):

“In this study, we found an attempt for linking source code, [...] with
business process models”

we recorded the artifact types Source Code, Code, Business Process
Model, Process Model and, Model and added them to our artifact table
(cf. Table 3) respectively. Through their concatenation, these artifacts
can be represented by the following hierarchical structure:

Code —> Source Code
Artifact —
" Model —> Process Model —> Business Process Model

3.4. Data preprocessing

For data analysis, we preprocessed the identified data. As described
in Section 3.3.1, we recorded five different data types: artifacts, activi-
ties, publication setting, publication context, and publication domain.

First, we preprocessed the identified artifacts types and activities
into an unambiguous format. We removed all whitespace, corrected
spelling, and applied fixed capitalization. For all artifact types and
activities, we added their standard abbreviations (e.g., Unified Modeling
Language — UML) in a separate column if necessary. Finally, we sorted
the artifact types and activities alphabetically.

The recorded data on publications’ settings, contexts, and domains
were not preprocessed; instead, each author’s descriptions were manu-
ally coded alongside other attributes.

3.5. Coding process

We manually coded different aspects of our results. We began by
forming summarizing categories for artifact types, activities, setting, con-
text, and domain. For artifact types, we additionally coded their explicit
safety & security relevance.

Two authors coded the artifacts and activities. Our goal was to cre-
ate summarizing categories, including artifacts with relationships. We
therefore used the following definition of trace artifact types provided
by Gotel et al. (2012):

Trace Artifact Type. A label that characterizes those trace artifacts
that have the same or a similar structure (syntax) and/or purpose
(semantics). For example, requirements, design, and test cases may
be distinct artifact types.

2 https://pdfium.googlesource.com/pdfium/
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We applied the exact definition provided by Gotel et al. (2012) for
categorizing both artifacts and activities. In this process, we sought
categories represented by highly generic artifacts. Afterward, the two
authors sorted the artifacts into different categories together using a
bottom-up approach. After completion, the resulting categories and the
assignment of individual artifacts to them were evaluated by two inde-
pendent authors, who proposed changes to the artifact assignments and
the categories themselves. All authors discussed all proposed changes
in a plenary meeting.

In the publication setting, we defined the categories research, industry,
and government beforehand, as described in Section 3.3.1. If necessary,
an author could add a word to specify the setting (e.g., research-
dissertation), which we did not code; instead, we used the three main
categories as metadata.

For the publication context, one author created summarizing cate-
gories, based on their semantic meaning (e.g., SLR, Literature Mapping
— Literature Review). Assignment of one to three contexts for each
publication was possible. Regarding the publication domain, a similar
approach was pursued, but publication were assigned thematically, that
is papers that had an explicit connection to a domain (e.g., aerospace),
were assigned to this domain. However, some publications addressed
topics related to safety or requirements engineering in general. It is
also possible for a publication to be assigned to several domains (at
most three domains).

The resulting codes of publication context and the publication domain
were evaluated by two independent authors.

Since we considered all recorded artifact types to be implicitly
safety & security relevant based on our search string, we also coded
them for their explicit safety & security relevance. The authors have
jointly determined that explicit relevance for safety & security in this
case means that these artifact types, in contrast to the other artifacts,
cannot only be relevant for safety & security, but are always relevant
and are specifically defined for this purpose.

Two authors independently marked each artifact types as relevant,
not relevant, or uncertain, after discussing the meaning of explicit safety
& security relevance based on examples (e.g., IEC 62304). After the
coding process, conflicts were resolved, and a third independent author
reviewed the results and proposed changes, which were discussed in a
plenary meeting.

3.6. Data analysis

In the following sections, we describe the empirical methods used
to answer our research questions.

3.6.1. Analysis procedures for RQ1: Relevant artifacts and activities

For our first research question, we use the data as described in
Section 3.4. To address the research question, we identified the most
frequently occurring artifact types and activities. As described above,
we have also created superordinate categories for both artifact types
and activities. We compiled the most frequently appearing artifact
types and activities, their superordinate categories, and their absolute
and relative frequency in tables to present our results. To assess the
relevance of the various superordinate categories for artifact types and
activities, we have also listed them in tables. That is, we consider the
following aspects for analyzing this research question.

+ Descriptive statistics: We count which artifact types and ac-
tivities appear how often in our literature sample set. This also
provides an opportunity to analyze which artifact types and activ-
ities are significant (i.e., those with higher priority in the scientific
literature).

Mapping artifacts: Coding the artifacts allows us to see which
are the most frequently appearing categories. At the same time,
it shows which artifact categories have been prioritized in science
to date.

The Journal of Systems & Software 241 (2026) 112968

In addition to the semantic coding, we can recognize the extent
to which explicitly safety & security-relevant artifacts play a
superordinate role in the literature by coding them.

» Mapping activities: Coding the activities allows us to see which
are the most frequently appearing categories. We can use this
knowledge to identify which phases of development activities are
most commonly observed.

3.6.2. Analysis procedures for RQ2: Relations of artifacts and activities

To address the second research question, we used the preprocessed
data described in Section 3.4 for further analysis. That is, we used our
artifact and activity tables (cf. Table 3) to quantify the co-occurrence of
artifact types and activities across all n = 259 publications. We created
matrices for the subordinate research questions RQ2.1 and RQ2.2. For
RQ2.1, we constructed an artifact-artifact matrix; for RQ2.2, we built
an artifact-activity matrix.

To address RQ2.1, we analyzed how frequently pairs of artifacts
co-occur in the same publications. To do so, we constructed a square
matrix.

Ae R437X437

Where each row and column corresponds to one of the 437 identified
artifacts.

Each matrix entry a;; captures the co-occurrence of artifact i and
artifact j, defined as the number of publications in which both artifacts
appear. Formally,

a;; = |P@)n P()I

where P(i) and P(j) denote the sets of publications that include artifact
i and artifact j, respectively, as listed in our artifact table (cf. Table 3).

Example. Suppose artifact i appears in five publications and artifact
Jj appears in four publications. If both artifacts are jointly reported
in three of these publications, then a;; = 3. A higher value of q;;
therefore indicates that two artifacts are more frequently discussed
or used together in the literature.

To answer RQ2.1, we computed all entries of matrix A and listed
all artifact-artifact pairs (i.e., all a;;) in descending order of their co-
occurrence values. This allowed us to identify the pairs of artifacts that
most frequently co-occur across publications.

Following the same procedure, we constructed an analogous co-
occurrence matrix for RQ2.2, which was calculated and analyzed in the
same way as matrix A. For both resulting matrices, we then focused on
the cells with the highest co-occurrence values, g;;, as these represent
the most strongly associated artifact pairs for the respective research
questions.

Initially, we considered only the superordinate categories of ar-
tifacts and activities, as described in Section 3.6.1, to compile the
resulting tables from the matrices. For example, for RQ2.1, we iden-
tified the most frequently occurring superordinate artifact categories,
such as requirements and code. Afterward, we calculated the subordi-
nate artifacts i and j within each pair of superordinate categories by
setting a;; to the largest co-occurrence between the two superordinate
categories.

Consider the example in Table 4. Given a pair of superordinate ar-
tifact types, requirements and implementation, which we have identified
as frequently co-appearing artifact types, we would calculate the most
common artifacts of type requirement in terms of their co-occurrence
frequency with implementation type artifacts and vice versa.

In our example, the functional requirement is an artifact of type
requirement and appears most frequently in publications alongside arti-
facts of type implementation (cf. Table 4). In the same way, use case is the
second most common artifact of type requirement, which is co-appearing
with artifacts of type implementation. Conversely, source code and epics
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Table 4
Example of frequently co-appearing artifact types, requirements and im-
plementation with associated interrelated artifacts.

Requirements Implementation

1. Functional Requirement 1. Source Code
2. Use Case 2. Epic
3. 3. .

are the artifacts of the implementation type that most frequently appear
together with artifacts of the requirement type.

For both research questions RQ2.1 and RQ2.2, we compiled an
overview table containing the most common superordinate categories
of artifacts/activities and their respective subordinate artifacts/activi-
ties with respect to one another.

3.6.3. Analysis procedures for RQ3: Importance of the artifacts and activ-
ities in different domains

To answer the third research question, we used our coding results
for the publication domain. For the analysis, we identified the most
frequently occurring artifacts and activities for each domain, as deter-
mined by our coding process. The artifacts and activities that occur
most frequently within a given domain are considered more important
in the scientific literature.

4. Results

In this section, we present the results of our exploratory analysis of
prior research. We first examine the metadata of the publications and
then present the results according to the research questions.

4.1. RQI: Relevant artifact types and activities

As a result of our manual data extraction as described in Sec-
tion 3.3.1, we obtained 437 artifacts and 254 activities in total.

4.1.1. Distribution of artifact types & Activities

Regarding the publications, we obtained an average of x = 50.84
artifact types per publication (min = 9, max = 96, ¢ = 14.58, median =
49). In contrast, we observed an average of x = 30.1 instances of
individual artifact types across all publications (min = 1, max = 252,
o = 52.9, median = 7). Regarding the activities, each paper contains
x = 21 different activities on average (min = 1, max = 42, ¢ = 7.38,
median = 21, ¢ = 7.38). The general appearance of activities was x =
21.4 activities on average (min = 1, max = 243, ¢ = 41.8, median = 4).

4.1.2. Artifact types & Activity categories

As described in Section 3.5, we coded the artifact types and ac-
tivities into semantically related categories. As a result of our coding
process, we obtained 20 different categories. Of the 20 categories,
13 were named after identified artifact types (e.g., requirements and
models). We named the remaining seven categories based on their
semantic context. An overview of the different categories is shown in
5. Most artifact types are related to models, comprising 68 artifacts
(15.56% of all artifact types), including artifact types categorized as
such. The second most frequently occurring category is documentation
with 38 (8.24%). The third most frequently occurring artifact type is
requirements, with 35 artifacts (8.01%).

Likewise, we coded the activities and categorized them semanti-
cally. This results in 12 different categories. Of the 12 categories, 11
are named after identified activities, and one was created on semantic
grounds. 6 shows the 12 categories listed by frequency. As depicted,
the most frequently occurring activity category is analysis (41 activities,
16.14%). This includes activities such as risk analysis, Failure Modes
and Effect Analysis (FMEA) and dependency analysis. The second most
frequent type of activity is quality assurance (35 activities, 13.78%),
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which includes risk assessment and safety and security assurance,
as well as all kinds of testing. Lastly, requirements engineering and
requirements management appear third and fourth most frequently
with 31 activities each (12.20%). Requirements engineering includes
activities like conducting interviews and defining use cases, while
requirements management includes activities like change management
and requirements maintenance.

4.1.3. Most relevant artifact types and activities

To identify the most relevant artifacts and activities, we ranked
them by frequency across the 259 publications. A list of the top ten
most frequently appearing artifacts is shown in Table 7. The five most
frequent artifact types are method, code, link, task, and feature.

4.1.4. Safety & Security relevant artifacts

We manually coded if artifact types had an explicit relation to safety
& security, as defined in Section 3.5. Our manual coding resulted in 91
of 437 artifact types, or 20.82% of the artifacts identified as explicitly
related to safety & security by the authors. The most frequently occur-
ring artifact types are issues (209), followed by concerns (137), threats
(122), risks (119), and bugs (91). Based on our search string and filter
criteria, we deduced that the remaining 346 artifacts are only implicitly
but not explicitly related to safety & security.

RQ1: What are artifacts and activities associated with security- or
safety-related traceability research? We identified a total of 437 ar-
tifact types and 254 activities that are mentioned in the safety &
security and tracing literature. Regarding artifact types, we iden-
tified the five most frequently occurring artifacts (in descending
order): method, code, link, task, and feature. The top 5 activities are:
specifying, testing, evolving, validation and communicating. As these
artifact types and activities appear most frequently across all publi-
cations, they also appear to share logical relationships with practical
implications in general. In addition to the implicit association of
these artifact types and activities with safety & security given by
our database search criteria, we also manually coded the artifact
types for their explicit association with safety & security. The results
show that most publications focus on issues, concerns, threats, risks,
and bugs. However, although explicit safety & security artifact types
such as certain norms and standards are mentioned frequently, they

Table 5
Artifact type categories resulting from our mapping. Categories marked with *
were manually added. The artifacts by absolute (#) and relative (%) frequency.

# %  Artifact type Category
1 68 1556 Model
2 38 8.70  Documentation
3 36 8.24  Requirement
4 35 8.01  Development*
5 33 7.55  Implementation
6 28 6.41  Standard & Norms*
7 21 4.81  Safeguarding*
8 20 4.58  Diagram
9 18 4.12  Language*
10 18 4.12  Test
1 17 3.89  Media*
12 14 3.20  Design
13 13 2.97  Traceability Information
14 12 2.75  Architecture
15 12 2.75 Data*
16 11 2.52  Regulations
17 11 2.52  Project
18 10 2.29  Change
19 6 1.37  Issue
20 3 0.69  Hardware*
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Table 6
Activity categories resulting from our mapping. Categories marked with * were
manually added.

# %  Activity Category
1 41 16.14 Analyzing
2 35 13.78  Quality Assurance
3 31 12.20  Requirements Engineering
4 31 12.20  Requirements Management
5 19 7.48  Project Management
6 17 6.69  Implementing
7 15 5.91 Designing
8 14 5.51 Knowledge Management
9 13 5.12  Maintaining
10 10 3.94 Modeling
11 9 3.54  Deployment
12 8 3.15  Policing*
Table 7
Top 10 artifact types with their respective labeled categories.
# % Artifact type Category
1 244 94.21 Method Implementation
2 237 91.51 Code Implementation
3 230 88.80 Link Traceability Information
4 220 84.94 Task Development
5 207 79.92 Feature Requirement
6 201 77.61 Goal Requirement
7 197 76.06 Component Architecture
8 196 75.68 Concept Model
9 189 72.97 Product Development
10 189 72.97 Report Documentation

do not appear nearly as often in the papers (e.g., ISO 26262 with
a frequency of 27 vs. issue with a frequency of 209). Additionally,
most frequently occurring activities relate to quality assurance,
whereas the most frequently occurring artifacts are predominantly
implementation artifacts.

4.2. RQ2: Relations of artifacts and activities

4.2.1. RQ2.1: Interrelated artifacts

To answer the question of the extent to which artifacts can be
linked, we calculated the co-occurrence of artifact types in all n =
259 publications, as described in Section 3.6.2. For our 437 identified
artifact types, the number of unique artifact pairs (i.e., the number
of elements within the lower triangular matrix of the artifact—artifact
matrix) is 437 X 436 x % = 95,266. We observed that the co-occurrence
of artifacts a; ranged from O to 245 (x = 3.73,0 = 14.28) for
artifact-artifact pairs (i, j). In total, 39,307 of 95,266 or 41.26% of
artifact-artifact pairs had a co-occurrence of at least 1.

Table 8 shows the ten most frequently co-appearing categories
(category, and category,) of related artifact types in descending order
of their co-occurrence. The inner part of Table 8 (i.e., artifact examples,
and artifact examples,) shows the most frequently related subordinate
artifacts for each respective category 1 and 2.

That is, Table 8 is to be read in the following way, exemplified for the
first row: model and requirement artifact types are the most common
related artifact types, being related 245 times total in relation to one
another. The most common model artifacts are concept, vector space
model, UML model, design model, and model element, which are related
to requirement artifacts 191, 68, 63, 60, and 54 times, respectively. In
addition, the requirement artifact types most commonly related to model
artifacts are feature, goal, use case, software requirement, and functional
requirement, which are related to model artifacts 204, 199, 119, 95, and
72 times, respectively.
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RQ2.1: How are artifacts related to other artifacts? Our results showed
that the most frequently co-occurring artifacts can be categorized
as model and requirement artifacts, such as UML models and use
cases. The second most co-appearing artifacts are implementation-
and model-artifacts, such as source code and concepts. The third most
common co-occurring artifacts were design- and model-artifacts, such
as design patterns and design models.

4.2.2. RQ2.2: Interrelated artifacts and activities

Lastly, we addressed RQ2.2 by examining the co-occurrence of
artifact—activity pairs across all publications. For our 437 artifacts and
254 activities, the number of unique artifact-activity pairs is 437x254 =
110,998. We observed that the co-occurrence g; I ranged from O to 242
(x = 2.68, 6 = 11.29) for artifact-activity pairs (i, ). In total, 38,408
of 110,998 or 34.60% of artifact-activity pairs had a co-occurrence of
a; > 1.

Table 9 shows the ten most frequent categories of related artifacts
and activities by descending order of their co-occurrence (# = g; j). The
inner part of Table 9 shows the most frequently related subordinate
examples of artifacts and activities for their respective superordinate
categories. Table 9 can therefore be read like Table 8, with the excep-
tion that the left side of Table 8 always shows artifacts while the right
side always shows activities.

RQ2.2: How are artifacts related to activities? Lastly, regarding the
relationship of artifacts and activities, it is not surprising that
design-artifacts are most frequently co-appearing with designing-
activities, like design definition and design reviewing. Furthermore,
model-artifacts and designing-activities often co-appear, such as de-
sign model and structuring. In addition, requirement-artifacts and
designing-activities, such as functional requirement and prototyping,
co-occur the third most.

4.3. RQ3: Importance of the artifacts and activities in different domains

4.3.1. Publication domain

We also analyzed the domain to which the papers relate, which
we manually coded as described in Section 3.5. Table 10 shows the
distribution of the manually coded publication domain; each publication
was assigned with at least one and at most three domain codes. Overall,
the coded domains were quite clear, as 242 publications had only a
single domain code. Another 14 publications had 2 domain codes each,
while only 3 had 3.

Table 10 shows that most publications (106, 38.12%) can be as-
signed to the software development domain. Furthermore, 48 publica-
tions (17.26%) are attributable to the software management domain.
Additionally, 27 publications (9.71%) were assigned to the domain of
safety-critical systems in general. The domain of safety-critical systems
encompasses developments, conceptualizations, or studies that address
safety but are not directly related to specific safety-critical domains,
e.g., aerospace. The remaining publications are scattered across many
small domains, all of which have an important connection to safety
& security. The largest of these domains is the automotive industry,
accounting for 23 publications (8.27%). Publications from the auto-
motive industry were directly related to tracing in automotive system
development. A comprehensive list of all publications, grouped by
publication domain, is provided in Table 10.

To answer RQ3, we calculated the most frequently appearing arti-
fact types and activities for every publication domain.

4.3.2. Domain specific artifacts

Table 11 shows the top ten most frequently appearing artifacts
for the domains of software development, software management, safety-
critical systems, automotive industry, and artificial intelligence. We have
limited the presentation of results to the five most common domains,
as presenting the most common artifacts for domains with very few
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Table 8
Most frequently (#) co-appearing artifact categories, and corresponding examples of artifact types.
# Category, Artifact type Examples; (#) Artifact type Examples, (#) Category,
1 245 Model Concept (164), Vector Space Model (61), Goal (164), Feature (162), Use Case (97), Requirement
Unified Modeling Language Model (53), Software Requirement (75), Functional
Design Model (49), Ontology (49) Requirement (60)
2 239 Implementation Method (186), Code (182), Framework Concept (186), Vector Space Model (67), Model
(145), Source Code (140), Function (130) Unified Modeling Language Model (60),
Design Model (57), Ontology (54)
3 238 Design Design Decision (43), Design Document Concept (43), Vector Space Model (24), Model
(41), Design Pattern (28), Design Design Model (17), Unified Modeling
Element (20), Design Diagram (13) Language Model (16), Traceability
Information Model (15)
4 238 Implementation Method (199), Code (189), Framework Feature (199), Goal (192), Use Case Requirement
(154), Source Code (149), Function (142) (116), Software Requirement (93),
Functional Requirement (71)
5 237 Design Design Decision (45), Design Document Goal (45), Feature (45), Use Case (24), Requirement
(45), Design Pattern (27), Design Software Requirement (23), Functional
Element (23), Design Diagram (15) Requirement (21)
6 231 Model Concept (93), Vector Space Model (33), Plan (93), Release (65), Business Process Project
Traceability Information Model (28), (27), Tactic (19), Business Rule (14)
Simulation (27), Ontology (26)
7 230 Project Plan (98), Release (69), Business Process Goal (98), Feature (96), Use Case Requirement
(27), Tactic (25), Business Rule (14) (56), Software Requirement (46),
Non-functional Requirement (36)
8 229 Design Design Document (51), Design Decision Method (51), Code (51), Source Code Implementation
(45), Design Pattern (30), Design (43), Framework (39), Function (38)
Element (26), Design Diagram (15)
9 227 Change Improvement (109), Change Request Concept (109), Vector Space Model (55), Model
(37), Feature Request (16), Change Ontology (36), Unified Modeling
History (11), Artifact Change (4) Language Model (30), Traceability
Information Model (27)
10 226 Change Improvement (124), Change Request Feature (124), Goal (111), Use Case (69), Requirement

(35), Feature Request (23), Change
History (12), Artifact Change (5)

Software Requirement (59), Functional
Requirement (45)

publications is not meaningful. Furthermore, we present not the top 10
but the top 12 artifacts for the automotive domain, as multiple artifacts
ranked 10th.

Table 11 shows that software development artifacts such as methods
or features appear most frequently in the development and management
domains, which reflects a more functional environment. In contrast, the
automotive and safety-critical domains show that standards or concepts
appear more frequently in comparison (cf. Table 11). It can also be seen
that specifications, reports, and products appear more frequently in these
two domains. We have also observed these differences for the domains
not shown; for example, standards are significantly more important in
the medical sector than in other domains.

RQ3: How important are these artifacts and activities for specific soft-
ware project domains? To answer this research question, we looked
at the top 5 most frequently appearing domains. Differences in arti-
fact appearances can be identified by comparing safety-critical and
broader domains; for example, standard appears very frequently in
the safety-critical domains. When comparing activities, we also see
differences: communicating is the third most frequently mentioned
activity in the automotive sector. Although it is also important in
other domains, it appears less frequently in them. Overall, for arti-
facts, our results indicate that method and task occur most frequently
across the top 5 domains. However, for activities, our results show
that the most frequently occurring activities in the development and
automotive domains still account for less than 80%. However, in
the management domain, activities appear more frequently over-
all. In addition, differences in the appearance of activities across
safety-critical domains are smaller than those observed for artifacts.

4.4. Appearance of the artifacts in software projects

To evaluate our list of artifact types, we searched for artifacts
in an open-source project. To propose a method for using our list,
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we searched for specific artifacts in the Corona Warning App. The
Corona Warning App® is an open source project that was developed
during the coronavirus pandemic. Its functionality includes tracking
potential coronavirus infections, planning events with infection-control
measures, and providing up-to-date information on the health situation.
The app contains 39 repositories. We analyzed the files and their
contents for these repositories. The goal is to determine how many of
these artifacts appear and which do not (cf. Table 12).

Our results show that almost every file could be assigned to ex-
actly one artifact. Some files contained multiple artifacts because they
described the software’s scope. For example, the document scop-—
ing_document.md describes the software’s scope and purpose. We
found several artifacts in this file: user journey, epics, acceptance cri-
teria, user story, and general documentation. Our approach to analysis
consists of X steps:

(1) We checked all files in the repositories for their file extensions to
determine their data type. We sorted out source files (more on this
after the block). One of the authors then reviewed each remaining
file and labeled it according to our list of artifact types. Another
author then reviewed the results.

When reviewing the file types, their contents were also examined
if it was not clear which artifact type they could be assigned to.
It is important to note that artifact types were determined from
file names and extensions; when this did not yield a clear result,
the file was analyzed in greater detail.

Finally, the artifact types were tallied and summarized across all
repositories.

(2)

3

—

3 https://github.com/corona-warn-app
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Most frequently (#) co-appearing artifact and activity categories, and corresponding examples of artifact types and activities. Categories marked

with * were manually added.

# Artifact Artifact type Examples (#) Activity Examples (#) Activity
Category Category
1 242 Design Design Decision (13), Design Document Simulation (13), Structuring (10), Decision Designing
(11), Design Pattern (10), Making (9), Prototyping (4), Design
Design Element Reviewing (2)
(5), Design Definition (5)
2 239 Model Concept (42), Model Element (16), Simulation (42), Structuring (25), Designing
Process Model (16), Design Model (15), Decision Making (23), Prototyping (15),
Unified Modeling Language Model (14) Hazard Mitigation (6)
3 238 Requirement Goal (44), Feature (41), Use Case (29), Simulation (44), Structuring (29), Designing
Functional Requirement (19), Software Decision Making (25), Prototyping (16),
Requirement (17) Hazard Mitigation (6)
4 230 Implementation ~ Method (45), Code (44), Framework (37), Simulation (45), Structuring (30), Designing
Class (35), Function (34) Decision Making (26), Prototyping (16),
Hazard Mitigation (7)
5 223 Project Plan (27), Release (21), Business Process Simulation (27), Structuring (21), Designing
(9), Business Rule (7), Business Goal (5) Decision Making (14), Prototyping (9), Hazard
Mitigation (5)
6 221 Change Improvement (23), Change Request (14), Simulation (23), Decision Making (19), Designing
Change History (4), Artifact Change (3), Structuring (13), Prototyping (10), Hazard
Feature Request (3) Mitigation (6)
7 218 Traceability Link (42), Trace Link (31), Softgoal Simulation (42), Structuring (30), Designing
Information Interdependency Graph (16), Traceability Decision Making (24), Prototyping (14),
Matrix (7), Trace Data (4) Hazard Mitigation (7)
8 207 Development* Product (46), Task (45), Prototype (25), Simulation (46), Structuring (26), Designing
Software Product (21), Development Decision Making (24), Prototyping (16),
Artifact (17) Hazard Mitigation (6)
9 204 Requirement Goal (161), Feature (158), Use Case (100), Specifying (161), Refinement (65), Requirements
Software Requirement (84), Functional Requirements Specification (56), Eliciting Engineering
Requirement (61) (49), Documenting (32)
10 201 Requirement Feature (141), Goal (138), Use Case (87), Evolving (141), Establishing (90), Maintaining

Software Requirement (61), Functional
Requirement (53)

Recovering (81), Monitoring (71), Change
Propagation (8)

Table 10

Domains and industries in which tracing of security- or safety-related artifacts
is employed. This table serves as an overview and reference for interested
readers.

# % Domain/Industry
1 106 38.12 Software Development
2 48 17.26 Software Management
3 27 9.71 Safety-critical Systems
4 23 8.27 Automotive
5 16 5.76 Al Approaches
6 13 4.68 Medicine
7 7 2.52 Aviation
8 6 2.16 Government
9 6 2.16 Infrastructure
10 5 1.80 Aerospace
11 5 1.80 Finance
12 3 1.08 Railway
13 3 1.08 Open Source Development
14 3 1.08 Telecommunication
15 3 1.08 Research and Development
16 2 0.72 Education
17 2 0.72 Defense

The final result indicates that we extracted 45 artifact types from
the Corona Warn App. One prominent finding is that source code files
are the most common, followed by image files and configuration files
(cf. Table 13). In point (1), we took the source code. We did this
because we limited the granularity to the file level, as a source code
file contains several methods, functions, and algorithms that are more
difficult to extract at finer granularities. This would require expanding
the list to include processes, classes, and functions. For all other files,
we specifically considered the content. In addition, we have added
three additional artifact types to our list that we were unable to
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clearly classify: privacy policy, technical architecture modeling (TAM),
and user journey. Since we did not explicitly include privacy in our
search string, we were unable to assign the privacy policy to a specific
artifact type; however, this concerns regulations and laws that we have
included as artifact types. TAM, by contrast, is a proprietary diagram
developed and used by SAP. A user journey is also an exciting artifact
type, as it contains more than just a user story.

5. Discussion
In this section, we discuss and interpret further results.
5.1. Interpretation

5.1.1. Recommending artifacts and activities in software projects

While we are now aware of which safety & security-related artifacts
(types) and activities play a crucial role for tracing in the literature
based on our data, the question remains how this knowledge can be
applied in practice.

First, we identified a total of 437 artifact types and 254 activities
that are mentioned in the safety & security and tracing literature. We
can attach significance to the number of artifacts and activities alone:
In total, 437 artifacts were identified, indicating a scale that is neither
limited (e.g., 40) nor excessively large (e.g., 4000). We find that soft-
ware projects may include more artifacts than the literature suggests.
As noted in the previous section, some artifacts remain uninvestigated.
In our opinion, there are numerous artifacts, but not an unimaginable
amount. However, an inexperienced developer would not be expected
to be familiar with all these artifacts and their interrelationships. Our
analysis of prior research and the resulting data collection can therefore
inform recommendations. If you are conducting activity X and currently
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Top 10 artifact type list from the top 5 most frequently occurring domains: Development, Management, Safety, Automotive, and Al. For the
Automotive domain, 12 artifact types are shown because several are tied for 10th place.

1. Development 2. Management

3. Safety

4. Automotive 5. Al

1 Method-95.37% Method-95.83% Task-92.59% Task-91.30% Method-93.75%
2 Link-90.74% Link-93.75% Standard-92.59% Method-91.30% Link-93.75%
3 Feature-85.19% Task-83.33% Method-92.59% Concept-91.30% Feature-93.75%
4 Task-84.26% Goal-81.25% Goal-88.89% Standard-86.96% Task-87.50%
5 Issue-84.26% Feature-79.17% Report-85.19% Component-86.96% Source Code-87.50%
6 Standard-78.70% Concept-79.17% Link-85.19% Link-82.61% Goal-87.50%
7 Goal-76.85% Component-79.17% Implementation-85.19% Specification-78.26% Function-87.50%
8 Implementation-75.93% Class-77.08% Component-85.19% Product-78.26% Standard-81.25%
9 Component-75.93% Implementation-75.00% Specification-81.48% Issue-78.26% Report-81.25%
10 Source Code-73.15% Framework-75.00% Product-81.48% Implementation-78.26% Implementation-81.25%
11 - - - Function-78.26% -
12 - - - Feature-78.26% -
Table 12

Overview of the most common repositories of the Corona Warn
App and the number of files. Also, the artifacts we found in the

repositories.
Repository # Files # Artifacts
Android App 4044 4044
i0S App 3471 3471
Website 310 310
Documentation 80 86
Server 1020 1020
Verification Server 107 107

Table 13

Overview of the most common Artifact types in the Corona Warn
App. *For the Source Code entry, you see only the number of
coded parts, not the preprocessed output from step (1).

Artifact type #
Image 1534
Source Code* 501
Configuration File 130
Test File 83
Manual Page 43
Template 37
Build Script 26
Privacy Policy 15
Interaction Log 15
Screenshot 10

working on artifact A, you should probably also include artifact B, as
these artifacts are often mentioned together in the literature. If you are
doing this, you should link artifacts A and B to ensure successful tracing
in the project.

5.1.2. Implications for the future of (Semi-) automated tracing approaches

When trace link candidates are recorded using (semi-) automatic
tools, approaches, or processes, it is often necessary not to record too
many false positive trace link candidates. Finding candidates for trace
links and evaluating their plausibility are frequently performed using
machine learning methods (Guo et al., 2017). Using the resulting data
can help improve the performance of such approaches. When trace link
candidates are evaluated solely on their probability, without human
assessment, before a final decision on the admission of the trace link
is made, the nature of the artifacts in the relationship plays a decisive
role.

Our comprehensive dataset provides probability matrices of artifact
relationships derived from their co-occurrence in the scientific litera-
ture. Integrating our dataset can therefore enhance the calculation of
trace-link probabilities in semi-automated tracing approaches by incor-
porating this knowledge. This can reduce the burden on developers who
must approve automatically suggested trace links, or even contribute
to the development of fully automated tracing approaches for secure
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software engineering. The same applies to the relationship between ar-
tifacts and activities: If automated traceability approaches are aware of
which activity is currently being performed when recording trace links,
this knowledge can also be used to increase the statistical predictive
power of the suggested trace links.

In addition to the data mentioned above, we provide a labeled
dataset that enables machine learning to be trained to suggest trace-
link candidates. This data is based on the Corona Warn App. Each file
has been assigned a specific artifact type and can therefore be used
for training. The dataset also indicates a certain degree of relevance.
Another result is that, in combination with our co-occurrence matrix,
the source code plays a central role. According to our matrix, the most
frequently occurring artifact types have only one connection (> 0.5)
from source code to each other artifact type. This is also an important
aspect: it shows that source code appears to be the most important
overall in tracing and is very well suited as a connection. Regarding
research on automated tracing, there are many approaches, ranging
from source code to other artifacts. Thus, a combination of different
techniques is suitable for generating chained trace links.

5.1.3. The importance and consideration of different domains

When safety-critical software is developed, specific regulations and
standards must be adhered to, thereby mandating traceability. In our
exploratory analysis of prior research alone, we identified more than
28 standards and norms from the ISO, IEEE, and IEC, for example. In
addition to relevant standards and norms, our data can be used to iden-
tify which artifacts and activities warrant greater consideration within
each domain. As described in the previous sections, this knowledge can
be used to train employees further. For example, some activities in the
management domain appear more frequently than in other domains
(e.g., specifying with over 95% while the top-most activity for the
development domain only appears in 75% of publications), which may
be explained by the fact that the management domain is associated
with a fixed software engineering process. It is therefore essential to
adapt not only the development process but also the tracing process
to the respective domains. Furthermore, knowledge of these artifacts
and activities can guide research in the respective domains to focus on
them.

On the other hand, our data on domains can also be used to
implement context-sensitive sensitization of (semi-)automated tracing
approaches (i.e., a tracing tool can assign different priorities to certain
trace links depending on the domain). This would be another way
to improve performance and, consequently, the adaptation of existing
processes.

5.1.4. Individual human learning based on recognized patterns

In addition to tracing artifacts, our data can record the entire
sequence of actions, i.e., the successive use of different artifacts and the
temporal execution of activities during developers’ work. In addition
to its use in the tracing process, it is conceivable that specific patterns
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of artifact types and activities are stored to recognize when a similar
action sequence is repeated. For example, if a company had already
begun implementing an encryption algorithm, and a developer had
previously read in an ISO standard that SHA-256 should be used as
specified by a security requirement, then another developer, years later,
could be informed of those earlier decisions during a similar imple-
mentation process. This enables the automatic reuse of existing internal
knowledge, reflecting a core principle of the engineering approach.

5.1.5. The non-negligible importance of collaboration and communication

Our results indicate that Communication and Collaboration play a
critical role in safety-critical domains. This claim can be supported
by other literature (Wang et al., 2019; Mitchell, 2016). This finding
may be surprising, but it is of enormous practical significance. With
ongoing technological progress, it is possible to eliminate an increasing
number of technical sources of error gradually. At the same time,
however, the complexity of projects is constantly increasing, bringing
the social aspects of collaboration and communication into focus (Kraut
and Streeter, 1995; Zaman et al., 2019).

Among other things, our results show which software engineering
activities are most frequently interrelated in tracing. In our case, for
example, design and requirements engineering. This creates a bridge
of communication between the relevant roles involved, the require-
ments engineers, and the system architects, through which all rel-
evant information must flow to ensure that all parties are in the
picture and that tracing can continue seamlessly between activities. If
transitions between the decisive activities are neglected (e.g., due to
insufficient collaboration or communication), any attempt to trace a
project comprehensively from beginning to end will be futile.

5.2. Threats to validity

Based on the guideline of Kitchenham and Charters (2007), we
discuss potential biases and threats to validity of our analysis of prior
research. Additionally, we address threats that arise from our data
analysis. We have addressed these threats, based on the guideline by
Wohlin et al. (2012).

5.2.1. Selection bias

A potential source of bias is an incomplete dataset of included pub-
lications. Our search string has been designed to find the publications
that deal with safety & security, and also include artifacts and activities,
as well as some relation to tracing. Due to these limitations, arising
from our inclusion and exclusion criteria, we identified a suitable num-
ber of publications. To determine appropriate papers, it was necessary
to analyze some documents in advance and refine the search string.
However, this poses a threat, which is why all authors thoroughly
examined the selection of the first papers in a plenary meeting.

Furthermore, we limited our database search to Scopus. However,
Scopus is very well suited for these purposes, because Scopus indexes the
most essential information science databases such as IEEEXplore, ACM
Digital Library, Springer Link Online Library, Elsevier ScienceDirect, and
Wiley Online Library. Dieste et al. (2009) compared different (meta-)
search engines for literature reviews in software engineering research
and found Scopus to consistently perform the best in terms of precision,
recall, and fallout using a gold standard dataset.

5.2.2. Publication bias
Another threat is a potential publication bias in the primary liter-
ature. Some artifacts and activities might be researched more inten-
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sively, e.g., source code or models, as they are easier to access or
experiment with, or sponsored by a community. Our focus is on the
state of research. Future studies could also examine gray literature
and/or survey industry practitioners. Our approach included explicit
industry publications, but they accounted for only a small percentage.
Since our goal was to find as many artifact types and activities as
possible, we also added systematic literature searches.

5.2.3. Performance bias

To mitigate reviewer bias, we conducted an initial briefing in which
we addressed questions and discussed an illustrative example of the
task. Furthermore, all reviewers used previously documented crite-
ria, and data collection was supported by automated methods (cf.
Section 3.3.2). We did not perform an explicit quality assessment of
the selected publications; we considered only peer-reviewed journal
and conference articles that met the documented inclusion/exclusion
criteria. In addition, the papers were reviewed for relevance by two
independent authors in the first filtering instance.

5.2.4. Exclusion bias

We used explicit, documented inclusion and exclusion criteria and
conducted an advanced briefing to ensure a shared understanding
(cf. Section 3.2). Two independent authors make inclusion/exclusion
decisions, and disagreements are resolved by a third. The actual data
extraction is conducted by a single reviewer, with automated extraction
based on all relevant terms initially identified by all authors.

5.2.5. Repeatability

We provide our search string and inclusion/exclusion criteria, as
well as the detailed results in a comprehensive data set. Our results are
generally reproducible with the search string. However, the number of
publications may vary, as additional publications may have been added
since the search. Furthermore, other researchers might obtain different
results from manual extraction of artifacts and activities.

5.2.6. Construct validity

Our results are based on analyses of data extracted from exploratory
analyses of prior research. We decided not to use additional data
sources for this because our search string allows us to control the
integrity of the results better. We also refrained from including artifacts
and activities from other studies, papers, or datasets to avoid biasing
the results.

5.2.7. External validity

For our paper, we focused on artifacts (types) and activities that
are in the context of both safety & security traceability research. We
tried to include all possible synonyms for our intended terms in the
search string. Other synonyms may exist that we did not consider.
In addition, we did not look at explicit safety & security-relevant
methods from the field of IT security, e.g., threat modeling, because we
wanted to limit our results to the software engineering and specifically
requirements engineering field. These facts indicate that our results can
be generalized only to a limited extent. However, we are confident that
the resulting number of artifacts and activities and their appearance
are likely, which confirms the validity of our approach. In general,
our goal was to show which artifacts and activities exist in connection
with safety & security related traceability research. In our study, we
analyzed only one open-source project as an example and did not
consider any activities. We did not consider the activities because we
did not generate any trace links. We aimed to use the data collection to
demonstrate its utility and, at the same time, to provide a small dataset
for automation.
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5.2.8. Conclusion validity

After our domain-level coding, we concluded that some domains
contain more publications than others. This means that we cannot make
any concrete conclusions about the frequency of artifacts and activities,
e.g., for the aviation domain (6 publications), as many artifacts and
activities appear equally frequently. However, we observe discernible
differences in the most frequently occurring domains, which confirms
the validity of our coding. The papers were coded for publication settings,
publication domain, and publication context, as described in Section 3.5.
The results are predominantly subjective. A large part of our results
and conclusions is based on this coding. We mitigated this threat by
having multiple authors independently review the results. In addition,
the multi-stage coding process helped to improve the quality of the
results. Moreover, decisions regarding how to code individual items
were always discussed in plenary meetings. In our data analysis, we
also coded the artifacts and activities according to their semantic cate-
gories. Several authors carried out this procedure. These superordinate
categories are artifacts and activities that are relatively common, as
they are also mentioned as generic in many papers, e.g., requirements.
To avoid an inflationary distortion of the results, we therefore always
considered subordinate artifacts and activities in the data analysis.

5.3. Future work

In the following sections, we provide an outlook on how future
research can build on our findings.

5.3.1. Repository and data mining

In our analysis of prior research, we looked at the extraction of
artifacts and activities. Our results could be used to search various
repositories to find specific implementations or documentation, e.g., by
searching GitHub for particular models. The data obtained could be
used to create datasets for specific purposes, e.g., to train machine
learning models. In addition to searching repositories, it is possible to
identify which artifacts or activities are most frequently used in practice
to improve specific research methods, such as trace link recovery.
Certain combinations of trace links, which have been little studied
to date, warrant further investigation. Our findings could also inform
research on specific domains of tracing practices.

5.3.2. Studying of safety-critical domains

For our coded domains, we observe that many safety-critical do-
mains, e.g., aviation and aerospace, have been studied less than others.
For future research, this area warrants further investigation to ensure
that these domains remain safe. These domains could be examined in
detail to determine how artifacts and activities are used.

5.3.3. Improvement of tracing approaches

By prioritizing artifacts and activities, we were also able to identify
which are significant. This is useful for adjusting the focus of (semi-
Jautomatic tracing to improve tool performance for the most essential
trace link combinations. At a certain level of functionality, automatic
tracing could also be used to recognize artifacts as by-products (Schnei-
der, 2006). Furthermore, the explicit coding of artifacts for safety &
security-critical purposes could be used to better identify bugs, issues,
and other vulnerabilities by searching repositories and consciously
analyzing for these contents.

5.3.4. Quality model

Overall, the evaluated artifacts and activities could also be used to
create a quality model to support the software development process.
This quality model could contain the most important artifacts that
reflect specific standards for a software product, which could then be
measured. The data could also be used to recommend which artifacts
frequently co-occur. The information is helpful as an overview so that
certain artifacts are not omitted during development.
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5.3.5. Filling the void

Implicitly, our analysis of prior research also identified artifacts and
activities not mentioned in the scientific literature. These artifacts and
activities may nevertheless be necessary, or precisely because of their
neglect in the literature.

5.3.6. Practical investigations

Lastly, to extend our results, we can also examine tracing practices
in companies. That is, it could be evaluated which artifacts and ac-
tivities are relevant in practice and how they are linked. The results
may differ from ours, for example, because artifacts and activities may
emerge that have not yet been researched. It would also be interesting
to see the granularity of the artifacts and activities. While we have
chosen an excellent level of granularity in our literature search (which
we have categorized at a higher level of abstraction), in practice,
certain artifacts may recur across the combined set.

6. Conclusion

In this paper, we present a systematic literature review and inves-
tigate the problem of tracing in software projects. Yet, few collections
and analyses of relevant artifacts and activities exist. To address this
problem, we analyzed 259 papers and extracted 437 artifacts and 254
activities from safety- and security-critical domains using manual and
automated methods. We presented the most relevant artifacts (types)
and activities according to their frequency of occurrence in the sci-
entific literature. We coded them manually into grouped categories,
and assessed which artifacts are explicitly related to safety & security.
We have uncovered significant relationships among artifacts, among
activities, and between artifacts and activities. Lastly, we provided
insight into different safety & security related domains. We highlighted
the importance of specific artifacts and activities across domains, such
as ISO 26262 and communication in the automotive industry.

We compiled our results into a comprehensive dataset and discussed
numerous use cases, including improvements to automated tracing
approaches. Our results also highlighted the necessity of observing key
artifacts in software projects when developing secure software, as well
as the need to sensitize employees and researchers to domain-specific
differences. Furthermore, we discussed our finding that collaboration
and communication, especially in safety-critical domains, play a crucial
role in the tracing process, as they significantly influence information
transfer among roles throughout the software lifecycle.

Finally, we presented various ways to use our collection of artifacts
and activities for future research, such as data mining software repos-
itories, developing quality models, and presenting a brief example of
how to use it.
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