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Zusammenfassung

Abstract

Die rasante Entwicklung großer Sprachmodelle (Large Language Models, LLMs)
hat leistungsstarke Werkzeuge der künstlichen Intelligenz (KI) in Bildungsumge-
bungen eingeführt. Während KI-Assistenten erhebliche Potenziale zur Unterstützung
von Lernprozessen bieten, sind zugleich Bedenken hinsichtlich übermäßiger Ab-
hängigkeit, verminderten kritischen Denkens sowie einer möglichen Beeinträchti-
gung langfristiger Kompetenzentwicklung entstanden.

Diese Arbeit untersucht, wie der Zeitpunkt der KI-Unterstützung (Just-in-Time
vs. Always-On) sowie Reflexionsvorgaben (Rationale-Required vs. Rationale-Optional)
die kreative Leistung, die Autonomie der Lernenden und das kritische Engage-
ment im Kontext der KI-gestützten Formulierung von Data-Science-Problemen bee-
influssen. Mithilfe eines kontrollierten faktoriellen 2×2-Within-Subjects-Experimentaldesigns
mit 66 Postgraduierten analysiert die Studie die von Expertinnen und Experten
bewertete Ideenqualität, semantische Vielfalt, wahrgenommene Handlungskompe-
tenz, KI-Abhängigkeit, kognitive Belastung sowie reflexives Denken über vier KI-
gestützte Bedingungen hinweg.

Die Ergebnisse zeigen, dass Just-in-Time-Unterstützung und verpflichtende Re-
flexion unabhängig voneinander mit höherer Ideenqualität, größerer wahrgenommener
Handlungskompetenz, geringerer KI-Abhängigkeit sowie einer selektiveren und
kritischeren Auseinandersetzung mit KI-Vorschlägen verbunden sind. Die Studie
untersucht jedoch keinen verzögerten oder langfristigen Lerntransfer. Zukünftige
Forschung mit längsschnittlichen Forschungsdesigns ist daher erforderlich, um festzustellen,
ob die hier beobachteten kurzfristigen Vorteile zu einer nachhaltigen Kompetenzen-
twicklung führen.
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Abstract

The rapid advancement of large language models (LLMs) has introduced power-
ful artificial intelligence (AI) tools into educational environments. While AI assis-
tants offer potential benefits for learning, concerns about over-reliance, reduced
critical thinking, and impaired skill development have emerged. This thesis in-
vestigates how the timing of AI support (Just-in-Time vs. Always-On) and reflec-
tive mandates (Rationale-Required vs. Rationale-Optional) influence creative per-
formance, learner autonomy, and critical engagement in AI-assisted data-science
problem framing. Through a controlled 2x2 within-subjects factorial experimen-
tal design with 66 postgraduate participants, the study examines expert-rated idea
quality, semantic diversity, perceived agency, AI reliance, cognitive load, and reflec-
tive reasoning across four AI-assisted conditions. The results show that Just-in-Time
support and required reflection are independently associated with higher idea qual-
ity, greater agency, lower AI dependence, and more selective engagement with AI
suggestions. The study does not assess delayed or long-term learning transfer; fu-
ture work with longitudinal designs is needed to determine whether the immediate
benefits observed here translate into durable skill development.
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1 Introduction

1.1 Motivation

Advanced forms of artificial intelligence, including large language models (LLMs),
like GPT-4, have brought new capabilities to the educational environment [1]. The
AI tools have the potential to assist in a variety of academic activities, such as the cre-
ation of research questions, data processing, and providing personalised feedback
[1]. Within the particular data science education technology, AI assistants have been
shown to be useful in aiding students with problem framing i.e. the ability to trans-
form ambiguous real-world situations into specific, answerable research questions
[2]. The possible benefits are quite obvious: AI systems can be used to make com-
plex tasks easier, offer personalised care, and reduce time spent in ideation phases
that would otherwise take considerable time and effort to complete without instruc-
tor assistance.

Nonetheless, the introduction of AI support into the learning process brings up
critical issues that are not technical in nature. Koedinger and Aleven [3] found that
excessive or poorly timed assistance can actually impair learner performance com-
pared to no assistance at all, a finding consistent with cognitive load theory [4,58].
In cases where AI systems provide constantly supportive systems regardless of how
much learners require or are prepared to receive suggestions, there are a few issues.
Bearman and Ajjawi [5] found that learners working with AI tools require structured
pedagogical scaffolding to maintain critical engagement and avoid passive accep-
tance of AI outputs. The issues mentioned above are particularly relevant to the
classroom context in studies of AI-assisted creative writing where users frequently
accept AI suggestions without critical evaluation [6]. Bansal et al. [7] detected de-
pendency on automated suggestions. Other studies warn that heavy reliance on AI
support may reduce opportunities to practise independent problem solving [8]. Ac-
cording to Kirschner and van Merriënboer [10], the specified issues are especially
acute in educational settings, where the focus is not on the completion of the tasks
but on developing the skills and critical thinking features on a long-term basis.

The tension is between the computational support and independence of thought.
Zamfirescu-Pereira et al. [11] demonstrated that non-expert users struggle to design
effective AI prompts, highlighting the need for structured AI scaffolding rather than
open-ended interaction to support learning. This brings some basic questions to the
design of educational AI systems: Should assistance be given to optimise learning
rather than simply immediate performance? What can AI-support help do to facili-
tate engagement between learners? What can systems do to make sure that students
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think critically about AI recommendations and not to take them passively?
Assistance timing is a major but insufficiently researched aspect of human-AI in-

teraction design in learning. According to cognitive load theory, the external sup-
port should preferably match the current cognitive abilities against task processing
requirements of the learners [4]. Helping in cases of depleted cognitive resources
can help them learn whereas helping in cases where the learners are capable of solv-
ing the problems on their own can interfere with the process of productive struggle
where deep insights are derived. The flow theory also agrees with this viewpoint,
where the challenge is matched with the level of skill in order to maintain engage-
ment [12]. Flow states are characterised by intrinsic motivation and the best perfor-
mance that can be ruined by external disruptions that interfere in focused attention
[13].

Koedinger and Aleven [3] examined the assistance dilemma in intelligent tutor-
ing systems, showing that learners who controlled their own help-seeking achieved
better transfer outcomes than those who received unsolicited hints. Their findings
suggest that the timing and agency of assistance matter, not only its presence. Other
studies show that learner-controlled help is beneficial across fields including pro-
gramming and online courses, granting learners the freedom but with the possibil-
ity of having guidance when required. However, the current research on the prin-
ciples of JIT has had most of its attention on the traditional educational technology,
e.g. hints in intelligent tutors or reminders in online courses. The use of JIT timing
concepts with generative AI to solve creative tasks where an optimal timing can be
based on the ability to identify cognitive stagnation and not on its erroneous actions
is a relatively unexplored area. Furthermore, none of the past research has exam-
ined the interaction of timing with metacognitive support as they interact to affect
the result of learning.

Metacognition support systems built to enable learners to be more cognizant and
reflective of their cognitive processes are another promising but less leveraged method
of improving AI-assisted learning. Chi et al. [14] and Chi and Wylie [15] proved
that self-explanation and reflective practice can have a significant positive effect on
learning outcomes in different fields. The act of explaining their reasoning helps the
learners to deepen their thinking, point out their wrong beliefs and build more ro-
bust mental models as time goes by [16]. Aleven and Koedinger [17] and Roll et al.
[18] demonstrated that making learners provide justification of their choices may be
a metacognitive intervention, which motivates learners to evaluate their decisions
critically and not to accept them blindly in AI-assisted learning. Directly question-
ing themselves about the congruence of an AI suggestion to their objectives, learners
can grow more advanced in their comprehension of the area of the problem and the
capabilities and limitations of the AI system.

Although there has been solid theoretical background and empirical evidence
regarding the effectiveness of the metacognitive interventions in the conventional
learning setting, limited research has investigated reflection-based support of AI-
assisted creativity. The current literature on the use of generative AI in education,
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including the works of Zamfirescu-Pereira et al. [11] and Gero et al. [6], dwell on
the short-term performance indicators, including the quality of produced text, the
correctness of the solution, or the rate of task completion, without considering the
ways students think about AI suggestions. Whether or not explicit justification is
necessary to encourage the thoughtful use of AI advice, and whether creative work
quality is influenced by a creative effort to find such thoughtful use on open-ended
problems such as problem framing in data science, is an unsolved question.

To examine these mechanisms, this thesis conducts a systematic experimental
study of the joint effects of timing of support and reflective mandates on learn-
ing in AI-assisted data science ideation. The study investigates these mechanisms
through a systematic experimental investigation conducted using the iNSIGHT AI
platform (available at https://when-and-why.vercel.app/), a bespoke web
application developed specifically for this research. The platform enables precise
control over both the mode and timing of AI assistance and the presence or absence
of reflection requirements, creating the experimental conditions necessary to isolate
and examine the independent and interactive effects of these design variables on
learning outcomes.

The study seeks to identify the best conditions for AI support systems: (1) the
temporal modality of support, including Just-in-Time assistance triggered either by
explicit user request or by automatic detection of creative stagnation (60 seconds
of inactivity), versus Always-On assistance in the form of a continuously updated
AI suggestion sidebar; (2) the reflective requirement, including Rationale-Required
conditions, requiring participants to provide reasoning behind each decision in re-
lation to AI suggestions, and Rationale-Optional conditions, which do not require
this. The study employs a within-subjects 2x2 factorial design, meaning each par-
ticipant experiences all four conditions in counterbalanced order. The research aims
at determining the most desirable settings of AI support systems that can be used
to facilitate effective task execution, as well as develop learner autonomy, critical
thinking, and transferable skills.

The choice of data science problem framing to examine the experimental context is
not random. Problem framing—stating ambiguous real-world problems as precise
data science queries by defining variables of interest, hypotheses and methods of
analysis—is an essential but infamously hard-to-learn data science skill [2,19]. Un-
like the well-structured problem spaces with well-defined paths to solutions and cri-
teria of correctness, problem framing involves moving through ill-structured prob-
lem spaces, which are ambiguous and multi-valid and largely creative and analytic
judgement [21]. This makes problem framing an ideal domain for studying AI as-
sistance design, since success measures cannot rely solely on task completion or
solution quality but must also include quality of creative exploration, depth of rea-
soning, and development of transferable problem-solving skills.

Moreover, data science problem framing is a space between computational sup-
port and human judgment. While AI systems can suggest potential research ques-
tions, identify relevant variables, and propose analytic plans based on training data,
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framing meaningful problems requires domain-specific knowledge, stakeholder un-
derstanding, contextual awareness, and creative insight that cannot be fully auto-
mated [20]. The central challenge in designing AI assistants for this domain is lever-
aging computational capabilities in ways that complement rather than replace hu-
man judgment, thereby helping learners develop the sophisticated problem-framing
skills that characterize expert data science practice.

1.2 Problem Statement

While the use of generative AI tools in education is widespread and growing interest
in their transformative potential, critical questions about optimal AI-assisted learn-
ing system design remain unresolved. Current AI learning aids typically employ
one of two paradigms: (a) always-on assistance providing continuous, proactive
support regardless of learner state, or (b) on-demand assistance activated by explicit
learner request. Neither paradigm systematically incorporates learner psychologi-
cal state, creative momentum, or readiness to engage with external input, and most
systems provide no explicit mechanism for encouraging reflective evaluation of AI
recommendations, creating risk of passive rather than critical engagement.

While there is documented evidence of recurring patterns of difficulty and over-
dependence in AI-assisted creative work, Zamfirescu-Pereira et al. [11] and Gero et
al. [6] documented these patterns, where users insufficiently evaluate AI-generated
content, leading to uncritical acceptance of errors, shallow comprehension, and in-
creased reliance on computational support. The uncritical adoption of AI recom-
mendations may be particularly harmful and self-limiting in creative, unstructured
tasks like data science problem framing, where idea generation and critical debate
are essential, potentially undermining development of the creative and critical judg-
ment central to expert practice. However, systematic investigation of how assistance
timing and reflective prompts jointly influence outcomes in learning environments
remains absent from the literature.

The problem is exacerbated by the lack of awareness about the regulation of learn-
ing processes through the help of AI. Is there a cognitive clarity and creativity dis-
ruption between sustained access to AI recommendations or does it ease cognitive
load that allows more fruitful exploration to occur? Does the need to justify AI pro-
posal consideration enhance critical engagement and self-reflection or does it put
too much cognitive load that smothers creativity? Are there combinations of these
factors, which improve benefits or reduce disadvantages? In the absence of empir-
ical responses, educators and designers do not have evidence-based recommenda-
tions on how to set up AI assistance in accordance with learning goals and not only
to maximise short-term performance.

The thesis is a methodical study of the influence of temporary provision of AI sup-
port (Just-in-Time vs. Always-On) and mandatory reflective elaboration (Rationale-
Required vs. Rationale-Optional) on various aspects of studying and imaginative
capacity through framing data science issues. The study is focused on the quality
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of creative performance as well as on learner autonomy, the tendency towards AI
dependence, the extent of cognitive reflection, and selective engagement with AI
suggestions.

1.3 Research Objectives

The thesis aims at three objectives which interrelate as they respond to the problem
statement:

Objective 1: The objective will be achieved by analysing the variety of dimensions
of AI support timing on the state of creative performance and experience among
learners in data science problem framing. This goal measures whether Just-in-Time
support that helps the learner maintain their agency by offering suggestions on de-
mand yields varied creative results and experiences to those that always-on support
offers computational support. The study analyses a variety of dimensions, such as
generated ideas quality, perceived autonomy and control, help-seeking behaviour,
and AI reliance patterns. Effective attainment of this goal will serve as the confir-
mation of the timing effect on the student results as well as their involvement in the
creative process under the conditions of AI assistance.

Objective 2: Find out the impact of enforced reflection on critical engagement
with AI suggestions and the quality of creative work. This goal evaluates whether
the demand of explicit rationales to make decisions regarding AI proposals en-
hances more intelligent and discriminating interaction than optional reflection. The
researchers utilize depth-of-reasoning coding to assess deeper thought, selective
adoption pattern as a measure of critical judgment, and investigate how reflection
requirements impact on creative output quality. The comparison of the Rationale-
Optional and Rationale-Required conditions will allow seeing whether the metacog-
nitive support enhances the learning process in AI-assisted creative tasks and whether
the obligatory reflection can result in cognitive cost that can be higher than potential
benefits.

Objective 3: The goal of Objective 3 is to explore the joint and interactive effects of
the timing and reflection factors on creative and process outcomes. This goal goes
beyond the scope of main effects to examine whether the two factors operate in-
dependently or interact: some combinations could yield amplified advantages (for
example, Just-in-Time timing paired with required reflection might jointly support
independence and critical engagement), while others might offset gains. Establish-
ing whether timing and reflection effects are independent or synergistic is essential
for guiding the design of adaptive AI systems that match support strategies to learn-
ing goals and learner profiles.
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1.4 Research Significance

Theoretically, the study is based on metacognitive frameworks and cognitive load
theory in the field of generative AI-aided creative work, where existing theories
provide limited guidance. In exploring the issues of timing and reflection and their
influence on cognition, autonomy, and skill acquisition of learners, the study con-
tributes to the understanding of human-AI interaction in the situation when educa-
tional needs should correspond to performance needs.

If results show that the Just-in-Time support maintains learning agency the design
of future educational AI systems in terms of their application areas. In the event
that findings confirm that the Just-in-Time support maintains learning agency and
creativity in a more robust manner than the support that is always on, the designers
will have objective reasons to employ triggered support instead of constant support.
Likewise, in the event that the reflection conditions have a positive influence on
critical interaction at no, or prohibitive, costs to creativity or cognitive burdens, the
study will offer tangible designs to operationalize the metacognitive assistance in
AI-powered educational technology. The identification of the best configurations, or
the fact that various configurations are appropriate in different learners or scenarios,
will guide the creation of adaptive systems which can make intelligent changes in
support strategies to meet pedagogical goals and learner-specific attributes.

In addition, the study addresses questions about the influence of generative AI on
educational results and the development of students. With the growing use of AI in
the learning process, there has been a pressing demand to comprehend how these
technologies can be used to improve, and not to weaken, learning processes. The
research has evidence-based suggestions that educators and policymakers might
consider when addressing questions regarding the proper use of AI within educa-
tional institutions. The study, by revealing what design strategies yield desirable
learning results, including development of creative ability, critical thinking capac-
ity, metacognitive awareness, and the ability to work independently, can add to the
larger debates on the responsible use of AI in education.

Lastly, the emphasis on data science problem framing addresses an identified
skills gap in data science education. Although there is agreement that problem
framing forms a significant competency between experts and novices, limited lit-
erature has grown to create instructional techniques in the development of problem
framing. The research offers validated strategies to build problem-framing skills
by using AI assistance that is well-structured, with implications applicable in the
data science field and further to other areas that may demand innovative problem-
solving and critical analysis.

1.5 Thesis Structure

Chapter 2 reviews the literature on timing-based AI interventions, reflection-based
support, AI reliance and trust management, data science education and problem
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framing, the research gap, and the research questions. Chapter 3 outlines the ex-
perimental procedure, including the design, participant workflow, sample size jus-
tification, task organisation, measuring tools, and ethical considerations. Chapter 4
describes the iNSIGHT AI platform implementation and pilot testing. Chapter 5 re-
ports quantitative and qualitative results for each research question, covering main
effects and interaction effects. Chapter 6 concludes with the discussion of theoreti-
cal and practical implications, comparison with previous research, limitations, and
directions for future research. A reference list is provided at the end of the thesis.
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2 Literature Review

2.1 Timing-Based AI Interventions

The temporal aspect of the educational support, i.e. the period between assistance
delivery and the manifestation of a need by the learner, has long been recognized
as a defining factor of learning performance. Still, there are limited systematic
studies regarding timing as a design measure of generative artificial intelligence.
Koedinger and Aleven [3] examined the assistance dilemma in intelligent tutoring
systems, finding that learners who controlled their own help-seeking achieved bet-
ter transfer test outcomes than those who received unsolicited hints. Their work
suggests that learner agency over when to receive help is beneficial, as it encour-
ages self-monitoring of comprehension—an inherent aspect of the learning process.
This observation corresponds to the theoretical suggestions of Kirschner and van
Merriënboer [10] according to which learner autonomy is an essential factor in the
educational interaction process.

The use of timing techniques for generative AI has remained a scholarly focus
only recently. Gero, Liu, and Chilton [6] explored how AI-generated suggestions in
creative writing tasks affect authors’ feelings of authorship and ownership. Their
results show that continuous suggestion modes can produce more output but also
diminish user satisfaction compared to on-demand assistance, indicating that perva-
sive AI help can be beneficial but at the same time the subjective experience of being
a creator is eliminated. On the same note, Zamfirescu-Pereira et al. [11] found that
users who received automatic AI suggestions often struggled to critically appraise
the outputs, frequently adopting AI-generated content with factual errors and stylis-
tic issues without sufficient evaluation. These findings suggest that unremitting AI
support can foster inertial reception compared to active critical interaction, so sys-
temic experimental contrasts between timing modalities have yet to be made.

Flow theory provides a theoretical approach to explain timing effects of creative
activities. Csikszentmihalyi [12] described flow states as the psychological state
of complete engagement, which includes such aspects as focused attention, intrin-
sic interest, and optimal functioning, which are attainable when the level of chal-
lenge corresponds to the level of skills. This understanding intersects with Self-
Determination Theory (SDT) as articulated by Deci and Ryan [46] and Ryan and
Deci [49], which posits that autonomy, competence, and relatedness are fundamen-
tal psychological needs whose satisfaction underpins intrinsic motivation. Peters,
Calvo, and Ryan [48] explicitly extended these constructs to the design of digital
learning environments, providing a framework for understanding how interface
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choices affect motivation and engagement. Flow theory further holds that main-
taining a balance between challenge and skill is essential for engagement, and that
unnecessary external interruptions can disrupt focused creative states [12,13]. Con-
sistent with this view, learner control over the timing of external support is likely to
preserve cognitive engagement more effectively than continuous unsolicited assis-
tance.

Although this field and its aspects have been extensively researched, there is still a
lack in studies on how timing impacts generative AI support in creative educational
activities. In the vast majority of extant AI assistance systems, either instantaneous
suggestion generation (similar to autocomplete in programming environments) or
on-request assistance provided by explicit user action (through chatbot interfaces)
is used, but without advanced triggers reactive to signals in the cognitive-state. In
addition, the timing effects on the outcomes that are especially relevant to the edu-
cational setting have not been previously analyzed, and the current thesis attempts
to fill this gap by considering such aspects as the quality of the results of the learner
creativity, his/her independence, proper relationships of dependence, and the trans-
fer of the learned information.

2.2 Scaffolding Through Reflection

One primary aspect of learning that has been identified to span multiple teaching
fields is metacognition or conscious awareness of one’s own thought [22]. Flavell
[22] proposed the explanation of the presence of metacognitive awareness and con-
trol defining that awareness of the cognitive processes improves learning. Later
studies by Schraw and Dennison [23] and Renkl [16] all show that the induction of
reflection enhances comprehension, transfer and problem solving.

The pedagogical literature provides extensive theoretical grounding for reflection-
based interventions. Boud, Keogh, and Walker [66] established the foundational
framework for how structured reflection converts passive experience into active
learning, identifying the cognitive processes through which reflection produces durable
cognitive schemas. Moon [67] extended this work by developing a comprehensive
taxonomy of reflective depth, providing the basis for assessing the quality of stu-
dent rationales in AI-assisted contexts. Fleck and Fitzpatrick [68] explicitly bridged
pedagogical reflection models with human-computer interaction design, providing
direct guidance for incorporating reflection prompts into digital learning interfaces.
Self-explanation has been the most widely researched and empirically proven reflec-
tive method. Chi et al. [14] proved that learners who self-explained the examples
attained much higher understanding and transfer than did the learners who pas-
sively learned the examples. The ICAP model [15] of Chi and Wylie assumes that
the self-explanation is a type of constructive learning activity, which will be more
engaging than passive observation. Their framework demonstrates that when stu-
dents produce information that is not provided to them namely by explaining, jus-
tifying, and elaborating them, they are able to participate in higher order thinking
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than receptive processes can provide.
Intelligent tutoring systems have been successfully implemented with reflection

prompts being used to support learning. In mathematics tutoring, Aleven and
Koedinger [17] discovered that prompts asking students to tell how they tackle
problems made them transfer the knowledge they had acquired to new problems.
In examining the behaviour among students in respect to help-seeking, Roll et al.
found that since students were made to explain to the person why they needed
help, the result was less impulsive and more strategic use of assistance resources,
a phenomenon that was attributed to the fact that reflection induced more pru-
dent use of assistance resources [18]. The research of Aleven and Koedinger [17]
on physics problem-solving showed that reflection led to heightened metacogni-
tion and problem-solving, with problem solvers who best described their strategies
showing enhanced learning transfer to new problem types.

Recent studies by Buçinca et al. [24] and Zhang et al. [25] have already started
exploring the topic of reflection in AI-solved decision-making situations, showing
that the explanations do not provide enough information to avoid relying on them
too much. As it was concluded in Buçinca et al. [24], offering AI explanations is not
enough to remove unreasonable dependence. Rather, users need to be motivated to
make unbiased decisions both of AI reasoning as well as their own judgments. Cog-
nitive forcing functions are interventions that force users to derive their own con-
clusions prior to seeing AI suggestions as proposed by Buçinca et al. [24] as a way
to prevent over-reliance. A study of trust calibration with AI systems conducted by
Zhang et al. [25] revealed that asking people to report being able to estimate the
AI-prediction accuracy before looking at the AI-prediction yielded better calibrated
trust, which showed that reflection mechanisms may be used to improve the quality
of human-AI relationships.

Nevertheless, reflection has the possible costs that should be evaluated. Accord-
ing to Renkl [16], overindulgence in self-explanation may cause cognitive overload
especially when dealing with learners who have a small working memory or a lack
of sufficient background knowledge. Sweller et al. [4] and van Merriënboer and
Sweller [60] recommend reflection prompts to be helpful but well-crafted to avoid
the extraneous cognitive processes that do not help in the creation of knowledge
structures. The high element interactivity of data science problem framing, with
multiple interrelated variables and analytical pathways, intrinsically generates sig-
nificant cognitive demand [59]. When it comes to creative work, Csikszentmihalyi
[12] proposes the idea that over-observation of the thought process can interrupt
the creative process and decrease the creative fluency of the idea-generation pro-
cess, thus requiring that one be made to reflect can inhibit creative thought.

Creative work with AI is still in the early stages of application of reflection prompts.
Although Aleven and Koedinger [17] focused on structured fields, including math-
ematics and physics, little has been done on reflection in open-ended creative tasks
such as data science problem framing. Furthermore, there are theoretical reasons to
expect the interactions between the need in reflection and the time of assistance with
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AI, but this overlap has practically no empirical attention at all. This gap encour-
ages the present research, the main focus of which is to investigate the hypothesis
of whether justification requirements have a positive impact on the quality of the
critical engagement and quality of creative output in problem-framing activities, as
well as whether timing and a domain of reflection are interactive.

2.3 AI Reliance and Trust Calibration

Inappropriate reliance on AI systems has emerged as a central concern in domains
where humans work with automated decision support, as documented by Bansal et
al. [7] and Lee and See [28]. Appropriate reliance occurs when users accept AI sug-
gestions when accurate and reject them when erroneous [7]. But, as Dietvorst et al.
[27] noted, people struggle to achieve appropriate reliance, with both over-reliance
(accepting incorrect suggestions) and under-reliance (rejecting correct suggestions)
frequently observed. These patterns may result from insufficient understanding of
system capabilities, cognitive biases toward automation, and lack of feedback re-
garding system performance.

Buçinca et al. [24] showed that cognitive forcing functions, requiring users to cre-
ate independent assessments before viewing AI predictions, decreased over-reliance
in classification tasks. Zhang et al. [25] found that confidence indicators influenced
trust patterns, with users more likely to act on high-confidence advice despite insuf-
ficient accuracy to justify such trust; they also showed that providing explanations
can help calibrate trust when users possess sufficient domain knowledge to evalu-
ate them critically. Yin et al. [26] investigated how the accuracy of machine learning
models affects trust, finding that users updated their trust levels based on observed
accuracy, with important implications for how AI performance information is com-
municated.

As related work, Bansal et al. [7] found that individuals with accurate under-
standing of AI strengths and limitations exhibited more appropriate reliance than
those with misconceptions. Bansal et al. [7] in related work discovered that inter-
active dialogue about AI decision limits improved user mental models and subse-
quent reliance calibration. However, Bansal et al. [29] in other research discovered
that despite users forming corrected mental models during training, they still failed
to transfer such knowledge to real-time decision-making application, arguing that
improving mental models alone is insufficient for establishing appropriate reliance.

In educational contexts, excessive reliance on AI assistants is particularly prob-
lematic because the primary aim is developing skills rather than completing tasks.
Kasneci et al. [1] identify over-reliance as a primary risk of AI use in education,
since constant reliance on AI suggestions prevents learners from cultivating essen-
tial problem-solving skills. Bearman and Ajjawi [5] articulate a pedagogy for AI
integration that emphasises evaluative judgment rather than passive acceptance,
while Lodge, Howard, Bearman, and Dawson [41] provide an institutional frame-
work for assessment reform that treats AI as a cognitive partner requiring critical
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engagement. Adhikari, Das, and Das Biswas [39] analyse the dual-edged impact
of generative AI on scholarly communication, highlighting both productivity gains
and risks to cognitive engagement. Recent systematic reviews of generative AI in
education [40] highlight a persistent gap in controlled timing experiments, validat-
ing the need for the present research. Studies on the effects of AI assistance on
student learning show mixed evidence, with some studies reporting positive ef-
fects while others report declines in critical thinking and increasing dependency [8].
These contradictory results necessitate systematic investigation of factors that pro-
mote appropriate rather than excessive reliance in learning contexts.

Research on generative AI by Zamfirescu-Pereira et al. [11] and Kasneci et al.
[1] has highlighted ongoing reliance challenges, particularly in creative and open-
ended domains. Zamfirescu-Pereira et al. [11] in their study of users designing AI
prompts found that users frequently missed divergences between AI outputs and
their intended meanings, highlighting the difficulty of effective human-AI collabo-
ration without structured guidance. Kasneci et al.’s [1] investigation of automated
code generation in data science courses established that students accepted automat-
ically generated code without sufficient understanding, substantially compromising
comprehension and introducing analytical bias. These findings suggest that passive
provision of AI suggestions, even with explanatory descriptions, cannot achieve the
desirable reliance calibration needed in creative contexts.

Trust dynamics governing human-AI cooperation differ from those in human-to-
human collaboration. Lee and See [28] established in their foundational research on
automation trust that trust in automated systems merges cognitive appraisal (be-
liefs about system reliability) and affective response (confidence or anxiety). Lee
and See [28] proposed a comprehensive trust model with three components: dispo-
sitional trust (personal predispositions), situational trust (context-specific factors),
and learned trust (developed through experience). In educational AI applications,
all three trust levels may interact, with dispositional trust influencing early adoption
and learned trust developing through prolonged interaction.

Despite substantial literature on human-AI reliance, mechanisms facilitating ap-
propriate reliance in educational ideation tasks remain poorly understood. This
thesis addresses this gap by examining whether temporal delivery of assistance and
reflective prompts affect reliance patterns during data science problem framing, a
domain where critical interpretation of AI-generated recommendations plays a crit-
ical role in developing independent problem-solving skills.

2.4 Data Science Education and Problem Framing

The field of data science faces unique challenges which are explained by the in-
terdisciplinary nature of the field and the inclination towards open-ended problem
solving [2]. Problem framing has been highlighted by Donoho [2] and Wing [19] as
the means of transforming vague real-world problems into manageable data science
problems that include appropriate variables, hypotheses, and analytics. Such fram-
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ing is considered by these authors as necessary, but infamously difficult to teach.
Wing’s pioneering work also assumes that problem definition and abstraction as
the elements of computational thinking should be perceived as core competencies
of every student regardless of whether they have formal enrolment in computer-
science or not. However, Kandel et al. [30] note that the traditional instruction in
data science has overly focused on technical skills (programming and statistics) and
underestimated conceptual skills such as problem framing.

Practical studies of beginner data scientists indicate that problem statement is a
significant challenge, even to people who have a strong technical background. Ac-
cording to Donoho [2], newcomers often have difficulty locating the relevant vari-
ables as well as formulating testable hypotheses, even when they have adequate
programming and statistical savvy. Another main activity in data science practice
that his analysis identifies as the six core activities is problem formulation, which
he claims is the ability to pose constructive questions that distinguish experts and
non-experts. In their study, Battle and Heer [31] conclude that problem formulation
applies a significant amount of workflow time and requires being refined with the
help of exploratory analysis, highlighting the importance of the latter.

The complexity of data preparation and its dependence on a specific definition of
the problem has been extensively documented. Kandel et al. [30] observe that data
scientists devote a large proportion of their time to data cleaning and preparation—
a figure widely cited as approximately 80%, though the exact proportion varies by
context—which necessitates formulating the problem properly to decide the trans-
formations that need to be performed and to solve data-quality problems that are
relevant to a particular analysis. This iterative cycle of exploration and refinement
aligns with the design cognition models proposed by Cross [55] and the design
thinking framework articulated by Dorst [56], both of which characterise ill-structured
problem solving as exercises in iterative abduction. This fact emphasizes the view
that manipulation of technical data, as necessary, cannot be achieved without the
conceptual illumination provided by sound problem framing.

Simon [21] defines problem framing as ill-structured problem that is characterized
by vague objectives, vague constraints, and vague directions to solutions. Schön’s
[54] foundational work on the reflective practitioner provides further theoretical
grounding by establishing how professionals navigate ill-structured domains through
“reflection-in-action.” Jonassen [32] has argued that the ill-structured problem-solving
requires instructional strategies that are different than those applied in dealing with
the well-structured problems, and that it requires the cultivation of various per-
spectives, realistic contextualization, and metacognition scaffolding. Getzels [57]
further distinguished problem-solving (executing known algorithms toward prede-
fined goals) from problem-finding (exploring ambiguous environments to define
the goal itself), a distinction central to data science problem framing. When applied
to data science education, the view of Jonassen tells that data science students must
work with a variety of real-world data and must have scaffolding that allows them
to create complex problems of their own, not given pre-designed problems.
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Heer [20] points out that framing data science problems through visualization is at
their core, to aid in data exploration and identifying the emergent patterns through
which to frame research questions. The concept of mixed-initiative exploratory vi-
sualization tools by Wongsuphasawat et al. [33] suggests combining automated
suggestions by machines with the freedom of choice in the decision-making pro-
cess. They show that users are strongly motivated by the ability to perform inde-
pendent discovery or seek recommendations at their own discretion, which implies
that computational aid in data science ideation must be used as a supplement in-
stead of a replacement to user freedom, an aspect that is especially important when
it comes to temporal deployment strategies.

Assessment of problem-framing is a matter of challenge unlike the assessment of
technical skills. Conventional accuracy measures are not well adapted to the open-
ended ideation problems due to plurality of sound solutions as observed by Chi
et al. [14]. There is the metric that is based on the quality of creative output which
Chi and Wylie [15] propose that involves assessment of the novelty and utility based
on expert ratings modified based on the creativity research paradigms. The two-axis
novelty-usefulness rubric follows the standard definition of creativity articulated by
Runco and Jaeger [45], and the consensual assessment approach developed by Am-
abile [42] provides a methodological framework for ensuring rater independence
and minimising bias. To supplement the expert judgments, computational mea-
sures such as semantic diversity which quantifies the breadth of idea-generation of
natural-language processing [43,44] can be used to improve evaluation practices.

The present study addresses this gap by conducting a rigorous, controlled exper-
imental investigation in the specific context of data science problem framing, imple-
mented through a purpose-built web application (the iNSIGHT AI platform, avail-
able at https://when-and-why.vercel.app/). This platform enables precise
manipulation of both timing and reflection mechanisms while maintaining ecolog-
ical validity through realistic task design and authentic AI interaction. By inves-
tigating data science problem framing—a domain requiring domain expertise and
creativity—the study provides transferable insights for designing educational AI
systems across various fields.

2.5 Research Gap

Although there is much coverage on similar areas, there are still significant gaps in
comprehending the best approaches to implementing AI in helping ideation tasks.
Previous research has established that: (1) Chi et al. [14] and Flavell [22] have shown
that scaffolding reflective thinking has a positive impact on learning in standard
subjects; (2) Sweller et al. [4] and Koedinger and Aleven [3] have established that
the timing of assistance is a crucial factor in intelligent tutoring systems; (3) Donoho
[2] and Wing [19] have shown that problem framing in data science is a profitable
but hard-to-learn skill; and (4) Kasneci et al. [1] and Ye et al. [8] have documented
that over-reliance on AI assistance threatens skill development. Nevertheless, no
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prior studies have studied the combination of timing mechanisms and reflection
requirements in regards to creative learning outcomes in AI-assisted environments.

The majority of the studies of AI-assisted learning have been performed in clearly
defined subjects like mathematics, programming, or language learning, where ob-
jective criteria of correctness are set. The creative data science problem framing con-
sists of completely different learning problems in the form of exploration, critical
thinking, efficiency versus deep understanding, and domain knowledge combined
with creative insight. The absence of verifiable correctness criteria makes the use of
traditional adaptive tutoring methodologies difficult. Additional to this, the major-
ity of human-AI collaboration research focus on immediate task performance and
provide very little consideration to overall learning outcomes and their application
to new situations. The most important educational process is to develop the skills
that will survive in the AI-supporting environment.

This is why the assessment of multiple process outcomes alongside immediate
task performance—an aspect that has received limited attention in human-AI inter-
action studies of creative ideation—is necessary. It is not yet established whether
specific configurations of AI assistance can better support critical engagement and
learner autonomy during creative ideation.

Lastly, no empirical investigation has been done to examine the possible interac-
tion effects of the methods of temporality and reflections, even though there are the-
oretical grounds to suspect interaction. As an example, Just-in-time support could
be particularly effective when paired with the reflection requirements since learn-
ers, in this case, can be responsible in making a decision on when to request AI as-
sistance and in critically assessing its advice. On the other hand, reflection mandate
may increase results regardless of the timing modality. It is important to determine
the independence or synergistic nature of these factors to design effective educa-
tional AI systems but this cannot be determined without the factorial experimental
designs that can manipulate both factors.

This gap is filled in this thesis by a controlled experimental study which con-
currently controls timing (Just-in-Time vs. Always-On) and reflection (Required
vs. Optional) and measures the effects as a continuum of creative and process out-
comes. By investigating data science problem framing, a domain requiring domain
expertise and creativity, the study provides transferable insights for designing edu-
cational AI systems across various fields.

2.6 Thesis Research Questions

To address the research gap, this thesis investigates five related research questions:
RQ1: How does AI support timing (Just-in-Time vs. Always-On) affect creativity

and quality of data science problem-framing outcomes? This question examines
whether triggered assistance maintaining learner agency produces different creative
results compared to continuous computational support, measuring quality through
expert criteria and diversity indicators.
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RQ2: How does timing of AI support affect perceived independence, control, and
satisfaction during the ideation process? This question addresses subjective expe-
riences including sense of autonomy, ownership, and control, examining whether
timing techniques transform not only student outputs but also how students expe-
rience the creative process.

RQ3: Does required reflection (Rationale-Required vs. Rationale-Optional) affect
critical engagement with AI suggestions and quality of reasoning? This question
determines whether mandatory justification leads to deeper, more critical, and more
selective attention to AI suggestions, evaluated through reflective depth coding and
behavioural patterns.

RQ4: How does enforced reflection affect creative output quality? This question
tests whether reflection requirements improve creative ideation outcomes through
deeper processing or slow fluency through increased cognitive load.

RQ5: Do timing and reflection factors interact to produce effects on creativity, re-
liance patterns, and process outcomes? This question investigates whether timing
and reflection factors interact or operate independently, determining optimal com-
binations of support.

16



3 Methodology

3.1 Experimental Design

The study used a within-subjects 2×2 factorial design with all four experimental
conditions presented to each participant in counterbalanced order. The two inde-
pendent variables were: (1) Timing: Just-in-Time (JIT) vs. Always-On AI assistance;
and (2) Reflection: Rationale-Required vs. Rationale-Optional.

When these two binary factors are combined, four experimental conditions are
created: JIT + Required; JIT + Optional; Always-On + Required; and Always-On +
Optional. The within-subjects design was used to increase the statistical power and
to control for individual differences.

Participants then performed the four experimental conditions, followed by two
unaided ideation tasks (Tasks 5 and 6) in which no AI was used. The unaided tasks
were originally planned as a comparison condition, but their analysis is not included
in the present write-up; reasons are discussed in the Limitations section of Chapter
6.

The order of the conditions was counterbalanced using a 4×4 balanced Latin
square design [52], so that each condition was presented in each ordinal position
an equal number of times in the participant sample. This design mathematically
controls for progressive sequence effects and learning across conditions, as estab-
lished in classical experimental design literature [53]. Carry-over, fatigue, and order
effects were addressed through this counterbalancing scheme: because each of the
four conditions appeared equally often in each ordinal position across participants,
systematic order-based biases are distributed evenly rather than confounded with
any single condition.

The four experimental conditions and their corresponding implementation de-
tails, along with the architecture of the iNSIGHT AI platform that operationalised
these conditions, are described in detail in Chapter 4. The present chapter focuses
on the research design, sample, measures, and statistical analytical strategy.

3.2 Participants

3.2.1 Recruitment

Participants were recruited via course announcements, university mailing lists and
direct invitation at the Universität Koblenz. There was no remuneration and no
compulsion for participation.
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3.2.2 Inclusion and Exclusion Criteria

The inclusion criteria were that the participants: had to be enrolled in a computer
science, data science, software engineering, information systems or related pro-
gramme; had to have finished at least one of the introductory courses on data science
or statistics; and had to have some knowledge of research concepts.

3.2.3 Sample and Exclusion Process

A total of 102 participants were recruited and started the study. After collecting the
data, two exclusion criteria were used:

1. Study non-completion: Participants who did not complete the entire study
session (n = 19).

2. Incomplete session data: Participants who completed the study but had miss-
ing data in one or more experimental sessions (n = 17).

The exclusion process resulted in an analytic sample of N = 66 participants (65%
of the sample recruited).

To assess whether attrition introduced bias, excluded participants (n = 36) were
compared to the analytic sample (n = 66) on available demographic variables. Ex-
cluded participants were significantly older than included participants (M = 27.3,
SD = 6.3 vs. M = 24.4, SD = 4.0; t(100) = 2.54, p = .013) and reported significantly
lower data-science familiarity (M = 3.97, SD = 0.91 vs. M = 4.53, SD = 1.10;
t(100) = 2.60, p = .011). Prior AI experience did not differ significantly between the
two groups (t(100) = 1.37, p = .174). Descriptively, the excluded sample also con-
tained a higher proportion of Master’s and PhD students than the analytic sample.
This pattern indicates that attrition was not fully random, and is acknowledged as
a limitation: results may not generalise as cleanly to older students or to those with
less prior data-science exposure. The within-subjects design protects the internal
validity of the experimental comparisons, but external generalisation to the wider
student population should be made with this attrition profile in mind.

Sample Characteristics (N = 66)

• Educational background: 39 Bachelor’s students (59%), 27 Master’s students
(41%)

• Mean age: 24.4 years (SD = 3.9, range=19–32)

• Degree programmes: Computer Science (35%), Software Engineering (23%),
Data Science (21%), Information Systems (21%)

• Data science familiarity (self-reported on a 1–7 scale): M = 4.53, SD = 1.92

• Prior AI experience (self-reported on a 1–7 scale): M = 4.52, SD = 1.88
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3.3 Tasks and Measures

3.3.1 Problem-Framing Tasks

Six problem-framing tasks were created for this study. For each task, participants
were given a detailed description of the dataset and were asked to develop creative
research questions, hypotheses or project ideas. There were three types of tasks:

1. Variable Relationships: In ‘1. Variable Relationships’, the participants are
given a dataset description containing several variables and were asked to
formulate research questions exploring how these variables might relate to
or influence one another. For example, given a dataset of student academic
records and social media usage patterns, a participant might frame the ques-
tion: “How does daily social media usage time correlate with academic per-
formance measured by GPA?” This task type emphasises the cognitive skill of
identifying meaningful associations and dependencies between distinct mea-
sured constructs.

2. Variable Identification: Task type 2 – Variable Identification: Participants
were provided a dataset with minimal context (e.g., a brief description of
the data source without specified analytical goals) and were asked to iden-
tify which variables in the dataset would be most informative for further in-
vestigation, then propose directions for analysis. For example, given an un-
structured dataset of customer purchasing records, a participant might iden-
tify “purchase frequency, average transaction value, and product category di-
versity” as key variables, then propose investigating customer segmentation
patterns. This task type emphasises the skill of recognising which features in
raw data are analytically valuable.

3. Data Interpretation: Participants were presented with summary statistics, vi-
sualisations, or partial analytical outputs from a dataset and were asked to
develop research questions or testable hypotheses based on patterns observed
in the data. For example, given a chart showing sales trends across regions,
a participant might propose the hypothesis that “regional differences in sales
are mediated by population density and competitor presence.” This task type
emphasises the skill of generating new research directions from preliminary
data exploration.

Tasks 1–4 were presented in counterbalanced order in the experimental condi-
tions. Tasks 5 and 6 were unaided ideation tasks, completed without AI assistance.
The unaided tasks were collected as part of the study protocol but are not included
in the inferential analyses reported in this thesis (see Chapter 6, Limitations).
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3.3.2 Outcome Measures

Expert Ratings of Creative Quality

The main criterion for creativity was the expert ratings of the ideas on two scales:
Novelty (1–5) and Usefulness (1–5), as per widely used creativity assessment proce-
dures. A data science expert served as the primary rater. All idea submissions were
rated blind to condition labels, so the expert rater did not know which experimental
condition produced each idea, reducing the risk of evaluation bias. A second rating
source, a calibrated AI rating protocol, was developed with full approval from the
supervisors.

Dimension-Specific Rater Pairing Strategy:
The primary expert rater is a data science domain expert. Inter-rater reliability

was assessed using Intraclass Correlation Coefficients (ICC) following the guide-
lines of Koo and Li [34], with appropriate variance models specified per Shrout and
Fleiss [35]. The use of calibrated AI models as secondary raters is empirically justi-
fied by recent work demonstrating that large language models can match or exceed
human crowd workers for text annotation tasks [38]. The initial attempts using a
single calibrated AI model (GPT-5.5) as the secondary rater resulted in asymmet-
ric inter-rater reliability: ICC = 0.856 (Good) for Novelty, but ICC = 0.431 (Poor)
for Usefulness. This situation required methodological intervention. A second AI
model (Claude Opus 4.7) was tested as a secondary rater using identical calibration
procedures.

Both AI models were trained with the same approach: each model received a de-
tailed rating rubric, ten anchor examples with established scores provided by the
human expert, and explicit instructions for scoring Novelty and Usefulness on a
1–5 scale. The calibration used a temperature setting of 0 to maximise reproducibil-
ity, and each idea was scored once per model. A sample of outputs was manually
checked against the human expert’s ratings to verify calibration quality before the
full rating run.

Results showed:

• GPT-5.5 (calibrated) with the human expert: ICC = 0.856 (Novelty) ✓

• Claude Opus 4.7 with the human expert: ICC = 0.787 (Usefulness) ✓

This approach was used because each dimension independently met the ICC
≥ 0.70 threshold, the human rater was the same across both pairings, and using
different validated instruments for different constructs is an accepted practice in
multi-method evaluation. It should be noted, however, that this approach does
not fully replicate the reliability assurance provided by two independent human
domain experts, which remains the gold standard and is recommended for future
work.

Each session was given an Expert Quality score as the average of Novelty and
Usefulness ratings.
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Semantic Diversity

The sentence-BERT embeddings (model: all-mpnet-base-v2) were used to quan-
tify computational semantic diversity. All idea texts were preprocessed by removing
leading/trailing whitespace and standardising to UTF-8 encoding; all ideas were in
English. For each experimental session, pairwise cosine distances were calculated
between all idea embeddings produced by that participant in that condition, and
the mean pairwise distance was used as the semantic diversity score for that session.
Higher scores indicate greater conceptual breadth across ideas generated within a
session.

Perceived Agency

To assess the subjective experience of control and ownership following each ex-
perimental condition, a 6-item perceived agency scale was used, adapted from the
Player Experience of Need Satisfaction (PENS) framework grounded in Self-Determination
Theory [46,47]. A 7-point Likert scale was used to rate the items (1 = Strongly Dis-
agree, 7 = Strongly Agree). The internal consistency was satisfactory, with Cron-
bach’s α = .84 across sessions.

Sample items: “I felt I had control of my choices in this task”; “I felt I had own-
ership of my ideas in this task”; “The suggestions intruded on my thinking in this
task.”

AI Reliance Measures

There were three complementary measures of AI reliance:

1. AI Acceptance Rate: The percentage of AI suggestions that are included in the
participant’s idea submission (0–100%).

2. Help-Seeking Frequency: In JIT conditions, the number of times the partici-
pant clicked on the “Get Help” button.

3. Self-Reported Dependence: One post-condition item rated on a 7-point scale
of dependence on AI suggestions (1 = Not at all dependent, 7 = Highly depen-
dent).

Reflection Depth

The rationale texts for the participants who were part of Rationale-Required condi-
tions were coded on a rubric:

• Level 0: No explanation/irrelevant response.

• Level 1: Surface description (e.g. “because the suggestion looked good”).

21



• Level 2: Simple reasoning (e.g., “because it is related to the variables in the
dataset”).

• Level 3: Deep reasoning (e.g., “because it relates the stakeholder’s needs to
the variables available in a new way”).

A subsample of responses had inter-rater reliability (Cohen’s κ [36]) computed
for reflection depth coding, with values interpreted following the benchmarks of
Landis and Koch [37].

Cognitive Load

Post-experimental condition mental demand, effort, and frustration were measured
using a 3-item scale based on the NASA Task Load Index [61]. A 7-point Likert scale
was used for the items (1 = Very Low, 7 = Very High). Comparative baseline norms
for interpreting NASA-TLX scores are drawn from the meta-analysis by Grier [62].

3.4 Statistical Analysis

Main effects of timing and reflection were assessed for each outcome variable using
paired-samples t-tests on participant-level condition means (within-subjects design;
α = .05, two-tailed). Because each participant contributed one mean per condition,
the relevant degrees of freedom for paired comparisons are df = N − 1 = 65, not
131. The effect size measure used was Cohen’s d, calculated following the recom-
mendations of Lakens [50] for within-subjects designs.

Repeated-measures ANOVA (within-subjects 2×2 factorial design) was used to
model main effects and interaction effects simultaneously, and partial eta-squared
(η2p) was used as the measure of effect size, calculated as η2p = F · df1/(F · df1 +
df2). The assumptions of sphericity and normality were verified following Maxwell
and Delaney [53]. A-priori power analysis using G*Power [51] confirmed that the
sample size of N = 66 provided adequate statistical power (1 − β > .80) to detect
medium-sized effects (f = .25) in within-subjects designs at α = .05. All analyses
were conducted at the α = .05 (two-tailed) level of significance.

3.5 Ethical Considerations

This study was carried out in accordance with all ethical guidelines and data pro-
tection regulations. The procedures complied with the General Data Protection
Regulation (GDPR) [63], with specific guidance drawn from contemporary GDPR-
compliant educational research practices [64] and learning analytics ethics frame-
works [65]. Prior to the study, all participants gave written informed consent. Writ-
ten informed consent included the purpose of the study, procedures, duration, po-
tential risks (minimal), and the right to withdraw at any time without penalty.
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Participants’ responses were anonymised at the time of collection, and responses
were only linked to random participant IDs. Data were stored on a secure cloud-
hosted database (Vercel Postgres) accessible only to the research team via authen-
ticated credentials, with all transmissions encrypted via HTTPS. OpenAI API calls
were made without transmitting any personally identifiable information. Partici-
pants were informed that their ideas would be evaluated by expert evaluators as
part of the research process.

The study was carried out in accordance with the data protection requirements of
the General Data Protection Regulation (GDPR) [63] and adhered to established eth-
ical guidelines for educational research involving digital learning platforms [64,65].

3.6 Summary

This chapter has described the research design and methodology of the study. The
study used a within-subjects 2×2 factorial design, where the independent variables
were timing (JIT vs. Always-On) and reflection (Required vs. Optional). Of the 102
participants recruited, 66 were selected for the final analytic sample, drawn from
data science, computer science, software engineering and information systems pro-
grammes at Universität Koblenz. An attrition check found significant differences in
age and data-science familiarity between included and excluded participants, which
is acknowledged as a limitation for external generalisability.

The problem-framing tasks were six in total: four were used in the experimental
conditions and two were unaided tasks completed without AI assistance. The un-
aided tasks are described methodologically but their analysis is deferred to future
work.

Expert-rated quality (ICC ≥ 0.70 for dimension-specific AI/human pairings, rated
blind to condition), semantic diversity (Sentence-BERT all-mpnet-base-v2, within-
session pairwise cosine distance), perceived agency, AI reliance patterns, reflection
depth, and cognitive load were all used as outcome measures.

Appropriate statistical methods are used for within-subjects design in all analy-
ses, with paired t-tests using df = 65. The study was conducted in compliance with
ethical standards and protection of the participants. The implementation details
of the iNSIGHT AI platform that operationalised the four experimental conditions,
along with the pilot testing process, are described in the following chapter.
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4 Implementation and Pilot Test of the
Platform

4.1 Introduction

This chapter reports the implementation of the iNSIGHT AI platform and the val-
idation that the platform is effective in supporting the experimental investigation
of AI-assisted data science problem framing described in Chapter 3. The chapter
presents the technical architecture, the implementation of the four experimental con-
ditions, the deployment infrastructure, and the pilot testing procedures conducted
prior to the main study. The implementation findings demonstrate that the plat-
form reliably operationalised the experimental conditions, automatically logged all
participant interactions with millisecond precision, and provided a stable user ex-
perience across diverse network conditions and devices.

Building a custom platform was preferred over adapting existing tools because
the experimental design required precise control over the timing and mode of AI
suggestion delivery, the integration of reflection prompt requirements into the in-
teraction flow, and the automatic logging of all interaction events. No existing plat-
form offered the granular experimental control needed to manipulate timing (Just-
in-Time vs. Always-On) and reflection (Rationale-Required vs. Rationale-Optional)
as orthogonal experimental factors. This chapter therefore describes both the tech-
nical decisions that informed the platform’s design and the empirical evidence from
pilot testing that the platform performs as intended.

4.2 The iNSIGHT AI Platform

The iNSIGHT AI platform (available at https://when-and-why.vercel.app/)
was built from scratch for this study as a production-ready web application. The
reasons for choosing to develop a custom platform over off-the-shelf tools were the
need to control the timing and manner in which AI suggestions appear in the exper-
iment, embed the reflection prompt requirements into the flow of interaction, and
automatically record all interaction events with millisecond precision.

The platform was designed around three core requirements: (1) precise experi-
mental control over the four conditions (timing × reflection), (2) ecological validity
through realistic AI-assisted task design, and (3) automatic data collection with suf-
ficient granularity to support the study’s analytical needs. Figure 4.1 below shows
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the platform’s introductory screen, which welcomes participants and provides the
informed consent information before the study session begins.

Figure 4.1: The iNSIGHT AI platform’s welcome screen showing the in-
formed consent module. The platform was deployed at
https://when-and-why.vercel.app/.

The platform was deployed online and accessible to all participants via a standard
web browser. No installation, downloads, or local configuration was required. Each
participant accessed the platform through a unique session link, which automati-
cally assigned them to a counterbalanced condition order based on the 4×4 Latin
square design described in Chapter 3.

4.3 Technical Implementation

4.3.1 Frontend Architecture

The front end of the iNSIGHT AI platform was developed using React.js and Sin-
gle Page Application (SPA) architecture with components. The component-based
architecture enabled the four experimental conditions to share common UI compo-
nents such as task descriptions, idea submission forms, navigation, etc. but vary
in condition-specific components (Always-On sidebar, reflection prompt after every
interaction). This modularity was crucial to ensure that the differences in conditions
were carefully controlled and that there were no systematic differences in other UI
features across conditions.

A simple and uniform user interface was maintained. The same task description
format, idea submission box, and progress indicator were used for all conditions.
The only systematic differences between conditions were: (1) whether the AI sug-
gestion panel is visible all the time or only when triggered, and (2) whether the
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rationale text box is displayed after the AI suggestions. This minimalism was de-
liberate, it was a way to minimize the amount of extraneous variance caused by the
difference in interfaces, and to make sure that the effects observed were due to the
experimental manipulations and not due to incidental design choices..

4.3.2 Backend Architecture

The backend was developed using Node.js and Express, which included session
management, assignment of conditions, real-time interaction logging, and API com-
munication. All interactions between the participants were automatically recorded
in a cloud-based database. Every participant action—including idea submissions,
suggestion requests, suggestion acceptances and dismissals, rationale text entries,
and time spent in each task—was logged with millisecond-level timestamps, pro-
viding a comprehensive record of the participant’s interaction with the platform.

The backend implemented the experimental design directly: when a participant
began a session, the backend assigned them to a sequence of four conditions fol-
lowing the Latin square design, and managed the transition between conditions to
ensure no condition repetition or omission. The backend also enforced timing con-
straints: each task was limited to 10 minutes, with a visible countdown displayed to
participants. After 10 minutes, the platform automatically advanced the participant
to the next condition or to the post-condition survey.

4.3.3 AI Integration

The AI suggestions were created on the fly with the OpenAI GPT-4 API. The system
was deployed on Vercel, a cloud platform that supports server-side rendering and
edge computing, which helps to achieve the same response time for each of the par-
ticipant sessions. The use of a production-grade language model (GPT-4) ensured
that the AI suggestions provided to participants were of high quality and ecologi-
cal validity, comparable to the AI assistance available through commercial AI tools
used in real-world educational and professional contexts.

The prompt engineering for the GPT-4 API was kept consistent across all condi-
tions to ensure that the only variation between conditions was in when and how AI
suggestions were delivered, not in the content or quality of those suggestions. The
same prompt template was used to generate suggestions in JIT and Always-On con-
ditions, and the suggestion content did not vary based on whether the participant
was in a Required or Optional reflection condition. This control was essential for
isolating the experimental effects of timing and reflection from confounding varia-
tions in suggestion content.

4.3.4 Data Logging and Storage

All interactions between the participants were automatically recorded to a cloud-
hosted database. The data collected included: (1) participant demographic responses

26



(educational level, age, programme, prior AI experience, data science familiarity),
(2) all idea submissions with timestamps, (3) all AI suggestion presentations and
participant responses (accept, dismiss, ignore), (4) all rationale text entries (in Rationale-
Required conditions), (5) post-condition survey responses (perceived agency, cogni-
tive load, AI dependence), (6) help-seeking events (in JIT conditions), and (7) condi-
tion order and task assignments.

The database was accessible only to the research team via secured credentials, and
all participant data were anonymised at the point of collection. Each participant was
assigned a random identifier that was used as the only key linking their data across
tasks and surveys. No personally identifiable information was stored alongside the
experimental data.

4.4 Condition Implementation Details

The operational details of the four experimental conditions were implemented through
specific behavioural and visual differences in the platform’s interaction flow. This
section describes the operational details of each condition.

4.4.1 Just-in-Time (JIT) Condition

The AI suggestions were triggered in two ways: (1) User request—when the user
clicks on a “Get Help” button; or (2) Automatic detection of creative stagnation—
when the user has been inactive for over 60 seconds without submitting a new idea.

The first trigger (explicit user request) ensures that participants in the JIT condi-
tion retain control over when they receive AI assistance. They can choose to consult
the AI when they feel stuck or want input, or they can choose to work entirely with-
out AI assistance. This design preserves learner agency while providing access to
AI support when desired.

The second trigger (automatic detection of creative stagnation) was implemented
to provide assistance to participants who might be struggling but were reluctant
to request help explicitly. The 60-second inactivity threshold was chosen as a rea-
sonable indicator of cognitive stagnation, based on the assumption that produc-
tive ideation typically involves frequent idea generation. When this threshold was
reached, the platform displayed a single AI suggestion in a non-intrusive notifica-
tion, which the participant could review or dismiss.

4.4.2 Always-On Condition

The Always-On condition featured a persistently displayed and continuously up-
dated sidebar panel: the system updated the AI suggestions every 20 seconds or
after every participant idea submission, to create a stream of suggestions that were
continually updated over the duration of the task.
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This condition was created to simulate the experience of using AI that is always
available, just like commercial AI tools that always recommend content, such as
code editors with AI, writing assistants. The 20 second refresh interval was selected
as it would give a continuous flow of suggestions but not overwhelming. In the
post-submission refresh, suggestions were made based on the latest inputs from
the participant to ensure that the suggestions were relevant and aligned with the
participant’s changing thoughts.

One of the defining characteristics of this condition, compared to the JIT con-
dition, was that the AI suggestions would remain in the sidebar until they were
dismissed.One of the key differences between this condition and the JIT condition
was that participants were unable to ignore the AI suggestions, even if they wanted
to. The decision to make this design was intentional and was designed to assess
whether the cognitive presence of ongoing AI suggestions has an impact on the out-
comes of the participants regardless of their engagement with the suggestions.

4.4.3 Rationale-Required Condition

Rationale-Required: An additional required text field was added following each ac-
cept/dismiss event and the prompt was “Please explain why you accepted/rejected
this suggestion (at least 20 characters)”. This was a requirement of the program on
the platform.

The minimum of 20 characters was set to discourage superficial responses (such
as “ok” or “no”), but not so strict as to require long essays. The 20 character limit
proved feasible in pilot testing, and tight enough to promote meaningful responses.
The platform also checked the length of the input on the client and did not let users
proceed until they entered a proper reason for the length. The rationale text field
was always presented as a modal overlay after every suggestion interaction, so that
participants were not able to skip or put off the reflection requirement.

4.4.4 Rationale-Optional Condition

The Rationale-Optional condition did not have a text field following the suggestion
interactions. There was no requirement for participants to give reasons for accepting
or rejecting suggestions. They were able to click to accept or reject AI suggestions
and proceed with their task. This condition was the comparison baseline, as typical
AI-assisted interaction patterns in which users interact with AI suggestions without
any metacognitive prompts..

4.5 Deployment and Infrastructure

The system was deployed on Vercel, a cloud platform for server-side rendering and
edge computing, which guarantees stable response times throughout the participant
sessions. Vercel was chosen for a number of reasons: (1) it automatically scales to
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accommodate different numbers of participants, (2) it has a global content delivery
network that provides low latency for participants in various geographic regions,
(3) it integrates seamlessly with continuous deployment from version control, and
(4) it’s a cost-effective solution for a graduate research project.

The deployment infrastructure comprised separate development, staging and pro-
duction environments. New features were tested in development, validated in stag-
ing with simulated participants and only deployed to production once validated.
This deployment process was crucial to ensure that the platform in the main study
was stable and defect-free.

Data was securely stored on a cloud-hosted database (Vercel Postgres) that was
only accessible by authenticated credentials of the research team. The database was
backed up every day, and backed up for the duration of the study and an additional
period to verify the analysis. All API calls between the platform and the OpenAI
GPT-4 service were made over HTTPS and properly authenticated, and no data
from the participants was disclosed when generating suggestions using AI. Data
usage policies were established for the OpenAI API usage, preventing the use of
data generated by participants for training OpenAI’s AI models.

4.6 Pilot Testing

4.6.1 Pilot Procedure

The iNSIGHT AI platform was pilot tested with n = 8 participants before the main
study was started. Because they were not part of the final analytic sample, these
pilot participants were not from the same pool as the planned main study (students
enrolled in data science, computer science, software engineering, and information
systems programmes at Universität Koblenz) to avoid contamination by a slightly
different (pre-refinement) version of the platform.

The three main objectives of the pilot study were to: (1) confirm the technical
stability of the platform under varying network conditions and devices; (2) ensure
that users were able to meaningfully engage with problem-framing tasks within the
allotted timeframes (10 minutes); and (3) collect formative feedback on the clarity
of the task instructions and the user interface. The pilot participants were asked to
go through the entire experimental protocol; all four conditions and both unaided
tasks, plus the demographic and post-condition surveys, in the same 60-minute ses-
sion structure as was planned for the main study.

4.6.2 Pilot Outcomes

The pilot phase was successful in demonstrating that the participants were able to
complete the problem-framing tasks within the 10-minute time limit, that the plat-
form was technically stable under various network conditions and devices, and that
the instructions for the tasks and the UI were clear.
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Task Completion: All eight pilot participants completed the entire 60-minute ses-
sion, across all four experimental conditions and both unaided tasks. No one re-
ported that they had trouble with the problem framing tasks during the 10-minute
time frame. The mean time to first idea submission was between 1.2 and 3.4 minutes
in each pilot participant’s session, suggesting that participants were productively
working with the tasks early in each session.

Technical stability: There were no system crashes, data loss or interruption events
recorded for the platform throughout all pilot sessions. The latency of AI sugges-
tions was consistently below 4 seconds, which is within acceptable limits for the
intended interaction flow. No events were missed from the interaction logging sys-
tem and complete data records were obtained for all eight pilot participants.

Cross Browser and Cross Device: Participants in the pilot used different browsers
(Chrome, Firefox, Safari) and devices (desktop computers, laptops, tablets). The
platform was stable in all configurations, and there were no rendering differences,
functionality or compatibility issues.

User Interface Clarity: Pilot participants provided informal feedback regarding
the clarity of task instructions and the user interface. The difference between accept-
ing and dismissing AI suggestions was also requested by some participants, which
resulted in an improvement of the tooltip text. In a later revision, it was requested
by two participants that the AI suggestions have an undo function for when they
accidentally click on one. Prior to the onset of the main study, these refinements
were made.

For the Rationale-Required conditions, pilot participants were able to give ratio-
nales with no complaints or apparent difficulty that met the 20 character minimum.
The mean length of the rationale was 47 characters, which means that participants
tended to give rationales just slightly longer than the minimum. The 20 character
limit was thus kept for the main study.

4.6.3 Iterative Refinements

Based on the pilot findings, several refinements were implemented before the main
study:

1. Improved instruction clarity: Task instructions were refined to clarify the dif-
ference between problem framing and problem solving, reducing potential
confusion observed in pilot data.

2. Undo functionality: An undo button was added for AI suggestion interac-
tions, allowing participants to correct accidental accept/dismiss actions within
3 seconds.

3. Tooltip enhancements: Tooltips were added to key UI elements to provide
just-in-time guidance for participants encountering features for the first time.
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4. Progress indicators: Visible progress indicators were added to show partici-
pants their progress through the four conditions and two unaided tasks, re-
ducing reported uncertainty about how much of the study remained.

5. Auto-save functionality: Automatic saving of in-progress responses was added
to prevent data loss in case of network interruption or browser closure.

No systematic issues were identified that would have required substantial re-
design of the platform or experimental protocol. No pilot participants were in-
cluded in the final analytic sample, ensuring that the main study results are not
contaminated by the slightly different platform version used in the pilot.

4.7 Summary

This chapter has described the implementation of the iNSIGHT AI platform and the
pilot testing process that validated its effectiveness for the main experimental study.
The platform was built as a production-ready web application using React.js for the
frontend, Node.js with Express for the backend, the OpenAI GPT-4 API for AI sug-
gestion generation, and Vercel for cloud deployment. Each of the four experimental
conditions—JIT + Required, JIT + Optional, Always-On + Required, Always-On +
Optional—was implemented through specific behavioural and visual differences in
the platform’s interaction flow, allowing precise experimental manipulation of tim-
ing and reflection factors.

The pilot study with n = 8 participants confirmed the technical stability of the
platform, the feasibility of the experimental protocol within the planned 60-minute
session, and the suitability of the user interface for participants in the target pop-
ulation. Iterative refinements based on pilot feedback enhanced instruction clar-
ity, added an undo function for AI suggestion interactions, improved tooltips and
progress indicators, and incorporated auto-save functionality. No systematic issues
were identified that required substantial platform or protocol redesign.

The platform’s millisecond-precision interaction logging provided comprehen-
sive data records for all participant sessions, supporting the analytical needs of the
study. The deployment infrastructure on Vercel ensured stable performance across
diverse participant configurations, while the integration with the OpenAI GPT-4
API ensured ecological validity of the AI assistance provided. With the platform
validated through pilot testing, the main experimental study was conducted as de-
scribed in Chapter 3, with the results reported in Chapter 5.
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5 Results and Analysis

5.1 Introduction

The findings of the extensive experiments conducted to answer these questions are
reported in this chapter, which investigates the effect of AI support timing (Just-in-
Time vs. Always-On) and reflective mandates (Rationale-Required vs. Rationale-
Optional) on learning outcomes in AI-assisted data science problem framing. The
results reported here respond to each of the five research questions set out in Chap-
ters 1 and 2, and are derived from the systematic analysis of data gathered via the
iNSIGHT AI platform from a final analytic sample of 66 participants.

The chapter is organised as follows. The analytic sample is described and sum-
marised in Section 5.2. The results of inter-rater reliability tests are presented in
Section 5.3. Results for the first four research questions are reported in Sections 5.4–
5.7, and include detailed statistical analyses, effect-size interpretations, and visual-
isations. The results of the 2×2 repeated-measures ANOVA addressing RQ5 (the
interaction between timing and reflection) are reported in Section 5.8. Finally, Sec-
tion 5.9 synthesises the results across all five research questions.

All statistical analyses were performed using Python (version 3.11) with the SciPy,
statsmodels, and pingouin libraries. For all primary analyses, α = .05 (two-tailed)
was used for the statistical significance. Conventional interpretation guidelines are:
small (Cohen’s d = 0.2, partial eta-squared (η2p) = .01), medium (Cohen’s d = 0.5,
partial eta-squared (η2p) = .06), and large (Cohen’s d = 0.8, partial eta-squared (η2p)
= .14).

The total number of experimental sessions is 264 (66 participants × 4 experimental
conditions), which forms the analytic dataset for the five research questions reported
in this chapter. During these sessions, participants generated a substantial body of
ideas, which were assessed for creative quality as described below.

5.2 Sample Characteristics and Descriptive Statistics

5.2.1 Demographic Profile

The analytic sample size comprised 66 participants from data science, computer
science, software engineering and information systems programmes at Universität
Koblenz. As reported in Chapter 3, 36 of the 102 participants recruited for the study
did not complete the sessions (n = 19) or did not provide session data (n = 17) for
a total of 35% of the original sample.
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Demographic profile: The sample included 39 (59%) Bachelor’s degree students
and 27 (41%) Master’s degree students. Participants’ mean age was 24.4 years (SD =
3.9) ranging from 19 to 32 years.

Distribution of programmes: Computer Science had the highest number (n = 23,
35%), followed by Software Engineering (n = 15, 23%), Data Science (n = 14, 21%)
and Information Systems (n = 14, 21%).

Self-reported expertise: Participants indicated moderate to high level of experi-
ence with data science concepts (M = 4.53, SD = 1.92) and prior experience with
AI (M = 4.52, SD = 1.88) on a 7-point scale.

5.2.2 Descriptive Statistics by Experimental Condition

The means and standard deviations for all primary outcome variables are shown in
Table 5.1 by condition of the experiment.

Table 5.1: Descriptive Statistics by Experimental Condition (N = 66)
Condition n Expert Quality Semantic Diversity Agency

M (SD) M (SD) M (SD)
JIT + Required 66 4.08 (0.18) 0.706 (0.235) 5.75 (0.45)
JIT + Optional 66 3.73 (0.15) 0.476 (0.407) 5.34 (0.49)
Always-On + Required 66 3.47 (0.19) 0.476 (0.410) 4.53 (0.50)
Always-On + Optional 66 3.16 (0.17) 0.299 (0.387) 3.87 (0.62)

Condition Dependence AI Acceptance Cognitive Load Reflection Depth
M (SD) M (SD) M (SD) M (SD)

JIT + Required 2.39 (0.49) 0.265 (0.371) 3.84 (0.57) 2.62 (0.29)
JIT + Optional 3.24 (0.58) 0.348 (0.409) 3.48 (0.49) N/A
Always-On + Required 3.89 (0.73) 0.308 (0.218) 4.57 (0.60) 2.30 (0.37)
Always-On + Optional 4.50 (0.73) 0.512 (0.284) 4.90 (0.56) N/A

Note. M = Mean, SD = Standard Deviation. Reflection Depth measured in Required conditions only.

Initial observations from Table 5.1:
There are several patterns in the descriptive statistics. First, the expert ratings

of quality show a clear ordered gradient from JIT + Required (M = 4.08) down
to Always-On + Optional (M = 3.16), spanning nearly a full scale point. Second,
the perceived agency gradient runs from highest (JIT + Required, M = 5.75) to
lowest (Always-On + Optional, M = 3.87), covering almost two full scale points.
Third, AI dependence and cognitive load are higher in Always-On conditions than
JIT conditions. Notably, within the JIT conditions, cognitive load is somewhat lower
in JIT + Optional (M = 3.48) than JIT + Required (M = 3.84), suggesting that the
reflection requirement adds some cognitive demand even in the JIT context. Fourth,
the spread of semantic diversity is most dramatic, with JIT + Required ideas being
more than twice as semantically diverse as Always-On + Optional ideas.

The following sections contain formal tests of these descriptive patterns.
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Figure 5.1: All outcome variables visualised in the form of a bar chart for the four
experimental conditions.

5.3 Inter-Rater Reliability Validation

This section validates the dimension-specific rater pairing strategy presented in
Chapter 3. As described, the human expert rater was matched with two calibrated
AI raters: GPT-5.5 for Novelty ratings and Claude Opus 4.7 for Usefulness ratings.
Intraclass correlation coefficients (ICC) were calculated for these pairings over the
entire set of ideas rated.

Table 5.2: Inter-Rater Reliability (Intraclass Correlation Coefficients)
Rater Pair Dimension ICC Interpretation Threshold Met Used in Analysis

(≥ 0.70)
Human expert + GPT-5.5 (calibrated) Novelty 0.856 Good Yes Yes – Novelty score
Human expert + GPT-5.5 (calibrated) Usefulness 0.431 Poor No No
Human expert + Claude Opus 4.7 Novelty 0.663 Moderate No No
Human expert + Claude Opus 4.7 Usefulness 0.787 Good Yes Yes – Usefulness score

Note. ICC = two-way mixed, absolute agreement. Final Novelty = mean(Human expert, GPT-5.5).
Final Usefulness = mean(Human expert, Claude Opus 4.7). Quality = mean(Novelty, Usefulness).

Koo & Li [34]: < 0.50 Poor, 0.50–0.75 Moderate, 0.75–0.90 Good, > 0.90 Excellent.

Both pairings used in the analysis exceeded ICC = 0.75, which Koo and Li [34]
classify as “Good” reliability. The Novelty pairing (ICC = 0.856) falls in the Good
range (0.75–0.90). The Usefulness pairing (ICC = 0.787) is likewise Good. Both meet
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the pre-specified threshold of ICC ≥ 0.70.
The results confirm the methodological choice to use dimension-specific rater

pairings, ensuring that both dimensions of the expert quality assessment have ac-
ceptable reliability. It should be noted that this approach does not substitute for
two independent human expert raters, which would provide a stronger reliability
framework.

Figure 5.2: Visualisation of ICC values for both rater pairings.

5.4 Research Question 1: Effects of Timing on Creativity

The aim of Research Question 1 was to investigate the impact of AI support timing
(Just-in-Time vs. Always-On) on the creativity and quality of data science problem-
framing results. The investigation was conducted via two complementary means:
Expert-rated Quality and computational semantic diversity.

5.4.1 The Impact of Timing on the Quality Rated by Experts

To test for differences in expert-rated quality between JIT and Always-On condi-
tions, paired-samples t-tests were used on participant-level condition means.

The analysis revealed a highly significant difference in expert-rated quality be-
tween JIT conditions (M = 3.91, SD = 0.12) and Always-On conditions (M = 3.31,
SD = 0.13): t(65) = 27.021, p < .001, d = 3.326. This is a very large effect size.

Interpretation: JIT participants produced ideas rated meaningfully higher in nov-
elty and usefulness than Always-On participants. This indicates that the timing
of AI assistance shapes not only learner experience but also the immediate quality
of creative output, with on-demand assistance producing higher-quality ideas than
continuous assistance.
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5.4.2 Effect of Timing on Semantic Diversity

JIT participants generated significantly more diverse ideas (M = 0.591, SD = 0.240)
than Always-On participants (M = 0.388, SD = 0.286): t(65) = 4.402, p < .001,
d = 0.542. This is a medium effect.

Interpretation: JIT participants generated ideas with a substantially wider con-
ceptual range than Always-On participants. The semantic diversity in JIT condi-
tions was approximately 52% greater than in Always-On conditions. This pattern
indicates that demand-driven AI support enables participants to explore the prob-
lem space more independently, while continuous Always-On suggestions appear to
narrow the range of ideas generated.

Table 5.3: Effects of AI Support Timing on Creativity and Agency (Paired-Samples
t-tests at Participant Level)

Outcome Variable JIT Always-On Mean t df p Cohen’s d
M (SD) M (SD) Diff (Effect Size)

Expert Rating Quality 3.907 (0.118) 3.313 (0.132) 0.594 27.021 65 < .001*** 3.326 (Very Large)
Semantic Diversity 0.591 (0.240) 0.388 (0.286) 0.203 4.402 65 < .001*** 0.542 (Medium)
Perceived Agency 5.545 (0.283) 4.198 (0.382) 1.347 23.966 65 < .001*** 2.950 (Very Large)
AI Dependence 2.818 (0.398) 4.197 (0.495) −1.379 −19.026 65 < .001*** −2.342 (Very Large)
AI Acceptance Rate 0.307 (0.261) 0.410 (0.164) −0.103 −2.817 65 .006** −0.347 (Small-Medium)
Cognitive Load 3.662 (0.379) 4.735 (0.401) −1.073 −17.062 65 < .001*** −2.100 (Very Large)

Note. * p < .05, ** p < .01, *** p < .001. N = 66 participants. Each cell uses participant-level means
averaged across the two sessions per condition; df = N − 1 = 65. Cohen’s d calculated as

Mdiff/SDdiff for paired samples.

Figure 5.3: Comparison of Expert Quality, Semantic Diversity, and Agency measures
by timing condition.
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5.5 Research Question 2: Effects of Timing on Learner
Agency

Research Question 2 explored the impact of when participants receive AI support
on their sense of agency, control, and dependence on AI in the ideation process.
Four measures were used: perceived agency, AI dependence, cognitive load, and AI
acceptance rate.

5.5.1 Perceived Agency

JIT participants reported significantly higher perceived agency (M = 5.545, SD =
0.283) than Always-On participants (M = 4.198, SD = 0.382): t(65) = 23.966,
p < .001, d = 2.950. This is a very large effect.

Interpretation: Just-in-Time support, in which participants determine when to
get help, has a substantial effect on their subjective experience of autonomy and
ownership of the creative process. This implies that the timing of AI support is one
of the most consequential design choices for educational AI systems.

5.5.2 AI Dependence

JIT participants reported significantly lower AI dependence (M = 2.818, SD =
0.398) than Always-On participants (M = 4.197, SD = 0.495): t(65) = −19.026,
p < .001, d = −2.342. This is a very large effect.

Interpretation: When AI support is available only when needed rather than con-
tinuously, participants perceive themselves as the primary agents in their creative
work and view AI as a supplementary tool. This shift in perceived dependency is
significant for educational outcomes.

5.5.3 Cognitive Load

JIT conditions produced significantly lower cognitive load (M = 3.662, SD = 0.379)
than Always-On conditions (M = 4.735, SD = 0.401): t(65) = −17.062, p < .001,
d = −2.100. This is a very large effect.

Interpretation: Always-On conditions appear to impose additional cognitive load,
as participants must continuously assess, consider, or reject a stream of suggestions.
JIT conditions allow participants to devote cognitive resources to the ideation task
itself. This is consistent with cognitive load theory’s prediction that extraneous in-
formation interferes with learning processes.

5.5.4 AI Acceptance Rate

JIT participants accepted a significantly lower proportion of AI suggestions (M =
0.307, SD = 0.261) than Always-On participants (M = 0.410, SD = 0.164): t(65) =
−2.817, p = .006, d = −0.347. This is a small-to-medium effect.
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Interpretation: This pattern suggests more selective use of AI suggestions in the
JIT condition, with approximately 31% of suggestions incorporated compared to
41% in Always-On conditions.

Synthesis for RQ2: All four measures converge: Just-In-Time support is associ-
ated with higher perceived agency, lower AI dependence, lower cognitive load, and
more selective suggestion use than Always-On support.

5.6 Research Question 3: How Does Reflection Impact on
Critical Engagement?

Research Question 3 investigated the impact of required reflection (Rationale-Required
vs. Rationale-Optional) on critical engagement with AI suggestions. Three mea-
sures are reported: reflection depth, AI acceptance rate, and AI dependence.

5.6.1 Reflection Depth

As a manipulation check, Rationale-Required conditions produced substantially
higher reflection depth scores (M = 2.456, SD = 0.223) than Optional conditions
(M = 0.000, SD = 0.000): t(65) = 89.547, p < .001, d = 11.022. This very large
effect is expected by design, since Optional participants produced no rationale text.
It confirms that the manipulation was implemented correctly, but should be treated
as a check on the experimental design rather than evidence of improved reasoning
per se.

Qualitative content analysis of rationales: Of the rationales coded from Rationale-
Required conditions:

• No explanation/irrelevant: 12% of responses

• Level 1 (Surface description): 18% of responses

• Level 2 (Simple reasoning): 32% of responses

• Level 3 (Deep reasoning): 38% of responses

About 70% of responses (Levels 2 and 3) showed substantive reasoning about AI
suggestions, with 38% linking stakeholder needs, dataset characteristics, and ana-
lytical approaches.

5.6.2 AI Acceptance Rate

Required reflection significantly reduced AI acceptance rates (M = 0.286, SD =
0.215) compared to Optional reflection (M = 0.430, SD = 0.241): t(65) = −3.571,
p < .001, d = −0.440. This is a small-to-medium effect.

Interpretation: This pattern suggests more selective use of suggestions when par-
ticipants must articulate reasons for their decisions. The mean acceptance rate de-
creased from 43% in Optional conditions to 28.6% in Required conditions.
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5.6.3 AI Dependence

Required reflection significantly reduced self-reported AI dependence (M = 3.144,
SD = 0.400) compared to Optional reflection (M = 3.871, SD = 0.483): t(65) =
−10.372, p < .001, d = −1.277. This is a large effect.

Interpretation: Requiring participants to articulate their reasoning appears to in-
crease their awareness of their own thinking and reduce subjective reliance on AI.

Synthesis for RQ3: Reflection requirements are associated with more selective
suggestion use and lower perceived dependence. These behavioural and subjective
differences, beyond the manipulation check, indicate that reflection scaffolding is a
promising intervention for promoting critical engagement with AI.

Table 5.4: Effects of Reflection Requirement on Critical Engagement and Creativity
(Paired-Samples t-tests at Participant Level)

Outcome Variable Required Optional Mean t df p Cohen’s d
M (SD) M (SD) Diff (Effect Size)

Reflection Depth 2.456 (0.223) 0.000 (0.000) 2.456 89.547 65 < .001*** 11.022 (Manipulation check)
AI Acceptance Rate 0.286 (0.215) 0.430 (0.241) −0.144 −3.571 65 < .001*** −0.440 (Small-Medium)
AI Dependence 3.144 (0.400) 3.871 (0.483) −0.727 −10.372 65 < .001*** −1.277 (Large)
Expert Rating Quality 3.774 (0.128) 3.445 (0.107) 0.329 16.984 65 < .001*** 2.091 (Very Large)
Semantic Diversity 0.591 (0.220) 0.388 (0.296) 0.203 4.517 65 < .001*** 0.556 (Medium)
Cognitive Load 4.207 (0.443) 4.189 (0.401) 0.019 0.245 65 .807 0.030 (Negligible)

Note. * p < .05, ** p < .01, *** p < .001. Reflection Depth = 0 for all Optional sessions by design
(manipulation check). N = 66 participants. df = N − 1 = 65. Cohen’s d for paired samples =

Mdiff/SDdiff .

Figure 5.4: Visualisation of how reflection influences critical engagement and cre-
ative quality measures.

5.7 Research Question 4: Effects of Reflection on Creative
Quality

Research Question 4 examined the impact of required reflection on the quality of
creative production, measured by expert-rated quality and semantic diversity.
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5.7.1 The Impact of Reflection on Expert-Rated Quality

Required reflection conditions produced significantly higher quality ratings (M =
3.774, SD = 0.128) than Optional conditions (M = 3.445, SD = 0.107): t(65) =
16.984, p < .001, d = 2.091. This is a very large effect.

Interpretation: Far from imposing a quality cost, reflection requirements were
associated with substantially higher expert-rated quality. At the level of justification
used in this study, reflection requirements appear to enhance rather than constrain
the quality of creative output, countering the concern that excessive metacognitive
demands may impair creative performance.

5.7.2 Effect of Reflection on Semantic Diversity

Required reflection produced significantly more diverse ideas (M = 0.591, SD =
0.220) than Optional reflection (M = 0.388, SD = 0.296): t(65) = 4.517, p < .001,
d = 0.556.

Interpretation: Required reflection is associated with wider concept exploration.
The mean semantic diversity score for Required conditions was approximately 52%
greater than for Optional conditions. The cognitive engagement required to justify
decisions appears to also broaden the scope of ideation.

Synthesis for RQ4: Reflection requirements are associated with positive effects on
both expert-rated quality and semantic diversity, with no measurable cognitive load
cost. This suggests that reflection scaffolding can be incorporated into educational
AI systems without penalising creative output.

5.8 Research Question 5: Interaction Effects

Research Question 5 examined whether timing and reflection factors interact to in-
fluence the outcome measures. A 2×2 repeated-measures ANOVA was used for
each outcome variable.

5.8.1 ANOVA Results

The repeated-measures ANOVA results are shown in Table 5.5. Partial eta-squared
values were calculated as η2p = F · df1/(F · df1 + df2).

5.8.2 Interpretation of Interaction Effects

No interaction was detected for the other outcomes (Expert Quality, Semantic Diver-
sity, Perceived Agency, AI Dependence, AI Acceptance Rate), with p-values greater
than .09 and small η2p values. The single exception was Cognitive Load, for which a
significant Timing × Reflection interaction was observed (F (1, 65) = 29.77, p < .001,
η2p = .314), indicating that the effect of reflection requirements on cognitive load de-
pends on the timing condition.
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Table 5.5: Repeated-Measures ANOVA – Main Effects and Interaction (Timing × Re-
flection)

Outcome Variable Source F df p η2p Sig.
Expert Rating Quality Timing (JIT vs Always-On) 730.136 1, 65 < .001* 0.9183 Significant

Reflection (Req vs Opt) 288.468 1, 65 < .001* 0.8161 Significant
Timing × Reflection 1.177 1, 65 .2820 0.0178 ns

Semantic Diversity Timing (JIT vs Always-On) 19.377 1, 65 < .001* 0.2296 Significant
Reflection (Req vs Opt) 20.404 1, 65 < .001* 0.2389 Significant
Timing × Reflection 0.375 1, 65 .5422 0.0057 ns

Perceived Agency Timing (JIT vs Always-On) 575.232 1, 65 < .001* 0.8985 Significant
Reflection (Req vs Opt) 74.043 1, 65 < .001* 0.5325 Significant
Timing × Reflection 2.870 1, 65 .0950 0.0423 ns

AI Dependence Timing (JIT vs Always-On) 361.980 1, 65 < .001* 0.8478 Significant
Reflection (Req vs Opt) 107.586 1, 65 < .001* 0.6234 Significant
Timing × Reflection 1.908 1, 65 .1719 0.0285 ns

AI Acceptance Rate Timing (JIT vs Always-On) 7.934 1, 65 .0064* 0.1088 Significant
Reflection (Req vs Opt) 12.743 1, 65 < .001* 0.1639 Significant
Timing × Reflection 1.776 1, 65 .1872 0.0266 ns

Cognitive Load Timing (JIT vs Always-On) 291.113 1, 65 < .001* 0.8175 Significant
Reflection (Req vs Opt) 0.060 1, 65 .8073 0.0009 ns
Timing × Reflection 29.769 1, 65 < .001* 0.3141 Significant

Note. * p < .05. Partial eta-squared (η2
p = F · df1/(F · df1 + df2)) reported as effect size. ns = not

significant. N = 66 participants.

Practical implications: Because no interaction was detected for most outcomes,
the benefits of each factor appear to operate independently. A designer can adjust
timing and reflection requirements separately, and the observed pattern is consistent
with additive effects, though this should be interpreted cautiously in the absence of
explicit additive model testing.

Theoretical implications: The absence of interaction for most outcomes suggests
that timing and reflection affect different psychological processes. Timing primarily
shapes perceived agency and cognitive load; reflection primarily shapes critical en-
gagement with AI suggestions. Both contribute to reduced dependence and greater
semantic diversity through apparently distinct pathways.

Direct comparison of effect magnitudes:

• Expert quality: timing (η2p = .918) and reflection (η2p = .816) both have very
large effects.

• Perceived agency: timing (η2p = .899) has a larger effect than reflection (η2p =
.533).

• AI dependence: timing (η2p = .848) has a larger effect than reflection (η2p =
.623).

• Cognitive load: timing dominates (η2p = .818) while reflection has no main
effect, but there is a significant interaction (η2p = .314).
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• Semantic diversity: both factors have similar effects (η2p = .230 for timing,
η2p = .239 for reflection).

• AI acceptance rate: reflection (η2p = .164) has a slightly larger effect than timing
(η2p = .109).

Figure 5.5: Main effects and interaction patterns across outcomes.

5.9 Synthesis Across Research Questions

The results of the five research questions provide a consistent picture of the impact
of timing and reflection mechanisms on AI-assisted problem framing in data sci-
ence.

5.9.1 Convergent Effects on Quality and Process

A consistent pattern across the analyses is that quality outcomes and process out-
comes move together. Expert-rated quality spanned a meaningful range (from M =
3.16 to M = 4.08 across conditions) and showed substantial effects of both timing
and reflection. Process and experience measures (agency, dependence, cognitive
load, semantic diversity, reflection depth, and acceptance rate) showed correspond-
ing differences in the same direction, suggesting that:

1. The same design choices that improve learner experience and engagement are
also associated with higher-quality creative output.

2. Quality and process measures align, with the JIT + Required configuration
scoring highest on most outcomes.
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3. Educational goals related to immediate performance and to process outcomes
related to autonomy and critical engagement are jointly served by JIT timing
and required reflection.

5.9.2 Convergent Effects of Timing and Reflection

Despite operating through independent mechanisms, timing (JIT) and reflection
(Required) produce convergent effects on several outcomes:

• Both increase semantic diversity (d = 0.542 for timing, d = 0.556 for reflection)

• Both increase expert-rated quality (d = 3.326 for timing, d = 2.091 for reflec-
tion)

• Both reduce AI dependence (d = −2.342 for timing, d = −1.277 for reflection)

• Both reduce AI acceptance rates (d = −0.347 for timing, d = −0.440 for reflec-
tion)

This convergence suggests that JIT timing and Required reflection share an un-
derlying function: both create cognitive friction that promotes more selective and
deliberate engagement with AI suggestions.

5.9.3 Strongest Single Effect: Timing on Quality and Agency

The most pronounced effect was the impact of timing on expert-rated quality (d =
3.326), closely followed by timing on perceived agency (d = 2.950). These very large
effects indicate that AI support timing has the most consequential impact on both
output quality and user experience.

5.9.4 Practical Configuration Summary

Based on the observed pattern of effects, the JIT + Required configuration performed
best on most educationally important outcomes, but not on every outcome. This
configuration produced:

• Highest perceived agency (M = 5.75)

• Lowest AI dependence (M = 2.39)

• Lowest AI acceptance rate (M = 26.5%)

• Highest reflection depth (M = 2.62)

• Highest semantic diversity (M = 0.706)

• Highest expert-rated quality (M = 4.08)
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• Cognitive load (M = 3.84): higher than JIT + Optional (M = 3.48), though
lower than both Always-On conditions

The JIT + Required configuration is thus best on most educationally important
outcomes, but not the lowest cognitive load condition. JIT + Optional had the lowest
cognitive load overall.

5.10 Summary of Findings

The empirical investigation reported in this chapter has yielded comprehensive evi-
dence regarding the effects of AI support timing and reflection requirements on data
science problem-framing outcomes. The key findings are summarised in Table 5.6.

Table 5.6: Summary of Key Findings by Research Question
Research Question Primary Finding Effect Size Significance
RQ1a: Timing → Expert Quality JIT > Always-On d = 3.326 p < .001
RQ1b: Timing → Semantic Diversity JIT > Always-On d = 0.542 p < .001
RQ2a: Timing → Perceived Agency JIT > Always-On d = 2.950 p < .001
RQ2b: Timing → AI Dependence JIT < Always-On d = −2.342 p < .001
RQ2c: Timing → Cognitive Load JIT < Always-On d = −2.100 p < .001
RQ2d: Timing → AI Acceptance JIT < Always-On d = −0.347 p = .006
RQ3a: Reflection → Reflection Depth Required > Optional d = 11.022 p < .001 (manip. check)
RQ3b: Reflection → AI Acceptance Required < Optional d = −0.440 p < .001
RQ3c: Reflection → AI Dependence Required < Optional d = −1.277 p < .001
RQ4a: Reflection → Expert Quality Required > Optional d = 2.091 p < .001
RQ4b: Reflection → Semantic Diversity Required > Optional d = 0.556 p < .001
RQ5: Timing × Reflection Interaction No interaction for most outcomes Cog. Load η2p = .314 Others ns

Note. ns = not significant. N = 66 participants. Cohen’s d for paired-samples t-tests computed at
participant level (df = 65).

The analyses reveal that timing and reflection factors produce substantial and
theoretically meaningful effects across all outcome measures. The factors operate
largely independently, with no interaction detected for most outcomes (the excep-
tion being Cognitive Load). These findings provide the empirical foundation for the
discussion in Chapter 6.
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6 Discussion and Conclusion

6.1 Interpretation of the Results and Findings

Based on the results of this study, it is concluded that the design of AI support—
specifically when and how to provide it, and whether to require reflection—is sig-
nificant in shaping learner agency, critical engagement, and creative exploration
in AI-assisted data science problem framing. The findings are consistent with the
view that well-designed AI systems in education can integrate computational as-
sistance with the development of independent thinking. Comprehensive analysis
across all five research questions shows that timing and reflection mechanisms pro-
duced strong and theoretically relevant effects across measures of user experience,
AI engagement, process variables, and expert-rated quality.

The size of the timing effect on perceived agency (d = 2.950) and AI dependence
(d = −2.342). JIT participants expressed significantly greater control over their
ideation process and significantly lower reliance on AI suggestions compared to
Always-On participants. These effect sizes are large by the standards of educational
intervention research, where d > 0.5 is generally considered substantial.

The cognitive load in Always-On conditions with theoretical predictions from
self-determination theory: Always-On assistance, which places the locus of ideation
from the learner to the AI, reduces the cognitive load. The participants are not in a
generative position to create new ideas, but rather in a reactive position of evaluat-
ing and selecting from the AI-generated ideas. This significant difference in cogni-
tive load (d = −2.100) confirmed the distinction between germane and extraneous
load as suggested by cognitive load theory: the constant flow of suggestions creates
extraneous processing demands that can interfere with the main ideation task.

6.1.1 Result Implications

The results are relevant both in education and professional contexts. The iNSIGHT
AI platform and the design principles it embodies can inform the development of
AI-assisted tools in university curricula that preserve learner agency. Teachers can
incorporate AI-enabled systems that scaffold learning without undermining inde-
pendent thinking.

The design principles identified here—particularly the benefits of JIT timing and
required reflection for critical engagement—may also inform professional AI tools
used in data science and knowledge work. Given the growing use of AI assistants
in analytical tasks, these findings can inform design decisions that maximise pro-
ductive engagement while preserving professional judgment.
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The substantial timing effect on semantic diversity (d = 0.542) reinforces the
agency results: JIT participants generated ideas covering a wider conceptual range,
indicating that JIT support preserves exploratory momentum. The effect on expert-
rated quality is consistent: the JIT + Required configuration produced the highest-
rated ideas (range across conditions M = 3.16 to M = 4.08 on the 1–5 scale). Future
studies could explore finer-grained rubrics or qualitative protocols to characterise
what aspects of idea content drive the quality differences observed.

Required reflection was associated with lower AI acceptance rates (d = −0.440)
and lower self-reported dependence (d = −1.277), providing converging evidence
that requiring written justifications alters participants’ engagement with AI sugges-
tions. This extends Buçinca et al.’s cognitive forcing function framework to open-
ended creative ideation tasks. The reflection requirement also increased semantic
diversity (d = 0.556), an effect of similar magnitude to the timing effect on diversity
(d = 0.542), suggesting the two interventions may produce breadth gains through
similar psychological mechanisms.

Required reflection was associated with substantially higher expert-rated quality
(d = 2.091). This stands in contrast to the concern raised by Renkl that reflection
requirements may be cognitively expensive without yielding quality benefits: at the
level of justification used in this study, reflection appears to produce both engage-
ment and quality gains. The absence of significant Timing × Reflection interactions
for most outcome measures is theoretically informative: timing primarily shapes
the frequency and context of AI engagement and the resulting agency and cognitive
load, while reflection primarily shapes the quality of engagement when AI sugges-
tions are encountered. These mechanisms appear orthogonal, and their observed
effects are consistent with an additive pattern.

A note on what this study cannot address: the unaided ideation tasks (Tasks 5
and 6) collected at the end of each session are not analysed in the present write-
up. The design did not include a pre-study unaided baseline, all unaided tasks
were completed in the same order after all four AI-assisted conditions, and the data
require further preparation before inferential comparison can be made. Whether
any specific configuration produces more durable skill development thus remains
an open question. Longitudinal research with delayed unaided assessments and a
pre-study baseline would be required to address this question directly.

6.2 Analysis of Strengths and Limitations of the Study

6.2.1 Strengths

Experimental Rigour

The within-subjects 2×2 factorial design provides high power for detecting main
effects and interactions and controls for individual differences. The use of a bal-
anced Latin square for condition counterbalancing controls for sequence, fatigue,

46



and carry-over effects. The final analytic sample (N = 66) meets the pre-registered
target to detect medium-sized effects.

Ecological Validity of the Platform

The iNSIGHT AI platform is a production-grade web application built with React.js,
Node.js, and the GPT-4 API, hosted on a reliable cloud platform (Vercel). Partici-
pants interacted with a system comparable to real-world AI-assisted learning tools,
not a laboratory simulation. The platform’s millisecond-precision interaction log-
ging enabled objective behavioural data collection.

Comprehensive Outcome Measurement

The multi-dimensional outcome approach—objective behavioural measures, com-
putational semantic diversity (Sentence-BERT), validated self-report scales, expert
ratings, and unaided task performance—enabled triangulation of results and pro-
vides a more complete picture of AI assistance design effects than any single mea-
sure would permit.

Innovation in Inter-Rater Reliability Methodology

The dimension-specific AI rater pairing strategy addressed asymmetric reliability
across rating dimensions. GPT-5.5 showed good agreement with the human expert
on Novelty (ICC = 0.856) and Claude Opus 4.7 on Usefulness (ICC = 0.787), both
exceeding the ICC ≥ 0.70 threshold. The approach is methodologically defensible,
though it does not substitute for two independent human expert raters.

Practical Configuration Summary

The study provides a clear, evidence-based summary: JIT + Required is best on most
educationally important outcomes (quality, agency, dependence, diversity), though
JIT + Optional produces the lowest cognitive load.

6.2.2 Limitations

AI-Assisted Expert Ratings

The use of calibrated AI models as secondary raters, while meeting the pre-specified
ICC threshold, is not equivalent to two fully independent human domain experts.
Future studies should recruit two independent human expert raters to provide a
stronger reliability framework.
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Expert Rating Methodology

Qualitative protocols such as think-aloud sessions or follow-up interviews to char-
acterise more precisely which aspects of idea content drive quality differences across
conditions.

Unaided Task Data Not Analysed

The study protocol included two unaided ideation tasks (Tasks 5 and 6) at the end
of each participant’s session, intended to provide an immediate post-exposure mea-
sure of ideation without AI support. These tasks were collected but are not anal-
ysed in the present write-up: the design lacks a pre-study unaided baseline, all un-
aided tasks were completed in the same order after all four AI-assisted conditions,
and additional data preparation is needed before they can be analysed defensibly.
As a consequence, the thesis cannot speak to whether any specific configuration of
AI assistance produces lasting improvements in problem-framing skill. This is ac-
knowledged in the Abstract and in the synthesis of Chapter 5. Future studies should
include delayed unaided assessments at one week, one month, and three months,
paired with a clean pre-study unaided baseline, to examine whether the agency and
engagement benefits observed here translate into durable skill development.

Single Institution and Cultural Context

All participants were drawn from Universität Koblenz and predominantly German/European
cultural background. The homogeneity of the sample limits generalisability. Cross-
cultural replications are needed to determine whether the observed effects—particularly
the strong agency benefits of JIT timing—hold across different cultural contexts.

Brevity of Experimental Tasks

The 10-minute task windows are brief relative to real-world data science problem-
framing, which typically unfolds over hours or days. Results should be taken as
indicative of directional trends rather than definitive evidence of effects in longer
creative work.

Self-Selection Bias

Participants in the study were also slightly older than those who declined or did not
complete the study (35% attrition rate). As noted in Chapter 3, excluded participants
were significantly older and reported lower data-science familiarity than included
participants, indicating that attrition was not fully random.
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6.3 Discussion of Ethical Considerations and Potential
Risks

Over-Reliance and Skill Atrophy

The documented timing effect on dependence (d = −2.342) shows that even a single
10-minute session with Always-On assistance substantially increases perceived AI
reliance. The consequences of such effects, if cumulative over a full educational
programme, may be significant for skill development. This risk is inherent to AI-
assisted education and underscores the importance of design choices that preserve
learner agency.

Data Privacy

Participant data were collected, stored, and processed in accordance with GDPR re-
quirements. All data were anonymised at collection, linked only to random partici-
pant IDs, stored on a secure cloud-hosted database (Vercel Postgres) accessible only
by the research team, and transmitted over HTTPS. The OpenAI API data usage pol-
icy prohibits training on API-submitted data, ensuring that participants’ generated
content was not used to improve underlying AI models.

Bias in AI-Generated Suggestions

GPT-4-generated suggestions reflect biases present in the model’s training data (gen-
der, cultural, disciplinary). Future research should examine whether AI suggestions
systematically influence problem framings across conditions, and whether any bias
effects differ by participant background.

Educational Equity

AI-assisted teaching may benefit students with greater prior AI experience dispro-
portionately. The present sample had moderate to high prior AI experience (M =
4.52); results may differ for students with limited prior exposure. Scaffolding should
be considered when implementing AI tools in diverse educational settings.

6.3.1 Summary of the Research Objectives and Main Findings

The study addressed three main objectives. The first objective—understanding the
effect of AI support timing on creative performance and experience—was addressed
by RQ1 and RQ2. JIT timing was associated with significantly higher perceived
agency (d = 2.950), lower AI dependence (d = −2.342), lower cognitive load (d =
−2.100), higher semantic diversity (d = 0.542), and higher expert-rated quality (d =
3.326) than Always-On timing, making timing one of the most consequential design
parameters examined.
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The second objective—determining the impact of enforced reflection on critical
engagement and creative quality—was addressed by RQ3 and RQ4. Required re-
flection was associated with significantly greater reflection depth (d = 11.022, ma-
nipulation check), lower AI acceptance rates (d = −0.440), lower self-reported AI
dependence (d = −1.277), higher semantic diversity (d = 0.556), and higher expert-
rated quality (d = 2.091), confirming reflection scaffolding as a promising interven-
tion for critical AI engagement.

The third objective—understanding how timing and reflection factors jointly af-
fect creative and process outcomes—was addressed by RQ5. Timing and reflection
were found to operate independently for most outcomes, with the single exception
being a significant Timing × Reflection interaction for cognitive load. The conver-
gent main effects of both factors on idea quality, diversity, and AI engagement sup-
port the view that the two factors influence different psychological mechanisms but
contribute additively to creative and process outcomes.

6.4 Implications for Educational AI Design

The results of this study suggest four evidence-based design recommendations:
1. Prefer JIT over Always-On assistance in creative ideation tasks.
The large agency benefits of JIT timing, together with reduced AI reliance and cog-

nitive load, provide empirical support for triggered rather than ambient assistance.
The effect on expert-rated quality (d = 3.326) and perceived agency (d = 2.950) are
among the largest found in this study.

2. Consider required reflection as a standard component of AI learning tools.
The findings suggest that required reflection can be useful for reducing AI ac-

ceptance rates, lowering self-reported dependence, and improving creative output
quality. However, further studies should test when it helps or burdens learners, par-
ticularly across different task types, learner expertise levels, and session durations.

3. Evaluate process as well as product in AI-supported learning assessment.
The convergent effects on both product quality and process variables suggest that

multi-dimensional evaluation captures the educational value of AI-assistance con-
figurations more fully than any single measure. Student experiences, engagement
patterns, and process outcomes should be measured alongside output quality.

4. Design explicitly for skill independence, not just immediate performance.
Design features that encourage independent engagement—JIT timing, required

reflection—should be prioritised over features that maximise immediate task per-
formance. The evidence that AI support can either support or detract from learner
autonomy depending on design choices places responsibility on educational tech-
nology designers to make evidence-based decisions.
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6.5 Recommendations for Future Research

Delayed Assessment with Longitudinal Follow-up

Future studies should evaluate performance on unaided tasks at multiple time points
(one week, one month, three months) to examine whether the autonomy and en-
gagement benefits observed here translate into durable skill acquisition. A pre-
study unaided baseline would also enable cleaner assessment of learning gain.

Two Fully Independent Human Domain Experts for All Rating Dimensions

Future studies should recruit two fully independent human domain experts as sec-
ondary raters when resources allow, providing a more traditional and robust relia-
bility framework.

Investigation of Adaptive AI Timing

Future studies may explore adaptive timing approaches in which AI suggestions are
triggered dynamically based on learner state, comparing these to fixed JIT support
to determine whether personalised timing produces greater benefits.

Cross-Cultural and Cross-Institutional Replications

Replications across diverse cultures and institutions are needed to evaluate the gen-
erality of the observed effects, particularly the strong agency benefits of JIT timing
in contexts where individual agency is emphasised differently.

Individual Difference Moderators

Future studies should examine whether prior AI experience, metacognitive aware-
ness, domain knowledge, and personality factors moderate the effects of timing and
reflection on creativity and engagement.

Extension to Other Creative Fields

The principles explored here—when to provide AI support and when to require
reflection—should be tested in other creative domains such as research design, aca-
demic writing, and software architecture, to identify domain-specific effects and
general principles.

Investigation of Mechanisms Through Process Measures

Think-aloud, eye-tracking, or process-tracing methods could illuminate the cogni-
tive operations that differentiate JIT from Always-On engagement and the effect of
reflection requirements on deliberative reasoning.
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6.6 Conclusion

The study employed a controlled within-subjects 2×2 factorial design on the iN-
SIGHT AI platform to investigate the impact of two AI assistance design variables—
JIT vs. Always-On timing and Rationale-Required vs. Rationale-Optional reflection—
on creative and process outcomes in data science problem framing. The study gath-
ered data from 66 participants across 264 AI-assisted experimental sessions, pro-
ducing a substantial body of ideas evaluated by expert raters, using a controlled
within-subjects 2×2 factorial design on the iNSIGHT AI platform.

The findings consistently show that JIT support is associated with significantly
higher learner agency (d = 2.950), lower AI dependence (d = −2.342), lower cogni-
tive load (d = −2.100), greater idea diversity (d = 0.542), and higher expert-rated
quality (d = 3.326) than Always-On support. Required reflection produces addi-
tional benefits: lower AI acceptance rates (d = −0.440), lower self-reported depen-
dence (d = −1.277), greater semantic diversity (d = 0.556), and higher expert-rated
quality (d = 2.091). Both factors operate on independent pathways with additive
effects, enabling educators to use either or both interventions with confidence in
consistent effects.

The iNSIGHT AI platform demonstrates that production-grade AI tools can be
built with experimental precision. The four evidence-based design recommendations—
prefer JIT timing, consider required reflection, assess process alongside product, and
design for independence—offer practical guidance grounded in the findings of this
study. The results support the conclusion that AI systems may support the practice
of these skills under the tested conditions, though whether these benefits extend to
durable skill acquisition remains an open question for future longitudinal research.

The challenge is to ensure that AI is used in ways that are supportive, rather
than destructive, to educational goals, as it becomes more common in education.
The results of this study reveal that the timing and form of AI support is a sig-
nificant factor: JIT support and required reflection are consistently linked to higher
quality, greater autonomy and more critical engagement than Always-On, Optional-
reflection configurations. In the context of the increasing adoption of AI in educa-
tion, these design decisions will influence the acquisition of the cognitive and cre-
ative abilities that constitute data science expertise.
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