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Zusammenfassung

Generative KI-Tutorensysteme verfeinern tiberwiegend Formulierung, Struktur und
Machbarkeit der Ausgangsformulierung eines Problems durch die Studierenden.
Ob KI-Unterstiitzung, die stattdessen Gegenvorschldge unterbreitet — alternative
Problemrahmungen, Stakeholder-Perspektiven und das Hinterfragen von Annah-
men —, die Originalitdt der resultierenden Problemformulierung verandert, ist eine
offene empirische Frage fiir die Datenwissenschaftsausbildung. Diese Arbeit un-
tersucht diese Frage in einer explorativen Studie mit dreiffig Masterstudierenden
der Universitdt Koblenz. Jede Teilnehmerin und jeder Teilnehmer interagierte mit
einer eigens entwickelten Web-Plattform, die durch drei aufeinanderfolgende Pha-
sen fiihrte: eine Editor-KI-Phase, eine Challenger-KI-Phase und eine abschlieflende
KI-freie Synthese. Das Endthema wurde auf vier Dimensionen (Originalitdt, Mach-
barkeit, Begriindungsqualitit, Klarheit) von einer domédnenkundigen Person sowie
von einem LLM-Zweitbewerter (Anthropic Claude), beide verblindet fiir die Grup-
penzugehdorigkeit, bewertet.

Da das urspriinglich geplante kontrollierte Crossover-Design nicht umgesetzt wer-
den konnte, wurden die Teilnehmenden post-hoc in eine Editor-beeinflusste und ei-
ne Challenger-beeinflusste Gruppe sortiert, basierend auf triangulierten Selbstauskunfts-
und Préaferenzdaten. Themen aus der Challenger-beeinflussten Gruppe erhielten
deutlich hohere Originalitdtsbewertungen (Cohens d = 3.67, 95% KI [2.50, 4.84]);
Themen aus der Editor-beeinflussten Gruppe waren machbarer und klarer formu-
liert. Ein unerwarteter Sekunddreffekt zeigte sich zugunsten der Challenger-beeinflussten
Gruppe in der Begriindungsqualitdt. Aufgrund der post-hoc definierten Gruppen
und der festen Reihenfolge sind diese Ergebnisse als Assoziationen, nicht als kausa-
le Wirkungen, zu lesen. Die Arbeit liefert empirische Hinweise, methodische Doku-
mentation eines hybriden Mensch-LLM-Bewertungsverfahrens und Designhinwei-
se fiir Bildungs-KI-Werkzeuge.

Abstract

Generative Al tutoring tools predominantly refine the wording, structure, and fea-
sibility of a student’s initial problem framing. Whether Al assistance that instead
poses counter-proposals — alternative framings, stakeholder perspectives, and ques-
tioned assumptions — changes the originality of the resulting framing is an open
empirical question for data science education. This thesis investigates that question
in an exploratory study with thirty postgraduate students at Universitiat Koblenz.
Each participant interacted with a bespoke web platform that walked them through
three fixed-order stages on a shared Wi-Fi-dormitory dataset description: an Editor-
style Al stage, a Challenger-style Al stage, and a final unassisted synthesis. The
final synthesis topic was rated on four dimensions (originality, feasibility, reason-
ing quality, clarity) by a human expert rater and an LLM second rater (Anthropic
Claude) blinded to group assignment.
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Because the planned counterbalanced within-subjects crossover could not be im-
plemented, participants were sorted post hoc into an Editor-influenced and a Challenger-
influenced group based on triangulated self-reported impact and preference. Top-
ics from the Challenger-influenced group were rated substantially higher on orig-
inality (Cohen’s d = 3.67, 95% CI [2.50,4.84], p < .001, ICC = 0.859); topics from
the Editor-influenced group were rated higher on feasibility (d = —2.04, 95% CI
[—2.92, —1.16]) and clarity (d = —1.07, 95% CI [—1.84, —0.30]); a secondary unex-
pected association favoured the Challenger-influenced group on reasoning quality
(d = 1.03,95% CI [0.27,1.79]). The latter three dimensions had inter-rater reliability
below the pre-specified 0.70 threshold and their effect-size magnitudes are inter-
preted as exploratory estimates. Perception data and open-ended responses sug-
gested participants treated the two Al styles as functional complements assigned to
distinct task-contexts, and 94% indicated interest in an integrated switcher mode.
Because the analytic groups were defined by self-report and because the stage or-
der was fixed, these results should be read as associations rather than causal effects
of prompt style. The thesis contributes (a) empirical evidence of large between-
group differences in framing originality consistent with a counter-proposal mecha-
nism; (b) a methodological case study of a hybrid human-LLM rating protocol with
dimension-specific reliability documentation; and (c) design directions for educa-
tional Al tools that surface, rather than choose for the learner, the kind of cognitive
assistance offered.
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1 Introduction

1.1 Motivation

Generative artificial intelligence has been adopted in higher education at a remark-
able pace, with large language models now routinely used to provide writing feed-
back, scaffold problem-solving, and accelerate ideation [1]. Within data science ed-
ucation, the ability to translate an imprecise real-world situation into a defined and
analysable research question — problem framing — is widely regarded as a core but
under-supported competency [2, 9]. Because problem framing is the part of the
analytical pipeline most resistant to automation and most consequential for down-
stream creative quality, it is also where the design choices made by educational Al
tools matter most.

Most popular Al study tools, however, operate within what can be termed a re-
finement or editor paradigm: they accept the framing a student offers and improve
its wording, structure, and stated feasibility, rather than challenge its underlying
assumptions. This pattern is visible in the dominant prompt designs of commercial
tutoring tools and in the literature reviewed in Chapter 2} what these tools are good
at, in other words, is polishing what the learner has already thought. Whether such
convergent support is sufficient for an educational context whose declared goal is
the development of independent problem-framing skill is the question this thesis
takes up.

The concern about purely convergent Al support is sharpened by recent evidence
on Al-mediated creativity. Doshi and Hauser [3] studied individual creative writ-
ers and showed that, although individual story quality rose with Al assistance, the
collective set of stories produced with Al assistance was substantially less seman-
tically diverse than the set produced without. In their reading, generative models
pull users toward high-probability outputs, which manifests at the population level
as homogenisation even where individual outputs are rated as more polished. In a
domain such as data science education — where the value of an analyst depends on
identifying a non-obvious question the available data can address — a tutoring tool
that reliably moves learners toward conventional framings is pedagogically suspect.

The convergent feedback pattern aligns with a long-standing finding in the design
and engineering literature called design fixation [4]. Jansson and Smith [4] originally
showed that exposure to one example solution causes participants to unconsciously
inherit features of that example, even when those features are non-optimal. The
analogy is not perfect, but the structural concern is the same: Al feedback that is re-
liably constrained to refine the learner’s first framing risks turning that first framing



into the implicit example that fixates the framing process. Runco and Jaeger [5] syn-
thesise decades of creativity research into a definition that requires both divergent
(option-generating) and convergent (option-selecting) thinking. A tutoring tool that
supports only the convergent component reduces the learner’s exposure to the di-
vergent component without corresponding evidence that the learner is generating
divergent options elsewhere.

In response to that gap, this thesis investigates a different style of Al feedback:
counter-proposal or Challenger prompts. Where an Editor prompt accepts the stu-
dent’s first framing and improves it within its own terms, a Challenger prompt
poses alternative framings the student has not considered, names the assumptions
the current framing is making, and offers competing research questions the same
dataset could address. The pedagogical motivation is rooted in Schon’s [30] account
of reflective practice: an expert designer is one who can hear the “back-talk of the
situation” — the ways in which the current framing is inadequate to what is being
framed — and reframe accordingly. A learner who only ever receives refinement
feedback has limited practice with that back-talk.

A concrete example may help fix ideas. A student examines a description of a Wi-
Fi dormitory dataset and proposes to predict aggregate usage by building and time
of day so as to inform router upgrades. An Editor-style response refines the pro-
posal: it sharpens the target variable, identifies appropriate cross-validation, and
points out that the academic-calendar variable should be included. A Challenger-
style response asks instead, “What if the question is not where to install more capac-
ity but how to ensure that under-served dormitories receive priority during peak
hours? The same dataset can address that question, but it requires a different fram-
ing — fairness rather than predictive accuracy, demographics rather than building ge-
ometry, allocation rather than provisioning.” The Challenger reframing introduces a
new stakeholder perspective, a new objective function, and a different downstream
analytical pipeline.

A counter-proposal style of Al feedback is not without anticipated cost. The same
intervention that opens framings to new possibilities can be expected to make them
harder to implement within the analytical conventions to which feasibility judge-
ments are anchored [6]. Amabile [12] reminded the field that creativity is the in-
tersection of novelty and appropriateness: novelty alone is not creativity, and ap-
propriateness includes constraints the student must respect to produce work that
has technical and practical viability. Counter-proposals may also impose extra cog-
nitive load [15], and emerging evidence indicates that Al-assisted writing can be
associated with lower learner enjoyment and a reduced sense of ownership over the
produced work [13]. Whether the originality benefits of counter-proposal feedback
outweigh the costs in feasibility, clarity, ownership, and effort is therefore an open
empirical question, and one this thesis takes up directly.



1.2 Problem Statement

Although AI tutoring tools are now widely deployed in higher education, the lit-
erature provides only limited evidence on how the kind of feedback offered shapes
student problem framing in data science. Most empirical work either treats Al as-
sistance as an undifferentiated factor [61] or focuses on aggregate task performance
rather than the framing stage [59]. Where the kind-of-assistance question is stud-
ied, it is typically in adjacent domains (creative writing, engineering ideation) and
not within the constraint structure of data science problems, where novelty must be
paired with implementability against a stated dataset and resources [6].

This thesis addresses two gaps. The first is empirical: there is no published evi-
dence, to the author’s knowledge, that compares the framings produced by data sci-
ence students after exposure to refinement-oriented versus counter-proposal-oriented
Al feedback on a shared problem. The second is methodological: it is unclear
whether and on which dimensions an LLM-supplemented rating protocol can repli-
cate the judgements of a domain expert for the kind of subjective creative-quality
assessment problem framings demand. The thesis takes up both gaps in a single
study, and is positioned throughout as an exploratory investigation whose central
goal is to determine whether and how a counter-proposal style of Al feedback is
associated with measurably different framing outputs.

1.3 Research Objectives

Objective 1. To compare the originality of final problem-framing topics produced
by data science students after exposure to Editor-style and Challenger-style Al feed-
back on a shared task.

This objective is explicitly narrowed to originality at the level of the individual final
framing. A collective-diversity analysis was originally planned (following the kind
of semantic-diversity measurement reported by Doshi and Hauser [3]) but was not
implemented because the sample of n = 30 framings did not support a reliable
diversity estimate. The decision to drop the diversity analysis is acknowledged in
the limitations.

Objective 2. To document any trade-offs between originality and the other rated
dimensions of framing quality — feasibility, reasoning quality, and clarity — across
the two analytic groups.

Obijective 3. To characterise students” subjective experience of the two Al feed-
back styles — their perceived helpfulness, the mental effort each demanded, the sense
of ownership over the final framing, and their preferences — using a short post-task
perception survey.

Objective 4. To assess, using a hybrid human-plus-LLM rating protocol, on which
subjective creative-quality dimensions an LLM second rater can support an expert
human rater, and on which it cannot, as a methodological by-product of the study.



1.4 Research Significance

The substantive contribution this thesis aims to make is to shift the design question
from how much Al assistance is appropriate in data science education to what kind
of Al assistance is appropriate to what kind of cognitive work. If a Challenger-style
Al does produce final framings that are substantially more original than an Editor-
style Al on the same task, even at the cost of some feasibility and clarity, that finding
would inform educational design in two ways. First, it would supply evidence that
the kind-of-assistance choice has measurable consequences for the developing skill
problem framing represents. Second, it would establish a baseline for evaluating
tools that combine both styles — for example, by offering a learner-visible switcher
between Editor and Challenger modes within a single session.

The methodological by-product is more modest but still useful. By documenting
on which subjective dimensions a human expert and an LLM second rater agree
closely, and on which they do not, the thesis provides a concrete reference point for
future studies that face the same scaling problem of rating creative-quality work for
which two domain-matched human raters are not feasible.

The audience for the substantive contribution is the community of educators, in-
structional designers, and tool builders working at the intersection of generative
Al and data science education. The audience for the methodological by-product is
the broader community of researchers using LLM-supplemented rating protocols in
subjective assessment.

1.5 Thesis Structure

The remainder of the thesis is organised into five chapters. Chapter [2| reviews the
literature on creativity theory, Al support for creativity in education, creativity sup-
port tools and mixed-initiative interaction, and data science education and problem
framing, before identifying the research gap and stating the four research questions
that guide the empirical work. Chapter 3| describes the methodology, including the
deviation from the planned design and the post-hoc analytic grouping that follows
from it. Chapter {4 reports the results across the four research questions, includ-
ing inter-rater reliability, expert ratings, perception data, and a thematic analysis
of open-ended responses. Chapter |5 interprets the findings against the theoretical
background, develops the case for an integrated switcher mode, and acknowledges
limitations. Chapter [ summarises the contributions and sketches a research pro-
gramme that follows from them.



2 Literature Review

2.1 Theoretical Framework

This section outlines the theoretical foundations that inform the study. The discus-
sion begins with classical models of creativity, moves to co-creative Al systems and
mixed-initiative interaction, and closes with cognitive load theory as a frame for
evaluating the demands different Al feedback styles place on learners.

2.1.1 Creativity Theory: Divergent and Convergent Thinking

Guilford [10] drew the original distinction between divergent and convergent think-
ing that continues to organise creativity research. Divergent thinking is charac-
terised by the generation of multiple ideas, perspectives, and possible actions, with
four standard subdimensions: fluency (number of ideas), flexibility (range of cate-
gories), originality (novelty), and elaboration (development of ideas). Convergent
thinking, by contrast, is the evaluative and discriminating thought process required
to arrive at a single best solution. Both processes are required for creative produc-
tion [5].

Amabile [12] developed a componential theory of creativity in which creative
products are those that are simultaneously novel and appropriate to the task. The
two-criterion definition has important implications for educational contexts: to be
considered creative, student work must be original, but novelty alone is not suf-
ficient — the ideas must also be practicable and relevant to the constraints of the
problem. Amabile identifies three components of creativity: domain-relevant skills
(expertise and knowledge), creativity-relevant processes (cognitive styles and strate-
gies), and task motivation (especially intrinsic motivation). Educational technolo-
gies that use Al are therefore best evaluated not only on whether they prompt new
ideas but on whether they prompt sound, constructive proposals consistent with
appropriate domain knowledge.

Runco and Jaeger [5] summarised several decades of creativity research into a
standard definition that requires both originality and effectiveness. They note that
creative work is marked by the ability to redefine problems, not merely solve them.
Mumford and colleagues [14] elaborate problem construction as a distinct stage
of creative thinking that involves problem definition, redefinition, and structur-
ing. According to them, the initial formulation of an issue constrains all subse-
quent solution generation. This theoretical viewpoint motivates the investigation
of Challenger prompts directly: by actively posing alternative framings, Challenger
prompts can scaffold the problem-construction stage of creativity.



These foundational principles inform the following subsection, which examines
how Al systems have been conceptualised as co-creative partners.

2.1.2 Co-Creative Al Systems and Mixed-Initiative Interaction

Lubart [7] proposed that computers could serve as creative partners rather than
tools, providing new ideas and perspectives to be developed by humans. In this
interpretation, Al is not a passive object that reacts to the will of the user but an
active participant that can initiate and suggest alternative directions [8]].

Mixed-initiative interaction is the central design paradigm for implementing co-
creative systems [8]. In mixed-initiative systems, humans and computer agents al-
ternately take and yield control and initiative. The system can actively suggest op-
tions, propose alternatives, or introduce structured deviations without being prompted,
with the intent of producing novelty and pulling users out of cognitive cycles [8].
Liapis and colleagues [27] demonstrate the approach in game-level design, where
the Al agent periodically modifies design parameters to present the user with an
unexpected choice.

Building on the co-creative principles, Kim and colleagues [11] developed Co-
CoStyle, an interactive fashion-design tool. They report that creative performance
was greater in mixed-initiative interaction than in alternative experimental settings.
The main finding was that Al-introduced surprises — moments at which the Al sys-
tem proposes alternative options the user has not solicited — were particularly help-
ful for fostering creative exploration, but had to be balanced against user control.

The following subsection considers Cognitive Load Theory, which provides a
frame for evaluating the cognitive demands the different Al feedback styles may
place on learners.

2.1.3 Cognitive Load Theory

Cognitive Load Theory [15] divides cognitive load into three categories: intrinsic
load (difficulty inherent to the learning material), extraneous load (imposed by in-
structional design or presentation), and germane load (productive cognitive effort
that supports the construction of understanding and schemas).

For the Al-feedback styles studied here, the implication is that Challenger feed-
back may carry higher cognitive load than Editor feedback. Engaging Challenger
feedback requires students to hold their initial problem framing in working mem-
ory, assimilate the proposed alternative framing, analyse both, and choose how to
proceed [15]. If this demand exceeds the working memory capacity available to the
student or is experienced as extraneous rather than germane, it may deter learning
rather than enhance it. Conversely, if engaging multiple framings is experienced
as germane load that develops the schemas problem framing requires, Challenger
prompts can be expected to enhance learning outcomes [15].

In the present study, perceived cognitive demand was measured using brief Likert-
style items embedded in the post-task perception survey, rather than the full NASA



Task Load Index. The brief items asked participants to rate the mental effort each
Al condition required on a 5-point scale; the full TLX subscales (mental demand,
effort, frustration, performance, temporal demand, and physical demand) were not
administered. The choice is acknowledged as a limitation in Chapter

Section [2.2| examines how these theoretical considerations have been taken up in
empirical studies of Al support for creativity in education.

2.2 Al Support for Creativity in Education

2.2.1 Positive Effects of Al on Individual Creativity

Lyu and colleagues [17] examined how novice engineering designers could use
LLM-augmented approaches to support divergent thinking during ideation. In their
controlled experiment, participants using LLM assistance produced more innova-
tive design concepts than participants generating ideas alone.

Fisher and colleagues [18] conducted a randomised controlled trial of generative-
Al assistance for business students generating ideas, finding that the effect of Chat-
GPT on creativity was discipline-specific within business education: little or no ef-
fect for Entrepreneurship students, and modestly positive effects for Marketing and
Management students.

Xie and He [19] frame generative Al as a knowledge partner whose role is to
encourage imaginative ideation by offering relevant insights, drawing connections
between concepts, and presenting diverse examples.

2.2.2 Concerns About Convergence and Homogenisation

Despite individual-level benefits, the literature raises concerns about the collective
effects of Al assistance on creative variety. Doshi and Hauser [3] reported a con-
trolled study with individual writers in which Al-assisted stories were rated by
independent expert evaluators as more creative on average than non-Al-assisted
stories. However, an analysis of the corpus showed substantially lower semantic
diversity among the Al-assisted stories: themes, narrative structures, and stylistic
choices clustered more tightly than among the non-Al-assisted stories. The study
examined individual writers, not teams, and the homogenisation is observed across
writers rather than within them.

Meincke, Mollick and Terwiesch [20] examined the dispersion of Al-generated
ideas and reported that standard GPT-4 brainstorming produced ideas with lim-
ited variance compared to human brainstorming, although structured prompting
techniques could partly recover the diversity. Niloy and colleagues [21] examined
ChatGPT use in educational creative writing and reported that students who relied
more heavily on ChatGPT suggestions produced final outputs rated as less creative.

Bunn and colleagues [22] examined ChatGPT use in team ideation in an engineering-
design teaching context and reported that student teams using ChatGPT generated



fewer original ideas than teams using conventional methods. In a parallel finding
at the individual level, Mei and colleagues [13] reported that participants who used
ChatGPT in a creative writing task found the task less effortful and intellectually
demanding but also less enjoyable and valued.

2.2.3 The Role of Implementation and Interaction Design

Recent review articles emphasise that the effects of Al on creativity and learning
depend on implementation choices, particularly the interaction design [23]. Yang
and colleagues [23] synthesise evidence on ChatGPT in education and report that
outcomes depend on whether Al is used for offloading routine work or for higher-
order interaction. When Al is used to handle routine tasks, it can free cognitive
capacity for creative work; when Al produces creative content that students absorb
wholesale, their creative output is likely to be reduced [23]].

Zhai and Du [24] emphasise that pedagogical integration is necessary to realise
the potential of Al without incurring its risks. They argue that Al should be po-
sitioned as a partner or co-thinking agent rather than a tool that replaces student
cognitive effort.

Section[2.3|examines the broader field of creativity support tools and mixed-initiative
interaction, where related design principles have been developed and tested.

2.3 Creativity Support Tools and Mixed-Initiative
Interaction

Shneiderman [25] established core principles for creativity support tools and ar-
gued they should aid the full range of creative processes. Such tools should enable
rapid search of possibilities, easy production of variations, and flexible movement
between generation and evaluation [25].

Frich and colleagues [26] carried out a systematic review of creativity support
tools in HCI and identified important strategies such as alternative generation, con-
trolled unpredictability, and ease of navigation [26].

Mabher [8] extended mixed-initiative co-creativity by arguing that systems should
not merely respond to user commands but should take the initiative to provoke cre-
ative processes. Liapis and colleagues [27] created Sentient Sketchbook for mixed-
initiative game-level design, in which the AI alters design features independently
to offer the designer unforeseen choices. Pease and Colton [28] analysed computer-
generated art and argued that the best Al support takes the form of unexpected but
sensible suggestions that lead to user reflection and further development.

Smith and colleagues [29] created Tanagra, a mixed-initiative level-design tool
whose evaluations showed that combining human imagination with Al pattern match-
ing produced more levels.

Section 2.4 turns to the specific context of data science education, where problem
framing has been identified as a key but under-examined competency.



2.4 Data Science Education and Problem Framing

Donoho [2] argued that data science should be regarded as a creative discipline. In
his account, significant contributions to data science arise from the reformulation of
the problem rather than the application of more sophisticated techniques to a fixed
problem statement. In data science pedagogy more broadly, instructors have anec-
dotally observed that students given open-ended assignments tend toward conven-
tional project ideas and standard framings, though systematic empirical documen-
tation of the pattern remains limited.

Cropley and Cropley [6] stress that novelty and functionality must be combined
in domains such as engineering and data science. Creative work must be technically
viable, implementable with available resources, and responsive to actual constraints
in addition to being original. This domain-grounded conception aligns with Ama-
bile’s emphasis on appropriateness alongside novelty but places stronger weight on
technical feasibility and methodological rigour [12].

Dorst and Cross [9] emphasised that problem framing is the most important but
least well-understood part of creative problem-solving. They distinguish between
solving problems that are already defined and constructing new framings, and ar-
gue that the most consequential innovations arise from changes in problem defini-
tion rather than from improved solutions to existing problems. Problem framing in
data science includes selecting the phenomena to analyse, defining success, choos-
ing data sources, identifying stakeholders, and articulating constraints [9].

Mumford and colleagues [14] described the cognitive processes of problem con-
struction in elaboration, including the analysis of alternative definitions, the eval-
uation of alternative goals, and the consideration of relevant constraints. They
reported that training activities with explicit consideration of alternative problem
framings led to improved creative problem-solving, suggesting that problem-framing
skills can be developed with appropriate instructional support [14]. This finding
is a direct motivation for the investigation of Challenger prompts: by introducing
alternative framings, Al feedback can emulate the reflective problem-construction
process that Mumford and colleagues found valuable.

Resnick [31] championed the maker mindset as central to education, emphasis-
ing experimentation, iteration, and a willingness to revise initial ideas in light of
new understanding. In his view, students should be free to tinker with problem
definitions rather than commit prematurely, and educational environments should
normalise revising problem frames as new perspectives emerge [31]. These educa-
tional principles align with the Challenger logic: by introducing competing frames,
Al can prompt the reflective problem-construction process Resnick advocates.

Davis [16] introduced the Technology Acceptance Model, identifying perceived
usefulness and perceived ease of use as the main predictors of effective adoption.
Within an educational context, student acceptance of Al tools shapes whether stu-
dents engage with Al suggestions or reject them as unhelpful [16]. Dempere and
colleagues [32] examined student perceptions of ChatGPT in higher education and



found that perceptions depended on how the tool was introduced, the tasks it was
applied to, and prior experience. Students who viewed Al as an ability aid tended
to remain positive; those who viewed Al as a threat to learning or independence
tended to remain sceptical. The implication is that the framing and positioning of
Al feedback can substantially influence student receptivity.

Mei and colleagues [13] reported that although Al assistance improved the quality
of creative writing, students reported mixed emotions, reduced enjoyment, and a
weakened sense of ownership. These findings emphasise that subjective experience
matters alongside objective performance, particularly in educational settings where
agency, intrinsic motivation, and skill development are pedagogical goals [13]].

2.5 Research Gap

The literature reviewed above leaves several gaps relevant to this thesis. First,
most studies of Al and creativity address general creative tasks rather than domain-
specific creativity that requires technical feasibility and constraint satisfaction in ad-
dition to novelty [2]. Second, although idea-convergence problems have been de-
scribed, proposed remedies remain conceptual rather than empirical [3]; few stud-
ies systematically compare the effects of different interaction designs on framing
outputs.

Third, the existing literature has paid much more attention to solution generation
than to problem framing, despite the consistent finding that framing is the most
consequential creative stage [9]. Fourth, whether and how trade-offs exist between
novelty and feasibility under different Al feedback styles is largely unexplored [6].

Finally, mixed-initiative and co-creative principles from design fields have not
been carefully translated into educational contexts where learning outcomes must
be balanced against creative output [31]. The present thesis addresses these gaps
through an exploratory post-hoc comparison of the framings produced after Editor-
style and Challenger-style Al feedback, a systematic evaluation across multiple out-
come dimensions, and a hybrid human-LLM rating protocol whose dimension-
specific reliability is reported transparently. The exploratory framing is appropriate
to the actual study design that could be executed (described in Chapter [3), and is
preferred over the language of controlled comparison.

2.6 Research Questions

The empirical work that follows is organised around four research questions. These
are stated here in the form that will be referenced throughout the remaining chap-
ters; the numbering is consistent across the thesis.

RQ1. Are final problem-framing topics produced by participants classified as
Challenger-influenced associated with higher originality ratings than those produced
by participants classified as Editor-influenced?
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RQ2. Are there differences in feasibility and clarity ratings across the two groups,
and is an originality—feasibility trade-off visible at the level of individual final top-
ics?

RQ3. How do the two groups differ on reasoning quality, an outcome on which
the directional hypothesis was not pre-specified?

RQ4. How do participants describe their subjective experience of the two Al con-
ditions — in terms of perceived helpfulness, perceived mental effort, perceived im-
pact on the final topic, sense of ownership, depth of thinking, and interest in an
integrated switcher mode?

11



3 Methodology

3.1 Chapter Overview

This chapter describes the methodology used to investigate the four research ques-
tions stated in Section The chapter is divided into 11 sections. The research
design is described in Section which details the deviation from the originally
planned counterbalanced within-subjects crossover design and the post-hoc ana-
lytic grouping that was used as a result. Section 3.3| restates the research questions
and notes the directional hypotheses available for each. The recruitment process
and the data-cleaning process to obtain a final analytic sample of 30 students out of
54 starters are described in Section[3.4with a CONSORT-style flow diagram. The Be-
yond Polishing web platform is described in Section The problem-framing task
is described in Section[3.6] Section[3.6|also includes prompts for the Editor and Chal-
lenger system, and the complete procedure, as well as technical details of the model
calls. Section describes the four-dimension rating instrument, Section de-
scribes the two raters and blinding, and Section describes the inter-rater reli-
ability procedure. The perception survey is described in Section along with
the open-ended responses and their thematic-analysis treatment. Section [3.11]is the
statistical-analysis plan; Section [3.12]is about ethics; Section [3.13|ends the chapter.

3.2 Research Design

3.2.1 Deviation from the Planned Design

The original study design was a counterbalanced within-subjects crossover design
with each subject being randomly assigned to one of two orders: Editor then Chal-
lenger, or Challenger then Editor, and a final no-Al synthesis topic would have been
collected following each Al exposure. This design would have enabled the contri-
bution of each Al condition to be estimated within participants and would have
enabled order effects to be modelled.

That design was not possible due to two practical limitations. First, the number of
final synthesis topics produced by each participant would have significantly length-
ened the session time, which was already quite long for postgraduate participants,
who were volunteering and not being paid for their participation; the pilot work
suggested that the resulting session times would lead to high mid-session drop-out.
Second, the platform engineering effort to support counterbalancing with a single
shared task description was beyond the time budget for the master’s project. The
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outcome was that the design implemented was the same for all participants, with
the order of stages fixed for each participant (Editor, then Challenger, then unas-
sisted synthesis), and only one rated outcome collected per participant: the final
no-Al synthesis topic.

A significant methodological drawback that is recognized here and discussed in
Chapteris the fixed order. The Challenger stage always came after the Editor stage,
so any apparent “Challenger effect” is not independent of the effect of Challenger
feedback after Editor exposure. The exposure from the Editor stage can carry over
to the synthesis, regardless of what is added in the Challenger stage, and exposure
salience at the time of synthesis is more likely to be from the Challenger stage. The
meaning of this confound for the interpretation of the results is addressed explicitly
in Section

3.2.2 The Post-Hoc Analytic Grouping

Each participant gave only one rated topic, so a within-subjects analysis of the rated
outcome is not available. The participants were divided into two analytic groups
after the fact based on the most influential type of Al exposure that they reported,
to structure the comparison this thesis is concerned with. The grouping was created
by triangulating two types of self-report items: the impact items (questions 14 and
15, which asked participants to rate the influence of the Editor and Challenger Al on
their final topic on a 5-point scale); and the forced-choice preference items (questions
17-19, asking which AI was most helpful for thinking creatively, most helpful for
thinking clearly, and most helpful overall).

A participant was classified as being in the Editor-influenced group if their Editor-
impact rating was higher than their Challenger-impact rating and they answered
“Editor” on at least two of the three forced-choice items, and in the Challenger-
influenced group if the reverse pattern held. Where the impact and preference re-
sponses pointed in different directions, edge cases were resolved in favour of the
impact rating (which directly targets the rated outcome). The construction resulted
in 15 participants in each group from the analytic sample of 30, without any am-
biguous cases.

This construction has two implications which are relevant directly to the interpre-
tation of the results in Chapter [§| First, the groups differ not only on which type
of Al exposure had the greatest impact on their final topic, but they may also dif-
fer on unmeasured features of the participants themselves that disposed them to be
more affected by one condition than the other; the analytic comparison is between
independent groups defined by self-report rather than by random assignment, and
is therefore associational. Second, the perception items analysed in RQ4 partially
overlap with the items used to construct the grouping, which creates a circularity
that is acknowledged where it bears on interpretation in Sections |4.6|and

For the rest of the thesis the groups will be called the Editor-influenced group and
the Challenger-influenced group, instead of conditions, to maintain the post-hoc con-
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struction in the language. Comparative statistics are presented as exploratory asso-
ciations and not as causal effects of prompt style.

3.2.3 Implications for Inference

The standard test for independent-groups comparisons of n = 15 vs n = 15 is the
two-tailed independent-samples t-test on 28 degrees of freedom [33, 134} [35] and the
effect-size measure is Cohen’s d for independent groups [36, [37]. These tests are
mechanically suitable to the data structure, but are not capable of recovering the
causal comparison the original design would have supported. They are reported
as exploratory associations in Chapter 4. Where confidence intervals are provided
around Cohen’s d, they are calculated with the small-sample formula provided by
Lakens [36].

3.3 Research Questions and Directional Hypotheses

Before inspecting the data, the four research questions are restated with the direc-
tional hypotheses available for each. The four questions are numbered consistently
throughout the thesis.

RQ1 — Originality. Are final synthesis topics in the Challenger-influenced group
associated with higher originality ratings than those in the Editor-influenced group?
The directional hypothesis, motivated by the literature reviewed in Chapter 2 on
problem construction and reflective practice, was that they would be.

RQ2 — Feasibility and Clarity. Are final synthesis topics in the Editor-influenced
group associated with higher feasibility and higher clarity ratings, and is the joint
pattern across originality and feasibility consistent with a structural trade-off? The
directional hypothesis was that the Editor-influenced group would be higher on
both feasibility and clarity, and that an inverse pattern across the two analytic groups
on the originality—feasibility plane would be visible.

RQ3 — Reasoning Quality. How do the two groups differ on reasoning quality?
No directional hypothesis was pre-specified; the question was kept open because
there is no clear theoretical prediction for which feedback style should produce
framings whose reasoning structure is more visibly articulated.

RQ4 — Perception and Switcher Demand. How do participants describe their
subjective experience of the two Al conditions, in terms of helpfulness, mental effort,
impact on the final topic, sense of ownership, depth of thinking, and interest in an
integrated switcher mode? The directional hypothesis for the switcher item was that
demand would be measurable and positive on average.
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3.4 Participants
3.4.1 Recruitment and Eligibility

Postgraduate students were directly invited to participate in the study at Univer-
sitdt Koblenz. The study link was sent to the students one by one by the researcher,
and the secondary supervisor shared the link with students in her academic net-
work at the institution. All recruitment was done through personal and supervisor-
mediated invitation; no public mailing lists, departmental notice boards or open
recruitment posts were used. There was no monetary reward or academic credit
for participation. Eligibility required participants to have taken at least one intro-
ductory course in data science, statistics, or quantitative methods, providing them
with the conceptual vocabulary to engage meaningfully in a data science problem-
framing task; eligibility was confirmed by a self-report item on the consent screen.

3.4.2 Sample Size Justification

The data were cleaned and 30 participants completed the procedure. The target
sample size was determined based on statistical-power considerations specific to
comparing two independent groups of similar size for medium-to-large standard-
ised effects. Cohen [37] provides guidance on the use of small samples for such
comparisons, suggesting that large effects are required for power greater than 0.80
with n = 15 per group for two-tailed independent-samples ¢-tests at « = .05. The
sample is thus suitable for the main substantive comparisons of theoretical interest,
but is recognised as being underpowered for the detection of smaller effects.

3.4.3 Data Cleaning: From 54 Starters to 30

The flow of participants is summarized in Figure 3.1/ in CONSORT style. A total of
54 people started the procedure on the Beyond Polishing platform, but 24 of them
did not finish the final no-Al synthesis and perception survey. Participants who
did not reach the synthesis stage were excluded from the analytic sample because
the central outcome variable (final synthesis topic) was not defined for them. No
participant was excluded for any other reason.
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Figure 3.1: CONSORT-style flow diagram showing recruitment, completion, and the
final analytic sample.

3.4.4 Sample Characteristics

The final analytic sample of 30 students was mainly fourth-year postgraduate stu-
dents (25 of 30), with five in their third year. The distribution of self-reported Al-tool
usage for academic work across the three frequency bands collected (12 “often,” 8
“sometimes,” 10 “rarely”) indicates that the sample included regular and occasional
users, but was not focused on one extreme of the experience scale. The baseline self-
ratings for participants were close to the middle of the 1-5 scale for both creative
problem-solving in data science (M = 2.97, SD = 1.10) and reframing problems
from different perspectives (M = 3.23, SD = 1.14), indicating that the sample con-
sisted of technically competent students who did not view themselves as highly
skilled in the specific competency the intervention was designed to support — the
profile most relevant to the study’s substantive question. The sample is fairly ho-
mogeneous with regard to disciplinary background and level of education, which
supports the validity of comparisons within the sample but reduces the generalis-
ability of the findings, a matter discussed again in Section
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3.5 The Beyond Polishing Web Platform

To provide the three-stage problem-framing process in a standardised manner, a be-
spoke web platform was developed (Beyond Polishing, ht tps: //beyond-polishing.
vercel.app/). The bespoke build was driven by three requirements, rather than
adaptation of an existing experiment-builder. First, the procedure had to be pre-
sented to all participants in the same fixed order: Editor, Challenger, no-Al synthe-
sis. Second, the AI conditions required a live integration with a generative model us-
ing condition-specific system prompts, which would not have been possible to repli-
cate in a generic survey tool. Third, the platform had to collect free-text problem-
framing responses and structured perception-survey responses in the same session,
and event logs had to be timestamped in enough detail to reconstruct the entire
sequence of each session for analysis.

The platform is deployed as a single-page web application built with React and
hosted in production on Vercel. The Al conditions integrate with the OpenAl API
(model gpt-4-1106-preview, temperature 0.7, max tokens 800) and generate the
Editor and Challenger responses on the fly. All inputs from participants, outputs
from the Al, and survey responses were recorded in a structured JSON format for
export and analysis. The data collection period ran from 14 October to 22 November
2025, with the same model snapshot used for all sessions. The prompts for the Editor
and Challenger are described in Section[3.6.2}

The study was presented via a standard web browser and participants completed
the study on their own devices in their own environment, a method used in gen-
eral behavioural and educational research by de Leeuw [43], Anwyl-Irvine and
colleagues [44], Bridges and colleagues [45] and Reips [46]. The results reported
are post-hoc expert ratings of text and perception ratings on a Likert scale, rather
than reaction-time measures, so the time-precision requirements of web-based psy-
chophysical experiments are not as critical here as in the general behavioural litera-
ture.
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Al-Powered Data Science Problem Framing

Participate in our research study exploring how Al can help students
develop better data science problem statements. One-time session,
completely anonymous.

Start Study Now >
(@ veroni misting e

What You'll Do

You'll work with an Al assistant that can help you frame data
science problems in two different ways. The study takes
approximately 30 minutes.

© L
Editor Mode Challenger Mode Your Task
The Al will help you refine and clarify The Al will challenge your assumptions Write a data science problem statement
your problem statement, suggesting and propose alternative problem (100-500 words), interact with both AT

specific metrics, data requirements, and framings with different stakeholders and modes, refine your statement, and
improvements. objectives. explain your reasoning,

Focus: Precision & Clarity us: 1 ion & Creatis Duration: ~80 minutes

Figure 3.2: The Beyond Polishing platform dashboard as seen by participants during
the procedure.

3.6 Materials and Procedure

3.6.1 The Problem-Framing Task

All participants worked on the same task: developing a data science research ques-
tion for a synthetic Wi-Fi-dormitory usage dataset. The task description briefly
framed the context (a university interested in understanding and predicting dor-
mitory Wi-Fi usage) and summarised the dataset (timestamps, building identifiers,
device counts, throughput measurements, and contextual variables such as time
of day and academic calendar). Participants were not given a research question,
but were asked to create one. A common task ensured that the framing difficulty
was held constant across participants, so that variation in rated outcomes could be
attributed to participants’ cognition and to the Al feedback they received, not to
differences in the difficulty of the underlying problem.

3.6.2 Editor and Challenger System Prompts

The two Al conditions were implemented as system prompts to GPT-4. The Editor
prompt asked the model to read the participant’s initial problem framing and then
to refine it: tighten the wording, clarify ambiguous referents, structure the framing
into the typical elements of a data science problem statement (research question,
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variables of interest, anticipated analytical approach), and identify gaps in feasibil-
ity. The Challenger prompt asked the model to read the same initial framing and
then to provide counter-proposals — alternative framings the participant might not
have considered, assumptions in the current framing that could be challenged, al-
ternative research questions the same data could address, and reasons the current
framing might be incomplete or premature.

The two prompts were not designed to elicit different lengths of response, but
rather different types of cognitive intervention; both prompts asked the model to
generate a response of similar length, so the difference in the responses for the two
prompts was the type of cognitive intervention the model was asked to make.

This contrast is an operationalisation of the theoretical distinction between con-
vergent refinement and divergent reframing in the problem-construction phase of
creative work [39, 40]. The Challenger condition is intended to add the “back-talk
of the situation” [30] that requires the learner to defend, modify, or rethink the initial
framing rather than optimise within it.

3.6.3 Procedure

Upon clicking the recruitment link, potential participants were directed to a land-
ing page that summarised the study and included the informed-consent form. Af-
ter consenting, participants completed a short questionnaire on their demographics
and background (year of study, frequency of Al-tool use, two baseline self-ratings).
They were then given the Wi-Fi-dormitory task description and asked to write an
initial problem framing without Al assistance and without a time limit. This initial
framing was sent to the Editor, and the refined version was returned and read by
the participant, who then revised their framing. The refined framing was then sent
to the Challenger, which returned counter-proposals; participants read these and
again revised their framing. Finally, participants were asked to write a final syn-
thesis topic without Al assistance, in their own words, incorporating what they had
learned from both Al interactions. This final no-Al synthesis topic was the unit of
analysis rated by the two raters described in Section [3.8|

Participants then proceeded to the perception-survey portion, which included
Likert items on helpfulness and mental effort for each Al condition, forced-choice
preference items, check-all-that-apply task-context items, ownership and depth-of-
thinking items, and the switcher-mode demand item. The entire instrument re-
quired about 40-60 minutes, depending on the amount of time participants chose to
spend on the written framings.

3.6.4 Open-Ended Response Capture

The perception survey also featured open-ended items asking respondents to de-
scribe their experience with each Al in free text. Reflexive thematic analysis was
used to analyse these responses, following the method described by Braun and
Clarke [47, 48]; the themes identified are reported in Section
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3.7 The Rating Instrument

3.7.1 Rating Dimensions and Scale

The final no-Al synthesis topic for each participant was rated on four dimensions of
creative quality: originality, feasibility, reasoning quality, and clarity. All dimensions
were measured on a 5-point scale with anchor descriptors at each scale point (very
poor, poor, adequate, good, excellent). The four dimensions were selected on the-
oretical grounds. The Challenger condition was hypothesised to have the greatest
impact on originality, in line with the problem-framing literature that emphasises
the construction of non-obvious framings as the basis for creative breakthroughs
in ill-structured domains [38, 39]. Feasibility was the dimension on which the Ed-
itor condition was hypothesised to be stronger, since refinement aligns framings
with realistic analytical pipelines. Reasoning quality was added to capture whether
the framing makes its assumptions and trade-offs explicit and defensible, which is
required for problem framing in data science to support a coherent downstream
analysis [40]. Clarity reflects the communicability of the framing as written.

The four dimensions were rated individually, not as a single index, since the sub-
stantive question of the thesis is whether the AI feedback styles trade off across the
four dimensions. The originality—feasibility trade-off would have been hidden if
aggregation had been performed.

3.7.2 Rubric Specification

The scale points were operationalised through anchor descriptors developed before
rating. Both raters had the five anchor descriptors per dimension pre-specified and
available throughout the rating sessions. Two factors led to the development of a
custom four-dimension rubric, rather than using the Consensus Assessment Tech-
nique (CAT). First, the four dimensions of theoretical interest are more specific than
the bipolar evaluation that classical CAT usually yields. Second, the methodologi-
cal guidelines of Cicchetti [49] for new assessment instruments were followed: the
rubric was defined prior to the start of rating, two independent raters were used,
and inter-rater reliability was assessed before the scores were used in inferential
analyses.

3.8 The Raters

3.8.1 Human Expert Rater

The human expert rater was Dr.-Ing. Stefania Zourlidou from the Institute for Web
Science and Technologies at Universitdat Koblenz, who was the second supervisor of
this thesis. Dr. Zourlidou has experience in assessing postgraduate research projects
in this area and is well placed to apply the rubric to problem-framing topics in this
domain. The use of a domain-matched expert is crucial to the validity of subjective
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creative-quality assessment, because the ratings rely on tacit knowledge of what is
original, feasible, and well-reasoned work in the specific technical area.

3.8.2 LLM Second Rater

The second independent rater was a large language model — Anthropic Claude
Sonnet 4.5 (model identifier claude-sonnet-4-5-20250929) accessed on 18 Novem-
ber 2025 with a temperature of 0.2 to produce more consistent responses. Three
factors led to the decision to use an LLM rather than recruit a second domain-
matched human rater: first, the methodological interest in this question, as it is
still an open question in the LLM-as-a-judge literature whether an LLM rater can
provide support to a human expert on subjective dimensions; second, the cost and
time-efficiency advantages reported by Gilardi and colleagues [53] for LLM anno-
tation compared to crowd-worker annotation; and third, the practical difficulty of
finding a second domain-matched expert with time to score 30 topics on a four-
dimensional rubric within the project schedule. Hackl and colleagues [54] report
that calibrated GPT-class models can be used as reliable raters for higher-education
text-response evaluation.

The LLM rater was provided with the same written rubric as the human rater, was
told to refer to the anchor descriptors for each scale point instead of using free com-
parison, and was asked to write a brief justification before scoring each dimension
— a chain-of-thought form-filling pattern consistent with the G-Eval framework of
Liu and colleagues [52]. Each topic was introduced to the LLM in a fresh conver-
sation, to avoid contamination from the previous rating. The LLM rater used a
different API key and Anthropic account from any other use of LLMs in the project.
Multiple-run determinism was not evaluated and is acknowledged as a limitation.

The written justifications generated by the LLM rater are not analysed; the pro-
tocol is used to encourage the rater to be more deliberate in scoring, but it is not
intended to be read as evidence of an internal reasoning process.

3.8.3 Blinding and Order of Rating

The post-hoc analytic-group assignment of each topic was blinded for both raters.
The analytic grouping was constructed after data collection from participants” self-
reported impact and preference responses, and no condition or group label was
added to the topics at the time of rating; topic texts were anonymised and identified
only by the participant code (P01-P30). The order in which the items were rated
was randomised independently for each rater to prevent any systematic advantage
for one group over the other due to drift in standards during a rating session. If a
rater paused and resumed across sessions, the rubric was re-read at the beginning
of the new session to support calibration.
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3.9 Inter-Rater Reliability
3.9.1 Statistical Model

Agreement between the two raters was quantified using the intraclass correlation
coefficient (ICC), following the standard psychometric model for continuous or or-
dinal rating scales [55, 56]. The ICC(2k) form was used, treating the two raters
used here not as the population of interest in itself, but as an abstract sample of a
larger population of raters; this is the convention in much rating-reliability literature
for studies whose interpretation is intended to generalise beyond the two specific
raters. The same statistic was calculated for each of the four rating dimensions, and
the mean of the two raters’ scores was used as the unit of analysis in the inferential
tests in Chapter [4}

The decision between ICC(2,k) and ICC(3,k) was considered explicitly; ICC(3,k)
would have been used if the two raters were treated strictly as the population of
interest. The decision in favour of ICC(2,k) reflects substantive interest in the rating
protocol as a template for future studies that would employ different specific raters,
rather than a claim that the two raters used here are a random sample.

3.9.2 Thresholds for Acceptability

The interpretive thresholds used here are from Koo and Li [55]: below 0.50 is poor
reliability, 0.50-0.75 is moderate, 0.75-0.90 is good, and above 0.90 is excellent. A
threshold of 0.70 was pre-specified for the present study as the minimum value
for a dimension to be considered reliable enough to support primary inferential
interpretation. Dimensions with scores below 0.70 are reported in Chapter {4| but
their effect-size magnitudes are treated as exploratory estimates and rater-specific
results are mentioned when relevant to interpretation.

3.9.3 Limitations of the Reliability Apparatus

The use of a single human expert rater and a single LLM rater is a methodological
departure from the gold-standard two-human-rater design discussed by Cicchetti
[49] and Hallgren [57]. Both stress the need for multiple independent human raters
with a common interpretive frame to establish reliability of subjective rubrics. The
use of an LLM rater instead of a second human rater is acknowledged as a limita-
tion here, and the ICC results reported in Chapter[4]are not intended to establish the
rubric as a generally reliable instrument. Rather, they report the degree and distri-
bution of agreement between a domain expert and an LLM rater, which is itself a
methodological by-product of interest.
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3.10 The Perception Survey

3.10.1 Survey Structure

The perception survey was administered after the final no-Al synthesis stage of the
procedure (Section[3.6.3). This section describes the instrument and maps each item
to the research question it addresses. The instrument consists of the following parts.

Demographics and background (items 1-4): year of study; Al-tool usage fre-
quency; baseline self-rated creativity; baseline self-rated reframing. These items
inform sample description (Section [3.4.4) and are not analysed against RQ1-RQ4.

Framing stage submissions (items 5-8): initial framing before any Al; framing
revised after the Editor stage; framing revised after the Challenger stage; final no-Al
synthesis topic. Item 8 (the final no-Al synthesis) is the rated outcome that informs
RQ1-RQ3. Item 7 captures the framing revised after the Challenger stage, which
was added to the corrected instrument and is analysed descriptively.

Likert items on the two Al conditions (items 9-16): three items per condition on
perceived helpfulness for thinking clearly, helpfulness for making the idea focused
and feasible, and required mental effort; one item per condition on perceived impact
on the final topic. These items inform RQ4 and are also used in constructing the
post-hoc analytic groups (Section [3.2.2).

Open-ended reflection (item 17): brief free-text description of how each Al influ-
enced the final topic. Informs RQ4 via thematic analysis.

Forced-choice preferences (items 18-20): which Al was most helpful for creative
thinking, for clear thinking, and overall. Inform RQ4 and used in constructing the
post-hoc groups (Section [3.2.2).

Open-ended justification (item 21): brief free-text explanation of the choice for
item 19. Informs RQ4 via thematic analysis.

Task-context preferences (items 22-23): check-all-that-apply lists for the situations
in which the participant would prefer the Editor and Challenger Al Informs RQ4
descriptively.

Ownership and depth (items 24-25): two Likert items on the felt ownership of the
final topic and the perceived depth of thinking the Al prompted. Inform RQ4.

Switcher-mode demand (item 26): a four-option item (Yes / Maybe / No / Un-
sure) on the participant’s interest in an Al tool that would combine or switch be-
tween Editor and Challenger modes. Informs RQ4.

3.10.2 Thematic Analysis Procedure

The free-text answers to items 17 and 21 were analysed following the six-phase re-
flexive thematic-analysis procedure of Braun and Clarke [47, 48]. In Phase 1 the
researcher read each response twice, in random order, taking notes on initial im-
pressions. In Phase 2 descriptive codes were generated at the sentence or clause
level, depending on the response. The codebook was developed inductively from
the data, not deductively from a theoretical framework. In Phase 3 related codes

23



were organised into candidate themes. In Phases 4 and 5 the themes were reviewed
against the full corpus and refined into named, defined themes. The Phase 6 ana-
lytic narrative is presented in Section 4.9| with anonymised participant quotations
supporting each theme.

3.11 Statistical Analysis Plan
3.11.1 Analysis of Expert Ratings (RQ1, RQ2, RQ3)

Independent-samples t-tests compared the mean of the two raters’ scores between
the two analytic groups (Editor-influenced n = 15, Challenger-influenced n = 15)
on each of the four rating dimensions. The use of independent-samples tests rather
than paired tests reflects the data structure (Section[3.2.2): each participant produced
one rated topic and the two groups consist of different participants. All tests were
conducted two-tailed at o = .05 with 28 degrees of freedom. Cohen’s d for indepen-
dent groups is reported with 95% confidence intervals computed using the standard
small-sample formula [36], and mean differences are reported with 95% confidence
intervals on the difference in means. The conventional Cohen [37] reference values
for effect-size magnitude (small 0.2, medium 0.5, large 0.8) are used to label effects.
The four primary dimension tests are interpreted as a family. To respect this
multiplicity, Holm-corrected p-values are reported alongside the uncorrected val-
ues; the direction and statistical significance of the originality and feasibility results
are robust to the correction. The reasoning-quality and clarity results, with lower
inter-rater reliability and a directional hypothesis pre-specified only for clarity, are
interpreted as exploratory regardless of the Holm correction. Standard ¢-test as-
sumptions were screened before inference: per-group normality was assessed by
Shapiro-Wilk tests and equality of variances by Levene’s test. Shapiro-Wilk did not
reject normality at o = .05 for the analytic groups on any of the four rating dimen-
sions; Levene’s test did not reject equality of variances on any dimension. As a sen-
sitivity analysis, Welch’s ¢-test (which does not assume equality of variances) and
the non-parametric Mann-Whitney U test were run alongside Student’s ¢ for each
dimension; the direction and significance of all four primary tests were preserved
across the three procedures, so Student’s ¢-test results are reported in Chapter {4

3.11.2 Analysis of Perception Survey (RQ4)

Perception Likert items were analysed analogously to the expert ratings: independent-
samples t-tests comparing the two analytic groups on each item. Forced-choice
and check-all-that-apply items were analysed descriptively using frequencies and
percentages within each group. Because the analytic groups were constructed in
part from items 15, 16, 18, 19, and 20 (Section , the perception-item tests are
partly circular: a between-group test on a constituent variable will by construction
return a significant difference. These items are therefore reported descriptively in
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Section 4.6| with the circularity noted, rather than interpreted as independent evi-
dence about the two Al conditions. Perception items that are not constituents of the
grouping — mental-effort items, the depth-of-thinking item, the ownership item,
the task-context items, and the switcher-mode item — are interpreted with the usual
independent-groups logic.

3.11.3 Analysis of Open-Ended Responses (RQ4)

The open-ended responses to items 17 and 21 were analysed qualitatively as de-
scribed in Section8.10.2] The qualitative analysis complements the quantitative per-
ception results by characterising the reasons participants give for their judgements,
organised by the named themes that emerge from the analysis.

3.11.4 Reliability-Weighted Reporting

The dimensions on which ICC fell below the pre-specified 0.70 threshold are flagged
explicitly throughout Chapter [} and interpretive caution is applied to effect-size
magnitudes on those dimensions. The scores themselves were not transformed; in-
stead, the limitations of the lower-reliability dimensions are stated directly in the
prose. Where rater-specific results bear on interpretation, the per-rater means and
effect sizes are reported in addition to the averaged-rater statistics.

3.12 Ethical Considerations

The study followed the ethical principles of voluntary participation, informed con-
sent, confidentiality, and the right to withdraw without consequence. The landing
page provided participants with a plain-language description of the study’s pur-
pose, procedures, data collected, storage and use, and participant rights. Partici-
pants had to provide explicit consent to be routed into the study and were able to
withdraw at any time, for any reason. No identifying information was collected;
participants were assigned anonymous codes (P01-P30), and free-text responses
were inspected for inadvertently included personal information prior to analysis.
Data were stored on an access-controlled cloud service used only by the researcher
and the supervisory team. During the Editor and Challenger stages, the free-text
framings participants submitted were transmitted to the OpenAl API; participants
were notified of this in the consent form, and no personally identifying information
was transmitted. The study was assessed as low risk, since the cognitive demands
of the task were similar to ordinary postgraduate work and no deception was used.
The project was supervised by Prof. Dr. Frank Hopfgartner and Dr.-Ing. Stefania
Zourlidou at the Institute for Web Science and Technologies and was conducted in
compliance with Universitdt Koblenz data-protection regulations.
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3.13 Chapter Summary

This chapter described the methodology of an exploratory study with 30 postgradu-
ate students at Universitdt Koblenz. The originally planned counterbalanced within-
subjects crossover was not implemented because session length and platform engi-
neering constraints did not allow it; instead, a fixed-order procedure (Editor, then
Challenger, then unassisted synthesis) was used, and a post-hoc analytic grouping
into Editor-influenced and Challenger-influenced groups was constructed from tri-
angulated self-reports. The final no-Al synthesis topic was rated on four dimensions
by a human expert rater and an LLM second rater (Anthropic Claude), both blinded
to group. Inter-rater reliability was quantified using ICC(2,k) with a pre-specified
threshold of 0.70 above which a dimension was treated as supporting primary in-
ferential interpretation. A perception survey, analysed quantitatively and via reflex-
ive thematic analysis of free-text responses, characterises subjective experience and
informs RQ4. The analysis plan uses independent-samples t-tests with 95% confi-
dence intervals on effect sizes, Holm correction across the four primary dimension
tests, and explicit flagging of lower-reliability dimensions. Chapter [4 reports the
results.
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4 Results

4.1 Chapter Overview

The results of the empirical study outlined in Chapter 3|are reported in this chapter.
Sectionfd.2]provides inter-rater reliability for each of the four rating dimensions with
the pre-specified threshold of 0.70. The findings on the rated outcomes are reported
in Sections and addressing RQ1, RQ2, and RQ3 respectively. The per-
ception and preference results relevant to RQ4 are presented in Sections and
Themes derived from the open-ended responses using reflexive thematic anal-
ysis are reported in Section [4.9| with representative anonymised quotes. The results
are summarised in Section [4.10]before discussion in Chapter

The two analytic groups are referred to as the Editor-influenced group (participants
whose triangulated self-report indicated that the Editor stage most strongly influ-
enced their final no-Al synthesis topic, n = 15) and the Challenger-influenced group
(n = 15). The comparisons reported below are exploratory, as group membership
is not randomly assigned but determined post-hoc by self-report. All independent-
samples t-tests reported in this chapter have df = 28, are two-tailed, and have Holm-
corrected p-values for the family of four primary expert-rated dimensions. Cohen’s
d for independent groups is presented with small-sample 95% confidence intervals
based on the Lakens [36] formula. Where a dimension’s ICC was below 0.70, the
result is treated as exploratory, rater-specific results are reported, and the effect-size
magnitude is treated as an estimate rather than a precise quantification.

4.2 Inter-Rater Reliability

Table .1 and Figure {.1] present ICC(2,k) values and 95% confidence intervals, F-
statistics, p-values, and a flag indicating whether the dimension is within the pre-
specified threshold of 0.70. The originality dimension exceeds the threshold and is
therefore treated as the most reliably measured dimension; the other three dimen-
sions do not reach the threshold and are treated as exploratory.
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Table 4.1: Inter-rater reliability (ICC(2,k)) by rating dimension. The pre-specified
threshold for treating a dimension as supporting primary inferential in-
terpretation was 0.70.

Dimension ICC(2,k) 95% CI F P Meets 0.70?
Originality 0.859 [0.71,093] 7.09 < .001 Yes
Feasibility 0.603 [0.18,0.81] 252 .014 No
Reasoning quality ~ 0.554 [0.08,0.78] 224  .024 No
Clarity 0491  [-0.04,0.75] 1.97  .045 No

Inter-Rater Reliability — ICC(2,k) by Dimension
(Error bars = 95% CI; green = acceptable = 0.70)

1.0 =3 Acceptable (= 0.70)
I Below threshold
=== Threshold 0.70

Originality Feasibility Reasoning Clarity
Quality

Figure 4.1: ICC(2,k) values by rating dimension with the 0.70 threshold marked.
Only originality meets the threshold; the remaining three dimensions are
interpreted as exploratory throughout this chapter.

The pattern of reliability across dimensions is interpretable. The rubric anchors
that are most visible on the surface — a framing that introduces a stakeholder per-
spective absent from the dataset description is recognisably more original than a
restatement of the surface task — are the originality anchors, which supports rater
agreement. The extent to which a rater considers the work feasible, well reasoned,
and clearly written within the conventions of data-science writing is more depen-
dent on tacit professional standards. This is in line with the observation that sub-
jective dimensions whose anchors rely on tacit professional knowledge are the most
challenging to align across heterogeneous raters.

The implication for the remainder of this chapter is that the originality result is the
main finding of the study, the feasibility result should be interpreted with caution
because of the moderate ICC, and the reasoning-quality and clarity results are ex-
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ploratory and should be reported in conjunction with the rater-specific information
provided.

4.3 Originality of Final Problem-Framing Topics (RQ1)

RQ1 asks: Are final synthesis topics in the Challenger-influenced group associ-
ated with higher originality ratings than those in the Editor-influenced group? The
data answer this in the directionally predicted way. The mean originality ratings
were higher for final topics in the Challenger-influenced group than in the Editor-
influenced group. The mean for the Editor-influenced group was M = 2.70 (SD =
0.68), near the rubric anchor for “adequate but unremarkable framing.” The mean
for the Challenger-influenced group was M = 4.70 (SD = 0.37), close to the anchor
for “genuinely original framing.” The mean difference is —2.00 on the 1-5 original-
ity scale, 95% CI [—2.41, —1.59], t(28) = 10.06, p < .001 (Holm-corrected), Cohen’s
d = 3.67,95% CI [2.42,4.92]. The 95% CI on Cohen’s d excludes the conventional
“large” threshold of 0.80 by a wide margin, so the direction of the finding is not
sensitive to the uncertainty in the point estimate due to the small sample size.

Figure 1: Expert-Rated Outcomes by Condition
(Error bars = +1 SD; *p<.05, **p<.01, ***p<.001)
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Figure 4.2: Expert ratings by analytic group across the four rated dimensions. Error
bars are 95% confidence intervals on the group mean. The originality
difference is the most strongly supported by inter-rater reliability.

Two qualifications attach to this finding. First, the originality result is descrip-
tive of a difference between two groups defined post-hoc from self-report. Because
group membership was not randomly assigned, the difference cannot be attributed
to the Al conditions themselves; it is consistent with, but does not establish, the
hypothesis that counter-proposal feedback produces more original framings. Sec-
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ond, despite the exploratory grouping, the originality dimension has the highest
psychometric support of the four dimensions (ICC = 0.859), and the effect-size con-
fidence interval excludes the conventional “large” threshold; this combination sup-
ports treating the originality association as the primary finding of the study while
continuing to use cautious causal language. The mechanism that is consistent with
this association — counter-proposals that prevent premature problem closure and
force reframing — is taken up in Section 5.2 of Chapter/[5|

4.4 Feasibility and the Originality—Feasibility Pattern (RQ2)

RQ2 asks how the two groups differ on feasibility and clarity, and whether an
originality—feasibility pattern is visible across the analytic groups. The feasibility
result is reported here; clarity (alongside the unexpected reasoning-quality result
that bears on RQ3) is reported in Section The originality—feasibility pattern that
emerges across both RQ1 and the feasibility result of RQ?2 is the central theoretical
pattern of the thesis and is discussed in detail in Chapter

The mean feasibility ratings were higher for the final topics in the Editor-influenced
group than for those in the Challenger-influenced group. The Editor-influenced
group mean was M = 4.23 (SD = 0.56), close to the rubric anchor for “clearly im-
plementable with the resources described.” The Challenger-influenced group mean
was M = 3.03 (SD = 0.61), close to the anchor for “implementable in outline but
several details would need to be filled in.” The mean difference is +1.20 on the 1-
5 feasibility scale, 95% CI [40.76,+1.64], t(28) = 5.59, p < .001 (Holm-corrected),
Cohen’s d = —2.04, 95% CI [-2.97, —1.11]. The minus sign in front of d indicates
the direction of the contrast (Challenger-influenced minus Editor-influenced). The
mean-difference CI and Cohen’s d CI both exclude zero. The feasibility ICC is 0.603,
below the pre-specified reliability threshold, so the effect-size magnitude should be
treated as an approximation, but the direction of the association is not sensitive to
small differences in rater standards.

Figure illustrates the originality—feasibility pattern by plotting each partici-
pant’s originality and feasibility ratings against each other, coloured by analytic
group. The two groups occupy different quadrants of the originality—feasibility
plane: the Editor-influenced group clusters in the low-originality, high-feasibility
quadrant; the Challenger-influenced group clusters in the high-originality, low-feasibility
quadrant, with little overlap. This pattern is interpreted in Section |5.3[of Chapter
as a consequence of the cognitive operations each Al feedback style is designed to
perform.
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Figure 7: Originality vs. Feasibility Trade-off
(Each point = one participant)
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Figure 4.3: Originality versus feasibility ratings at the individual-participant level,
coloured by analytic group. The two groups occupy non-overlapping
quadrants of the originality—feasibility plane.

4.5 Reasoning Quality and Clarity (RQ2 and RQ3)

The reasoning-quality and clarity dimensions both showed significant group dif-
ferences, but had inter-rater reliabilities below the pre-specified threshold and, for
reasoning quality, a direction not predicted by any pre-specified directional hypoth-
esis.

The Challenger-influenced group received higher reasoning-quality ratings than
the Editor-influenced group: M = 4.07 (SD = 0.50) vs. M = 3.50 (SD = 0.60), mean
difference —0.57, 95% CI [—0.98, —0.16], t(28) = 2.83, p = .018 (Holm-corrected), Co-
hen’s d = 1.03, 95% CI [0.23, 1.83]. This is the result that bears on RQ3 (the question
on which no directional hypothesis was pre-specified). The result is treated as a
secondary, exploratory finding in Chapter |5 that is theoretically interesting but is
not a confirmation of a pre-existing hypothesis. The effect-size magnitude is re-
ported as an estimate because the reasoning-quality ICC is below threshold (0.554);
the Cohen’s d confidence interval excludes both zero and the conventional “small”
threshold of 0.20, suggesting that the direction of the association is robust to small
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differences in rater standards. The direction is not an artefact of one rater domi-
nating the score: the rater-specific group means are in the same direction (human
expert: 4.13 vs. 3.40; LLM second rater: 4.00 vs. 3.60).

The Editor-influenced group received higher clarity ratings than the Challenger-
influenced group: M = 4.63 (SD = 0.48) vs. M = 4.20 (SD = 0.32), mean dif-
ference +0.43, 95% CI [+0.12, +0.74], t(28) = 2.92, p = .014 (Holm-corrected), Co-
hen’s d = —1.07, 95% CI [—1.87, —0.27]. This is consistent with the predicted effect
of the Editor condition, in which the refinement function (which narrows wording
and breaks framings into conventional parts) is expected to correlate with higher
clarity ratings. The clarity ICC is 0.491, falling in the “poor” range of the inter-
pretive scale of Koo and Li [55], so the result is reported as exploratory and the
magnitude estimate as suggestive. Notably, both groups have an average score
above 4, and the difference in clarity is between “clearly stated with minor ambi-
guities” (Editor-influenced) and “clearly stated with somewhat more ambiguities”
(Challenger-influenced) — a real but modest absolute difference on a generally well-
rated dimension.

Figure 2: Effect Sizes (Cohen's d) for All Qutcome Dimensions
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Figure 4.4: Cohen’s d for each of the four rated dimensions with 95% confidence
intervals. Conventional thresholds at 0.2 (small), 0.5 (medium), and 0.8
(large) are marked.

The four dimensions together form a coherent pattern: the originality association
is positive for the Challenger-influenced group, the feasibility association is posi-
tive but similar in magnitude for the Editor-influenced group, the reasoning-quality
association is positive for the Challenger-influenced group, and the clarity associ-
ation is positive for the Editor-influenced group. The originality—feasibility oppo-
sition is the main theoretical pattern; the reasoning-quality finding is a secondary
exploratory observation that softens the otherwise strict trade-off; the clarity find-
ing is exploratory.
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4.6 Perception of the Two Al Conditions (RQ4)

RQ4 asks how participants describe their subjective experience of the two Al condi-
tions. The perception survey contained eight Likert items rated 1-5, and the mean
ratings by analytic group are presented in Table An important caveat is in order
before reporting the results. Group membership in this study was constructed from
self-reported impact and preference responses (questions 15, 16, 18, 19, and 20 of the
perception survey). Several items reported in this section are conceptually similar
to the items used to construct the grouping, so observed differences are partly def-
initional rather than informative. Perception comparisons are therefore presented
with explicit reference to this circularity and are interpreted descriptively, not as
tests of an experimentally manipulated effect. The two items least entangled with
the grouping construction — the cognitive-load items (mental effort required to in-
teract with each Al) and the depth-of-thinking item — carry the most informational
weight.

Table 4.2: Perception ratings by analytic group. Items marked with { overlap con-
ceptually with the items used to construct the analytic groups, and differ-
ences on those items are partly definitional rather than informative.

Item Editor-inf. (M, SD) Challenger-inf. (M, SD)  ¢(28) D
Editor: helpfulnesst 4.27 (0.46) 3.13 (0.52) 6.34 < .001
Editor: focus and feasibilityf 4.13(0.52) 3.27 (0.59) 427 < .001
Editor: mental effort 3.20 (0.68) 2.27 (0.59) 4.00 < .00
Challenger: helpfulnesst 2.93 (0.59) 4.40 (0.51) 730 < .00!
Challenger: alternative perspectivesf 3.07 (0.59) 4.53 (0.52) 721 < .001
Challenger: mental effort 2.47 (0.64) 3.67 (0.62) 521 < .001
Editor: impact on topict 4.27 (0.59) 2.93 (0.59) 6.20 < .001
Challenger: impact on topict 2.93 (0.59) 4.47 (0.52) 755 < .001
Sense of ownership 4.20 (0.41) 3.60 (0.51) 3.55 .001
Al deepened thinking 4.00 (0.65) 4.13 (0.52) —0.61  .426
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Figure 3: Student Perception Ratings by Condition
(* = significant difference, p < .05)
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Figure 4.5: Perception-survey ratings by analytic group. Error bars are 95% confi-
dence intervals on the group mean.

Three observations from the perception data are worth noting. First, the cognitive-
load items show that, within each group, participants perceived the Al condition
that more strongly influenced their final framing as the more cognitively demand-
ing of the two. The Editor-influenced group rated the Editor as more demanding
than the Challenger (M = 3.20 vs. M = 2.27, a within-group difference of +0.93),
and the Challenger-influenced group rated the Challenger as more demanding than
the Editor (M = 3.67 vs. M = 2.47, a within-group difference of +1.20). Whether
the elevated load was productive (germane) or unproductive (extraneous) cannot
be determined from these ratings alone; that is an interpretation of the pattern. The
cognitive-load pattern is informative because cognitive load was not used to con-
struct the grouping, so this pattern is not as confounded with the grouping con-
struction as the helpfulness and impact items.

Second, the depth-of-thinking item shows no significant group difference (M =
4.00 vs. M = 4.13, mean difference —0.13, 95% CI [-0.46, +0.20], p = .426). Both
groups, on average, reported that the Al experience caused them to think more
deeply about the problem. This non-result is theoretically informative because it
suggests that the perception of deeper thinking may be a property of the combined
exposure to both Al conditions rather than an effect of either condition alone. The
item is also among the least entangled with the grouping construction.

Third, the sense-of-ownership item showed a difference in favour of the Editor-
influenced group: M = 4.20 (SD = 0.41) vs. M = 3.60 (SD = 0.51), mean difference
+0.60, 95% CI [4+0.25,40.95], £(28) = 3.55, p = .001, Cohen’s d = 1.30, 95% CI
[+0.47, +2.13]. Participants whose final framing was more shaped by refinement felt
that the topic was more their own work than participants whose final framing was
more shaped by counter-proposals. This is a real subjective cost of Challenger-style
feedback that complicates the otherwise positive Challenger-influenced findings on
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originality and reasoning quality, and is taken up in Section [5.5/of Chapter [}

4.7 Comparative Preferences (RQ4)

The three forced-choice items asked each participant which Al condition had helped
them think most creatively, most clearly, and had been most helpful overall (across
the full sample of N = 30). The response distributions are reported in Table 4.3/and
visualised in Figure

Table 4.3: Forced-choice preference responses (N = 30). Percentages may not sum
to 100 due to rounding.

Question Editor Challenger Both equally Neither
Most helpful for thinking creatively 4 (13%) 15 (50%) 11 (37%) 0 (0%)
Most helpful for thinking clearly 12 (40%) 10 (33%) 8 (27%) 0 (0%)
Most helpful overall 9 (30%) 13 (43%) 8 (27%) 0 (0%)

The three items yielded distinct but internally consistent distributions. Half of
the participants said the Challenger was the Al that enabled them to think most cre-
atively, 13% said the Editor, 37% said “both equally,” and none said “neither.” The
Editor (40%) received the largest percentage on the clarity item, followed by Chal-
lenger (33%) and “both equally” (27%). On overall helpfulness, Challenger (43%)
received the largest percentage, followed by Editor (30%) and “both equally” (27%).
The pattern aligns with participants” preference for using different Al conditions for
different cognitive tasks: Challenger for creative tasks, Editor for clarity tasks, and
Challenger for overall helpfulness in this ideation task.

Figure 4: Al Preference Distributions (N = 30)

Which Al more creative? Which Al more clear? Overall most helpful?
(Q17) (Q18) (Q19)

Both equally Both equally Both equally

Neither Neither
Editor i allenger
Editor
Challenger

Figure 4.6: Forced-choice preference distributions across the three preference items.

The two check-all-that-apply items asked in which task-contexts participants would
prefer each Al The most common Editor task-contexts were “polishing existing
ideas” and “making ideas more feasible” (17 of 30 participants endorsed the com-
bination “polishing” + “feasibility”; 13 of 30 endorsed “polishing” + “feasibility”
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+ “short on time”). No participant endorsed the Editor for “stuck or uninspired,”
“early ideation,” or “want alternatives.” The most frequent task-contexts endorsed
for the Challenger were “early ideation,” “want alternatives,” and “stuck or unin-
spired,” with 18 of 30 endorsing all three of these task-contexts. No participant
endorsed the Challenger for “polishing,” “feasibility,” or “short on time.” The task-
context distributions are not just different on average level of preference but are non-
overlapping: participants treated the two Al conditions as complementary functions
for different task-contexts.

4.8 Demand for an Integrated Switcher Mode (RQ4)

The final survey item asked whether participants would want an Al tool that could
switch or integrate both Editor and Challenger modes in the same session. The
overall response was strongly positive: 14 of 30 (47%) said “Yes,” 14 of 30 (47%) said
“Maybe,” and 2 of 30 (7%) said “No” (no one said “Unsure”). The Yes responses
were concentrated in the Challenger-influenced group (13 of 15 in the Challenger-
influenced group answered Yes; 13 of 15 in the Editor-influenced group answered
Maybe). The distribution is visualised in Figure .7,

Figure 5: Interest in Adaptive Al Switcher Mode (Q25)
(N = 30; 80% expressed Yes or Maybe)
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Figure 4.7: Switcher-mode interest by analytic group. The strongest enthusiasm
comes from the Challenger-influenced group.

This is an exploratory finding: switcher-mode demand is reported as an indica-
tion of perceived value, not as a confirmed design recommendation. The finding is
an encouragement to test integrated tools in future work, but it does not show that
an integrated tool will deliver the benefits participants anticipate. The argument is
developed further in Section 5.5 of Chapter 5|
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4.9 Themes from the Open-Ended Responses

The two open-ended items of the perception survey were analysed using reflexive
thematic analysis as described in Section of Chapter 3] following Braun and
Clarke [47,/48]. Four themes emerged; these are summarised below with illustrative
anonymised quotations.

Theme 1: The Editor as a tool for tightening; the Challenger as a tool for open-
ing. Participants differentiated between the two Al conditions in terms of cogni-
tive function: the Editor was described as sharpening, focusing, and making the
framing more technically precise; the Challenger was described as introducing new
angles, alternative perspectives, and stakeholder-oriented reframings that the par-
ticipant would not have produced alone. Both functions were sometimes mentioned
in the same answer, and participants did not regard them as competing. “The Editor
made my idea more concrete and analytically tight, but the Challenger asked me whether 1
was even working on the right question.” (P14, Challenger-influenced)

Theme 2: The cognitive cost of being challenged. Several participants de-
scribed the initial encounter with the Challenger’s counter-proposals as “jarring,”
“uncomfortable,” or “disorienting,” but reported that on reflection the discomfort
broadened or deepened their thinking. This is consistent with an interpretation of
counter-proposal feedback as a productive disruption of premature problem closure
that requires the participant to invest cognitive effort before the benefit is realised.
“At first I was annoyed that it pushed back on what I wrote. Then I realised it was asking
me to think about the equity question, not just the prediction question.” (P22, Challenger-
influenced)

Theme 3: Practicality versus stimulation. Participants who selected the Editor
emphasised its practicality, time-efficiency, and clarity. Participants who selected
the Challenger spoke of stimulation, the value of being pushed to think differently,
and the experience of new perspectives. The theme is not about a “better” Al but
about the situational orientation of the participant toward the framing task. “If I
have a deadline I want the Editor. If I have time to think I want the Challenger.” (P05,
Editor-influenced)

Theme 4: Task-context matters more than absolute preference. The fourth
theme is that participants generally did not endorse one Al condition over the other
as a universal preference, but instead assigned each condition to specific task-contexts
(consistent with the check-all-that-apply pattern reported in Section[4.7). The Editor
was assigned to polishing, focusing, and time-pressured contexts; the Challenger
was assigned to early ideation, exploring alternatives, and unsticking stuck think-
ing. This theme is consistent with the switcher-mode finding in Section an
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integrated tool that lets the learner select the appropriate mode for the current task-
context maps more naturally onto participants” framing of the choice than a tool
that requires a global choice between the two. “I don't want one AI; I want to be able to
choose — now I need the editor, now I need the challenger.” (P28, Challenger-influenced)

4.10 Chapter Summary

The results of this chapter can be summarised in five claims, each linked to a re-
search question and each qualified by the interpretive caveats developed through-
out the chapter. First, final framings in the Challenger-influenced group were rated
as more original than final framings in the Editor-influenced group, with a large ef-
fect on the dimension with the highest inter-rater reliability (RQ1, Cohen’s d = 3.67,
95% CI [2.42,4.92]). Second, the Editor-influenced group’s framings were rated as
more feasible than the Challenger-influenced group’s framings, with a similarly
large effect (RQ2, Cohen’s d = —2.04, 95% CI [-2.97, —1.11]); the originality—feasibility
pattern is visible at the participant level in Figure[4.3] Third, the Challenger-influenced
group’s framings received higher reasoning-quality ratings (RQ3, Cohen’s d = 1.03,
95% CI1]0.23, 1.83], exploratory because the ICC was below threshold), and the Editor-
influenced group’s framings received higher clarity ratings (Cohen’sd = —1.07,95%
CI [-1.87,—0.27], also exploratory and qualified by below-threshold ICC). Fourth,
participants differentiated between the two Al conditions on seven of eight percep-
tion items (RQ4), with the only exception being the depth-of-thinking item, where
both groups agreed that the Al experience deepened their thinking. The sense-of-
ownership difference favoured the Editor-influenced group. Fifth, the forced-choice
and check-all-that-apply preference items show that participants assigned the two
Al conditions to distinct task-contexts, and most of the sample expressed interest
in an integrated tool that alternates between the two conditions. The pattern in the
open-ended responses, as analysed thematically, supports the quantitative pattern:
the two conditions were described as complementary cognitive functions to be se-
lected depending on the present task-context, not as competing alternatives one of
which is globally preferable. The implications of these findings are discussed in
Chapter [fin light of the theoretical framework presented in Chapter 2|
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5 Discussion

5.1 Chapter Overview

This chapter discusses the implications of the findings from Chapter [ in light of
the theoretical framework of Chapter [2|and the implications for the design of edu-
cational Al tools in data science. In Section each of the four research questions
is revisited and the results are summarised in relation to each. The originality—
feasibility pattern is taken up as the main theoretical contribution of the thesis in
Section [5.3] The exploratory reasoning-quality finding and its implications are dis-
cussed in Section[5.4] In Section[5.5] the case for testing an integrated switcher-mode
tool is developed from the preference and task-context findings. Section|5.6|lists the
design changes from the original proposal, the implications of the post-hoc analytic
grouping, and the threats to validity introduced by the fixed-order procedure. Sec-
tion[5.7|sketches a research programme that emerges from these limitations.

5.2 Research Questions Revisited

5.2.1 RQ1 — Originality

The first research question asked whether final synthesis topics in the Challenger-
influenced group are associated with higher originality ratings than those in the
Editor-influenced group. The data answered in the predicted direction: mean origi-
nality ratings for the final framings of the Challenger-influenced group were higher
than for the framings of the Editor-influenced group (Cohen’s d = 3.67, 95% CI
[2.42,4.92], p < .001). This finding is the most strongly supported association in the
thesis and rests on the dimension with the highest psychometric reliability (ICC =
0.859) among the four rated by experts.

The finding is consistent with the problem-framing literature reviewed in Chap-
ter 2l Arreola and Reiter-Palmon [38] report that the creativity involved in con-
structing a problem is empirically correlated with the originality of the solutions
that follow. Magistretti and colleagues [39] place the introduction of alternative per-
spectives in a constitutive theory of problem framing, in which reframing is not an
add-on to the framing process but is part of it. The counter-proposals serve as the
“back-talk of the situation” that surfaces underlying assumptions and motivates the
learner to reframe, as described by Schon [30]. The Editor condition, on the other
hand, takes the learner’s framing and improves it within its own terms, foreclosing
the reframing dynamic. The originality association is consistent with this interpreta-
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tion but is not by itself proof of it: the comparison is between two post-hoc analytic
groups defined by self-reported impact, not between two randomly assigned exper-
imental conditions. The study therefore does not support causal statements that the
Challenger condition produces more original framings, and such statements are not
made here.

5.2.2 RQ2 — Feasibility and Clarity

RQ2 asked how the two groups differ on feasibility and clarity, the two dimen-
sions favoured by the Editor. The data confirmed both predicted directions. Editor-
influenced framings were rated as more feasible than Challenger-influenced fram-
ings (Cohen’s d = —2.04, 95% CI [-2.97, —1.11]), and as clearer (Cohen’s d = —1.07,
95% CI [—1.87,—0.27]). Both are consistent with the structural role of refinement-
style feedback in bringing the learner’s framing into alignment with conventional
analytical pipelines: narrowing language, organising the framing into the typical
elements of a data science problem statement, and pinpointing gaps in feasibility.
The originality—feasibility trade-off was the sub-question under RQ2, and the data
answered in the predicted direction: the two groups occupy non-overlapping quad-
rants of the originality—feasibility plane. The structural interpretation of this pattern
is developed in Section

5.2.3 RQ3 — Reasoning Quality

RQ3 asked how the two groups differ on reasoning quality, an outcome on which
no directional hypothesis had been pre-specified. The result was that Challenger-
influenced framings were rated higher on reasoning quality (Cohen’s d = 1.03, 95%
CI [0.23, 1.83]). The finding is exploratory in two ways. First, the dimension’s inter-
rater reliability was below threshold (ICC = 0.554), so the magnitude is reported as
an estimate rather than as an exact quantification, although the direction is robust
to small differences in rater standards. Second, the direction was not pre-specified.
The mechanism that is consistent with the result — counter-proposals making the
assumptions and trade-offs of the initial framing explicit so that participants must
engage with them, and the explicit reasoning then carrying forward into the final
synthesis topic — is taken up in Section

5.2.4 RQ4 — Perception, Preferences, and Switcher Demand

RQ4 asked how participants describe their subjective experience of the two Al con-
ditions, in terms of helpfulness, mental effort, impact on the final topic, sense of
ownership, depth of thinking, and interest in an integrated switcher mode. Seven of
eight perception items differed between the groups; the exception was the depth-of-
thinking item (M = 4.00 vs. M = 4.13, p = .426). Both groups, on average, reported
that the Al experience deepened their thinking, suggesting that the perception of
deeper thinking may be a property of the combined exposure to both Al conditions
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rather than an effect of either condition alone. Pedagogically this is welcome news:
no condition was experienced as failing to deepen thinking; only the kind of deep-
ening differed.

The sense-of-ownership finding favoured the Editor-influenced group (Cohen’s
d = 1.30,95% CI [+0.47,4-2.13]). Participants whose final framing was more shaped
by refinement reported a stronger sense that the resulting topic was their own work
than participants whose framing was more shaped by counter-proposals. The find-
ing aligns with the interpretation that Challenger-influenced framings are original
and well-founded but are more likely to be experienced as the result of the Al's con-
tribution than the participant’s own. The implication of this finding for switcher-
mode tool design is taken up in Section[5.5|

The forced-choice and check-all-that-apply preferences indicate that participants
assign the two Al conditions to different task-contexts: Editor to polishing, feasi-
bility, and time-pressured contexts; Challenger to early ideation, exploring alterna-
tives, and unsticking. The switcher-mode item received a strongly positive overall
response: 47% Yes, 47% Maybe, 7% No (no “Unsure” responses). This pattern is
read here not as a recommendation that such a switcher tool will deliver the bene-
fits suggested, but as motivation to test an integrated switcher tool in future work.

5.3 The Originality—Feasibility Pattern

The originality—feasibility pattern, visible at the participant level in Figure |4.3| of
Chapter 4 is the main theoretical insight of the thesis. The two analytic groups oc-
cupy different quadrants of the originality—feasibility plane: the Challenger-influenced
group sits in the high-originality, low-feasibility quadrant, the Editor-influenced
group in the low-originality, high-feasibility quadrant. Both effect sizes are large,
both directional contrasts hold, and both 95% confidence intervals on Cohen’s d ex-
clude zero and the conventional “large” threshold of 0.80.

The pattern is consistent with an interpretation of feasibility and originality as di-
mensions defined relative to different reference points. Feasibility, as operationalised
by the rating rubric described in Section [3.7| of Chapter 3| is implementability of
the framing within established analytical conventions: a framing is feasible to the
extent that its proposed analytical pipeline aligns with the resources described in
the dataset and the conventional methods of the discipline. Refinement aligns the
learner’s initial framing with these conventions and is consistent with the higher
feasibility ratings of the Editor-influenced group. Originality, by contrast, is defined
as departure from convention: an original framing is one that surfaces stakeholder
perspectives or research questions that the conventional reading of the dataset did
not foreground. Counter-proposals introduce alternatives that are not, by construc-
tion, guaranteed to be implementable within the discipline’s conventional analytical
pipeline, and are consistent with the higher originality ratings and lower feasibility
ratings of the Challenger-influenced group.

The pattern can therefore be read as a structural effect of the cognitive operations

41



the two Al conditions are designed to engage, rather than as an artefact of the spe-
cific prompts employed in this study. This interpretation has two implications for
the literature. First, it is consistent with the predictions of the problem-construction
literature [38) 39, 40, 42] that originality and feasibility are in tension: interventions
designed to increase originality should be expected to come at a cost in feasibility,
and vice versa. Second, it provides a controlled empirical illustration of that ten-
sion in a generative-Al educational context, where previous research has tended to
focus on the question of how much Al support students should be given [58, 59]
or on the risks of overreliance [60, 62] rather than on the kind of support and the
dimension-specific costs that different kinds of support entail.

The grouping qualifies this interpretation, however. An alternative explanation
is that the two groups differ not in the ways they report being influenced by the
Challenger condition but in unmeasured ways (such as comfort with ambiguity or
divergent-thinking style) that are also predictive of more original final framings.
This alternative cannot be ruled out with the current data and is registered in Sec-
tion[5.6|as a major threat to validity. The pattern is therefore an exploratory associa-
tion, not a causal effect of Al condition.

5.4 The Unexpected Reasoning-Quality Finding

The finding that reasoning-quality ratings favoured the Challenger-influenced group
(Cohen’s d = 1.03, 95% CI [0.23, 1.83], ICC = 0.554) was not directionally predicted
and requires further interpretive work.

Three considerations apply. First, the result is qualified by the below-threshold
ICC. The dimension’s reliability sits in the “moderate” range of the Koo and Li [55]
interpretive scale, and the magnitude is reported as an estimate; but the direction is
robust because the 95% CI on Cohen’s d excludes the conventional “small” thresh-
old of 0.20, and the rater-specific group means point in the same direction (human
expert: 4.13 vs. 3.40; LLM second rater: 4.00 vs. 3.60). Replication with two inde-
pendent human raters or a larger LLM-rater panel would narrow the magnitude
estimate and is noted as a priority for future work in Section

Second, the mechanism that is most consistent with the finding is that counter-
proposals require the articulation of assumptions and trade-offs. To accept or reject
a counter-proposal, a participant must explicitly engage with the assumptions the
alternative framing surfaces, and this engagement carries through to the final no-Al
synthesis as visible reasoning structure: framings written after Challenger exposure
tend to articulate why this research question was chosen and what alternatives were
considered. Framings written after Editor exposure are typically more confident
statements that incorporate the Editor’s refinements without revealing the reason-
ing behind the selection of the framing. This is consistent with Schon’s [30] account
of reframing as a process that surfaces and challenges the reasoner’s premises, and
with empirical evidence from Suk and Lee [42] that teams that engage explicitly
with problem construction produce framings with more explicit justifications.
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Third, the finding offers a useful softening of the originality—feasibility pattern.
The Challenger-influenced group produces framings that are less feasible but also
has higher rated reasoning quality. The cost of Challenger-condition disruption is
therefore not as severe as a strict originality—feasibility trade-off would imply, since
the resulting framings carry visible reasoning structure that can justify the choice
of the framing in the next phase of work. This is a preliminary finding, but it is a
hopeful one.

5.5 The Case for Testing a Switcher Mode

The forced-choice preferences, the non-overlapping check-all-that-apply task-contexts,
and the thematic analysis of the open-ended responses all support a single practical
design direction: educational Al tools for data science problem framing could bene-
fit from offering both feedback styles (Editor-style refinement and Challenger-style
counter-proposal) and from letting the learner switch between them for the cur-
rent task-context, rather than fixing on one style globally. Participants consistently
described the two AI conditions as functional complements assigned to different
task-contexts: the Editor for polishing, focusing, and time-pressured situations; the
Challenger for early ideation, exploring alternatives, and unsticking. No participant
endorsed either Al condition for both contexts.

This design direction motivates — but does not constitute evidence for — the
implementation of an integrated switcher tool. The present study reports on prefer-
ences for such a tool, not on the results of using it. The shift in emphasis is welcome:
from how much Al support students should be given (the dominant theme of the
post-2023 literature on generative Al in higher education [60, [61]) to what kind of
Al support is appropriate to the present task-context. Strzelecki [61] argues that
habit and performance expectancy are significant factors in student adoption of Al;
the present findings suggest that the habits and expectancies students develop are
calibrated to the kind of Al support they most frequently encounter. If a pedagog-
ical environment offers students only refinement-style Al, it will foster habits and
expectancies of refinement, in tension with the problem-framing emphasis that the
data science discipline rhetorically values.

The sense-of-ownership finding (Section is a useful qualification of the case
for testing an integrated switcher mode. Challenger-influenced participants reported
a lower sense that the final topic was their own work than did Editor-influenced
participants. A poorly designed switcher tool could compound this ownership cost
by routing learners to Challenger-style feedback when they most need to develop
ownership of the framing. The pedagogical implication is that the choice of mode
should not be made automatically in the background but should be explicit and vis-
ible to the learner, with the consequences of the choice made visible too. This is
consistent with the metacognitive-scaffolding recommendations in the literature on
Al-supported learning [58, 59].
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5.6 Limitations

The conclusions of this thesis are subject to the following limitations, listed in de-
creasing order of impact on the conclusions.

1. The planned counterbalanced within-subjects crossover was not implemented;
a fixed-order procedure with post-hoc grouping was used instead. The original re-
search proposal specified a counterbalanced within-subjects crossover in which each
participant would experience both AI conditions in randomised order, with the or-
der, the assignment of the Al condition to the topic, and the timing controlled within
subjects. That design was not implemented as specified because of several practical
constraints: the platform engineering required to support per-participant counter-
balancing within a 40-60 minute session was beyond the time budget available; pilot
work indicated that a within-subjects crossover with two Al conditions and two fi-
nal no-Al syntheses would require more attention than participants were likely to
sustain; and the recruitment route (direct invitation rather than open mailing-list
recruitment) yielded a smaller sample than the original power calculations had as-
sumed. The implemented procedure is fixed-order (Editor, Challenger, unassisted
synthesis) for every participant. The analytic grouping is not random assignment
but is constructed post-hoc from self-reported impact and preference responses.
This means that every comparison reported in Chapter [4] is an exploratory com-
parison between post-hoc influence groups rather than a controlled causal contrast.
The exploratory nature of these comparisons is acknowledged throughout, and the
cautious association language used in this discussion reflects it.

2. The fixed Editor-then-Challenger order confounds Challenger exposure with
recency and carryover. Because the Challenger stage always came second in this
study, the effects of the Challenger condition cannot be separated from the effects
of having recently interacted with Editor refinement, nor from the cumulative cog-
nitive load of two Al interactions. The final framings of the Challenger-influenced
group are shaped by Challenger exposure but also by the timing of that exposure
relative to the final synthesis task. Disentangling these contributions would require
a randomised order. This is one of the reasons that this thesis does not use causal-
effect language about the AI conditions: the fixed order is a major threat to the
interpretation of any condition-level claim.

3. Three of the four expert-rated dimensions had below-threshold inter-rater
reliability. The ICCs for feasibility, reasoning quality, and clarity all fell below the
pre-specified threshold of 0.70. The direction and statistical significance of the effects
are not dependent on the exact ICC values, but the magnitudes of the reported effect
sizes on these three dimensions are estimates rather than precise quantifications.
Replication with two independent human raters or a larger LLM-rater panel would
tighten the magnitude estimates.

4. Several perception variables overlap conceptually with the analytic group-
ing. Group membership was constructed by triangulating self-reports of which Al
condition most influenced the final framing. Several perception items reported in
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Section 4.6/ (helpfulness, impact on topic) are conceptually similar to the variables
used to construct the grouping. Between-group differences on those items are there-
fore partly definitional and not independent observations. The cognitive-load and
depth-of-thinking items are less entangled with the grouping construction and carry
more informational weight.

5. A number of pre-planned analyses were dropped. The original proposal in-
cluded several analyses that were not implemented in the final thesis. The collective-
creativity dimension of Objective 1 was to have been supported by a semantic-
diversity metric across all final topics; at this sample size it was not possible to
compute a reliable diversity statistic with non-trivial confidence intervals, and Ob-
jective 1 was therefore restricted to individual originality. The proposal also spec-
ified that cognitive load would be measured with the full NASA-TLX workload
instrument; the length of the survey was already at the upper limit of participant
attention budgets, so brief Likert items (described in Section were used in-
stead. The proposal further included baseline covariates (self-rated creativity, self-
rated reframing competence, frequency of Al-tool use) as control variables in lin-
ear mixed-effects models. Because of the change from within-subjects crossover to
independent-groups comparison, mixed-effects models were no longer appropri-
ate; the baseline covariates were measured but were not used as covariates in the
primary analyses because the sample size at this level of complexity would have
produced uninformative confidence intervals on the covariate-adjusted estimates.
These changes from the proposal are recorded here explicitly for clarity.

6. Sample size and homogeneity limit generalisability. The final analytic sam-
ple comprised 30 postgraduate students at Universitdt Koblenz, 25 of whom were
in the fourth year of their programme. The sample size is adequate for detecting
large effects in independent-samples comparisons but too small for precise effect-
size estimation, as the wide confidence intervals on Cohen’s d indicate. The sample
is also fairly homogeneous in disciplinary background and educational stage, which
supports the internal validity of within-sample comparisons but restricts generalis-
ability to less advanced students, students from other disciplines, or working data
scientists.

7. The use of an LLM as the second rater is methodologically defensible but
introduces known limitations. The LLM second rater was used in this thesis to
support the rating workload while preserving blinding and rubric anchoring (see
Section of Chapter 3). The dimension on which the LLM rater agreed most
strongly with the human expert is the dimension with the most surface-visible rubric
anchors (originality, ICC = 0.859). The dimensions with weaker agreement (clar-
ity in particular) are dimensions whose anchors depend on tacit standards for what
counts as clear writing in a data science context, and on which an LLM rater’s biases
are most likely to be consequential. The pattern of agreement and disagreement is
itself an empirical contribution of the thesis: it documents which dimensions of sub-
jective creative-quality assessment an LLM rater can support, and which it cannot,
within this kind of study.
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5.7 Future Research

The limitations listed in Section [5.6| naturally suggest a research programme. First,
the originality—feasibility pattern reported here should be tested in a within-subjects
design with randomised order, two or more independent human raters, and a larger
sample with greater disciplinary diversity drawn from more than one institution.
Second, the exploratory reasoning-quality finding should be replicated using a more
reliable measure of the reasoning dimension, such as structured rubric ratings com-
bined with linguistic features of the framing texts that operationalise reasoning
structure (for example, explicit warrants, surfacing of trade-offs, articulation of va-
lidity threats). Third, the case for a switcher-mode tool, which this thesis develops
on the basis of stated preferences, should be evaluated in an intervention study in
which participants are provided with access to an integrated tool and the result-
ing framings, usage patterns, and effects on problem-framing competence can be
measured directly. Fourth, the open-ended responses analysed in Section 4.9 would
benefit from a dedicated qualitative paper that takes the same corpus and offers a
more detailed account of participants” experience of the two Al conditions and the
design implications that follow.

5.8 Chapter Summary

Four claims of theoretical or practical significance can be drawn from this chapter.
First, Al feedback styles that include counter-proposals are consistent with associa-
tions to higher originality in final problem framings, on the dimension with the most
psychometric support. Second, the same counter-proposal style is associated with
reduced feasibility, producing a structural originality—feasibility pattern that can be
read as a consequence of the cognitive operations that the two styles engage. Third,
the counter-proposal style is also associated with framings whose reasoning struc-
ture is more visibly articulated, although this result is exploratory and warrants
replication with a more reliable measurement instrument. Fourth, participants in
this study treated the two Al conditions as complementary functions assigned to
distinct task-contexts and expressed strong interest in an integrated tool that would
allow them to switch between the two conditions. Taken together, these results mo-
tivate a promising shift in emphasis in the literature on educational Al from how
much to what kind of Al support is appropriate to the present task-context. Chapter||
summarises the thesis’s contributions and outlines the directions for further work
that follow from them.
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6 Conclusion

6.1 Summary of Contributions

The aim of this thesis was to examine whether Al feedback that offers counter-
proposals to a learner’s initial problem framing is measurably different from Al
feedback that refines the initial framing. The intuition that motivated the work, in-
troduced in Chapter 2| is that the way a problem is framed in an ill-structured data
science project is at least as important to the creative quality of the resulting analysis
as the technical implementation of the analysis itself, and that Al tools that provide
feedback only within the learner’s initial framing miss an opportunity to support
the deeper cognitive operation of reframing. The four research questions stated at
the end of Chapter 2| organised the empirical investigation, and the four contribu-
tions of theoretical or practical value reported in Chapters [ and 5| follow from the
answers to those questions.

The first contribution is empirical. The originality rating was the one with the
highest inter-rater reliability (ICC = 0.859), and topics generated by the Challenger-
influenced group were rated significantly higher than topics generated by the Editor-
influenced group (Cohen’s d = 3.67, 95% CI [2.42,4.92], p < .001). The size of
this association is well outside the conventional “large” effect-size threshold and is
consistent with the theoretical prediction that counter-proposals impede premature
problem closure. The direction of the association is the same for both raters; the
magnitude is to be interpreted with caution because of the small sample size, the
post-hoc grouping, and the fixed stage order.

The second contribution is theoretical. The thesis documents a structural pattern
of association between counter-proposal feedback and a trade-off between origi-
nality and feasibility: the Challenger-influenced group’s framings were both more
original and less feasible than the Editor-influenced group’s framings (feasibility
Cohen’s d = —2.04, 95% CI [-2.97,—1.11]). This pattern is not an artefact of the
specific prompts used in this study (Section 5.3| of Chapter [5) but is consistent with
a reading of the cognitive operations each Al style was designed to execute. It of-
fers an empirical illustration, in the context of generative-Al education, of the long-
standing observation in the problem-construction and design-research literatures
that originality and feasibility tend to be in tension when framing an ill-structured
problem.

The third contribution is methodological. The thesis develops and documents a
hybrid rating protocol that uses an expert human rater and an LLM second rater,
both blinded to group assignment, applying a four-dimension rubric with explicit
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anchor descriptors. The pattern of inter-rater agreement across the four dimensions
is informative in its own right: the LLM rater agreed strongly with the human expert
on originality, the dimension with the most surface-visible rubric anchors, and less
strongly on clarity, the dimension whose anchors depend most on tacit professional
standards. This dimension-specific reliability documentation can serve as a concrete
reference point for future studies that want to use LLM-supported rating protocols
in subjective assessment.

The fourth contribution is practical. The thesis assembles preliminary empirical
findings and stated-preference data indicating that participants view Editor-style
and Challenger-style Al feedback as complementary rather than substitutable, and
that they assign them to different task-contexts. The complementarity is visible in
the check-all-that-apply task-context preferences (Section 4.7| of Chapter 4), in the
high proportion of participants who answered Yes or Maybe to the switcher-mode
item, and in the thematic content of the open-ended responses. Taken together, these
findings provide a design direction for educational Al tools that offer both feedback
styles in a way that makes the kind-of-assistance choice visible to the learner, rather
than choosing for the learner in the background.

6.2 Implications for Theory

The thesis offers an exploratory empirical illustration, in a generative-Al educa-
tional context, of the originality—feasibility pattern that has been theorised at length
in the problem-construction and design-research literatures. The trade-off has been
examined in many non-Al-mediated settings; the present results extend the illustra-
tion to a context in which the framing operation is mediated by generative Al feed-
back rather than by face-to-face exchange or written critique. Because the present
comparison is exploratory — with the post-hoc grouping and fixed stage order —
the theoretical claim is best expressed as a hypothesis-generating observation: the
data are consistent with the cognitive-operation explanation developed in Chap-
ter [5, but a randomised within-subjects replication is required before the theoretical
claim can be advanced more strongly.

The second theoretical implication concerns the formulation of the research ques-
tion itself. The prevailing debate in the recent literature on generative Al in higher
education has been: how much Al support is acceptable for student learning? This
thesis suggests that the question of what kind of Al support is appropriate for what
kind of cognitive task may be at least as important, at least for problem framing in
ill-structured domains. This shift from quantity to kind is a promising direction;
the evidence base supporting it is small, and this thesis contributes initial empirical
material to a question that warrants substantially more work.
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6.3 Implications for Practice

The evidence assembled in this thesis points toward a design direction, not a pre-
scription, for educators, instructional designers, and tool builders. The direction is
the following: educational Al tools that support problem framing in ill-structured
domains should be designed to make the kind-of-assistance choice visible to the
learner, by surfacing both Editor-style refinement and Challenger-style counter-proposal
feedback as distinct modes between which the learner can switch as the task-context
requires. The present data indicate that this design direction is responsive to ex-
pressed learner preferences and may support the development of the reframing
competence that the data science discipline values; whether such a design actually
delivers those benefits is a question for future intervention work, not a finding of
the present thesis.

A weaker but still useful implication for current practice is to be alert to the con-
sequences of exposing students only to refinement-style Al feedback. The reasoning
developed in Chapter [5is that students whose Al exposure is limited to refinement-
style feedback may develop habits and performance expectancies calibrated to the
cognitive operation that style performs — polishing, tightening, structuring — and
may have fewer opportunities to develop the reframing competence the discipline
values. The evidence does not support a strong claim that refinement-only exposure
causes deficits in reframing competence, but it does support a softer recommenda-
tion that educators consider how to introduce Challenger-style feedback into the
curriculum in a way that is responsive to the cognitive cost participants reported.

6.4 Closing Remarks

The thesis began with the observation that, as they are most commonly used, gen-
erative Al tools are good at improving what a learner has already thought but less
good at questioning the way the problem is framed. The empirical investigation
reported here is consistent with that observation and points toward a design direc-
tion in which the productive cognitive friction of counter-proposal feedback is made
explicit as a mode the learner can select, rather than treated as a substitute for re-
finement. The framing of a data science problem is something the learner constructs
during the framing process; the cognitive operations that Al tools can support dur-
ing that construction are not pedagogically neutral. This thesis offers initial empir-
ical evidence that the distinction between refining a framing and reframing one is
salient enough to be made explicit in the tools that data science education chooses
to deploy, and that learners themselves are likely to welcome the choice.
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