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Kurzfassung

Maßgeschneiderte und akkurate Kraftfelder sind für Simulationen molekularer Sys-

teme von zentraler Bedeutung, da sie bei Modifizierungen der Systeme häufig benötigt

werden. Deren Parametrisierung, die Kraftfeldparameteroptimierung genannt wird, ist

ein herausforderndes, multimodales Optimierungsproblem, da die Transferierbarkeit

der Parameter zwischen den verschiedenen Stoffeigenschaften ausbalanciert wer-

den muss, während deren Wechselwirkungen oft nicht trivial und verwoben sind.

Diese kumulative Dissertation widmet sich dieser Aufgabe durch die Entwicklung und

Verbesserung eines multiskalen Optimierungsworkflows für Kraftfeldparameter. Eine

wichtige Eigenschaft ist dessen modulares Design, das (a) die Optimierung einer

beliebigen Auswahl und Anzahl an Parametern in Hinblick auf beliebige Zieleigen-

schaft ermöglicht und (b) eine Erweiterung durch zusätzliche Optimierungsalgorith-

men oder Zielfunktionen begünstigt. Zunächst werden die Grundlagen des Workflows

vorgestellt und eine Machbarkeitsstudie durchgeführt, bei der die Lennard-Jones-

Parameter für n-Oktan mit Hinblick auf dessen Dichte (d.h. eine multi-molekulare,

thermodynamische Stoffeigenschaft) und dessen relative Konformationsenergien (d.h.

eine Struktureigenschaft eines einzelnen Moleküls) optimiert werden und gezeigt wird,

dass der Anwendungsbereich des Kraftfeldes durch diese Optimierung erweitert wird.

Danach werden die Hyperparameter des Workflows feinjustiert, um die Optimierungs-

ergebnisse weiter zu verbessern. Es wird gezeigt, dass durch sinnvolles Ausbal-

ancieren der Optimierungsziele mittels Gewichtungsfaktoren zuvor hinzugefügte Un-

genauigkeiten reduziert werden können. Anschließend wird die zeitliche Effizienz des

Workflows erhöht, indem die zeitintensivsten Simulationen durch Surrogatmodelle

ersetzt werden. Während des iterativen Optimierungsprozesses werden Simulatio-

nen wiederholt benötigt und müssen sequentiell durchgeführt werden. Durch diese

Substitution kann die Laufzeit um ungefähr das 20-fache reduziert werden. Zusät-

zlich werden Richtlinien bezüglich des Trainings und Auswahl dieser Modelle bere-

itgestellt. Anschließend werden die Lennard-Jones-Parameter für 1-Brombutan und

2-Brombutan optimiert, die ein �-hole aufweisen, das Halogenbindungen ermöglicht.

Diese sind Gegenstand aktueller Forschung, welche durch präzise Simulationsmod-

elle unterstützt werden kann. Es wird gezeigt, dass das Simulationsmodell zwar

verbessert wurde, aber noch weitere Anpassungen notwendig sind. Abschließend

werden aussichtsreiche Möglichkeiten dies zu erreichen vorgestellt.
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Abstract

Specifically designed and accurate force fields are of central importance in molecu-

lar simulations, as they are often required when investigating new or slightly modified

systems. Their parameterization, referred to as force-field parameter optimization, is

a complex multi-modal optimization challenge. It requires balancing the parameter’s

transferability between various optimization objectives, while their interdependencies

often are non-trivial and hard to unravel. This cumulative dissertation addresses this

optimization challenge by systematically developing and extending an automatized

multi-scale force-field parameter optimization workflow. An important feature is its

modular design that (a) allows the optimization of any amount and combination of

force-field parameters towards any type and amount of target properties, and (b) facil-

itates the extension by additional optimization algorithms or objective functions. First,

the workflow’s foundation and a proof-of-concept is provided by simultaneously op-

timizing the Lennard-Jones parameters towards n-octane’s liquid-phase density (i.e.

a multi-molecular, thermodynamic property) and its relative conformational energies

(i.e. a single molecular structural property). By showing that the applicability of the

force field was expanded, the simultaneous multi-scale optimization workflow is estab-

lished. Then, the optimization workflow’s hyperparameters are fine-tuned to improve

its results and it is shown that by reasonably balancing the optimization objectives

using weighting factors the previously introduced errors are reduced. Next, the opti-

mization procedure’s efficiency is increased by substituting the most time-consuming

molecular dynamics simulations by machine learning surrogate models. Those simu-

lations are required repeatedly throughout the optimization, and due to the workflow’s

iterative nature, they need to be performed just-in-time. By substituting them with ma-

chine learning surrogate models the required run time is approximately reduced by

20-fold. Additionally, guidelines for the model’s training and selection are included.

Subsequently, as a challenging test of the workflow, the Lennard-Jones parameters

for 1-bromobutane and 2-bromobutane are optimized. They exhibit a �-hole allow-

ing halogen bonding, which is subject to current research, that can be supported by

accurate simulation models. It is shown that the modeling is improved by the herein

presented multi-scale optimization approach, but that further refinements with respect

to the workflow and the modeling are necessary. In conclusion, promising approaches

to improve the optimization workflow and the modeling are suggested.
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1 Introduction

Molecular modeling is a powerful technique for gaining insight into dynamic processes

and structural properties of a wide range of biological or chemical systems. It is uti-

lized in many scienti�c �elds e.g. for investigating protein folding [1, 2], conformational

changes [3, 4], assist in drug design [5, 6], exploring interfacial interactions [7, 8], dif-

fusion [9, 10], tensile strength [11, 12], thermal conductivity [13, 14], and many more

topics [15–17].

Commonly used methods include molecular mechanics (MM) and molecular dy-

namics (MD) simulations. These Newtonian-based methods model systems at an

atomistic level of detail and a �ne temporal resolution, often at a scale of femto (i.e.

10�15 ) seconds. They treat atoms as particles with �xed masses and electrons are

not explicitly modeled. MM simulations are used to evaluate structures and energies

of molecular systems, while MD simulations provide trajectories, containing the time

dependent positions and velocities of all the system's particles [18]. They allow an

in-depth analysis of molecular structures, interactions and dynamics or other micro-

scopic phenomena that might be more challenging to investigate experimentally [15].

Nevertheless, experiments play a very important role for the validation of the simu-

lations and cannot be omitted, especially to gauge and account for the systematic

errors introduced by the simpli�cations and assumptions made to create the model of

a real-life system [15].

For the calculation of MM structures and energies, and the generation of MD tra-

jectories, it needs to be taken into account that every particle can affect every other

particle's behavior (i.e. particle-particle interactions). Mathematically, those interac-

tions are modeled using various empirical potentials – one for every interaction type

(i.e. bond stretching, angle bending, torsions, electrostatic and van der Waals (VDW)

interactions) [19]. Furthermore, the potentials are parameterized to account for differ-

ent interacting types of particles (i.e. different elements) [20], for example, a hydrogen

interacting with a carbon or an oxygen interacting with a nitrogen. The aggregation of

the potential functions in combination with the corresponding parameters is called a

force �eld ( FF), hence the parameters are called force-�eld parameters ( FFPARs).
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Modeling a real system using FF-based MD or MM methods, requires several as-

sumptions and simpli�cations to be made. For example, quantum effects are ne-

glected or implicitly included into the FF-based modeling approach [21, 22]. There-

fore, the FFs and more speci�cally the FFPARs, which originally are physics-based,

need to be �ne-tuned in order to accurately simulate the system's mechanics or dy-

namics. This procedure is referred to as “force-�eld parameter optimization” and is

required for almost every new or modi�ed system (e.g. different substances or chem-

ical conditions, like temperature or pressure) [23]. Manually optimizing FFPARs “by

hand” is a tedious task prone to error, and requires a deep chemical knowledge of the

investigated system. Thus, automatized optimization work�ows are developed, utiliz-

ing mathematical optimization algorithms to determine how to change the FFPARs in

order to improve the simulations [24–32].

1.1 Research Problem and Aim of this Dissertation

The continuous increase in computational power for scienti�c calculations, along with

the improvements in molecular modeling methods and quality of available molecular

target data, opens up MM and MD simulations for increasingly complex, larger and

more specialized biological and chemical systems. From the resulting simulations

various structural, dynamic or thermodynamic properties of the system are derived.

Many of those properties are multi-molecular characteristics of heterogeneous sys-

tems, that are averaged over the temporal course of the trajectory [18]. With growing

system sizes or longer trajectories, the contribution of a single atom or molecule be-

comes less and less irrelevant, which leads to an increasing risk that growing errors

for the reproduction of properties at an atomistic or molecular scale are not being no-

ticed [33].

Especially the increasing availability of high quality quantum mechanical (QM) data

leads to a growing desire to combine this property domain with experimental thermo-

dynamic target data. Additionally, using multiple optimization targets and combining

properties from different domains, the optimization problem becomes increasingly en-

tangled and harder to solve “by hand”. Thus, numerous (semi-)automatized FFPAR

optimization toolboxes were developed [24–32]. However, it was found that the exist-

ing optimization toolkits provide only limited adaptability across different application

scenarios in terms of optimizable FFPARs (e.g. bonded versus non-bonded param-

eters) and FF families (e.g. AMBER, CHARMM, OpenFF, OPLS, ..), optimization

algorithms or usable target properties (e.g. experimental versus QM-derived data).
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Furthermore, the optimization toolkits are not designed to provide interfaces that allow

user-designed customizations or modi�cations to the optimization procedure.

The aim of this work is to develop a modular, automatized optimization work�ow that

(a) allows any number and any combination of target properties, (b) pays particular

attention to the simultaneous optimization of FFPARs towards target properties origi-

nating from different property domains, (c) provides the possibility for user-developed

expansions, for example, by adding different optimization algorithms, and (d) not lim-

ited to any type of FFPARs or FF families.

Herein, the property domains are a single molecular property, represented by the

relative conformational energy (RCE) of n-octane and a multi-molecular property, uti-

lizing n-octane's liquid-phase density as a representative. Thereby, the automatized,

multi-scale FFPAR optimization work�ow will place particular emphasis on improving

the transferability of FFPARs between property domains. Additionally, the work�ow's

modularity provides the opportunity to implement interfaces with a variety of MD soft-

ware package for the FFPAR optimization. The previously listed requirements ensure

that future developments in molecular modeling methods and optimization algorithms

can be implemented comfortably in the optimization work�ow.

Furthermore, focus is placed on the ef�ciency of the optimization work�ow in two

ways: the �rst involves the investigation of how the quality of the optimization results

can be improved (i.e. properties calculated using optimized FFPARs are closer to their

target values), and the second concerns reducing the required time for an optimization

run. The former is achieved by �ne-tuning the work�ow's internal parameters, while

the latter is realized by substituting time-intensive MD simulations by fast evaluated

machine-learning (ML) surrogate models.

As a proof-of-concept for the developed optimization work�ow, n-octane was used

as a representative substance. In a subsequent study an initial multi-scale optimiza-

tion regarding bromobutane (i.e. 1-bromobutane and 2-bromobutane) is performed,

that highlights exiting new avenues for future research.
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1.2 Structure of this Thesis

This Chapter introduces the general topic of automatized, multi-scale FFPAR opti-

mizations and addresses the research questions and aims of this thesis.

Chapter 2 introduces the general idea and concept of FF-based MM and MD simu-

lations. An overview of state-of-the-art FFs and optimization tools is provided, show-

ing limitations with respect to (a) multi-scale transferability for the FFs, and (b) mod-

ularity and �exibility of the optimization work�ows. Usually, the optimization tools do

not provide the possibility to combine any types of target data, optimize any kind of

FFPARs, or use various optimization algorithms, which overall limits their applicability.

Additionally, for most of them the degree of automatization is rather low and often re-

quires a user's actions to proceed.

The following cumulative part (Chapters 3 - 4) of this work addresses (a) the si-

multaneous, automatized multi-scale optimization of n-octane with respect to target

properties originating from different property domains. The domains and properties

are its RCES and liquid-phase density (i.e. a single and multi-molecular property, re-

spectively) and (b) enhancing the optimization work�ow by improving the results and

reducing the required runtime.

Starting with Chapter 3, a proof-of-concept is provided, showing that a diverse set of

optimization targets, originating from different property domains, can lead to a mean-

ingful set of FFPARs. They enable the user to extract additional information across

the scales while applying the same set of FFPARs. representing a novel optimization

strategy to expand the limits of existing FFs.

Chapter 4 focuses on the �ne-tuning of the optimization work�ow's internal weight-

ing factors to improve optimization results. Particular attention is given to the liquid-

phase density with the aim to reduce the during the previous study, slightly increased

error for its reproduction.

In Chapter 5, the focus lies on the reduction of the optimization work�ow's required

runtime by substituting expensive MD simulations by faster ML model evaluations.

It includes a discussion about different ML techniques and how to chose a suitable

surrogate model for this substitution.
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Subsequent to the cumulative part, in Chapter 6, the previously introduced method-

ology is applied to 1-bromobutane and 2-bromobutane. As halogenated compounds,

they are part of a substance category that is of central research interest in ongoing

collaborations to identify molecules that, for example, modulate protein behavior. High

quality molecular models can support this research, but are not yet available.

In the concluding Chapter 7, this work's results are summarized and critically dis-

cussed. The development and improvements made to the optimization work�ow are

pointed out, but also dif�culties and its limitations are highlighted. Finally, an outlook is

provided that suggests further improvements and possible interesting and promising

future research questions.
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2 Methods and Theory

In this section, the essential methods usd in this research are outlined. This includes

MD simulation algorithms, the concept of FFs and FFPARs, and the calculation of

selected physical properties based on the MD simulations' trajectories. Furthermore,

the concept of FFPAR optimization is addressed and the gradient-based optimization

algorithm used for this work is introduced. Additionally, an overview over state-of-the-

art FFs and optimization toolkits is provided. Finally, machine-learning (ML) methods

are presented, that are potential surrogate model candidates for the substitution of

selected MD simulations in order to reduce the optimization work�ow's runtime.

2.1 Concept of Molecular Dynamics (MD)

Molecular dynamics is a powerful method to calculate structural, thermodynamic or

transport properties of chemical systems at an atomistic level of detail. For that pur-

pose, each atom is considered a rigid sphere in a many-body system [34]. The behav-

ior of each particle (i.e. the atoms) is generally described with Newtonian Mechanics

using the following equations [18]:

mi � •r i = F i F i = �
@

@ri
V (2.1)

where mi and •r i are the mass and acceleration (i.e. the second time-derivative of

the location r i ) of particle i, respectively, and F i is the force on that particle. The

resulting force on each particle is derived from the potential energy V (rN ), where

r N = (r 1; r 2; : : : ; rN ) is the complete set of 3N coordinates of all the system's par-

ticles.

Ideally, the potentials are derived from quantum chemical calculations or experi-

ments. However, due to the required computational resources, this is only possible

for small molecules [35]. Thus, to obtain potentials for most of the molecules and sys-

tems empirical methods are required [19, 20]. In the context of MD, those potentials

are referred to as “force �elds (FFs)” and consist of parameterized potential functions

that model the interactions between the particles and a substance-dependent set of

force-�eld parameters that determine the characteristics of the interactions [19].
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2.2 Molecular Dynamics Solving Algorithm

Based on the Newtonian Mechanics (see Equations 2.1) used in MD simulations,

the trajectory of a molecular system can be calculated. The trajectory contains the

positions and velocities of each particle for – theoretically – each point in time. For

systems containing hundreds, thousands or up to millions of particles, whose interac-

tions are described by the already mentioned potentials (i.e. FFs), the equations of

motion cannot be solved analytically “by hand” anymore. Instead, they are solved nu-

merically with the help of high performance computers. To achieve this, the so called

Velocity Verlet algorithm is an established method that calculates the positions r and

velocities _r based on the following scheme [18, 36, 37]:

r(t + �t) = r(t) + �t _r(t) +
1
2

�t 2•r(t)

_r(t + �t) = _r(t +
1
2

�t) +
1
2

�t •r(t + �t)

with

_r(t +
1
2

�t) = _r(t) +
1
2

�t •r(t)

where •r is the acceleration and •r(t+�t) is calculated from the potential energy V (see

Equations 2.1). A necessary and important assumption is that for a small time step

size �t the particle interactions are approximately constant and �t needs to be chosen

such that the system's fastest movements can be captured. For the herein simulated

full-atomistic molecules it is the vibration of the hydrogen atoms [18]. This vibration

has a wavenumber of ~v = 4161:17 cm�1 [38], corresponding to a vibrational frequency

of v = 1:25�1014 s�1 . Thus, commonly used time steps in such simulations are 1 or 2 fs

(1 fs = 10�15 s). The Velocity Verlet algorithm is easy to implement, memory ef�cient,

numerically stable and has rounding errors of the order of (�t) 4 [18]. An alternative

to the Velocity Verlet algorithm is the very similar Leap-Frog algorithm. The main

difference is that velocities are not calculated for time steps t, but for intermediate

steps t � 1
2 �t, leading to positions and velocities for alternating frames of the trajectory

[18, 36].
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2.2.1 Calculating Properties from MD

In the following section, the calculation of material and substance properties are out-

lined. Note that this is not a complete list of derivations for all possible properties, but

a selection of the most relevant properties for this work.

Relative Conformational Energies (RCEs)

A conformer or conformation is the stable structural arrangement of a molecule's

atoms determined by rotations around single bonds [39] (see Figure 2.1). The RCE

complies to the difference in energies of the ith conformer (E i ) compared to that of

the lowest energy structure (Emin ):

�E rel(i) = E i � E min := RCE i (2.2)

(a) Conformer 1 (b) Conformer 2

Figure 2.1: Exemplary illustration of different conformers. Both Sub�gures 2.1a and
2.1b show the same molecule, but with different structural arrangements.

Herein, the total structural energies of the conformers Ei are calculated by determin-

ing the potential energy of one molecule's equilibrated structure using GROMACS

[40]. Subsequently, they are then used to calculate the RCE (see Equation 2.2). The

individual molecule's structural energies are composed of the energies corresponding

to bond stretching Vbond , angle bending Vangle, torsions V torsion , van der Waals (VDW)

interactions, approximated for example by the Lennard-Jones (LJ) potential VLJ , and

electrostatic interactions, modelled using the Coulomb potential Vcoulomb [19, 20]:

Ei = V bond + V angle + V torsion + V LJ + V coulomb (2.3)

Note, that the functional forms of the energy's components in Equation 2.3 are pre-

sented in the Appendix, in Chapter XIII.1.
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Density

The density of a substance is a description of how much mass a substance of a certain

volume has. In a MD trajectory there are multiple states of the system corresponding

to different time steps. Thus, referring to the density � means the ensemble average

of the density, i.e. the average over all time steps h � i. Densities for this work are

calculated using GROMACS evaluating the following function [18, 40]:

� = h � i =
m

h V i

where m is the mass of all molecules and h V i the time-average of the simulation

box' volume. Note that in all systems simulated in this work, the number of particles is

constant for their entire trajectory. Hence, the system's mass is constant and equals

the ensemble average of the mass: m = h m i.

Surface Tension

The surface tension is a property that makes the surface of a �uid behave like it was

covered by a thin elastic layer separating different phases from one another. Surface

tensions 
 for this work are calculated with GROMACS using the following formula

[40]:


(t) =
L z

n

�
Pzz(t) �

Pxx (t) + P yy(t)
2

�

where L z is the height of the simulation box, n is the amount of surfaces, and Pxx (t),

Pyy(t) and P zz(t) are the diagonal elements of the pressure tensor.

Viscosity

The viscosity of a �uid is its internal resistance to �ow, also called “thickness”. A

substances with low viscosity �ows easily (e.g. water), while a high viscosity �uid

�ows slowly (e.g. honey). Within MD simulations, it can be calculated from the tra-

jectory using the Green-Kubo formula [18]. Viscosities � for this work are calculated

with GROMACS using the Einstein relation [40], that is obtained by reformulating the

Green-Kubo formula [41]:

� = lim
t!1

1
2

V
kBT

d
dt

* � Z t0+t

t0

Pxz (t 0)dt 0

� 2
+

where V is the system's volume, kB the Boltzmann's constant, T the temperature and

Pxz an off-diagonal element of the pressure tensor. Note that the viscosity in this

work refers to the shear viscosity and not to the bulk viscosity (or second viscosity)

describing a �uid's resistance to volumetric changes [42].
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2.3 Force Fields (FFs)

The term “force �eld”, in the context of MD simulations, refers to the combination

of the potentials and the FFPARs that are parameterized for a certain substance,

class of molecules or chemical environment. Usually, FFs consist of two types of

potentials: There are (a) the intramolecular portions, describing the interactions of

chemically bonded particles, and (b) the intermo- lecular contributions, describing the

interactions between particles that are not chemically bonded. A general and often

used form to compose and describe a FF is [19, 35]:

V tot = V intra + V inter =
�
Vbond + V angle + V torsion

�
+

�
VLJ + V coulomb

�
; (2.4)

where Vbond accounts for bond stretching between two bonded atoms, referred to as

“1–2 interaction”, changes of the angle that is formed by three consecutively bonded

atoms (i.e. a “1–3 interaction”) is described by Vangle, and torsions around the central

bond of four consecutively bonded atoms (i.e. a “1–4 interaction”) is modeled by

V torsion . In Figure 2.2, the individual interactions of the FF are depicted, and their

functional forms (see Equation 2.4) are presented in the Appendix, in Chapter XIII.1.

Figure 2.2: Different types of interactions in MD simulations. The intramolecular in-
teractions are a) bond stretching, b) angle bending, and c) torsions. The
intermolecular, 1–4 and higher interactions in d) are modeled using VDW
and electrostatic interactions.
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Intermolecular interactions are described by the LJ potential VLJ and, when there are

electrostatic contributions, the Coulomb potential Vcoulomb . In many FFs, 1–4 interac-

tion and above (i.e. 1–5, 1–6, ... interactions) are treated as (partially) intermolecular

interactions [40]. This means that in MD simulations intermolecular interactions occur

between atoms within the same molecule, when there are at least two additional con-

secutively bonded atoms between them (i.e. when their interaction corresponds to a

1–4 interaction or higher).

For bond stretching (Vbond) and angle bending (Vangle) interactions usually har-

monic potentials used, while the rotational torsions are described by a periodic poten-

tial V torsion [19]. For VDW interactions, which are a combination of long range attractive

(i.e. London dispersion) and short range repulsive (i.e. Pauli repulsion) energies, the

simplest functional form is the “12-6” LJ potential VLJ [20]:

VLJ (r) = 4" �
� � �

r

� 12
�

� �
r

� 6
�

(2.5)

where r is the distance between the two particles, � is their equilibrium distance,

where the overall energy switches from attractive to repulsive (i.e. from negative to

positive, respectively), and �" is the depth of the potential's minimum (see Figure

2.3), i.e. it determines how strong the attractive force can be.

Figure 2.3: Exemplary 12-6 LJ potential (blue) and the characteristic LJ parameters
� (magenta) and " (green).
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The parameters � and ", without further clari�cation, correspond to homogeneous

particle interactions, e.g. a carbon-carbon interaction. Thus, speaking of carbon's

parameters � C and "C refers to parameters modeling carbon-carbon interactions (i.e.

� CC and "CC ). For heterogeneous interactions, e.g. carbon-hydrogen interactions (i.e.

� CH and "CH ) the following combining rules are used [40, 43, 44]:

� AB = � AA +� BB
2 ; "AB =

p
"AA "BB

Using an exponent of 6 for the term describing the attractive London dispersion part is

derived from its physical background. It originates from quantum physically correlated

electron movements creating so called “induced dipole - induced dipole” interactions,

resulting in an attractive force between atoms, even when they are non-polar [20, 45].

Using an exponent of 12 for the repulsive part has historical and numerical reasons.

It has been shown that using an exponent of 10 yields, for example, 2 % better results

compared to an exponent of 12 [46], but is computationally more expensive since for

the 12-part the 6-part can simply be squared [19].

From electronic structure theory it is known that the repulsion can be attributed to

overlapping electronic wave functions, and falls off approximately exponentially with

respect to the distance. There is an “exponential-R�6 ” potential (known as Bucking-

ham or Hill potential VBuck , see Equation 2.6) and the Morse potential (VMorse, see

Equation 2.7), that are alternatives for the “12-6” LJ potential [19]:

VBuck (r) = Ae �B � r �
C
r 6

; (2.6)

where A, B and C are constants that need to be determined for the speci�c use-case.

VMorse(r) = D [1 � e � � r ] ; (2.7)

where D is the dissociation energy and � is related to the force constant k with � =
p

k=2D [19]. However, as already stated by ALLEN AND TILDESLEY in their shortlist

of desirable qualities for MD simulations [18]:

“It should be fast, and require little memory.”

- and -

“It should be simple in form and easy to program.”

the VDW interaction are usually approximated using the “12-6” LJ potential. Further-

more, the Buckingham potential (see Equation 2.6) does not reproduce the energies

for very small distances well, since after a certain tipping point it tends to �1 (instead

of 1) [19].
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Another noteworthy simpli�cation, that is adopted for many FFs, is that its individ-

ual contributions (see Equation 2.5) are considered independently, without so called

“cross-term interactions”. For example, when in reality bending an angle � ABC , the

bond lengths rAB and rBC are slightly stretched or compressed [19, 20]. However,

due to computational ef�ciency, those cross-terms often are neglected.

2.3.1 State-Of-The-Art Force Fields

There are various, highly specialized FFs available to the community and each excels

in a different �eld of application. There are, for example, the AMBER FFs targeting

biopolymers [47, 48]. They are balanced in terms of accuracy and speed, have been

incrementally re�ned over the past decades, but have low accuracy for partial atomic

charges (PACs) and rotamer preferences in some side chains [49]. Another well-

established FF that mainly focuses on proteins, nucleic acids and lipids is CHARMM

[50]. The CHARMM FF's general range of application is similar to the application

of the AMBER FFs and differs, for example, in their parameterization strategies e.g.

for PACs [51, 52] or how the transition from intra- to intermolecular interactions is

handled in detail (i.e. the change from bonded to non-bonded particle-particle inter-

actions). For small or drug-like molecules, there is the OPLS FF, that also has a good

balance between speed and accuracy and gets iteratively improved but shows limi-

tations in transferability and predicting binding af�nities [53–55]. Comparatively new

but fast developing are the OpenFF/SMIRNOFF FFs, that also target small, drug-like

molecules. They come with built-in automatized parameterization but showed weak

performances for certain molecular structures and some condensed phase systems,

e.g. for �nding the temperature of maximum density of liquid water [24, 56]. All of

the aforementioned FFs have in common that they are full atomistic and have �xed

PACs. When the PACs are not �xed, a FF is called “polarizable” which leads to a

more accurate modeling of electrostatics. Examples are the CHARMM-Drude [57,

58] and the AMOEBA FFs [59, 60]. However, their increased accuracy for electro-

static interactions entails higher computational costs and requires additional effort for

their more complex parameterizations.

When shifting from drug-like molecules or small proteins and ligands to larger sys-

tems, a full atomistic resolution can become computationally not feasible. This can,

for example, be necessary when the desired properties are relevant on a length scale

of 10�6 to 10�3 m, while full atomistic MD models have the length scale of a typical

bond length of around 10�10 m. In that case, a so-called “coarse-grained” FF is more
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suitable, where groups of particles are combined into new beads [35, 61]. This locally

reduces the degrees of freedom but allows to increase the system's spacial dimension

and larger time steps. All previously mentioned FFs use harmonic or periodic inter-

action potentials for bonded interactions and they are not capable of modeling bond

breaking or formation. An example for a FF developed for applications like combus-

tion or catalysis is ReaxFF [62, 63], that also comes with higher computational costs

and more complex FFPARs compared to other approaches.

2.4 Force-Field Parameter Optimization

The overview of commonly used state-of-the-art FFs (see Chapter 2.3.1) shows that

there are many different and specialized FFs for a broad range of applications. Com-

pared to the real (bio-)chemical system, the FF-based approximations of molecu-

lar dynamics require many simpli�cations to bring the computational demands within

practical limits. Therefore, FFs and their FFPARs are not universally applicable and

are only valid for speci�c conditions [18]. Thus, for almost every newly modeled sub-

stance, system, chemical environment or boundary condition a new or re�ned set of

FFPARs is required [23]. This procedure is referred to as force-�eld parameter opti-

mization.

The FFPAR optimizations performed for this work are based on a work�ow, which is

derived from Gradient-based Optimization Work�ow (GROW) [64–66] and is further

developed during the course of this dissertation. For all publications (see Chapters

3-5) and the application for 1-bromobutane and 2-bromobutane (see Chapter 6) this

algorithm and the enhanced work�ow is used. The algorithm's basic concept is pre-

sented in this chapter, while the development and speci�c enhancements with respect

to the original version [64] are addressed in the respective publications in Chapters

3-5.

2.4.1 Optimization Problem

FFPAR optimization refers to the �tting and �ne-tuning of FFPARs such that certain

optimization targets (i.e. target properties) are well reproduced in MM and MD sim-

ulations. How well a given set of FFPARs x performs is usually determined by “com-

paring” the simulation results f sim(x) to the target values f target . The less their differ-

ence, the better the FFPARs, thus, an ideal set of FFPARs yields f sim(x) = f target (i.e.

F(x) = f sim (x) � f target = 0). The function F(x) often is referred to as error function

or loss function. However, obtaining perfect FFPARs is very unlikely. Due to the as-
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sumptions and simpli�cations inherent to the FF-based methods (see Chapter 2.3), a

perfect solution does not exist. Thus, instead of the root-�nding problem F(x) = 0,

the optimization problem is formulated as a minimization problem: F(x) ! min.

2.4.2 Gradient-based Optimization Algorithm

The optimization algorithm's concept is to minimize a value y of a given unknown

function F(x) = y by �nding an x opt : F (x opt ) ! min. To �nd this x opt , the algo-

rithm needs an initial vector x init (i.e. the starting point) and approximates the slope

d
�
F (x)

�
at the current position (i.e. d

�
F (x init )

�
for the starting vector) by partially dif-

ferentiating F(x) with respect to the elements of x = (x 1; x2; : : : ; xn) (see Equation

2.8). Figure 2.4 illustrates this iterative minimization work�ow conceptually.

Figure 2.4: Conceptual illustration of the gradient-based minimization procedure.
Given a starting point x init the algorithm follows the steepest descent and
evaluates the descent at the new position x1. This is iteratively repeated
until xopt is found.

d
�
F (x)

�
=

0

B
B
B
B
B
B
B
B
B
B
B
@

@F (x)
@x1

@F (x)
@x2

: : :

@F (x)
@xn

1

C
C
C
C
C
C
C
C
C
C
C
A

; (2.8)

with
@F(x)

@xi
=

@F(x1; : : : ; xi ; : : : ; xn) � F (x 1; : : : ; xi + h; : : : ; x n)
h

;
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where i = 1; : : : ; n and h is a small value to approximate the partial derivative with the

difference quotient [67]. The vector �d
�
F (x)

�
points in the direction of the steepest

descent suggesting the direction of adaptation for x to minimize F(x). This procedure

is iteratively repeated until F(x) � k, where k is a user-de�ned tolerance.

Step Length Control

When the vector containing the partial derivatives d
�
F (x)

�
is known, e.g. for x = x 1,

the next step is to determine “how far” or “how much” x1 needs to be adapted in the

direction of the steepest descent, so that F(x 2) < F (x 1) (see Figure 2.5). For this

purpose, �rst, d(F (x)) is scaled such that its Euclidean norm (i.e. its “length” [68])

is
�
�
�
�d

�
F (x)

�
scaled

�
�
�
� = a 1 (see Equation 2.9), where a1 is an user-de�ned initial step

length.
�
�
�
�d

�
F (x)

�
scaled

�
�
�
� =

a1�
�
�
�d

�
F (x)

� �
�
�
� � d

�
F (x)

�
; (2.9)

with
�
�
�
�d

�
F (x)

� �
�
�
� =

s �
@F(x)

@x1

� 2

+
�

@F(x)
@x2

� 2

+ : : : +
�

@F(x)
@xn

� 2

:

Then, F(x a;1) with x a;1 = x 1 + a1 is evaluated. If F(x a;1) < F (x 1), the step size a1

is accepted and x1 is updated to x2 = x a;1. Otherwise, the step length is reduced to

a2 = � � a 1, with � 2 (0; 1) (here: � = 0:5), followed by the evaluation of F(x a;2) with

xa;2 = x 1 + a2. This scheme is repeated until F(x a;n) < F (x 1), with an user-de�ned

maximum value of n, and is referred to as Armijo step length control [69, 70].

Figure 2.5: Conceptual illustration of a simple Armijo step length control. The �rst
step length a1 results in f (x a;1) > f (x 1) and it is halved to a2, yielding
f (x a;2) < f (x 1). Thus, xa;2 is accepted as as the updated x for the next
optimization iteration.
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2.4.3 State-Of-The-Art Optimization Work�ows

The advances in computational power, availability and quality of data and the develop-

ment of the methodologies bring an increased accessibility of molecules and systems,

going along with the need of FFPAR optimizations. If this is done manually, a well-

grounded amount of chemical knowledge is required because the parameters need

to be adapted and chosen such that speci�c optimization objectives or targets are

matched. Furthermore, when there are multiple optimization targets, their responses

to changes in the FFPARs is often not trivial, non-linear and can be coupled. Thus,

FFPARs optimizations done “by hand” are very tedious and prone to error, especially

with the increasing amount of available high quality data for all sorts molecular prop-

erties.

To address this issue, automatized optimization work�ows are developed (see Ta-

ble 2.1), enabling a systematic search for improved FFPARs based on mathematical

optimization algorithms.

Most of those optimization toolkits target small, drug-like or biomolecules and are

intended for a speci�c FF-family (i.e. AMBER, CHARMM, OPLS, OpenFF, ..). Their

level of automatization varies from fully automatized (e.g. ForceBalance or Bespoke-

Fit) to semi-automatized where some steps require user input or decisions (e.g. ffTK

or Param�t). Most of the work�ows are designed to use target data from a speci�c

property domain (i.e. thermodynamic or QM data) and none of them are speci�cally

developed to provide changeable optimization algorithms or objective functions that

are optimized.
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Table 2.1: Comparison of molecular force �eld parameterization tools
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2.5 Capabilities and Limitations of Molecular Modeling

The assumptions made during molecular modeling for MM and MD simulations lead

to a model that is a highly simpli�ed reproduction of reality. At a scale where quantum

effects already play a role, their dynamics are approximated using classical mechan-

ics. Thus, with classical MD, e.g. bond breaking and formation [22] or tunneling and

proton delocalization [21], can not be taken into account and are implicitly addressed

by FFPAR parameterizations. The used FFs are only valid for a speci�c chemical envi-

ronment (e.g. pressure or temperature) and there is no available FF that is capable of

reproducing all physical properties of a substance for every boundary condition [18].

Modeling a substance using simpli�ed potentials leads to a vast amount of highly spe-

cialized force �elds with different areas of validity. Since the FFs need to compensate

the aforementioned quantum effects, FFPARs often lose their physical interpretabil-

ity [35] and need to be veri�ed against experimental target data [20]. Despite those

limitations, MM and MD simulations have valuable advantages. They provide insight

into the system's dynamics at an atomistic level of detail and allow the calculation of

many physical properties that are sometimes inaccessible or dif�cult to obtain in lab

experiments [18, 73]. One can have pure, unpolluted systems and study the in�uence

of – or on – isolated molecules in a highly reproducible and numerically stable man-

ner [18, 74, 75]. In practice, MD simulations often complement lab experiments by

either helping to test hypotheses for explaining unexpected phenomena or provide a

preselection of candidates for a promising new compound in a certain reaction, which

is then validated in the lab [18]. Those coupled work�ows highly bene�t from the fact

that a lot of different, possibly toxic or very expensive substances can be considered,

before physically acquiring them in the real world.
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2.6 Machine Learning Surrogate Models

In literature, slightly varying de�nitions for machine-learning (ML) can be found. Some,

for example, state that it concerns algorithms enabling computer programs to improve

through experience and important key features here are that (a) there are de�ned

tasks that the program executes, (b) ways to measure the program's performance,

and (c) experience (i.e. data) that is used to improve the performance for the de�ned

task(s) [76]. Another de�nition describes ML as a way to automatically detect patterns

in data converted into expertise or knowledge [77, 78].

The similarity between the de�nitions, however, is the aim that based on existing,

�nite data predictions for non-existing events or not yet explored regions of the feature

space can be made. Thereby, the feature space links predictors or features (i.e. the

input) to responses (i.e. the output) [79]. For example, a certain set of FFPARs x

is connected to a speci�c property value y, where this value is the result of a MD

simulation that is performed using x (i.e. y(x)). In that example, the FFPARs are the

features that are connected to the speci�c response in the form of a simulation result.

Their advantage is that once they have been trained their evaluation can be very fast,

which is utilized in the herein developed optimization work�ow to reduce its runtime.

This Section provides an overview of ML algorithms that are used in this work. The

selection is based on their intended use-case to substitute MD simulations during the

optimization process and does not represent a complete review of all possibly suit-

able algorithms or even the entire �eld of ML. The following algorithms have different

strengths and limitations and even though only neural networks (NNs) are eventually

used in this work's optimization work�ow, they might not be suitable for any optimiza-

tion problem. In that case, using a different ML algorithm is suggested and one of the

other presented methods might be eligible. Furthermore, the criteria to compare ML

algorithms and choose the most suitable are presented.

Linear Regression

Linear regression (LR) is considered to be a “simple” regression technique [80]. The

regression model connects – in the simplest case – one predictor x i (i.e. an input

or feature) to a response yi (i.e. the output) in a linear manner. This means that

none of the parameters � appear as exponents or are divided or multiplied by other

parameters. Additionally, the predictor appears only in the �rst power (see Equation

2.10) [80].

yi = � 0 + � 1x i ; (2.10)

20



where i = 1; : : : ; n for a set of training data containing n elements. Figure 2.6 shows

an example LR model for some given training data.

Figure 2.6: Example for a LR model (blue graph) as an approximation for the training
data (black crosses). The orange lines represent the difference between
the training data and the regression model.

The orange lines indicate the difference di = abs(yt;i � y i ) between the regression

model's response yi and the corresponding training data's actual y-values yt;i . The

task during the model training is to �nd � 0; � 1 : dtotal =
P n

i=1 di ! min, i.e. to

choose the coef�cients � 0; � 1 such that the total quadratic residuum dtotal is minimal

[81]. The minimization problem dtotal ! min can be written as a function of the

parameters � 0; � 1:

F(� 0; � 1) =
nX

i=1

�
yt;i � (� 0 + � 1x i )

� 2
! min ;

and �nd � 0 and � 1 by differentiating F with respect to the parameters, set the deriva-

tives equal to 0 and solve [81]:

@F(�0; � 1)
@�0

= 0 ;
@F(�0; � 1)

@�1
= 0 :

This procedure is referred to as method of least squares (LS). When there are p
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predictors, instead of one, the regression model is adapted accordingly [80, 82]:

yi = � 0 + � 1x1;i + : : : + � pxp;i ;

increasing the number of parameters � to p + 1 and also increasing the size of the

minimization problem F(� 0; : : : ; � p) ! min.

An advantage of LR is that the model is trained very quickly, even for large p. It is

easy to implement, but there are also ready-to-use software packages and libraries,

for example Scikit-Learn [83] that is used for this work. Disadvantages are that nonlin-

ear relations between predictors and responses are not covered well by the regression

models, making their predictions less accurate [82]. Furthermore, it is sensitive to out-

liers. An element of the training data that is far off the rest of the data can in�uence

the model noticeably because its large distance gets squared during the LS method,

arti�cially amplifying its contribution [84].

Polynomial Regression

Polynomial regression (PR) is similar to the previously presented LR and can be seen

as an extension of it. To the �rst order terms of the LR, polynomials of higher degrees

are added to the regression model [79, 80]:

yi = � 0 + � 1x i + � 2x2
i + : : : + � dxd

i ; (2.11)

where x i is the i-th predictor, y i the corresponding response, � 1; � 2; : : : ; � d are coef-

�cients that de�ne the model's shape and d = 1 : : : n is the polynomial degree. The

parameters in Equation 2.11 often are denoted as [81]:

yi = � 0 + � 1x i + � 11x2
i + � 111x3

i + : : :

This makes it easier to keep track of the parameters � when more predictors are

added to the model, for example for a second order model (i.e. d = 1, 2) with two

predictors x i;1 ; x i;2 [80]:

yi = � 0 + � 1x i;1 + � 2x i;2 + � 11x2
i;1 + � 22x2

i;2 + � 12x i;1 x i;2 (2.12)

Equation 2.12 contains the predictors x i;1 and x i;2 separately in the polynomial ele-

ments up to a order of d = 2 and a cross-product (i.e. � 12x i;1 x i;2 ) that accounts for

interaction effects between x i;1 and x i;2 [80]. An example model based on Equation

2.12 is shown in Figure 2.7.
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Figure 2.7: Example for a PR model (blue graph) as an approximation for the training
data (black crosses). It is a second order model for two predictors x1 and
x2

The model's coef�cients � can be determined using the LS method [85] – the same

methodology that is used for the determination of the LR's parameters.

The advantages of PR is that the model is also trained quickly and is rather easy to

implement. For this work, the Python library Scikit-Learn [83] is used. In contrast to

LR, PR is able to cover nonlinear relations between predictors and responses. Due to

the LS minimization it is also sensitive to outliers [84]. Additionally, it is prone to under-

(see Figure 2.8a) or over�tting (see Figure 2.8b), for example, when the polynomial

degree is too low or too large, respectively, and affects the model's ability to inter- or

extrapolate the training data.
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(a) Under�tting (b) Over�tting

Figure 2.8: In (a) an example for under�tting is shown, while in (b) over�tting is out-
lined. Under�tting occurs if the regression model's degree of freedom is
too low and it is not able to capture the underlying data's landscape. If
the degree of freedom is too large, the training data (i.e. the sampling
points) are matched very well but the errors for inter- or extrapolating (or-
ange lines) can be very large.

Random Forest Regression

Random forest regression (RFR) is a method where many decision trees are com-

bined and averaged [86], which reduces the variance of the responses [79]. Decision

trees can be used for classi�cation and regression and their concept is that a data set

is split based on various criteria [87]. In Figure 2.9, the basic scheme is depicted. For

example, in the �rst node (i.e. the top blue circle) let X = fx 1; : : : ; xng be a data set

with n = 17262 elements. Based on a criterion, e.g. “is an element's color green”, X is

split into the disjoint subsets X2 and X3 (i.e. X2 \ X 3 = ; and X 2 [ X 3 = X), where

the subset X2 contains all “green elements” and all “not green elements” are in the

subset X3. This is repeated until no further splits are made. Subsets that are not split

are drawn as squares (i.e. terminal nodes or terminal subsets), while non-terminal

subsets are pictured as circles. Note that the criteria for the splits on the same hierar-

chic level (e.g. “split 2” and “split 3”) can differ and that a splitting criterion can occur

repeatedly within a single decision tree [87].
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Figure 2.9: Example for a decision tree. The data set X gets split into the subsets X 2

and X3 based on the split criterion “split 1”. Than, X2 and X3 are split into
X4; X5; X6; X7, and so on. Subsets that are not split further are called
terminal subsets and their corresponding terminal nodes are depicted as
squares (e.g. for X4).

The task during the model training is to “grow a regression tree”, i.e. to �nd splits

that minimize the sum of the squared residuals within the resulting subsets. This is

done by splitting X into m subsets R1; R2; : : : ; Rm and every subset's response is

approximated by a constant cm , which is the average response of that subset. To �nd

the binary partition of X, the subsets R are combined such that X 2(j; s) = fR j j j � sg

and X3(j; s) = fR j j j > sg searching for j and s that minimizes the sum of the

squared residuals [79]:

X

i2X 2

�
yi � c X 2

� 2
+

X

i2X 3

�
yi � c X 3

� 2
;

where yi is the original response in X and cX 2 ; cX 3 the approximated responses of X2

and X3. When the best j and s are found by scanning through all of their combina-

tions, the data is split into the two resulting partitions and the process is repeated for

the subsets [79].

To use a grown tree (i.e. trained model) as a predictor, a new observation is passed

down the tree according to the splitting criteria. As soon as a terminal node is reached,

the corresponding average response of the training samples is the prediction for that

observation and in RFR the responses of many of those decision trees are averaged.
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To obtain different decision trees based on a single training data set X bootstrapping

can be used [86, 88]. For bootstrapping multiple bootstrap sets B are created by

drawing with replacement from the original data set X = f(x 1; y1); : : : ; (xn ; yn )g,

with n = 1, ..., N. The bootstrap sets B i = f(x i;1 ; yi;1 ); : : : ; (x i;n ; yi;n )g have the same

size as X [79] and are used to grow i different decision trees [86] that can then be

used for RFR.

Advantages of Random Forests are their good overall accuracy for predictions and

robustness to over�tting [86]. Due to bootstrapping, outliers in the training data have

less impact on the trained model. However, they are more complex compared to LR

and PR and can require more computational power or more resources for the model's

training. They are probably harder to implement, but there are ready-to-use software

packages and libraries available. For the RFRs in this work, the Python library Scikit-

Learn [83] is used.

Gaussian Process Regression

A Gaussian Process (GP) can be interpreted as a collection of joint Gaussian func-

tions f =
�
f 1; : : : ; f N

�
[89]. This means that the result of evaluating those functions

f 1(x); : : : ; f N(x) for a given �nite input x = (x 1; x2; : : : ; xn) follows a Gaussian

distribution. A GP is de�ned by its mean function m(x), which is an average over

all functions f , and a covariance function K(x; x 0) � 0 [89]. The covariance function

– also called kernel – describes the relation between two inputs x and x 0 [90] and

how similar the outputs should be. A selection of commonly used kernels and their

properties can be found in MURPHY [89] or RASMUSSEN AND WILLIAMS [90]. It can

be interpreted as a description of function types for f and controls the smoothness

of the predicted underlying function, if there are any patterns like periodicity or how

quickly this function can change. Thus, a basic understanding of the training data's

“shape”, which is used for the model training, helps to choose a suitable kernel for

each speci�c problem. A GP f GP is denoted as [89, 90]:

fGP � GP
�
m(x); K(x; x 0)

�

For Gaussian Process regression (GPR), the likelihood of the functions f 1; : : : ; f N

is based and updated on the training data D = f(x 1; y1); : : : ; (x n; yn)g [89, 90].

Conceptually, this means that the functions are adapted and weighted such that

fGP (x1) = y 1; : : : ; fGP (xn) = y n, while maintaining the joint Gaussian distribution

(see Figures 2.10a and 2.10b).
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(a) prior (b) posterior

Figure 2.10: Example of a GPR. (a) shows the mean function (orange) and �ve sam-
ples from the Gaussian distributed functions (black) before any obser-
vations are known to the GP, also called prior. The blue area marks
the range of the double standard deviation for any m(x). In (b) training
data is added to the GP and the prior is updated to the posterior. The
mean m(x) and distribution of functions is adapted accordingly. Since
the values of the training data's elements are known, the variance for
f (x) become less the closer x is to one of them.

By adding training data to the GPR, the mean function gets closer and closer to the

underlying function that describes the feature space and eventually be used to make

predictions for unknown samples x � =2 D. Note that this underlying function can be

hypothetical (i.e. non-existent) and often is unknown.

Advantages of GPR are that it is based on probabilistic predictions that comes

with an uncertainty estimation [90] and can already perform well when only a smaller

training data set is available [89]. There are many different kernels [89, 90] that can

be used with GPs allowing them to capture nonlinear and complex relations between

input and output data. However, the model's performance strongly depends on the

kernel and a suitable choice can be challenging, especially when the structure of the

training data is unknown. Furthermore, GP can become computationally expensive

for larger sets of training data, since it scales cubically [89, 90]. The GP models used

in this work are trained with Scikit-Learn [83].

Neural Network Regression

The general term neural network (NN), often referred to as deep learning, includes

a variety of different methodologies. There are, for example, convolutional neural

networks (CNNs) that are used for image or video recognition or recurrent neural net-

works (RNNs) for language modeling [91]. An overview of commonly used methods

is given by LECUN ET. AL. [92] and a detailed explanation is provided by MURPHY
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[91]. The NNs used in this work are feed-forward neural networks (FNNs), which are

suitable for regression tasks [93]. The most simple is a single layer FNN (see Figure

2.11) where n input parameters x1; : : : ; xn (visualized by the blue input neurons) get

propagated to the output neuron (orange).

Figure 2.11: Example for a single layer neural network with n input parameters (blue
neurons) and one output (orange neuron). The information of the input
neurons get propagated to the output neuron in a weighted manner.

The output f(x) is the weighted sum of the input vector x = (x 1; : : : ; xn), with the

weights ! i , i = 1; : : : ; n and a so-called bias [93]:

f(x) := b +
nX

i=1

! i � x i : (2.13)

The composition of the weights, the bias and the information about the amount of

neurons and layers (i.e. the NN's architecture) is the trained FNN model. The model

training is the determination of the model's parameters p = (! 1; : : : ; ! n; b) that min-

imize a loss function based on the training data [93]. A commonly used method to

train a FNN is the so-called backpropagation. It conceptually works by passing the

input x through the network's layers and comparing the output to the training data's

values using a loss function. Then, the gradient for the loss function with respect to

the output is calculated (i.e. how the output affects the loss function) and by the use

of the chain rule, the output's in�uence on the loss function is propagated backwards

to each of the neuron's weights. The weights then get adjusted such that the loss
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function is reduced [93].

Often, FNNs contain one or more hidden layers in addition to the input and output

layer (see Figure 2.12). For every neuron in the hidden layers hk , k = 1, ..., m the infor-

mation is passed through the NN according to Equation 2.13. Afterwards, a so-called

activation function is applied to the weighted sum [93]. The activation functions are

often non-linear functions and account for non-linear and complex relations between

the input and output data. An overview of popular activation functions can be found in

Murphy [89].

Figure 2.12: Example of a fully connected multi layer FNN. In addition to the input
(blue) and output (orange) layers, there is a hidden layer (purple) to which
the input x is propagated �rst, before it is sent to the output neuron. For
every neuron, either in the input layer or in the hidden layer, there is a
weighting factor !.

Note, that a FNN in general can have any number of hidden layers and every layer, in-

cluding the input and output layers, can have any number of neurons. For increasingly

large architectures (i.e. number of layers in combination with number of neurons), the

amount of weighting factors quickly increases, which can lead to over�tting and high

computational demands for the model training. To encounter this problem, regulariza-

tion can be used, where the neurons are not fully connected to one another. However,

this is beyond the scope of this work and a detailed explanation of regularization is

provided by BOHN ET. AL. [93].
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Due to the �exible structure of layers and neurons, each connected with different

weighting factors, in combination with various activation functions, FNN is a versatile

method that is capable of modeling complex and non-linear relations in data. However,

the challenge is to �nd a suitable architecture that can be parameterized with afford-

able computational effort. Furthermore, for the model training a suf�ciently large set

of training data is required, which may not always be available [78, 94]. The FNNs

used in this work for the neural network regression (NNR) are created and trained

using the PyTorch framework [95, 96].

2.6.1 Quantifying a Model's Performance

Once an algorithm is used on the training data, a ML model is created (i.e. trained),

which is then used as a predictor during the FFPAR optimizations. The intention is

to substitute the MD simulations that are performed to calculate the direction of the

steepest descent or the step length (see Chapter 2.4.2).

The decision if a model is suitable to be a substitute for the respective MD simula-

tions is based on its performance quanti�ed by the mean absolute percentage error

(MAPE) (see Equation 2.14) and the coeffcient of determination (R2) (see Equation

2.15) of the model's predictions with respect to the dataset's target values. For the

calculation of both quantities in this work Scikit-learn [83] is used.

MAPE is a measure to describe the difference between a target value yt , e.g. from

the training data, and its prediction yp. It is unit-free, enabling the comparison between

data sets, but has the disadvantage that it is unde�ned if y t = 0 and becomes very

large when yt ! 0 [97].

MAPE =
1
n

�
nX

i=1

abs

 
yt;i � y p;i

yt;i

!

� 100 (2.14)

In Equation 2.14, abs(�) denotes the absolute value of its argument � .

R2 is a measure that quanti�es the linear association between two quantities, for

example yt and yp [80]:

R2 = 1 �

P n
i=1

�
yt;i � y p;i

� 2

P n
i=1

�
yt;i � yp

� 2 ; (2.15)

where yp is the mean of the predictions and 0 � R 2 � 1. The closer R 2 is to 1, the
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more linearly associated are yt and yp. However, in practice R2 = 1 (or R2 = 0) is

very unlikely [80].

In order to limit the uncertainties introduced during the optimization the MAPE

should be as low as possible. Ideally, it is less or equal to the uncertainties of the

MD simulations that are substituted by the surrogate model, since than no additional

error is added. However, this might not always be possible and the magnitude of

the MD simulation's uncertainties depends on the simulated system and properties.

Thus, for the MAPE there is no threshold value – except from 0, which is very unlikely

to obtain – for which a surrogate model can always be considered suitable and their

performance needs to be assessed for every application individually.

Concerning the coeffcient of determination an R2 ! 1 means that the predictions

yp account for more variation in the training data yt , i.e. yp is able to reproduce the

structures or patterns in yt . Similar to the MAPE there is no clear separation for

suitable and unsuitable R2 values. A combined low MAPE and R2 ! 1, correspond

to predictions that (a) are very similar to the training and testing data and (b) follow

the training data's trend(s) suggesting that the associated model exhibits a good pre-

dictability. However, for every newly trained surrogate model it needs to be checked if

it is in agreement with the requirements.
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3 Publication 1: Optimizing

Lennard-Jones parameters by

coupling single molecule and

ensemble target data

This publication contains a proof-of-concept that a diverse set of optimization targets

can lead to a meaningful set of FFPARs, even if a very limited number of thermody-

namic state points (i.e. temperatures & pressures) is used.

The approach shows that the simultaneous optimization targeting properties originat-

ing from different domains (i.e. a single and a multi-molecular property) enables the

user to extract additional information across the scales by utilizing the same set of

FFPARs and represents a new optimization strategy to expand the limits of existing

FFs.

Subject to the optimization are n-octane's LJ parameters with respect to an isolated

molecule's RCE and the liquid-phase density (293.15 K) of a molecular ensemble as

optimization targets. An additional focus is on the FFPARs' transferability to other

properties, temperatures and similar substances and to investigate the error that is

introduced to the reproduction of observables that are already covered by the FF-

PARs. This is tested by evaluating the surface tension, shear viscosity and density for

n-hexane, n-heptane, n-octane and n-nonane at 293.15 K, 315.15 K and 338.15 K.

It is shown that it is possible to expand the limits of a FF, improving its overall

accuracy at a small cost to its previously well-reproduced observables, but does not

necessarily increase the overall transferability.
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This chapter is based on the publication co-authored by a reviewer. The bibliographic

details including all co-authors are:

R. Strickstrock, M. Hülsmann, D. Reith and K. N. Kirschner. “Optimizing Lennard-

Jones parameters by coupling single molecule and ensemble target data”. In: Com-

puter Physics Communications 274 (2022), 108285, DOI: https://doi.org/10.

1016/j.cpc.2022.108285

My contribution to this article includes the conceptualization and execution of the

optimizations and simulations. The methodological development of the combined mul-

tiscale objective function was carried out entirely independently. Furthermore, the

literature review, software implementations, evaluation and discussion of the results,

preparation of the manuscript as well as the tables and �gures were conducted inde-

pendently. A complete copy of the scienti�c article is attached to this chapter. The

personal contribution is approximately 90%.

The reprint of this article is made under the following copyright:

© 2022 Elsevier B.V. All rights reserved. Elsevier is the original source; reprinted

as an author.
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4 Publication 2: Fine-Tuning Property

Domain Weighting Factors and the

Objective Function in Force-Field

Parameter Optimization

In this publication the focus is on the optimization work�ow's internal weighting fac-

tors (i.e. hyperparameters to control the work�ow's behavior). Built on the results of

the previous publication (see Chapter 3) they are tuned to improve optimization re-

sults, especially with the aim to reduce the lately introduced error for reproduction of

n-octane's liquid-phase density at 293.15 K (i.e. the property that already could accu-

rately be reproduced before multi-scale FFPARs optimization).

In multi-criterion optimization there is almost always a trade-off in terms of errors

regarding the targeted properties and the weighting factors are used to better control

the balance of the various properties' errors. Therefore, different weighting strategies

are compared to �ne-tune the balance between the liquid-phase density and RCE

using n-octane as the representative system. Furthermore, a non-linear projection of

the individual property-speci�c parts of the underlying optimized objective function is

deployed to further improve the balance. In addition, the previously mentioned trans-

ferability (see Chapter 3) is re-evaluated.

The results show that the combined error for the reproduction of properties targeted

in the optimization is reduced. Furthermore, the FFPARs' transferability to chemically

similar systems is slightly increased. An interesting outcome is the large variety in

the resulting optimized FFPARs and their corresponding errors, suggesting that the

optimization landscape is multi-modal and strongly impacted by the chosen weighting

factor setup.
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This chapter is based on the publication co-authored by a reviewer. The bibliographic

details including all co-authors are:

R. Strickstrock, A. Hagg, M. Hülsmann, K.N. Kirschner and D. Reith. “Fine-Tuning

Property Domain Weighting Factors and the Objective Function in Force-Field Pa-

rameter Optimization”. In: Journal of Molecular Graphics and Modelling 139 (2025),

109035, DOI: https://doi.org/10.1016/j.jmgm.2025.109035

My contribution to this article includes the conceptualization and execution of the

optimizations and simulations. The methodological development of the weighting fac-

tor study was carried out entirely independently. Furthermore, the literature review,

software implementations, evaluation and discussion of the results, preparation of the

manuscript as well as the tables and �gures were conducted independently. A com-

plete copy of the scienti�c article is attached to this chapter. The personal contribution

is approximately 95%.

This is an open access article distributed under the terms of the Creative Commons

CC-BY license.
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