
Faculty 4: Computer Science Institute for Web Science
and Technologies

Exploring Intersectional Fairness and Bias
Mitigation Techniques in Job

Recommendation

Master’s Thesis
in partial fulfillment of the requirements for

the degree of Master of Science (M.Sc.)
in Web and Data Science

submitted by
Resmin Hossain

First supervisor: Prof. Dr. Frank Hopfgartner
Institute for Web Science and Technologies

Second supervisor: Dr.-Ing. Stefania Zourlidou
Institute for Web Science and Technologies

Third supervisor: Dr. Tai Le Quy
Institute for Web Science and Technologies

Koblenz, March 2026





Statement

I hereby certify that this thesis has been composed by me and is based on my own
work, that I did not use any further resources than specified – in particular no
references unmentioned in the reference section – and that I did not submit this
thesis to another examination before. The paper submission is identical to the
submitted electronic version.

Yes No

I agree to have this thesis published in the library. �X �

I agree to have this thesis published on the Web. �X �

The thesis text is available under a Creative Commons
License (CC BY-SA 4.0). �X �

The source code is available under a GNU General Public
License (GPLv3). �X �

The collected data is available under a Creative Commons
License (CC BY-SA 4.0). �X �

Koblenz, 11 March 2026 Resmin Hossain
. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
(Place, Date) (Signature)

iii





Note

• If you would like us to contact you for the graduation ceremony,

please provide your personal E-mail address: hossain.pulpuli@gmail.com

• If you would like us to send you an invite to join the WeST Alumni

and Members group on LinkedIn, please provide your LinkedIn ID :
linkedin.com/in/resmin-hossain-76184312b/

v





Zusammenfassung

Mit dem zunehmenden Einsatz von Automatisierungsprozessen in allen anderen
Aufgabenbereichen sind auch Stellenempfehlungen und Einstellungen teilweise
automatisiert worden. Bei der Bewerbung nur auf Stellen, die von einem System
empfohlen werden, oder bei der Auswahl nur aus Kandidaten, die von einem
automatisierten System ausgewählt wurden, ist es von großer Bedeutung her-
auszufinden, ob die automatisierten Systeme vertrauenswürdig genug sind, um
faire Entscheidungen zu treffen. Es gibt bereits Forschungsarbeiten zur Fairness
in diesem Bereich, deren Schwerpunkt jedoch auf einem einzigen geschützten
Merkmal liegt, in den meisten Fällen dem „Geschlecht”. Daher ist es das Ziel dieser
Forschungsarbeit, einen auf Deep Learning basierenden Transformer-Algorithmus,
der für die Jobvermittlung verwendet wird, anhand eines textbasierten Lebenslauf-
Datensatzes mit mehreren demografischen Merkmalen genauer zu untersuchen,
um die Fairness des Algorithmus nicht nur in Bezug auf das Geschlecht, sondern
auch in Bezug auf andere demografische Gruppen wie ethnische Zugehörigkeit,
Altersgruppe und Erfahrungsniveau zu überprüfen. Die Fairnessbewertung wurde
anhand mehrerer Fairnessmetriken durchgeführt, darunter demografische Parität,
bedingte demografische Parität und Chancengleichheit. Für diese Studie wurden
Transformer-Modelle ausgewählt, bei denen es sich um vortrainierte Sprachmodel-
le handelt, da sie in der Lage sind, die Bedeutung und den Kontext von Wörtern in
Lebensläufen und Stellenbeschreibungen zu verstehen. Die Arbeit untersucht Bias
weiter anhand eines alternativen Ansatzes, indem sie mit einem Datensatz arbeitet,
der verschiedene geschützte Attribute enthält, und dann eine vergleichende Ana-
lyse mehrerer Methoden zur Bias-Minderung durchführt, darunter mehrschichtige
Daten-Resampling-Verfahren sowie Sensitivitätstests durch Datenmodifikation im
Vorverarbeitungsstadium des Empfehlungsprozesses. Die Untersuchung zeigt,
dass ein System, das bei der Betrachtung eines einzelnen geschützten Attributs
fair arbeitet, sogar intersektionale Ungerechtigkeiten verbergen kann und dass die
Methoden zur Verringerung von Verzerrungen keine ausgewogene Verbesserung
für jede Untergruppe gewährleisten, wenn mehrere kombinierte demografische
Gruppen betrachtet werden.
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Abstract

Along with the increased use of automation processes in every other task, job recom-
mendations as well as hiring have also become partially automated. In the process
of applying only to those jobs that are recommended by a system or choosing only
from those candidates that are selected by an automated system, it becomes highly
important to find out if the automated systems are trustworthy enough to provide
fair decisions. There has been research on fairness in this sector, where the main
focus has been on a single protected attribute, in most cases ’gender.’ That is why
the aim of this research is to delve deeper into a deep learning transformer-based al-
gorithm used for job matching with a text-based resume dataset containing several
demographic attributes to investigate the fairness of the algorithm not only for gen-
der but also for other demographic groups such as race, age group, and experience
level. The fairness evaluation has been carried out using multiple fairness metrics,
including demographic parity, conditional demographic parity, and equal opportu-
nity. The transformer models that are pretrained language models are chosen for
this study due to their ability to understand the meaning and context of words in
resumes and job descriptions. The thesis further investigates bias using an alter-
native approach by working on a dataset containing varying protected attributes
and then conducting a comparable analysis of several bias mitigation methods, in-
cluding multiple layers of data resampling, along with sensitivity testing through
data modification in the preprocessing step of the recommendation process. The re-
search reveals that a system performing fairly when considering a single protected
attribute can even hide intersectional unfairness and that the bias mitigation meth-
ods do not ensure a balanced improvement across each subgroup when considering
multiple combinational demographic groups.
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1. Introduction

This chapter introduces the thesis topic briefly, along with defining the research
objectives.

1.1. Motivation

Recommendation systems have become an integral part of our day-to-day life, be
it for entertainment, information gathering, or career building. With the increasing
use of transformers in LLM (Large Language Models), it has become the era of inte-
grating transformers in all possible problems to solve them intelligently. However,
does integrating transformers solve each problem, or does it bring newer concerns
along with it? This has been a prominent topic of research currently, specifically
focusing on the fairness of these implementations. A notable use of the recommen-
dation system is in the recruitment process to assist the applicants in finding the
appropriate job to apply for or the recruiting team in hiring the best match from
all the applications for the position. Although the aim of utilizing recommender
systems in recommending jobs or the hiring process is to achieve better recommen-
dations based on captured skills and performances, the process can unintentionally
disadvantage a certain group. In the recruitment domain, even small systematic
biases can lead to unequal access to opportunities, leading to social and economic
injustice.

Fairness in simple terms means ensuring equal treatment without considering un-
derlying factors such as the demographic attributes of the users or the popularity of
items. Fairness in the recommendation system signifies fair treatment of all items
in all user groups [40]. Meanwhile, bias is the skewness of the data set or model
towards a specific group or attribute, which can occur during data collection, sam-
pling, or result generation [54]. Unfairness can occur in a system due to the pres-
ence of several types of bias [54]. Therefore, assessing bias leads to the degree of
fairness within a system. As bias continues to emerge in machine learning models,
several bias mitigation techniques have also been developed to reduce its impact
within the user group. The goal of these bias mitigation techniques is to neutral-
ize bias or skewness in the data or algorithm and provide more equalized results.
These methods are generally divided into three categories [36], which are (1) pre-
processing methods, (2) in-processing methods, and (3) post-processing methods.
Preprocessing methods are applied to the training data to reduce bias from the data
before training the model [13, 28, 38]. Alternatively, in-processing methods modify
the model to reduce bias from the model during the training period. This process
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includes optimizing the result of the model for additional constraints that promote
fairness [14, 37, 39, 44]. However, in post-processing methods, neither model nor
data is changed, the methods are rather applied to the output of the model to adjust
it so that fairness may be improved [29, 49].

There are investigations focused solely on traditional recommendation systems
[3, 71] and their performance in bias and fairness [21, 77]. It is evident that recom-
mending a job is a unique problem within the recommendation domain. It differs
from traditional recommendations in the concept that, during job searching, there
exists a limited number of options (open positions matching the applicant’s skills
and interests) for a certain user, and it is also not allowed to recruit several peo-
ple for a single open position [53]. Therefore, precise studies are essential in this
special domain. Although some research can be found addressing both bias in job
recommendations [10] and recruitment, most of it is focused on fairness related to
gender. In another study [2] based on hiring, authors have revealed that for similar
profiles, comparatively older people are less likely to be considered for a position,
ensuring age bias in hiring. Furthermore, due to previous research suggesting that
race has always been an issue in the recruitment process [20], it is also mandatory
to analyze whether these recommendation systems are fair to all people of all races.
In this global connected world, more people are leaving their permanent residence
to search for a better job opportunity that matches their skills. In 2024, the total
number of international migrants was 304 million, according to the Migration Data
Portal, making it even more crucial not only to dive deeper into the fairness related
to the age group but also to shed light on the race of the candidates at the same time.

To understand the contribution of this thesis, a real-life scenario of a job recom-
mender can be effective. A number of users upload their resumes to an online job
searching platform. The system analyzes the resume texts and filters the skills, ex-
periences, and other contributing factors from the resumes. After that, within sec-
onds, the system matches those attributes to the available job advertisements and
recommends a list of jobs to the users that supposedly fit their ’profile’. Now, the
recommended job list may not be similar to the set of users. Some roles may show
up at the top for some users, whereas for others they are never included. Despite
this, the users are applying to jobs only from the list provided by the system, com-
pletely unaware of which parts of their resumes were taken into account and which
opportunities were filtered out during the job listing process as the finished result.
For the users, such systems may appear effective and even fair as they apply the
same algorithm to every user. However, overall performance or fairness evaluation
is reflected primarily on larger groups, as they contain a greater proportion of data
that influence the average measurements, which generates a key risk. Even if a job
recommender performs fairly on average, it can still be unfair towards a specific
combination of groups. For example, a system equally fair toward gender, race,
and all age groups can still generate lower-quality recommendations for an old fe-
male group of a certain race. When such an unintended unfairness event affects an
early-career candidate, the consequence can extend throughout their entire profes-
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sional career and even beyond. With not being able to apply for jobs that perfectly
resonate with their professional profile, the chances of being selected decrease for
a fresher. This can directly influence their confidence level negatively during the
first stage of entering the job market. Over time, reduced confidence may lead the
individuals to apply for lower-paid jobs, limiting their career aspirations, followed
by slower career growth. Most importantly, if this inequality consistently strikes
to a certain group of people, it becomes threatening. Therefore, what begins as a
small mismatch in job recommendations can transform into a substantial permanent
disadvantage. This is where intersectional fairness becomes crucial. Intersectional
fairness is the practical reminder that people do not belong to a single demographic
group at a time, they rather exist at the intersection of multiple attributes such as
gender, race, age, and so on at the same time. That is why a system that appears
fair for a single demographic attribute can still be unfair for a certain intersectional
group. This thesis focuses on identifying, measuring, and mitigating such hidden
forms of bias in job recommender systems.

This thesis evaluates the fairness of a BERT-based job recommender system be-
yond a single-attribute analysis to an intersectional setting. The algorithm provides
a list of 5 job recommendations based on the text-matching approach within the
O*NET job description dataset [64] and the recruitment dataset [59], where the rank-
ing of the recommended list is based on the measured similarity score between the
job description and the resume text. The system is then evaluated using three es-
tablished fairness metrics for group-level and intersectional dissimilarity. In ad-
dition, two bias mitigation techniques are applied and analyzed to measure their
effectiveness in reducing unfairness from the recommendation outcome. By deter-
mining fairness both before and after the application of bias mitigation techniques,
this study provides experimental information on the presence of bias and the extent
to which it can be reduced in transformer-based job recommendation systems. It is
important to note that this thesis does not intend to make claims about the fairness
of existing hiring decisions. Instead, it focuses on how a job recommendation sys-
tem behaves when assessed using certain datasets. The research examines whether
the system unfairly treats different demographic groups within the data, specifically
at the intersection of multiple protected attributes. Therefore, rather than interpret-
ing it as direct evidence of discrimination within the actual hiring procedures, any
observed bias should be considered a property of the system settings based on the
model-data interaction. Finally, the contributions of the thesis are (1) to test inter-
sectional demographic fairness in a BERT-based job-matching recommender sys-
tem, (2) to compare the fairness outcome of intersectional data settings with the
data setting of a single protected attribute, and (3) to apply bias mitigation meth-
ods to the text-based resume dataset and report when it helps and when it does not
by conducting a comparable analysis. Followed by a controlled sensitivity analysis
to investigate how the presence of demographic cues influences the fairness of the
outcomes.

The rest of the thesis is organized in the following manner - the ’Thesis Objec-
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tive’ is introduced, formulating the objectives of this thesis. A detailed ’Literature
Review’ is then documented to decode the research gaps and the formulated re-
search questions of this study. After that, all the noteworthy topics of this thesis
have been illustrated in the ’Theoretical Background’ chapter in possible detail. The
next chapter, ’Methodology’, introduces the reader to the comprehensive procedure
of this research. Next, all the major outcomes have been showcased along with rea-
sonable explanations and findings in the ’Results and Discussion’ chapter. Finally,
the ’Conclusion’ chapter briefly reflects on the overall thesis, followed by the ’Ap-
pendix’ containing all relevant tables and figures from the implementation phase.

1.2. Thesis Objective

This thesis contributes to the research on fairness analysis in the job recom-
mendation section by evaluating intersectional fairness, combining race, gender,
age group, and experience level. It investigates existing intersectional bias in
a transformer-based job matching algorithm and compares the findings with
bias evaluation for a single protected attribute. The study also investigates bias
mitigation methods on the resume dataset and reports the aftereffects.

The objectives of the thesis are:

• Investigating the fairness of a job matching algorithm that matches resume
text with job descriptions and recommends top matches for intersectional at-
tributes combining ’gender’, ’race’, ’age group’ and ’experience level’ of the
resume.

• Comparison of the fairness outcomes of the algorithm for an intersectional
data setting with a data setting of having a single protected attribute (’race’
and ’gender’ separately) during fairness evaluation.

• Examining bias mitigation methods applied on the resume dataset and ana-
lyzing the effectiveness of the methods for the system setting by doing a com-
parative analysis. And then conducting a sensitivity test to find out if the
presence of explicit demographic terms affects the model outcomes in case of
fairness consideration.
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2. Literature Review

This chapter summarizes the published research that has been taken into account
to design the thesis methodology, and then documents the research gap, which
leads to the research questions. The literature exploration has been conducted using
the keywords- ’recommender systems’, ’job recommendation algorithm’, ’fairness
in recommender systems’, ’bias and fairness in recommender system’, ’intersec-
tional fairness’, ’intersectional fairness evaluation’ and ’bias mitigation’ within the
search engines Google Scholar and Scopus. At the first step, the search was filtered
from 2015 until present, followed by adding some relevant papers from before 2015.
Then, the acquired research articles were filtered based on the appropriateness of
the topic in the following way: from ’recommender systems’ keyword, papers that
are about recruitment and work with text-based data were included; from the ’job
recommendation algorithm’ keyword, papers that are using high-power GPUs for
analysis were excluded; from the ’fairness in recommender systems’ and ’bias and
fairness in recommender systems’ keywords, papers that do not include textual data
analysis were excluded; and finally, from the ’intersectional fairness’, ’intersectional
fairness evaluation’ and ’bias mitigation’ keywords, mostly the research that is fo-
cused on intersectional fairness was included. In this process, approximately 60
articles have been studied. Moreover, around 20 papers have also been considered,
found in the reference section of another studied paper based on the relevance to
the thesis topic.

2.1. Existing Studies

Research on bias and fairness in the recruitment domain is a renowned topic. Even
so, the application to the job as well as the whole recruitment process has changed
a lot after the introduction of recommendation systems in the 1990s by [63]. Recom-
mendation systems are widely used to recommend jobs to candidates [5] and also
to recommend candidates to the recruiter [30]. Previously, the recommender system
was mostly limited to collaborative filtering [24], content-based filtering [75] or the
combination of both, which is called hybrid filtering [51]. With the advancement
of machine learning, especially in the deep learning sector, the algorithms used in
recommender systems have also been influenced for a greater good. NLP (Natu-
ral Language Processing) is being used in recommender systems because most of
the recommendation systems deal with textual data such as user reviews, item de-
scriptions and so on. In the recruitment domain, the advancement of deep learning
has been highly beneficial, as the algorithms used in this sector uses mainly textual
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data such as job descriptions and resumes of candidates. According to [53], job rec-
ommendations along with candidate recommendations are slightly different than
traditional recommendation tasks because for a single vacant position, no matter
how many candidates apply, only one application can be accepted. At the same
time, a person can work in a single position within a certain company at a time.
The authors in [53] have named this aspect as OWOJ (One Worker, One Job). That
is why the authors in [6] have used a matching algorithm to match the skills of the
candidates with the job description using deep learning techniques. This technique
involves utilizing BERT[61]-based transformers for text embedding. Along with the
development of NLP and LLMs, studies related to job recommendations have also
evolved. Several algorithms have been introduced leveraging LLMs either for re-
sume parsing [52], or for personalized job recommendations [26, 73]. Using LLMs
for job recommendations, however, is computationally costly, as it requires a high-
powered GPU to run large models. Utilizing the advancement of NLP and deep
learning on the contrary, is manageable within a CPU and has been proven to pro-
vide satisfactory results as well.

With the increase of technical advancement and automation in the processes arises
the question of fairness. The authors in [72] reviewed over 60 papers and summa-
rizes the concept of fairness in recommendation systems. They have highlighted
that for recommender systems, two-sided fairness should be guaranteed both from
the user side and the item side. Along with introducing several types of biases that
cause unfairness to recommender systems, the authors also mentioned three pro-
cessing stages of fairness-aware recommendation methods that are preprocessing,
in-processing and post-processing. Nevertheless, developing more comprehensive
and adaptable recommendation models and frameworks to frequently address the
distinct fairness challenges in real-world scenarios is mentioned as future work in
this paper. The authors in [69] have looked into the topic of fairness from a unique
angle. They have established, through investigating several fairness definitions of
algorithmic classification problems and logistic regression classifiers trained on the
German Credit Dataset, that the fairness of a system depends on the notion of fair-
ness that has been regarded for that setting. Publications such as [1, 4, 41] are some
of the fairness-related works that take into consideration unfairness issues from the
item side and focus on the popularity bias. According to [60], popularity bias hap-
pens when the popular items get more exposure than those unpopular ones in rec-
ommendations. Such problems can be addressed by increasing the number of un-
popular items, otherwise, the overall catalog coverage in the final recommendation
list, according to the studies.

Moreover, authors in [47] have specifically focused on user group fairness in rec-
ommender systems and have claimed that the current recommendation algorithms
will capture the data imbalance on the user side, hence producing unfair treat-
ment between different user groups. They have proposed a fairness-constrained
re-ranking method, which is a formulation as a 0-1 integer programming problem
to reduce bias. They have also conducted a data-driven analysis on three pub-
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licly available Amazon review datasets using four shallow or deep recommenda-
tion algorithms (Biased-MF, PMF, NeuMF, and STAMP) and found that highly ac-
tive users receive better recommendations than less active ones. As active users
make up only a small portion of the dataset, a better recommendation only to this
segment may lead to fairness issues that can also impact the overall performance
of the system. In this study, the advantaged and disadvantaged groups of users
have been categorized only based on their interaction with the recommender sys-
tem, not considering the user’s profile. Authors in [76] also worked on user-side
group fairness in dynamic recommendation systems and proposed an end-to-end
fine-tuning framework (FADE) to dynamically ensure user-side fairness over time
by addressing challenges such as distribution shifts and non-differentiable ranking
metrics. The authors have theoretically proved that FADE effectively reduces per-
formance disparities between user groups while keeping recommendation quality
along with the integrity of the performance. Most of the user-side group fairness
work, however, is on traditional rating-based recommendation systems. Fairness
concerns based on gender have been a topic of research in the recruitment domain
since the early 2000s. A specific recent study focused on job recommendations is
[10], which has investigated the issue of gender fairness within the context of the
audit of a recommender system called MUSE (MUlti-head Sparse E-recruitment)
[11], a two-tier hybrid job recommender system. The study finds that the system
slightly favors women in recall, but it recommends them jobs with lower wages,
shorter hours, and in less male-dominated fields, mirroring existing labor market
disparities. Using several statistical models, real user preferences have been sepa-
rated from possible bias in the algorithm, while an unexplainable wage gap is still
detected. The study also looks at adversarial de-biasing methods, showing that they
can reduce gender differences without greatly harming recommendation quality.
Nevertheless, a borderline between being fair and keeping recommendations rele-
vant is a matter of research yet. In another research study focused on gender bias
[42], the authors conducted a survey of hiring managers and IT/SE professionals
(who are employed in IT/SE roles) that collected their general views on gender bias
within job advertisements. According to the survey, language, stereotypes, and the
perceived candidate’s confidence can lead to bias, often favoring male candidates.
Some of the recommendations by the authors to remove the bias are to state diver-
sity goals clearly, encourage people of all genders to apply, describe inclusive work
cultures, share information about work-life balance, and avoid gendered language
and stereotypes. In [20] the authors prove the existence of racial bias in their study
by keeping African women as a protected group. Another recent work that needs to
be mentioned here is [66], where responses from the GPT-3 and Llama models have
been recorded and investigated to find intersectional bias based on gender and na-
tionality. The study uses ChatGPT to propose 20 nationalities and uses them in the
research. It is evident from the study that there exists a unique bias toward Mex-
icans, both in the types of jobs recommended and the salaries provided, reflecting
historical discrimination in the labor market towards Mexican Americans. While
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this study researches bias for gender and nationality, this thesis does not include na-
tionality as a protected attribute because its inclusion would create a large number
of small intersectional subgroups on top of the considered attributes that are gender,
race, age-group and experience level, limiting the statistical validity of the analysis.
The findings on nationality-based bias are cited here as a motivation for broader
investigations on combined demographic attributes in job recommender systems.
Furthermore, the authors in [2] conducted several manual tests with people to prove
that an employer always prefers younger applicants.

Although bias and fairness have been topics of research for some decades, inter-
sectional fairness is a relatively fresh topic. Authors in [43] have claimed that check-
ing fairness across a few predefined groups hides unfairness in smaller or combined
subgroups. They consider fairness within subgroups defined by combinations of
protected attributes and propose an algorithm called "rich subgroup fairness" that
remains fair across a large number of subgroups by ensuring the false positive and
false negative rates remain fair. In [34], authors have also contributed to the fair-
ness of subgroups. They introduced a new method named multi-calibration, which
gurantees meaningful and accurate predictions for each subgroup within a larger
protected group. Furthermore, in [32] the authors have claimed that for measur-
ing intersectional fairness, the state-of-the-art metrics need to be revisited. They
re-discussed fairness metrics: demographic parity, conditional demographic parity,
equal opportunity, and group benefit equality for group fairness in the context of in-
tersectional fairness and emphasized further research on intersectional fairness for
better serving the minority groups. Moreover, fairness evaluation has taken an in-
teresting turn after introducing fairness assessment tools or systems. Aequitas [65]
is a notable tool to test models with regards to several fairness evaluation metrics
for several subgroups. Other toolkits worth mentioning are AI Fairness 360 (AIF)
[9], which has been developed by IBM and has moved fairness research algorithms
to an industrial setting, and Fairlearn [12], developed by Microsoft, to critically as-
sess and systematically improve the fairness of AI systems for data scientists and
developers. While Aequitas and AIF 360 were not employed in the experimental
setup, the Fairlearn Python package has been utilized during the fairness investiga-
tion using several fairness evaluation metrics in the implementation phase of this
thesis.

The previously mentioned research [10, 47, 76] have also focused on algorithm-
based fairness. However, the authors in [17] reviewed on bias in recommender
systems and emphasized that not only the model but also biased data or outcomes
of the system can produce unfairness. The authors in [15] have also showcased
a strong connection between fairness and data diversity during their data sub-
sampling study. Recalling the three processing stages that are mentioned in [40]
for improving fairness, preprocessing methods are used to mitigate bias within
the dataset, while in-processing methods focus on generating a fair model for
recommendation. After that, post-processing bias mitigation methods are applied
to the output of the model. The ranking-based fairness is a study of the post-
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processing section of recommendation systems, as ranking is an integral part of the
recommendation process.

2.2. Research Gap

The research gaps encountered from the above literature study are as follows:

• Gap 1: Although fairness in job recommendations as well as recruitment has
been a topic of concern for a long time, most research and advancements are
focused primarily on a single attribute, specifically on gender equality. How-
ever, it is evident from the literature review that there exist other forms of de-
mographic bias other than gender bias and that bias within the combined in-
tersectional subgroups, for example, gender-race-age, is still an unhighlighted
area.

The objective of this study, therefore, is to research intersectional fairness by
investigating bias within combined demographic subgroups.

• Gap 2: It is also noticeable that most of the research focused on fairness in
job recommendations is conducted on a single data setting suitable for the
environment of that particular algorithmic research, which creates a gap in
generalizing the findings for a different data setting.

This thesis explores datasets containing varying protected attributes to exam-
ine the fairness behavior of the algorithm.

• Gap 3: Finally, due to the urgency of algorithmic bias, most of the research
work on bias mitigation is focused on investigating bias within the model.

As bias in the data also plays a significant role in assuring the fairness of a
system, this thesis conducts a comparable analysis of the performance of sev-
eral bias mitigation methods conducted on different data settings in the data
preprocessing step of the system.

2.3. Thesis Research Questions

Based on the identified gaps, the formulated research questions for this thesis are as
follows:

• RQ1: How fair is a job-resume matching algorithm when considering inter-
sectional groups defined by multiple protected attributes?

• RQ2: How does the algorithm’s fairness performance change for a single pro-
tected attribute?

• RQ3: How do the bias mitigation methods perform on a text-based resume
dataset for intersectional fairness evaluation?
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3. Theoretical Background

A brief description of the affiliated theories of the study is the subject of this chapter.

3.1. Recommendation System

Recommendation systems (RSs) are information filtering systems that are expected
to suggest products and services, i.e., items, that most likely attract a user by learn-
ing the user’s needs and interests [30]. In general, a traditional recommender system
provides personalized item choices to the user based on the available relevant infor-
mation, such as the user’s interactions, interests, feedbacks, etc. In recent times, the
usage of such recommender systems is everywhere, especially in recreation, such
as recommending media items, i.e. movies, songs, and games, and recommending
advertisements of all types. There are four main approaches to recommendation
systems [30]:

• Content-Based Recommendation (CBR) - recommendation based on similarity
between item features and user preferences or profile, for example, if user ’A’
likes items a and b; item c has some similar attributes to a and b; item c can be
recommended to user ’A’.

• Collaborative Filtering recommendation (CF) - recommendation based on sim-
ilar behavior, for example, if user ’A’ likes items a, b, and c, and user ’B’ also
likes items a and b; item c can be recommended to user ’B’.

• Knowledge-Based Recommendation (KBR) - recommendation based on rules
and domain knowledge, for example, a travel destination recommender. The
system contains predefined knowledge, such as tropical destinations within
Europe that are worth visiting in the early spring season, the average bud-
get needed for the locations, etc. Now, if a user inputs the requirements of a
travel destination within a budget of  500 in March, based on the available in-
formation within the system and the conditions given by the user, the system
recommends specific destinations without comparing them with other users’
choices or item ratings.

• Hybrid recommendation - combines more than one recommendation ap-
proach to achieve a better outcome.

The job matching recommendation system considered for this research is a content-
based recommendation, as it relies on the transformer-based text embeddings of
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the content, such as the resume and job description dataset, to compute similarity
between them.

3.1.1. Job Matching Recommendation Algorithm

Recommendation systems that are used in the e-recruitment process are unique
from the general recommenders [53] because here, the goal is not only to suggest
attractive items but also to create a suitable match between a candidate and a job.
This relationship is temporary and also time-sensitive, which changes depending
on the situation (for example, work experience, knowledge level, etc.) of the user
and requires several conditions to be met. These conditions include demographic
factors, technical skills, shared interests, and timing (for example, whether the job
and the candidates are available at the same time). As a result, creating a successful
match in an e-recruitment process is more complex than in traditional recommender
systems. This significantly affects system performance and fairness evaluation.

In job recommendation systems, job seekers are typically presented with a list of
open job circulars. Due to the ranking effect [19], the positions that appear at the top
of the list may gain more attention, while some relevant jobs may not be considered
because they are not in the top of the list. Even a small alteration in the ranking
can therefore influence the opportunity a user eventually considers. Additionally,
determining the top-k threshold considered for the list is also a major decision, be-
cause it finalizes how many opportunities are displayed to the user and which ones
are excluded for a job search. The determination of the k value directly affects the
visibility of potential opportunities, keeping the remaining out of sight of the job ap-
plicant. Finally, the notion of a ’positive outcome’ needs to be defined beforehand,
as it impacts not only the outcome of the recommendation but also the outline of
the performance and fairness assessment of the system. Whether the system is eval-
uated for the top-k list of jobs based on the recruitment or resume, shortlisted for
the jobs applied, or successfully securing a job alters the metrics considered for the
evaluation. Therefore, evaluation frameworks in job recommendation systems must
be thoughtful in defining what constitutes a favorable decision.

Moreover, for the recruitment process, the recommendation is done mainly based
on textual data other than the user behavior and provided item ratings. For exam-
ple, when a candidate looks for jobs, the search result should satisfy the candidate’s
present state of the profile so that the acceptance rate is higher for the jobs applied to.
Similarly, when a recommender is being used in a recruitment process, appropriate
candidates are required to be suggested based on their resumes matching a com-
pany’s requirements for the specific open position. For these text-matching-based
recommendations, a method to calculate similarity between plain texts is required.
This is where text embedding comes in. Text embedding is the way to convert text
into vectors of numbers to make them machine-readable. Using text embedding, the
computation of semantic similarity between two pieces of text such as expressions,
paragraphs, and documents is performed efficiently [58]. Furthermore, the growing
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use of automation in recruitment has been strongly influenced by recent advances in
transformer-based deep learning models [35]. The vast number of publicly available
annotated datasets have made it possible for the models to learn language patterns
directly instead of relying on manually designed features. This development has
been supported by powerful GPUs, which make it possible to train complex neural
networks efficiently. This shift has fundamentally transformed the way semantic
information is processed and interpreted [55]. Transformers are now used not only
for tasks such as document classification, question answering, text generation, and
named entity recognition but also for measuring semantic similarity between texts.
This capability is particularly important in recruitment systems, where resumes and
job descriptions must be compared to determine how well a candidate’s skills align
with job requirements. With the wide adoption of these powerful systems, the con-
cern about bias and fairness increases as well. When transformer-based models are
used in job recommendation or candidate screening, they can unintentionally repro-
duce or amplify existing demographic bias present in training data.

BERT

BERT [23], or Bidirectional Encoder Representations from Transformers, is a method
that utilizes the transformer architecture for natural language processing tasks,
which can capture both left and right contexts effectively because it is pretrained
with a masked language model and next sentence prediction. Through bidirec-
tional encoding, BERT allows performance to improve in various NLP applications
such as sentiment analysis and question-answering. The pretrained BERT model
can be fine-tuned with just one additional output layer so that state-of-the-art
models can be developed for several text-related tasks such as question answering,
language inference, sentiment analysis, and so on. RoBERTA [48], MPNET [68],
and ALBERT [46] are some models that are developed leveraging the original
BERT model. Using similarity metrics, i.e. cosine similarity, text comparison tasks
such as information retrieval, semantic search, and semantic textual similarity can
be performed. A major development here is the Sentence-BERT (SBERT) model
[62], which uses ’siamese’ and ’triplet network’ structures to derive semantically
meaningful sentence embeddings, and by doing so, the computational cost of
finding the most similar pair within 10,000 sentence embeddings has been able
to be reduced to 5 seconds from 65 hours. SBERT is the missing piece to employ
the BERT model for large-scale semantic comparison tasks. The computation of
similarity between two sentence embeddings, u and v, using cosine similarity
within the SBERT architecture is shown in Figure 3.1. That is how SBERT generates
meaningful sentence embeddings that capture contextual similarity between texts
and allow efficient matching analysis between texts, leveraging cosine similarity,
which makes SBERT extensively adaptable for tasks focused on semantic similarity.
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Figure 3.1.: SBERT Architecture to Compute Similarity Score [62]

3.2. Fairness in Recommendation

The concept of fairness was first introduced in sociology [45] and law [56]. In the
Oxford Dictionary, fairness is defined as "impartial and just treatment or behavior
without favoritism or discrimination." According to this definition, in the recom-
mendation system, fairness would be to treat each item and each user equally. For
example, a fair job recommender system would recommend similar jobs to each job
applicant with a similar level of experience equally, not considering their gender,
race, age, or any other demographic identity. On the other hand, an ML-based sys-
tem is usually considered unfair if its predictions depend on demographic aspects
and then ultimately discriminate against a member of a certain demographic group
[7]. Unfairness may vary depending on the situation as well as their specific applica-
tions, such as, for an e-commerce platform, it may be considered unfair if it promotes
only those items that maximize its own profits, which seems to be an intentional in-
tervention. For a job recommendation platform, if it shows comparatively lower
paid jobs to certain demographic groups, it can be the result of existing discriminat-
ing patterns or biases in the data [22]. Additionally, when the job recommendations
of the system do not exactly match the resume of some groups while generating sat-
isfactory recommendations for others, that is a sign of unfairness within the system
as well. More specifically, in the context of this thesis, if the system provides job rec-
ommendations that properly match the resume for some groups but fails to provide
a similar quality of matching for certain groups, it can be considered unfair toward
those specific groups. This unfairness can be caused by several types of bias [22].
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Bias, on the other hand, in machine learning is defined by systematic errors in al-
gorithmic decision-making that lead to skewness of the outcome to a certain direc-
tion [31]. The bias in recommender systems or machine learning models in general
can be categorized into (i) data bias and (ii) algorithmic bias [22]. Data bias occurs
when the data on which the model is trained are biased [17]. These biases can be
caused by the data collection process or maybe because the source of the collected
data is biased itself. Furthermore, algorithmic bias occurs when the bias lies in the
model itself. This can be deliberately induced by the provider when designing the
model to promote certain items for their own benefit, or the model can reinforce ex-
isting biases or skewed distributions in the underlying data [22]. In this thesis, we
test both bias from group imbalance in the dataset and from the matching pipeline
of the job matching algorithm.

3.2.1. Fairness Evaluation Metrics

A prior step to bias mitigation is to evaluate bias first. Fairness metrics come into
play in this step, which quantifies bias depending on some predefined notion of
what it means to be fair regarding philosophy, sociology, and law [69, 74]. These
metrics can assess bias for group fairness or for individual fairness. The goal of
group fairness metrics is to measure whether different groups of individuals receive
similar positive and negative classifications across all values of a protected attribute
[16]. Here, a protected attribute refers to a characteristic of individuals, such as sex,
race, or age, that is legally or ethically shielded from discrimination and is often the
focus of fairness considerations in algorithmic decision-making. Similarly, individ-
ual fairness metrics determine that individuals with similar attribute values receive
the same classification. For this purpose, researchers have introduced several tools
that can assess the amount of bias or measure fairness in a system [27]. A notable
mention in this regard is Aequitas [65], which is a toolkit to measure bias on models
based on several bias and fairness metrics for different population subgroups. AI
Fairness 360 [9] is another popular toolkit developed by IBM that creates a bench-
mark to evaluate fairness algorithms.

Fairness assessment is the most important part of this study. There are some eval-
uation metrics such as accuracy, precision, recall, and F1-score that can be used
to evaluate the performance of the model. In contrast, they quantify little about
the fairness of several attributes within a dataset. Therefore, some other fairness
evaluation metrics have been used for fairness evaluation, which is divided into
intersectional-group fairness and group fairness. For intersectional group fairness,
multiple protected attributes such as gender, race, age, and level of experience have
been considered at the same time.

The evaluation metrics used in this thesis to measure bias are presented below.
For the data setting of this work, a matching outcome is a set of 5 job title listings
along with some similarity valuations, as mentioned in detail in section 4.2.3. For
top-k evaluation, an outcome is considered positive when the correct job cate-
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gory associated with the resume appears within the top-k recommended results.

Demographic Parity

Demographic parity, also known as statistical parity, states that the prediction of
the positive outcome should be the same across all groups, including the protected
one [27]. The DP measure reveals whether the outcome of the system is impartial
across all groups without considering the data bias or any other factors of the model.
Because the measure ignores the model’s performance, a better DP value does not
necessarily mean a better outcome in case of model accuracy. The notion of DP
is solely focused on the fairness of the considered groups. A predictor Y satisfies
demographic parity if

p(ŷ = 1 j A = a i )8i; j 2 A:[27] (3.1)

Here, A is the protected attribute. In this thesis, for the intersectional fairness eval-
uation, A is the ’Group’ column of the recruitment dataset.
Demographic parity can be measured by calculating the parity difference across
multiple groups (statistical parity difference) and also by their ratio (disparate
impact). The mathematical term of these computations for two groups is

Statistical Parity Difference (SPD) = P(ŷ = 1 j A = a i ) � P (ŷ = 1 j A = a j ) (3.2)

Demographic Parity Ratio = min
i2f1;:::;ng

P(ŷ = 1 j A = a i )
P (ŷ = 1 j A = a ref)

8 i 2 A: (3.3)
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Conditional Demographic Parity

Conditional demographic parity is a refined version of demographic parity, which
states that people in all groups, protected or unprotected, should have equal proba-
bility of being assigned to a positive outcome given a set of legitimate factors L CDP
Ratio [27]. That is, a predictor Y satisfies conditional demographic parity given the
factors L if

P(ŷ = 1 j L = `; A = a i ) = P (ŷ = 1 j L = `; A = a j )8L 2 `; i; j 2 A (3.4)

Where A is the protected attribute and L is the factor or condition. For this research,
the job category of the recruitment dataset and the level of experience have been
considered separately as L, while A is the same as the DP calculation.
CDP has additional leverage over DP of considering similar groups together, for ex-
ample, candidates having comparable levels of job experience or education. For a
job recommendation scenario, CDP considers the fact that when the education and
level of experience are different among groups, recommended jobs can also differ,
which makes it a meaningful measure for such scenarios. Conversely, for CDP, the
condition or factor taken into account during the evaluation is highly significant.
Conditioning on an inappropriate factor can mislead the assessment by hiding ele-
mental unfairness within the system while making the results harder to interpret by
introducing unnecessary complexity.
CDP difference and CDP ratio are calculated as follows:

CDP-Diff` (ai ; aj ) = P (ŷ = 1 j A = a i ; L = `) � P (ŷ = 1 j A = a j ; L = `): (3.5)

CDP Ratio [32] =
minP(ŷ = 1 j A = a i )
maxP(ŷ = 1 j A = a j)

8 L 2 `; i; j 2 A: (3.6)

Equal Opportunity

Equal opportunity is a fairness measure built on the true positive rate (TPR). TPR
measures the proportion of actual positive selections that a model can identify. In
other words, it is the probability of a person in a positive class being assigned to
a positive outcome [33]. In the job matching scenario, TPR reveals how many of
the resumes were positively matched with the job descriptions. Furthermore, EO
signifies that the TPR should be equal for all the groups, that is, if a resume truly
deserves a positive match, the chance of receiving it should not depend on the group
it belongs to. Unlike DP, equal opportunity does not enforce equal outcomes, it
rather emphasizes the equal positive treatment among all groups.
A binary predictor ŷ satisfies equal opportunity with respect to A and Y if

P(ŷ = 1 j A = 0; Y = 1) = P (ŷ = 1 j A = 1; Y = 1)[33] (3.7)

16



The equality difference for multiple groups is calculated as follows:

EO_Diff = max
i;j2f1;:::;kg

�
�TPRai � TPR aj

�
� (3.8)

where TPRai = P(ŷ = 1 j Y = 1; A = a i )

3.2.2. Bias Mitigation

Bias mitigation refers to the techniques applied either to the dataset or to the model,
or sometimes to both, in order to remove skewness from the overall system. In
machine learning models, bias mitigation methods are applied in three stages [36]:
(1) preprocessing, (2) in-processing, and (3) post-processing. As only preprocess-
ing methods have been considered for this study, the further discussion is limited
to that sort. For preprocessing bias mitigation, the methods are applied mainly to
the dataset to remove skewness from the data so that the bias within the data can-
not be amplified within the recommendation process. Data resampling and data
modification are two of the debiasing methods.

Data Resampling

Data resampling ensures that the sampling is uniform and is not affected by the dis-
tribution [57]. The authors in [15] propose a subsampling method that proportion-
ally subsamples the dataset based on different sensitive attributes. Data resampling
can be done by under-sampling or over-sampling. Under-sampling is performed
by removing a number of data samples for a better equalization as done in [57],
whereas oversampling is executed by adding or generating more data samples to
keep the balance. In [25] the authors have designed a negative sampler that cre-
ates data resembling the exposure data and forces the distribution of positive and
negative data to be balanced by oversampling with negative samples.

Data Modi�cation

Data modification is done to augment or modify the data in order to reduce bias
within the dataset. Data modification is used to achieve several goals. In this thesis
it has been used for the below purposes:

• Data cleaning - In textual data (such as resume data or news data), some terms
may be missing or introduce bias, for example, for job recommender systems,
there can be terms that indicate the demographic attributes of the resume. The
data modification technique term filtering can be used to remove or refine
these terms from the training dataset.

• Data Augmentation - Data modification is also done to preprocess noisy data
to better the performance of the model. Data augmentation is performed to
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enrich the textual data and to enrich the quality of the data before seman-
tic analysis. In [70], the authors applied natural language processing (NLP)
techniques to perform standard word segmentation and then to remove stop
words and apply synonym substitution to the noisy dataset. Another appli-
cation of data augmentation is for sensitivity testing, which is the opposite of
term filtering. In this process, some demographically identifiable terms are
added in the text to examine the shift in the model behavior in case of fairness
afterwards. Data augmentation has been utilized in this thesis in two stages.

1. Resume enrichment - At the data preprocessing stage before feeding the
resume dataset to the matching algorithm, an enrichment was conducted
on the resume texts so that the matching result can be more acceptable.
Some keywords related to the job categories were inserted in this process,
which is explained in detail in section 4.2.1.

2. Sensitivity test - Sensitivity analysis is a method that studies how changes
in the input affect the output of the system [67]. A sensitivity test is con-
ducted to find out the source of uncertainty. In this research, after im-
plementing bias mitigation techniques to the recruitment dataset, a sen-
sitivity test was performed by inserting demographic indicator terms as
described in 4.2.7 section.
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4. Methodology

This chapter is divided into two sections, where the first section introduces the
datasets used for this research, and the Implementation section portrays the step-
by-step implementation details of this entire thesis.

4.1. Dataset

This section provides a description of the dataset used for the research along with
the necessary visualization details. This research was conducted on two datasets,
one is for job descriptions, and the other one has been used as the resume input to
the algorithm which is the recruitment dataset.

4.1.1. Recruitment Dataset

One of the most challenging part of this research was to find an appropriate text-
based resume dataset containing the required demographic attributes. After a thor-
ough search to several database portals including Kaggle, Knoema, EU Open Data
Portal, Awesome Public Datasets, Google Dataset Search the Recruitment Dataset
[59] has been found.

The dataset is compiled of both synthetic and publicly available job application
data, which is why it resembles real-world hiring scenarios, making it useful for data
science and recruitment analytics projects. This dataset contains all the protected
attributes that this study is focused on, such as gender, age, and race. It also holds
the appropriate job title per resume, which is essential during the evaluation phase.
The total size of this dataset is 10.11 MB, consisting of up to 10,000 rows and 9
columns. The columns include the following attributes:

• Job Applicant Name – Full name of the applicant.

• Age – Applicant’s age.

• Gender – Applicant’s gender identity.

• Race – Racial background of the applicant.

• Ethnicity – Ethnic identity of the applicant.

• Resume – Text content of the applicant’s resume, including skills, experience,
and education.
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• Job Roles – The job positions for which the applicant applied.

• Job Description – A detailed description of the job role, including required
skills, responsibilities, and qualifications.

• Best Match – A label or score that indicates how well the applicant matches
the job role based on qualifications and experience.

4.1.2. Job Descriptions Dataset

O*NET database [64].

The O*NET program is the primary source of occupational information for the
United States. This program provides datasets that contain a rich set of variables
describing work and workers characteristics including requirements of skills. This
dataset has also been used in the model [6] that will be investigated in this work.
The version of the dataset that has been used for this research is version 29.2 which
includes 1,016 occupations, 52 abilities, 33 knowledge areas, 35 skills, 41 work activ-
ities, 4,127 tools used, 17,975 task ratings, and 8761 technology skills grouped into
135 categories.

4.1.3. Job Matching Algorithm

The matching algorithm [6] used for this research presents a fresh transformer-based
approach for job matching with resume from the O*NET database 4.1.2. To identify
skills from candidates’ resumes and job postings and match the two of them, deep
learning transformer models have been implemented in the algorithm. The strat-
egy relies on text embedding, which is significantly considerable for text-enriched
datasets such as job descriptions and resumes of the candidates. Specifically, the 'all-
mpnet-base-v2' sentence transformer model has been preferred for semantic search
because this model is optimized for sentence-level tasks, such as semantic similarity.
This embedding-based model converts both resumes and job postings into semantic
vector representations and then performs the comparison. By computing similarity
scores, the algorithm identifies and matches relevant skills and qualifications be-
tween the resume and the job posting.

As described by the authors in [6], the algorithm works as a mapping function
f : R ! J , where for each resume r 2 R, the function f returns a ranked list of job
classes fj 1; j 2; ::::; j ng � J . The order of the list is ranked by their relevance to the
resume. The relevance score is then calculated by leveraging semantic similarity.
Below is a step-by-step description of the workflow of the algorithm.

1. Database Connection:

The system connects to a local database and stores structured occupational
information extracted from O*NET database, including:
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• Job codes and titles

• Technology skills

• Skills

• Tasks

• Tools

• Knowledge

• Abilities

• Work activities

2. Load the Model:

The pre-trained 'all- mpnet-base-v2' model is being initialized by the system.
The same model is used to gain sementic vectors from both O*NET attributes
and resume text.

3. Prepare O*NET :

The embeddings for O*NET attributes are precomputed and saved as the fol-
lowing files.

• Technology skills ! tech_skills_embeddings:pt

• Tasks ! tasks_embeddings:pt

• Tools ! tools_embeddings:pt

4. Load Resume Data:

All resumes are loaded from the input file. The resume dataset has three
columns

• ’Category’ - actual job category of the resume, later used as the ground
truth

• ’Resume’ - textual resume data

• ’resume_id’ - unique identification number for each resume

5. Processing of Resume:

Resume parsing using TextBlob() library and extraction of textual components

• Sentences

• Noun phrases

• Lemmatized nouns (reduced to base or dictionary-based form of the
nouns),

which form the basis of semantic comparison. The extracted components
are then converted into vector embeddings leveraging the same transformer
model so that both O*NET attributes and resume components exist in the same
semantic vector space.
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6. Semantic Similarity Computation:

For each resume

• The embeddings of the resume components are compared to pre-
computed O*NET attribute embeddings using the cosine similarity
measure.

• For each O*NET attribute, the maximum similarity with any resume seg-
ment is determined.

7. Computing Final Scores:

To finalize the valid matching, two separate predefined threshold values are
considered. The threshold value for the most important attribute, which is
technology skills, is selected as 0.5 (in the actual model, this value is 0.65. The
threshold has been reduced to ensure meaningful results for top 5 rankings by
facilitating broader recommendations). For the other attributes, the threshold
remains 0.65, same as the actual model.

8. Ranking the Outcome:

The titles of the matching jobs are sorted in descending order based on the
matching scores. The top five occupations based on the ranking per resume
are returned as the recommended jobs for that candidate.

4.2. Implementation

4.2.1. Preprocessing Recruitment Dataset

At each step of the implementation, the dataset has been processed and saved as a
new version to keep track of the changes. The raw recruitment dataset is version 1,
and each subsequently processed version is saved as version 1.01, 1.02, and so on.
The dataset has been often referred to by its version name in this document.

At the initial step, the distribution of the dataset has been examined, and almost
an equal number of different attributes (gender and race) have been found. In the
dataset, there already exist columns ’Job Role’ and ’Job Description’ mapped with
the resume and the column ’Best Match’, indicating the accuracy of the mapping,
which has a Boolean datatype containing 0 or 1 as values. At this step, the rows
where ’Best Match’ = 0 were removed, as it suggests the ’Job Role’ does not resonate
with the resume text completely. After that, the columns ’Job Description’ and ’Best
Match’ are removed from the dataset. Another column that has been removed
is ’Ethnicity’, due to the large number of distinct values, which would make
intersectional grouping overly complex. Now, the columns that have not been
considered from the actual dataset for further use are marked with ’x’

Job Applicant Name – Full name of the applicant.
Age – Applicant’s age.
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Gender – Applicant’s gender identity.
Race – Racial background of the applicant.
x Ethnicity – Ethnic identity of the applicant.
Resume – Text content of the applicant’s resume, including skills, experience, and
education.
Job Roles – The job positions for which the applicant applied.
x Job Description – A detailed description of the job role, including required skills,
responsibilities, and qualifications.
x Best Match – A label or score indicating how well the applicant matches the job
role based on qualifications and experience.

The dataset already has columns containing demographic attributes, such as
’Race’ and ’Gender’ columns. Yet the column ’Age’ has a numerical age number
per resume. The age values within the dataset are between 25 to 55. A new column
’AgeGroup’ has been created, dividing the age values into two categories based on
the mean of all the different age values, which is 40, as below:

• below 40 ! Starter

• 40 and above ! Senior

After that, based on the resume text, another attribute has been picked, which is
the level of experience of the profile. The level of experience depends on two things:
education and expertise. In the resume texts, the degree of education is mentioned
as 'Bachelor', 'Masters', or 'Phd', also, the experience within the field is mentioned as
'mid-level' or 'senior-level'. Based on these values, the level of experience is ruled as
follows:

• Bachelors and mid-level ! Early

• Masters and mid-level ! Early

• Bachelor and senior-level ! Advanced

• Masters and senior-level ! Advanced

• Phd and mid-level ! Advanced

• Phd and senior-level ! Advanced

Sequentially, another new column named ’Group’ has been created, merging the
values of the necessary columns: ’Gender’, ’Race’, ’AgeGroup’, and ’Experience’.
Finally, the intersectional groups that are present in the dataset are:

• Female_Asian_Senior_Advanced (F_A_Senior_Adv )

• Female_Asian_Starter_Advanced (F_A_Starter_Adv )
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• Female_Asian_Starter_Early (F_A_Starter_Early )

• Female_Black_Senior_Advanced (F_B_Senior_Adv )

• Female_Black_Starter_Advanced (F_B_Starter_Adv )

• Female_Black_Starter_Early (F_B_Starter_Early )

• Female_White_Senior_Advanced (F_W_Senior_Adv )

• Female_White_Starter_Advanced (F_W_Starter_Adv )

• Female_White_Starter_Early (F_W_Starter_Early )

• Male_Asian_Senior_Advanced (M_A_Senior_Adv )

• Male_Asian_Starter_Advanced (M_A_Starter_Adv )

• Male_Asian_Starter_Early (M_A_Starter_Early )

• Male_Black_Senior_Advanced (M_B_Senior_Adv )

• Male_Black_Starter_Advanced (M_B_Starter_Adv )

• Male_Black_Starter_Early (M_B_Starter_Early )

• Male_White_Senior_Advanced (M_W_Senior_Adv )

• Male_White_Starter_Advanced (M_W_Starter_Adv )

• Male_White_Starter_Early (M_W_Starter_Early )

As the dataset is too large to be used for evaluation, data subsampling [57] has
been implemented, and around 1200 rows have been selected. The sampling has
been performed on the basis of stratification based on the attributes of gender and
race. Finally, the processed dataset has 1200 rows of recruitment data of 18 groups
of attributes that include 43 different categories of job titles. At this stage, an ID
column was added to the dataset named resume_id as the unique identifier. This
is the 1.01 version of the dataset to be used as the final recruitment dataset. Table
A.12 in the appendix section describes the column details of this dataset version.
As 1200 is still a big amount for a CPU, the dataset has further been divided into
smaller chunks for the sake of run time management, the outcome of the model will
further be merged during fairness evaluation. In the smaller chunks, there are three
columns considered.

• Category - ’Job Roles’ of the actual dataset

• Resume

• resume_id
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Table 4.1.: Recruitment Dataset Details
Dataset Version Details

Dataset name and source link Recruitment Dataset
Number of rows 10,000

Number of Rows considered for baseline 1208
Total number of columns 9

Removed columns 3
Extra added columns 4

Number of columns in the baseline version 10

Table 4.1 points the key features of the recruitment dataset at a glance.
In a dry run of the algorithm using multiple chunks of the recruitment dataset,

it has been noticed that the result is beyond consideration level. The job title is to-
tally different from the ground truth. Investigating within the data set, the small
length of resume text, which is mostly flat and repetitive, other than some topic-
related words, can be the reason for this mismatch. To better evaluate the outcome
based on fairness, a good match result is the first requirement. That is why the
’Data Modification’ 3.2.2 preprocessing technique has been applied at this stage us-
ing structural occupational knowledge from the O*NET database. For each category
of the resume, related technology skills, tasks, and tools were retrieved and incor-
porated into the resume text. As the algorithm is an unsupervised similarity-based
system containing no model training phase, the enrichment increases the lexical
alignment between resumes and their corresponding occupations used for match-
ing rather than learning from labeled examples. Nevertheless, the results should be
interpreted as evaluating fairness behavior within a knowledge-enhanced matching
setup. With this enrichment, the dataset version 1.02 is ready to use as input to the
matching algorithm.

4.2.2. Preparing Job Description Dataset

As mentioned in 4.1.2, the job description dataset has 1016 different occupational
data points and several entities for each of them. When running the algorithm,
matching each resume with this huge amount of occupational data is not only com-
putationally expensive but also reduces the probability of a better comparative per-
formance of the algorithm. That is why the job description dataset has been reduced
based on the available categories of recruitment dataset. At first, a fuzzy matching
was performed with the resume dataset’s category column and the jobs in the job
description dataset using TextBlob [50], where 111 number of jobs were found to be
a direct or partial match with the 43 categories that have been selected for further
use. During the text-embeding of the job description dataset, this filtered jobs have
been used and saved in the database.
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Figure 4.1.: Flowchart of QueryMysql Class

4.2.3. Implementing the Algorithm

There are three main parts of the algorithm. The first one is the `QueryMysql' class
for querying the O*NET database from MySQL [18]. It does job lookups by titles, al-
ternative titles, or O*NET codes and retrieves job details (entities): tech skills, skills,
knowledge, abilities, and work activities. And then, it aggregates multiple job at-
tributes. Figure 4.1 describes the flow chart of the QueryMysql class.

After that, in utility.py, the job codes are being loaded, and using sentence trans-
former model 3.1.1 along with the QueryMysql class, the embeddings are being
created and saved for later use. Figure 4.2 depicts the process. In the next step, in
the main cv_result_analyzer file, resume chunks are taken as input, and the resume
texts are parsed using the TextBlob [50] library. After that, matching scores are be-
ing calculated with the previously saved embeddings of the job descriptions for the
used entities. For required entities, the weight is 1, for optional, it’s 0.75. The simi-
larity score is being calculated using cosine similarity, where the threshold is 0.5 for
technology_skills entity and 0.65 for all other entities that have been considered. It
is important to note here that, in the base version of the algorithm, the threshold
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of 0.65 has been used uniformly for all entities. However, after conducting several
preliminary test runs for the current data setting, it has been determined that low-
ering the threshold to 0.5 for technology_skills leads to more coherent and relevant
job recommendations. Figure 4.3 showcases the workflow of the main function.

Figure 4.2.: Flowchart of utility.py File
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Figure 4.3.: Flowchart of cv_result_analyzer Function

The results are saved in JSON files with unique resume_ids for each re-
sume. For each resume ID, the matching result is a list of lists consisting
of score, frequency, similarity score, O*NET job code, and O*NET job title.
Below is an example of a recommendation set for a resume. The output
JSON files are then merged again for further exercise in fairness evaluation.
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{
"CV_1313": [ <- resume_id

[ (top 1)
62.65254965955686, <- t1 score
123.07999999999998, <- t1 frequency
1278.9, <- t1 similarity
"15-1299.09", <- t1 O * NET code
"Information Technology Project Managers" <- t1 O * NET title

],
[ (top 2)

56.94732716587281,
112.33,
1271.5099999999998,
"15-1253.00",
"Software Quality Assurance Analysts and Testers"

],
[ (top 3)

54.25150502492113,
106.66,
1176.88,
"15-1243.00",
"Database Architects"

],
[ (top 4)

54.09681915382842,
105.53999999999999,
1185.0500000000002,
"15-1211.00",
"Computer Systems Analysts"

],
[ (top 5)

53.008018343919005,
104.20999999999998,
1159.5500000000002,
"15-1232.00",
"Computer User Support Specialists"

]
],
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4.2.4. Accuracy

Before delving into the fairness evaluation, the accuracy of the matching algorithm
has been measured. Accuracy is the degree to which the outcome of a calculation
or specification coincides with the true value. For this job recommender system,
accuracy is the proportion of resumes for which the model correctly identifies the
relevant job roles among its matching outcomes, compared to the predefined ground
truth mapping between resumes and job titles of the job description dataset. As the
top 5 matching jobs have been considered throughout the evaluation, the accuracy
of the algorithm has been calculated from the top 1 to the top 5 matches. The fuzzy
matching job titles derived from the job description dataset have been considered
as the ground truth, and any other matched titles are considered to be incorrect
recommendations by the model during the accuracy assessment.

4.2.5. Fairness Evaluation

For fairness evaluation, the Fairlearn [12] Python package has been used during the
measurement of DP and CDP. Furthermore, to visualize the fairness outcomes for all
three evaluation metrics, multiple charts have been plotted utilizing the ‘pyplot‘ [8]
library of Python. The fairness evaluation has been conducted for the intersectional
data setting at first, where the ’Group’ column containing a combination of gender,
race, age group, and experience level of the resumes has been considered as the
protected attribute. After that, fairness evaluation for a single protected attribute
has been performed using the same fairness metrics for a single protected attribute
setting, separately for the ’Gender’ and ’Race’ columns of the recruitment dataset.

Demographic Parity

The first evaluation metric utilized is demographic parity. As discussed in section
3.2.1, demographic parity measures whether the prediction of a positive outcome
is the same across all groups. To measure the positive outcome, the ground truth
must be selected at first. In this work, "ground truth" means the true matching job
for a candidate by their resume. As each resume of the recruitment dataset already
had a ’Category’ describing the actual or searching position of the resume, this
’category’ has been used to derive the ground truth for the evaluation. Similar job
titles to the ’Category’ of the resume have been acquired from the job description
dataset using the TextBlob library, and fuzzy-matched titles have been taken into
account as the ground truth. The fuzzy matching has been used because the titles
in ’Category’ and ’Job Title’ of the job description dataset are not always the same
even for similar roles.

Defining the Selected Label:
For each resume i, the outcome can be binary

• Yi 2 f0; 1g
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• Acceptable set A i = {fuzzy mapped O*NET Title for each Category c}

• Top 1 matching:
Yi = 1 if either the best predicted title or code is in A ci ; else 0.

• Top-k matching:
Yi = 1 if any of the predicted titles or code within k is in A ci ; else 0.

The selection rate (SR) now can be calculated as:

SR = Positive outcome / Total outcome

where a positive outcome is the job titles similar to the fuzzy matching list.

Furthermore, as 5 job titles are taken into account as the matching output, the
evaluation has been performed for all the k values from top 1 to top 5. Several bar
charts have been plotted from the evaluation results to visualize the outcome using
the ’pyplot’ [8] library of Python.

Conditional Demographic Parity

After demographic parity, another related metric has been taken into account,
which is conditional demographic parity [54]. CDP provides better realization of
data bias by allowing certain conditions to apply while calculating parity difference
and parity ratio. In this thesis data setting, the two conditions that were applied
separately are the job category of the resumes and the experience level of the
recruitment dataset. The measurement detects whether the probability of positive
outcome of every intersectional group is the same for the same job category. The
evaluation is done in the below steps:

1. Defining the Selected Label:
same as 4.2.5.

2. Applying Condition:

• For a condition variable C (Category or Experience level)
for each specific value v such as Category = "Data Analyst",
split the data Dv = fijC i = vg

• Within each Dv further split the data for intersectional group G (in Group
column of recruitment Dataset)

• For each group g 2 G compute selection rate

SRgjv = Pr(Y = 1 j G = g; C = v)

31



3. Measuring Parity:

• CDP Difference: max SRgjv - min SRgjv

• CDP Ratio: same as equation 3.6

4. Summarize:
Calculated unweighted mean (macro average). Macro averaging has been
used so that the small groups do not get dominated by the bigger ones.

Ironically, for all DP and CDP evaluation setups, the least privileged group is the
same. The detailed discussion of the evaluation along with the result presentation
can be found in the next chapter.

Equal Opportunity

For measuring equal opportunity, only the true positive rate (TPR) was considered,
as there is no true negative for the data setting of this work. When the matched
title by the algorithm is similar to the fuzzy matching ground truth file, the TPR
is 1; otherwise, it’s 0. The TPR is calculated separately for all the k values for the
resumes, and then the average TPR per group has been measured. After that, the
equal opportunity gap has been evaluated for each k value for all the intersectional
groups. The gap has been calculated from the group having the highest TPR to all
the other groups.

4.2.6. Implementing Bias Mitigation to the Dataset

Data Resampling

After evaluating intersectional fairness, it is evident from the output that a certain
group F_B_Starter_Adv is always the most underprivileged. When looking at the
distribution of the group, out of 43 categories, the group contains resumes of 19
types only. Furthermore, the total number of resumes is also 42, whereas the high-
est number of resumes in a group is 101. In the data setting of section 4.2.1 the
distribution of resumes across all intersectional groups was not equal or similar, as
shown in Figure 4.4. That is why the oversampling technique of data resampling
has been applied to the dataset to balance the dataset so that each intersectional
group has a comparable number of resumes in the dataset. As there was already
a larger version of the dataset available, other than using synthetic data, data from
that dataset have been collected. Data oversampling was performed to randomly
collect data from the actual recruitment dataset [59] with the condition that each
group contain an equal number of rows. After implementing resampling, the total
count of resumes is 1803, and the resume distribution across intersectional groups
is depicted in Figure 4.5. The dataset version is now 1.03

With the version of the dataset, the model has been put into action again, and the
result has been collected in similar process as 4.2.3. After that, the fairness of this
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Figure 4.4.: RQ1: Intersectional Group Counts

Figure 4.5.: RQ3.1: Intersectional Group Counts
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output set has been evaluated using the same three evaluation metrics for intersec-
tional fairness.

Data Resampling Based on Category Distribution

As the previous resampling is done through randomization, the fairness result has
been improved but is still not up to the acceptance level. For further investigation,
the distribution of job categories in resumes for the intersectional group has been
taken into account. It has been noticed that for some job categories the matching
result is worse than that for other categories. Groups having more resumes within
that job category fall under the underprivileged group. To solve this issue, another
step of data resampling has been applied to the dataset version 1.03. The data re-
sampling is done in the following steps:

• Remove categories having too few resumes and missing more than 5 intersec-
tional groups.

• Over-sampling for categories having more resumes in the overall dataset, ran-
domly including rows from the recruitment dataset so that for a specific job
category, each intersectional group has approximately equal numbers of in-
stances.

• Under-sampling for the categories that have no more rows even in the bigger
dataset with the condition that the row count is balanced for every group.

After applying these steps, the dataset now has 3242 number of rows with 41 dif-
ferent job categories. Figure 4.6 depicts the resume counts per group at this stage.
The categories that have been removed for not having enough data are ’Informa-
tion Security Analyst’ and ’Physicist’. Table A.8 in the appendix shows the resume
distribution per job category for each data setting, and Figure shows the resume
count per group. Now, with the current version of the dataset, the whole evaluation
process has been re-conducted, the matching results have been re-collected from the
algorithm, and then they were assessed for fairness through the metrics discussed
in section 4.2.5.

4.2.7. Data Modi�cation for Sensitivity Testing

After applying the bias mitigation step in 4.2.6, the evaluation result has improved
greatly. Almost no anomaly has been detected in any specific demographic group.
To further investigate the fairness of the algorithm, an alternative approach has
been applied at this step. As the pattern of the resume text is quite similar for
all groups, through data modification 3.2.2 several demographic terms have been
inserted into the resumes. To make the step realistic, no direct demographic terms
have been used, but there are some indications. The terms that have been inserted
are:
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Figure 4.6.: RQ3.2: Intersectional Group Counts

"F": [
"Affiliations: Women in Finance Association.",
"Volunteer: Women in STEM Network.",
"Member: Women in Leadership Club."

],
"M": [

"Affiliations: Men's Professional Networking Group.",
"Volunteer: Men's Leadership Development Initiative.",
"Member: Men's Business Association."

]

"Asian": [
"Member: National Association of Asian American Profe-
ssionals.",
"Volunteer: Asian Business Leadership Community.",
"Participant: Asian Cultural Entrepreneurship Program."

],
"Black": [

"Member: National Society of Black Accountants (NSBA).",
"Volunteer: Black Business Leadership Association.",
"Participant: African American Professional Development
Network."

],
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"White": [
"Volunteer: Local European Heritage Community Outreach
Group.",
"Member: European Cultural Business Association.",
"Participant: Western Professional Networking Event."

]

After the data modification step, the new version (1.05) of the data set has been
inserted within the algorithm to get matching results, as done before. Sequentially,
fairness evaluations have been performed as well.

Overall, there are 5 versions of dataset that have been used in this study which
are summarized in Table 4.2.
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Table 4.2.: Recruitment Dataset Version Summary
Dataset
Ver-
sion

Details Application What Changed &
Why

1.01 Sub-sampled
set of data
from the
bigger recruit-
ment dataset
4.1.1.

Used as input to the
model at the first step
where the outcome was
not acceptable based
on the matching perfor-
mance.

Performed sev-
eral prepro-
cessing steps
mentioned in
section 4.2.1.

1.02
(RQ1,
RQ2)

Preprocessed
set of data of
version 1.01.
The baseline
dataset.

Used as the resume in-
put to the job match-
ing algorithm and then
evaluated for intersec-
tional fairness as well
as fairness using a sin-
gle protected attribute.

Resume text
enrichment for a
better matching
result.

1.03
(RQ3.1)

Application of
the first bias
mitigation
method on
version 1.02.

Resume input for
the algorithm during
fairness evaluation
after implementing the
first bias mitigation
method.

Row count from
1200 to 1803,
approximately
the same number
of rows per inter-
sectional group.

1.04
(RQ3.2)

Application
of the second
bias mitiga-
tion method
on version
1.03.

Resume input for the
algorithm during fair-
ness evaluation after
implementing the sec-
ond bias mitigation.

Row count from
1803 to 3242,
approximately
similar number
of rows per cat-
egory for each
’Group’ entity.

1.05
(RQ3.3)

Application of
data modifica-
tion method
on version
1.04.

Resume input for the
algorithm during fair-
ness evaluation after
implementing data
modification.

Resume text
modified for
sensitivity test.
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5. Results and Discussion

This chapter addresses the results of the research work and discusses the findings.
At first, the key outcomes are presented in the result subsection along with some
notable tables and visuals. After that, the analytical arguments related to the re-
search questions can be found in the discussion subsection. The dataset versions
that have been compared are versions 1.02, 1.03, 1.04, and 1.05, where the utilized
fairness evaluation metrics are demographic parity, conditional demographic parity,
and equal opportunity. Furthermore, since the algorithm provides job recommen-
dations as a ranked list, the top 5 jobs have been considered for the experiments,
which have often been mentioned as ’top-k’ in the writing.

5.1. Results

5.1.1. Accuracy

As mentioned in section 4.2.4, accuracy reveals the overall proportion of correct out-
comes indicating the actual observations. For the setting of this thesis, the accuracy
has been measured for all the top-k values across all the dataset versions that have
been compared later on. The overall accuracy of the algorithm from top 1 to top 5
values for each data setting is depicted in Figure 5.1. It is visible from the bars that
the accuracy does not change much with the changing versions of the dataset, for
example, in top 1 evaluation, it is within 61% to 66%. Additionally, with the top-k
value increasing, the accuracy of the model boosts as well, reaching to a peak of 91%
for top 5 evaluation in RQ3.2, which is the dataset version 1.04.
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Figure 5.1.: Top-k Accuracy of the Model for Different Data Settings

5.1.2. RQ1: Intersectional Fairness Evaluation

To evaluate fairness against intersectional groups, several state-of-the-art fairness
evaluation metrics have been implemented on the matching job results. The first
implemented metric is demographic parity. For top 1 title matching, the most priv-
ileged group is F_A_Senior_Adv with SR 75%, where the number of row counts n is
100 and the least privileged group is F_B_Starter_Adv having only 21% possibility of
a positive outcome with a value of n = 42. In comparison, for top 5 title matching,
the privileged group is M_A_Senior_Adv having an SR of 95% and n = 101 the least
privileged group remains the same with an increased SR of 64%. Figure 5.2 depicts
the SR of all the groups for top 1 title matching evaluation, and Figure 5.3 showcases
the same for top 5 matching, where orange colored proportion indicates the positive
matching and blue the negative. The demographic parity ratio changes from 29% to
68% from top 1 to top 5 title matchings respectively.

Moving forward, for conditional demographic parity, when the job category has
been taken as a condition, the most privileged group is M_B_Starter_Early (SR 66:7%
and n = 48) where the least privileged group is still F_B_Starter_Adv (SR 17:2% and
n = 42). Moreover, for top 5 matching result evaluation, the most privileged group
is now M_B_Senior_Adv (SR 93% and n = 101) and the least privileged unchanged.
Table 5.1 collects the CDP findings from the baseline fairness evaluation.

For evaluating equal opportunity, only the true positive (TP) rate is considered
because the true negatives cannot be confidently labeled for the data setting since
multiple jobs could be reasonable matches. Looking at the true positive rate of the
top 1 matching title, even for the most privileged group F_A_Senior_Adv (n = 100),
the rate is 19%. The TPR value of all intersectional groups of the top 1 title matching
is shown in Figure 5.4
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Figure 5.2.: RQ1 - Demographic Parity SR for Top 1 Title Matching

Figure 5.3.: RQ1 - Demographic Parity SR for Top 5 Title Matching
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Figure 5.4.: RQ1 - TPR Top 1 Title Matching
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Table 5.1.: RQ1 - CDP Selection Rates (L = Job Category)
Groups C = Category C = Exp
Top-k -> 1 3 5 1 3 5

CDP Ratio 25.79% 48.51% 69.46% 19.32% 45.45% 60.11%
M_B_Starter_Early 66.7% 85.9% 89.7% 62.5% 79.2% 81.2%
M_A_Senior_Adv 63.1% 83.2% 91.4% 69.3% 89.1% 95%
M_A_Starter_Adv 62.2% 82.2% 86.7% 68.1% 85.1% 89.4%
F_W_Starter_Adv 59.7% 84% 88.9% 67.3% 81.6% 87.8%
F_A_Senior_Adv 59.6% 83% 87.4% 74% 88% 91%

M_W_Senior_Adv 59.6% 82.1% 86.1% 64% 87% 91%
M_A_Starter_Early 58.9% 82.7% 89.3% 62.3% 81.1% 88.7%
M_B_Starter_Adv 58.3% 85.9% 83.3% 59.6% 80.8% 82.7%
F_A_Starter_Early 57.6% 83.3% 90.9% 65.2% 80.4% 87%
F_A_Starter_Adv 56.8% 87% 87% 66.1% 82.1% 87.5%
M_B_Senior_Adv 55% 86.7% 93% 52.5% 82.2% 90.1%
F_B_Senior_Adv 54.8% 73.2% 80.5% 53% 66% 73%

M_W_Starter_Early 54.5% 73.5% 81.2% 53.5% 72.4% 82.8%
F_W_Starter_Early 52.5% 71.2% 81.8% 58.5% 71.7% 77.4%
F_B_Starter_Early 50.8% 78.5% 81.5% 50% 75.9% 79.3%
F_W_Senior_Adv 50.6% 82.4% 88% 61.4% 81.2% 86.1%

M_W_Starter_Adv 40.1% 75% 79.5% 39.5% 74.4% 76.7%
F_B_Starter_Adv 17.2% 42.2% 64.6% 14.3% 40.5% 57.1%

5.1.3. RQ2: Fairness Evaluation for Single Attribute

To evaluate a single protected attribute, the data settings were slightly changed.
Both demographic parity and conditional demographic parity were calculated sep-
arately for demographic attributes gender and race. Table 5.2 shows the selection
rate for DP and CDP for the top-k title matching, where for Male n = 603 and for
n = 605. It is visible from the table that no unusual skewness is present in both the
DP and CDP results.

When evaluating demographic parity in the same way for the race attribute, sim-
ilar outcomes have occurred that are added separately to the Table for DP 5.3 and
CDP for job category as condition 5.4. Here, only for top 1 matching, DP ratio is
slightly below 80% and all the other ones are above. Surprisingly, SR for White
group is always lower than that of Asian, where the row counts for the race attribute
are Asian n = 403, Black n = 401 and White n = 404, which is quite similar as well.
However, a more equalized outcome for CDP, taking the job category as a condi-
tion, confirms that the observed lower SR for White attribute in DP measurement is
likely due to the distribution of resumes across job categories rather than a direct
indication of racial bias.
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Table 5.2.: RQ2 - DP and CDP Selection Rates for Gender
Top-
k

Demographic
Parity

Conditional DP

- Male Female Ratio Male Female Ratio
1 64% 60% 94% 64% 53% 83%
2 76% 70% 92% 79% 68% 86%
3 84% 77% 92% 88% 80% 91%
4 86% 81% 94% 91% 85% 93%
5 88% 83% 94% 93% 87% 94%

Table 5.3.: RQ2 - Demographic Parity SR for Race
Top-k Asian Black White DP Ratio

1 71% 61% 54% 76%
2 80% 71% 67% 84%
3 86% 81% 75% 87%
4 89% 83% 78% 88%
5 91% 85% 80% 88%

Similarly, for equal opportunity, the values were almost similar for the demo-
graphic groups, both for gender and race. Taken together, all three metrics signify
equal treatment of the algorithm in the current data setting for gender and race at-
tributes individually. When evaluating based on a single attribute, the outcomes are
averaged across all the subgroups within that characteristic (’Male’ and ’Female’
for gender), which can hide potential disparities within specific combinations of at-
tributes. In intersectional fairness analysis, considering all combinational attributes,
this masked unfairness can be revealed.

43



Table 5.4.: RQ2 - Conditional Demographic Parity SR for Race
Top-k Asian Black White CDP Ratio

1 65% 56% 59% 91%
2 76% 71% 69% 91%
3 84% 80% 81% 96%
4 89% 85% 85% 96%
5 91% 87% 86% 95%

Table 5.5.: RQ2 - TPR for Gender and Race
Top-k Male Female Gender EO Gap Asian Black White Race EO Gap

1 23% 15% 8% 19% 19% 19% 0
2 32% 23% 9% 29% 28% 26% 3%
3 36% 29% 7% 33% 32% 32% 1%
4 38% 30% 8% 36% 34% 32% 4%
5 40% 32% 8% 38% 35% 34% 4%

5.1.4. RQ3.1: Fairness Re-evaluation after Applying Data Resampling

The first bias mitigation method applied is data resampling. The outcome of the
fairness evaluation has greatly transformed after implementing the resampling
method in the recruitment dataset. For demographic parity evaluation, the group
F_B_Starter_Adv that always received the least positive response has a selection
rate 54%, which was previously 19% for top 1 title matching. The DP ratio also
improved, 68% which is still far below the threshold value 80% to call the outcome
fair, but better than the previous data setting. The most privileged group has
shifted also from M_A_Senior_Adv to F_W_Senior_Adv . The groups that has a lower
SR than before are F_W_Starter_Early (from 58% to 54%), M_B_Starter_Early (from
67% to 61%), F_A_Starter_Adv (from 66% to 64%). Figure 5.5 and 5.6 represent the
selection rate per intersectional group for the top 1 evaluation before and after
implementing data resampling.

With the top-k value increasing, the DP ratio also increases, the same as before.
Table 5.6 showcases the overview of top-k demographic parity evaluation for both
data settings.

Similarly, for conditional demographic parity, better results have been encoun-
tered as well. For top 1 title matching, the CDP ratio is at 66% which was previously
26% additionally the least privileged group has also shifted to F_B_Starter_Early .
For top 2 title matching, the ratio is already 80% the same or higher until the top 5.
Table A.10 summarizes the CDP outcomes for job category as a condition for all the
data settings. Another condition that has been taken into account is the experience
level of the resumes. When taking experience as the condition, the CDP ratio is 80%
for top 1 title matching evaluation and more than 80% for k = 2, 3, 4 and 5.
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Figure 5.5.: RQ1 - Before Applying Data Resampling

Figure 5.6.: RQ3.1 - After Applying Data Resampling
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Table 5.6.: Demographic Parity Comparison RQ1, RQ3.1
Topk RQ1 Eval RQ3.1 Eval
1 DP diff:

54%; DP
ratio: 29%

Adv. F_A_Senior_Adv,
n = 100; Disadv.
F_B_Starter_ Adv,
n = 42

DP diff:
24%; DP
ratio: 68%

Adv. F_W_Starter_ Adv,
n = 100; Disadv.
M_W_Starter_ Adv,
n = 100

2 DP diff:
50%; DP
ratio: 40%

Adv. F_A_Senior_Adv,
n = 100; Disadv.
F_B_Starter_Adv,
n = 42.

DP diff:
21%; DP
ratio: 75%

Adv. F_A_Senior_Adv,
n = 100; Disadv.
F_B_Senior_Adv,
n = 100

3 DP diff:
42%; DP
ratio: 53%

Adv. M_A_Senior_Adv,
n = 101; Disadv.
F_B_Starter_Adv, n = 42

DP diff:
20%; DP
ratio: 77%

Adv. M_A_Senior_Adv,
n = 101; Disadv.
F_B_Senior_Adv,
n = 100

4 DP diff:
37%; DP
ratio: 60%

Adv. M_A_Senior_Adv,
n = 101; Disadv.
F_B_Starter_Adv, n = 42

DP diff:
18%; DP
ratio: 80%

Adv. M_A_Senior_Adv,
n = 101; Disadv.
F_B_Senior_Adv,
n = 100

5 DP diff:
31%; DP
ratio: 68%

Adv. M_A_Senior_Adv,
n = 101; Disadv.
F_B_Starter_Adv, n = 42

DP diff:
19%; DP
ratio: 80%

Adv. M_A_Senior_Adv,
n = 101; Disadv.
F_B_Senior_Adv,
n = 100

For equal opportunity, the TPR has not changed drastically after applying resam-
pling. Table A.11 in the appendix demonstrates the TPR of the intersectional groups
for all the dataset versions for top 1 title matching.

5.1.5. RQ3.2: Re-application of Data Resampling and Fairness
Re-evaluation

At this step, data resampling was performed based on the category distribution
of the groups. The fairness evaluation for intersectional groups has taken place
in the same way as before. The outcomes of this data setting are seemingly fairer
than before. Comparing the demographic parity with the previous data setting at
RQ3.1, far better result is notable. Figure 5.7 and 5.8 depict the demographic parity
comparison for the top 1 title matching. Furthermore, Table 5.7 summarizes the top-
k demographic parity evaluation results. It is visible that the DP ratio has improved
to 80% and the selection rate for individual groups are also comparatively higher.
For all the k values, a comparatively better result has been observed.

For conditional demographic parity, the outcome is also much more fair than the
previous data setting. For top 1 title matching conditioned on job category, the
CDP ratio is 82%, and for other k values the ratio is even higher than 82%. Fur-
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Figure 5.7.: RQ3.1 - After Applying Data Resampling

Figure 5.8.: RQ3.2 - After Re-applying Data Resampling
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Table 5.7.: Demographic Parity Comparison RQ3.1, RQ3.2
Topk RQ3.1 Eval RQ3.2 Eval
1 DP diff:

24%; DP
ratio: 68%

Adv. F_W_Starter_ Adv,
n = 100; Disadv.
M_W_Starter_ Adv,
n = 100

DP diff:
15%; DP
ratio: 80%

Adv. F_B_Starter_ Adv,
n = 203; Disadv.
M_B_Senior_ Adv,
n = 178

2 DP diff:
21%; DP
ratio: 75%

Adv. F_A_Senior_Adv,
n = 100; Disadv.
F_B_Senior_Adv,
n = 100

DP diff:
18%; DP
ratio: 80%

Adv. F_B_Senior_Adv,
n = 203; Disadv.
F_W_Starter_Early,
n = 172

3 DP diff:
20%; DP
ratio: 77%

Adv. M_A_Senior_Adv,
n = 101; Disadv.
F_B_Senior_Adv,
n = 100

DP diff:
19%; DP
ratio: 80%

Adv. F_B_Senior_Adv,
n = 203; Disadv.
F_W_Senior_Adv,
n = 190

4 DP diff:
18%; DP
ratio: 80%

Adv. M_A_Senior_Adv,
n = 101; Disadv.
F_B_Senior_Adv,
n = 100

DP diff:
16%; DP
ratio: 84%

Adv. F_B_Senior_Adv,
n = 203; Disadv.
F_W_Starter_Early,
n = 172

5 DP diff:
19%; DP
ratio: 80%

Adv. M_A_Senior_Adv,
n = 101; Disadv.
F_B_Senior_Adv,
n = 100

DP diff:
14%; DP
ratio: 86%

Adv. F_B_Senior_Adv,
n = 203; Disadv.
F_W_Starter_Early,
n = 172

thermore, the most privileged and the least privileged groups have been shifted to
F_B_Senior_Adv (SR 71% and n = 203) and F_W_Senior_Adv (SR 52% and n = 190)
sequencially. Additionally, the TPR is also comparatively higher for the intersec-
tional groups along with a decreased equal opportunity gap.

5.1.6. RQ3.3: Application of Data Modi�cation and Fairness
Re-evaluation

After inserting the demographic-pointing terms through data modification, al-
though the demographic parity results have been weaker than the previous data
setting, the outcome is still better than the baseline evaluation. As the modification
was done on the dataset version 1.04, already resampled based on job category
distribution, the results are comparatively more balanced than the baseline version.
Nonetheless, adding terms that reveal the identity of the protected attributes does
not benefit the fairness of the model, it rather reduces fairness, possibly by changing
the score representation of the resumes within the textual signals of the BERT-based
model. Now, the most privileged group according to the demographic parity
evaluation for top 1 title matching is F_A_Starter_Early having SR 72% and n = 183,
and the least privileged group is M_B_Senior_Adv with SR 54% and n = 178. The
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DP ratio has also decreased to 75%. Figures 5.9 and 5.10 showcase the demographic
parity for the top 1 title matching before and after inserting demographic-related
words.

Figure 5.9.: RQ3.2 - After Re-applying Data Resampling

Figure 5.10.: RQ3.3 - After Applying Data Modification

Conditional Demographic Parity also shows a bit more variance than before. The
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Table 5.8.: Demographic Parity Comparison RQ3.2, RQ3.3
Topk RQ3.2 Eval RQ3.3 Eval
1 DP diff:

15%; DP
ratio:
80%

Adv. F_B_Starter_ Adv,
n = 203; Disadv.
M_B_Senior_ Adv,
n = 178

DP diff:
18%; DP
ratio:
75%

Adv. F_A_Starter_ Early,
n = 183; Disadv.
M_B_Senior_ Adv,
n = 178

2 DP diff:
18%; DP
ratio:
80%

Adv. F_B_Senior_Adv,
n = 178; Disadv.
F_W_Starter_Early,
n = 172

DP diff:
22%; DP
ratio:
74%

Adv. F_B_Senior_Adv,
n = 178; Disadv.
F_W_Senior_Adv,
n = 190

3 DP diff:
19%; DP
ratio:
80%

Adv. F_B_Senior_Adv,
n = 178; Disadv.
F_W_Senior_Adv,
n = 190

DP diff:
23%; DP
ratio:
75%

Adv. F_B_Senior_Adv,
n = 178; Disadv.
F_W_Senior_Adv,
n = 190

4 DP diff:
16%; DP
ratio:
84%

Adv. F_B_Senior_Adv,
n = 178; Disadv.
F_W_Starter_Early,
n = 172

DP diff:
20%; DP
ratio:
78%

Adv. F_B_Senior_Adv,
n = 178; Disadv.
F_W_Starter_Early,
n = 172

5 DP diff:
14%; DP
ratio:
86%

Adv. F_B_Senior_Adv,
n = 178; Disadv.
F_W_Starter_Early,
n = 172

DP diff:
19%; DP
ratio:
80%

Adv. F_B_Senior_Adv,
n = 178; Disadv.
F_W_Senior_Adv,
n = 190

CDP ratio is yet at 79% for top 1 title matching when using job category as a condi-
tion, which is close to the threshold value of 80%. For all the other k values, the CDP
ratio is over 80%. Furthermore, taking experience level as the condition, all the eval-
uation results are almost equally positive or fair. For equal opportunity analysis, the
gap is also slightly higher than the previous data setting at RQ3.2 but comparatively
better than RQ3.1 data setting.

Table A.1 in the appendix summarizes the overall evaluation results for each data
setting.

5.1.7. Intersectional Groupwise Result Presentation

There are 18 intersectional groups based on the demographic attributes that have
been considered for this research. Among these, some of the groups have notable
changes in evaluation after each step of mitigation method application. This section
highlights the performance of some of the intersectional groups, which is worth
mentioning.
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Female_Black_Starter_Advanced

At the first step, when the dataset was first used as an input to the algorithm, there
were 42 number of resumes present of this group within 1208 total rows of the
dataset. The SR for this group is 21% for the top 1 title matching, which is the
lowest, and TPR is 0. After applying data resampling, the selection rate has im-
proved but still comparatively lower than the other groups. However, after reap-
plying data resampling based on category distribution, the situation has improved
notably. The SR goes up to 77% for the top 1 title matching, where the total count
is, n = 100 and keeps increasing with the top-k value increasing as it happens for
all the groups. Table A.2 in the appendix showcases the detailed evaluation of the
group F_B_Starter_Adv for the three evaluation metrics.

Male_Black_Senior_Advanced

Although the resume count n for M_B_Senior_Adv at the first step of the evalua-
tion is 101, which is higher than most other groups, the evaluation result is lower
than most of the groups. The SR for demographic parity starts from 55% for the
top 1 evaluation and increases to 90% until the top 5. For CDP, the SR has a high
increase from top 1 to top 2 evaluation from 55% to 76:6%. However, after the first
bias mitigation application, the results have not been changed for the group, while
a slight improvement is visible after applying the second bias mitigation method.
Furthermore, the last method for sensitivity test, although it lessens the SR for both
demographic parity and conditional demographic parity, it has improved the TPR,
especially from top 2 matching evaluations. Table A.3 in the appendix summarizes
the evaluation for M_B_Senior_Adv .

Female_Asian_Senior_Advanced

According to the first evaluation, F_A_Senior_Adv has an acceptable SR for demo-
graphic parity and a bit lower for conditional demographic parity. After apply-
ing resampling for the first time to the dataset, the result is similar for DP and
has slightly improved for CDP. In contrast, after applying resampling based on
category distrbution, the SR has been decreased for both DP and CDP surpris-
ingly. Furthermore, the numbers have been worsen after applying data modifica-
tion to the dataset. Table A.4 in the appendix summarizes the evaluation result for
F_A_Senior_Adv . The TPR value for the group also decreases after applying data
resampling based on category distribution, while it remains the same after applying
data resampling for the first time. Finally, after applying data modification, the TPR
decreases even more.
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Male_Asian_Senior_Advanced

Similar to M_B_Senior_Adv , this group also has higher count of resumes at the first
dataset and the evaluation result is also better than most other groups for all the
evaluation metrics. The situation is the same after the first data resampling imple-
mentation, while the numbers have been decreased for all the top-k matching eval-
uations after applying data resampling based on category distribution. Unexpect-
edly, the values have even worsened after inserting demographic indicator terms
by the data modification method. The details have been depicted in Table A.5 in the
appendix.

Female_White_Starter_Advanced

Although the resume count of the group is quite low in the first dataset, the SR
based on both demographic parity and conditional demographic parity is compar-
atively higher than the other groups in the first data setting. The numbers have
even increased after the first bias mitigation application for all the evaluation met-
rics, while after implementing the second bias mitigation method, the values have
slightly dropped. Table A.6 summarizes the results of F_W_Starter_Adv for all the
evaluation, where the rates have even dropped in the last data setting.

Male_White_Starter_Advanced

This group is one of the most disadvantaged groups based on the fairness evalu-
ation of the first data setting with a resume count of 43. Implementation of data
resampling (resume count 100) has improved the scores for DP, top 1 from 47% to
52% and for CDP, top 1 40:1% to 49%, which has been even better (DP 71% and CDP
64% for top 1 title matching) after applying data resampling based on category dis-
tribution (resume count 182) along with TPR showing an improvement (from 7% to
14:3% for top 1 title matching). The overall numbers have been slightly decreased
after the data modification step. All of the details have been noted in Table A.7 in
the appendix.
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5.2. Discussion

5.2.1. Result Analysis

The outcome of the first data setting shows that the DP ratio is minimal (29%) for
top 1 title matching, even evaluating until top 5, the DP ratio has reached 68%. The
80% rule of disparate impact [28] states that a DI below 80% indicates unfairness.
As a result, it is evident that there exists unfairness for intersectional data settings
within the system. Additionally, for conditional demographic parity, the CDP ratio
for top 1 title matching is also far below 80%, at 26% for job category taken as the
condition. In both the evaluations, the least privileged group has been identified to
be F_B_Starter_Adv for all the top k values. Looking deeper into the group, the num-
ber of resumes within the dataset is 42 where the highest row count for any group
is 101. After applying data resampling, when the number of resumes is 100, the
evaluation results have been improved for the group, indicating that an increased
representation of the group can lead to improved the fairness outcomes. Although
compared to other intersectional groups, the SR is still quite lower. In the next step,
while applying data resampling based on category distribution, the evaluation re-
sult for F_B_Starter_Adv has incredibly improved, emphasizing the strong influence
of category-based distribution on fairness outcomes.

Focusing on another group, F_A_Senior_Adv which has the highest SR for DP ac-
cording to the first evaluation, has comparatively lower SR after applying data re-
sampling based on the category distribution, indicating a comparatively balanced
outcome overall. Moreover, the considered job categories also differ in the case of
the matching rate. According to Table A.8, for some job categories, SR is always
higher than the others. At the first stage of evaluation, the groups that have more
resumes of the job categories having lower matching rates have lower SR. After the
first application of data resampling, some groups have a better SR, and the overall
ratio is also better than the first evaluation. However, the situation has changed after
applying data resampling for the second time based on the job category distribution.
It is clear from this stage of evaluation that the groups that are the most privileged
at the first step, such as F_A_Senior_Adv and M_A_Senior_Adv have a lower SR, and
those that are the least privileged have a comparatively higher SR, adjusting the
overall DP as well as CDP ratio as a whole. Recalling the data resampling approach
at 4.2.6, two job categories, ’Information Security Analyst’ and ’Physicist’ have been
removed because of not having a sufficient number of resume distributions across
all the intersectional groups. The performance of the category ’Information Secu-
rity Analyst’ being 97%, while removed, resumes belonging to this category were
resampled around other categories such as M_A_Senior_Adv got lower SR. It is evi-
dent after this stage of evaluation that the matching rate is highly dependent on the
distribution of the job category within the intersectional groups. The groups hav-
ing more resumes of the categories having a better matching rate have a better SR
overall and vice versa.

Furthermore, it is seen from the evaluation that after adding demographic terms
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in the data modification stage, the result has not turned out as expected. The gen-
der or race indicator terms have not directly affected the algorithm’s fairness, and
the outcome is not directly skewed towards any demographic group. A slightly
decreased demographic parity suggests a small exposure to disparity between de-
mographic groups. On another note, an almost equal CDP result ensures that the
system maintains equitable treatment among evenly qualified resumes. Addition-
ally, the overall matching performance of the algorithm can be determined to be
lessened based on the comparatively lower TPR value. The decreased performance
can be due to the reduced similarity between resume embeddings and the related
jobs after the inclusion of additional demographic terms that changed the semantic
representation of the resumes. Overall, the fairness behavior of the model remains
robust to moderate demographic language evidence.

5.2.2. Baseline Evaluation

At the first stage of the implementation, the baseline evaluation of the BERT-based
job recommendation on the recruitment dataset uncovers unfairness within the in-
tersectional groups. For all the evaluation metrics, certain groups have always been
found to be the most deprived, suggesting the model has unfairness for the intersec-
tional data setting of multiple protected attributes. The outcome also discloses that
the recommendation depth matters. The highest inconsistency has been detected
when the top 1 match is considered. With increasing the top-k value, the differences
become smaller. However, a noticeable disparity still remains for the top-k value as
high as 5.

During the evaluation of combined multiple protected attributes, divergence is
evident through all three fairness evaluation metrics. While the demographic parity
ratio indicates the extent to which positive job recommendations are evenly dis-
tributed across demographic groups irrespective of qualification, it primarily cap-
tures how much attention different groups have received. And then, the conditional
demographic parity ratio, considering not only the job category as a condition but
also the experience level of the candidates, highlights a more apparent perspective
by assessing whether candidates with comparable professional status are treated
similarly across demographic groups. While the substantial DP ratio indicates dif-
ferences in the overall distribution of relevant job recommendations across inter-
sectional groups, the CDP ratio, when conditioned both on job category and level
of experience, reveals a similar pattern, with certain groups consistently receiving
lower recommendation rates. This suggests that inequality in recommendation is
not exclusively explained by differences in job category across demographic groups
but persists even when candidates are compared within the same professional state.
On the other hand, the equal opportunity difference discovers fairness while keep-
ing the model’s performance in consideration. The EO differences between the in-
tersectional groups reveal how effectively the system identifies qualified candidates
across demographic groups, along with capturing imbalance in the model perfor-
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mance through measuring TPR.
Moving forward, from the evaluation of fairness based on a single protected at-

tribute at 5.1.3, the relatively fairer outcome makes it obvious that a seemingly fair
result of a system for a certain demographic group can actually be unfair when con-
sidering multiple attributes.

5.2.3. Illustration of Intersectional Unfairness

The distinctions seen in demographic groups during intersectional fairness evalu-
ation announce that bias in the BERT-based job recommender is not just a simple
sum of biases measured within individual attributes. Instead, it gets worse when
multiple demographic factors combine. Although clear anomalies have been de-
tected when considering multiple protected attributes at the same time, during the
evaluation of a single protected attribute of gender and race separately, the evalua-
tion result for all three evaluation metrics is almost similar, showing no noticeable
skewness. This highlights that fairness studies that look at attributes separately can
overlook serious effects.

One contributing factor to these inequalities is the imbalance in the distribution
of resumes between intersectional groups. Not all intersectional categories were
equally represented in the dataset, resulting in varying sample sizes of groups. In-
tersectional groups with fewer resumes were more susceptible to unstable or unfa-
vorable outcomes, as the model had limited exposure to their textual patterns dur-
ing text parsing. For example, the group F_B_Starter_Adv had the least privilege
during the baseline evaluation of intersectional fairness. In the baseline version of
the dataset 1.02, none of the 42 resumes of that group belong to any top-rated job
categories of Table A.8 in the appendix, such as ’Accountant’, ’Database Adminis-
trator’, ’Dentist’, ’Lawyer’, ’Software Engineer’ etc. When the resampling was done
based on category distribution, the count of the group F_B_Starter_Adv in dataset
version 1.04 has not only increased (n = 203) but also equalized in the mentioned
job categories, and the result has a far better SR both for DP (from 21% to 77% for top
1) and CDP (from 17:2% to 69% for top 1). Alternatively, the group F_A_Senior_Adv
acquired lower SR both for DP (from 75% to 67% for top 1) and CDP (from 59:6% to
56% for top 1) after resampling based on category distribution, where the equalized
category for this group includes ’Architect’, ’Machine Learning Engineer’, ’Web De-
veloper’, all of which are ranked the lowest in Table A.8 located in the appendix.
This data imbalance amplifies the variation in fairness and makes the performance
metrics for underrepresented intersectional groups more volatile.

The representation of text in the job description dataset 4.1.2 also plays a signif-
icant role in shaping the intersectional fairness outcomes. The evaluation revealed
that resumes of certain job categories consistently achieved higher matching scores,
which is demonstrated in Table A.8 in the appendix, independent of demographic
attributes. As a result, demographic groups that were disproportionately repre-
sented in these high-performing job categories benefited from higher recommenda-
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tion rates, while groups concentrated in lower-performing categories experienced
comparatively lower rates. This interaction between demographic combination and
the structure of the job category introduces an additional layer of bias that dispro-
portionately affects intersectional groups.

Last but not least, although linguistic bias in resume content can further con-
tribute to the divergence, it is important to note that the resume dataset used in
this study exhibited relatively limited linguistic diversity, as many resumes fol-
lowed similar structural templates and primarily differed in the presence of key
terms corresponding to specific job roles. To improve the accuracy of the model on
job–resume matching, data modifications were applied prior to fairness evaluation,
as described in the 4.2.1 section. While this preprocessing step exceeded overall rec-
ommendation performance, it may have also influenced how textual patterns were
represented in the embedding space. Even within structurally similar texts, differ-
ences in keyword selection, phrasing, and emphasis can affect semantic similarity
scores produced by BERT-based models [62].

5.2.4. Impact of Bias Mitigation Methods

The application of bias mitigation techniques on the dataset produced varying ef-
fects not only on fairness evaluation results but also partially on recommendation
performance. The results demonstrate that the mitigation effectiveness is highly
dependent on the interaction between data distribution, job categories, and model
behavior.

The first mitigation step, which is data resampling based on the data distribution
among intersectional groups, drives modest improvements in the evaluation metric
scores. While selection rates for underrepresented groups have increased slightly,
the disadvantaged groups are still not out of the risk of bias susceptibility. The out-
come of this step confirms that resampling at the demographic level is insufficient
to fully address the underlying bias within the data. On the positive side, the minor
improvement in the overall outcome guarantees the effectiveness of data imbalance
correction within the dataset.

The second method implemented for mitigating bias is data resampling based on
the resume distribution among job categories. This approach resulted in producing
a substantially fair outcome for all evaluation metrics while reducing the overall
true positive rate compared to the baseline data settings. This situation can be il-
lustrated as the improvement of the fairness through job category-based resume
distribution has been followed by a reduction of the model’s probability in recom-
mending true matches.

Finally, the third step, the insertion of demographic indicator terms through data
modification to test the model’s performance on fairness, which is not exactly a bias
mitigation approach but rather the opposite, reveals interesting insights. While the
model became less confident with the descending selection rate for all the groups,
the equal opportunity gap has been surprisingly lessened compared to the previous
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data setting of the evaluation. Still, this comparatively even treatment toward the
intersectional groups cannot be taken as a fairness success because the TPR for the
groups has been lower than before as well, contradicting the model’s capability to
suggest accurate matching jobs. This analysis confirms that the BERT-based job rec-
ommendation system does not favor or disfavor any demographic group noticeably
even when the demographic identity is unintentionally revealed.

5.2.5. Fairness Across Top-k Recommendations

The study considered the top 5 recommendations of the matching algorithm and
encouraged the fact that a larger list of recommendations distributes vulnerability
evenly. A consistent improvement in the performance of the model, along with
the fairness evaluation outcome, is witnessed with the value of k increasing. This
trait reconfirms previous studies on ranking-based fairness systems [60] that have
established the authenticity of more recommendations reducing extreme attention
to a few items or groups. Nevertheless, it is important to note here that a higher
value of k naturally makes it easier to hit the acceptable set, resulting in a better
outcome of the fairness metric overall, overlooking the fact that the quality of the
ranking is not truly fair for the top positions.

On another note, the increment does not improve the fairness for all the demo-
graphic groups uniformly. While some groups experienced upgraded relative po-
sitions along with the increased selection rate, the relative rank for other groups
has decreased with a comparatively lower boost in fairness results. For an upper
k value, when more job recommendations are shown, job titles with slightly lower
similarity scores are included, which can change the order of items in the list. This
reshuffling shifts the ranks of different groups. As a result, even if overall fairness
metrics look better, some groups may still be disadvantaged in relative ranking. It
can be emphasized from this analysis that evaluating fairness only at an overall level
is not enough, intersectional group-level analysis is needed to truly understand how
ranking-based recommender systems affect different groups.

5.2.6. Summary of Findings in Relation to Research Questions

Research Question 1: How fair is a job-resume matching algorithm when
considering intersectional groups de�ned by multiple protected attributes?

Based on all three fairness evaluation results, the model shows notable unfairness
toward several intersectional groups. When more than 1 job title has been con-
sidered, that is, for a larger top-k value, the overall performance of the model has
increased, and the fairness values have also upgraded. Although the upgrade has
not been uniform across all the intersectional groups, hence signaling unfairness.
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Research Question 2: How does the algorithm's fairness performance
change for a single protected attribute?

Interestingly, when considering a single attribute for fairness evaluation, separately
for gender and race, the model does not exhibit eminent bias. Other than negligible
variation in numbers, the recommendation was quite fair for both male and female
and for the considered race of candidates, which are Asian, Black, and White ac-
cording to the considered fairness evaluation metrics. This supports the claim of
the authors [6] of the BERT-based job matching algorithm being fair along with con-
firming the integrity of the recruitment dataset. This practically proves that, even
when a system is considered fair for multiple demographic attributes individually,
for a certain combinational group of the same attributes, the system can still be un-
fair. Additionally, it aligns with the conclusion drawn by the study in [69] that the
determination of fairness within a system depends on the concept of fairness used
for that specific setting.

Research Question 3: How do the bias mitigation methods perform on a
text-based resume dataset for intersectional fairness evaluation?

The application of several bias mitigation methods has affected the evaluation result
differently. When data resampling was applied based on the number of resumes per
group, slightly better scores have been measured from the evaluation, especially for
the groups that had the lowest resume count at first, such as F_B_Starter_Adv and
M_B_Starter_Adv , while the other groups still have far better numbers. In the next
step, after applying data resampling based on category distribution, the evaluation
result turned out unexpectedly fair and equalized, pointing to a major role of the
job category of the resume in the matching performance of the algorithm along with
the text quality of job description dataset.

On the contrary, modifying the resume by adding demographic indicator terms
has decreased the overall performance of the matching algorithm instead of making
the result skewed toward certain groups based on the dropped TPR overall.

5.2.7. Limitations and Future Direction

Despite significantly contributing to the intersectional fairness section of research,
this study retains several limitations. The first and foremost challenge was to find a
dataset containing the demographic attributes on which this thesis is focused. Due
to the sensitivity of personal information and data protection, it is almost impossi-
ble to find a practical resume dataset in publicly available domains that reveals the
demographic attributes of resumes. The recruitment dataset that has been used for
this thesis is a mixture of synthetic and publicly available job application data. A
practical dataset containing purely resume data would pave the way for pragmatic
research on intersectional fairness. Additionally, in the data preprocessing step, a
category-level mapping was performed with the job description dataset, and oc-
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cupational entities such as technology skills, tasks, and tools were incorporated in
resume texts. Although this knowledge extension was intended to ensure meaning-
ful matching recommendation generation in the unsupervised setting, it may alter
the text embeddings and therefore affect the fairness result. This leads to the ex-
ploration of text enrichment strategies that rely exclusively on resume texts without
revealing job-related information in future works.

Secondly, due to hardware limitations, a subset of the whole dataset has been
considered for this thesis, resulting in smaller intersectional group sizes. These
smaller subgroups can cause statistical instability in fairness evaluation because
performance metrics can fluctuate significantly due to limited sample representa-
tion. As a result, although the study provides insights on intersectional fairness for
a BERT-based job recommender system, for tons of resumes in real-world scenarios,
the interpretations are yet to be investigated.

Although there has been research on bias and fairness analysis metrics, and a
handful of state-of-art metrics are also available to evaluate fairness, most of them
are focused on a single protected attribute. Notable studies are there that have
converted some fairness evaluation metrics to use for multiple protected attributes,
which in fact have been utilized in this thesis, however, they can only shift the eval-
uation according to the intersectional definition of fairness where several internal
issues may stay hidden. That is why developing a benchmark for intersectional
fairness is still an open field for further expansion.

After that, because of the limited scope of this study, bias mitigation methods
have been applied and examined only on the dataset in the preprocessing step, in
an intersectional data setting, which has led the way for future research on bias
mitigation methods applied in the in-processing and post-processing stages of rec-
ommendation for an intersectional data setting.
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6. Conclusions

This thesis has investigated the intersectional fairness of combined demographic
attributes through a transformer-based job matching system using three state-of-
the-art bias evaluation metrics and compared it with fairness evaluation for a single
attribute. It has also implemented a data resampling bias mitigation technique in
two layers on the text-based resume dataset in the preprocessing step of the recom-
mendation process along with a sensitivity test leveraging data modification and
then performed a comparison study with the findings.

During the evaluation of intersectional fairness in the baseline data setting, the
thesis finding confirms remarkable unfairness within intersectional groups, while
bias was not confirmed within isolated demographic attributes. These findings
highlight that fairness issues can remain hidden when demographic attributes are
examined individually, underscoring the importance of intersectional evaluation in
job recommendation systems. Beyond examining fairness, this thesis also reflects on
the practical implications of applying bias mitigation methods. The results reveal
that mitigation techniques do not uniformly reduce bias and are not always free of
side effects. In practice, a mitigation approach can change the model’s behavior in
unexpected ways, causing a drop in overall performance, although increasing fair-
ness. As a result, system development considering fairness should be context-aware
and is regularly optimized to keep the balance between fairness and performance.
The evaluation also uncovers that data composition, job description dataset struc-
ture, and selected ranking depth all have a role to play in shaping the fairness of a
system. Therefore, fairness should be considered an integral segment of the entire
recommendation pipeline, rather than a property of the algorithm alone.

Finally, this thesis opens a door to the research on intersectional fairness in the
context of modern job recommendation systems. By examining fairness from a
unique perspective of intersectional protected attributes, this study provides a
deeper understanding of how bias can emerge in job recommender systems and
that addressing it requires more than isolated technical adjustments.
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A. Appendix

This chapter contains additional tables and figures that support the experimental
analysis of the thesis. These materials include detailed evaluation results and visu-
alizations referenced in the main chapters. They are included here to keep the main
discussion clean while providing complete details of the results.

Table A.1.: Intersectional Fairness Evaluation Summary
Eva. Metrics k RQ1 RQ3.1 RQ3.2 RQ3.3
Total count -> - 1208 1803 3242 3077
Demographic
Parity - Ratio

1
2
3
4
5

29%
40%
53%
60%
68%

68%
75%
77%
80%
80%

80%
80%
80%
84%
86%

75%
74%
75%
78%
80%

Conditional De-
mographic Parity
(Category) - Ra-
tio

1
2
3
4
5

26.8%
42%
48.7%
59%
69.5%

66%
81%
82%
85%
86%

82%
84%
88%
90%
88%

79%
81%
81%
85%
88%

Conditional De-
mographic Parity
(Experience) -
Ratio

1
2
3
4
5

19.3%
31.6%
45.5%
51.7%
60.1%

80%
80%
83%
90%
91%

96%
99%
99%
99%
98%

95%
97%
98%
97%
98%

Equal Opportu-
nity Gap

1
2
3
4
5

19%
28%
29%
25.5%
25.5%

16%
15%
19%
21%
21%

9%
11.1%
10.8%
12.2%
15.2%

7.5%
10.8%
12.2%
11.3%
14.2%
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Table A.2.: F_B_Starter_Adv Evaluation Summary
Eva. Metrics k RQ1 RQ3.1 RQ3.2 RQ3.3
Total count n -> - 42 100 203 203
Demographic
Parity - SR

1
2
3
4
5

21%
33%
48%
56%
64%

54%
64%
71%
75%
80%

77%
89%
90%
92%
93%

69%
79%
81%
82%
85%

Conditional De-
mographic Parity
(Category) - SR

1
2
3
4
5

17.2%
32.2%
42.2%
53.6%
64.5%

53%
68%
72%
76%
82%

69%
84%
88%
89%
93%

67%
78%
81%
82%
85%

Conditional De-
mographic Parity
(Experience) - SR

1
2
3
4
5

14.3%
26.2%
40.5%
47.6%
57.1%

47%
58%
65%
69%
74%

72%
87%
89%
91%
92%

67%
78%
80%
81%
85%

Equal Opportu-
nity - TPR

1
2
3
4
5

4.8%
7.1%
14.3%
14.3%

17%

69

9.9%
13.3%
14.8%
19.2%
21.7%

14.3%
17.7%
19.7%
23.6%
26.6%

4%
12%
13%

18%

> 1%



Table A.3.: M_B_Senior_Adv Evaluation Summary
Eva. Metrics k RQ1 RQ3.1 RQ3.2 RQ3.3
Total count n -> - 101 101 178 178
Demographic Parity - SR 1

2
3
4
5

55%
77%
83%
86%
90%

55%
77%
83%
86%
90%

62%
78%
83%
85%
90%

54%
72%
77%
81%
86%

Conditional Demographic
Parity (Category) - SR

1
2
3
4
5

55%
76.6%
86.7%
90.3%
93%

55%
77%
87%
90%
93%

55%
75%
81%
85%
93%

50%
70%
76%
80%
89%

Conditional Demographic
Parity (Experience) - SR

1
2
3
4
5

52.5%
73.3%
82.2%
86.1%
90.1%

52%
73%
82%
86%
90%

58%
78%
84%
86%
90%

52%
73%
78%
81%
87%

Equal Opportunity - TPR 1
2
3
4
5

9.9%
12.9%
16.8%
16.8%
16.8%

9.9%
12.9%
16.8%
16.8%
16.8%

8.4%
17.4%
21.9%
21.9%
21.3%

8.4%
17.4%
22.5%
23%
24.2%
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Table A.4.: F_A_Senior_Adv Evaluation Summary
Eva. Metrics k RQ1 RQ3.1 RQ3.2 RQ3.3
Total count n -> - 100 100 175 175
Demographic Parity - SR 1

2
3
4
5

75%
84%
89%
92%
91%

75%
84%
89%
90%
91%

67%
81%
83%
89%
91%

62%
75%
78%
83%
85%

Conditional Demographic
Parity (Category) - SR

1
2
3
4
5

59.6%
69.8%
83%
87%
87.4%

60%
70%
83%
87%
87%

56%
81%
84%
90%
94%

54%
76%
79%
85%
87%

Conditional Demographic
Parity (Experience) - SR

1
2
3
4
5

74%
83%
88%
90%
91%

69%
83%
88%
90%
91%

65%
84%
87%
92%
96%

63%
78%
81%
86%
89%

Equal Opportunity - TPR 1
2
3
4
5

19%
19%
27%
29%
30%

19%
19%
27%
29%
30%

12.6%
17.7%
20.6%
24.6%
30.3%

11.4%
16.6%
18.9%
22.3%
28%
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Table A.5.: M_A_Senior_Adv Evaluation Summary
Eva. Metrics k RQ1 RQ3.1 RQ3.2 RQ3.3
Total count n -> - 101 101 176 176
Demographic Parity - SR 1

2
3
4
5

73%
80%
89%
92%
95%

73%
80%
89%
92%
95%

64%
78%
84%
87%
90%

58%
71%
77%
81%
84%

Conditional Demographic
Parity (Category) - SR

1
2
3
4
5

63.1%
72.7%
83.2%
88.5%
91.4%

63%
73%
83%
89%
91%

62%
77%
81%
88%
91%

59%
70%
76%
82%
85%

Conditional Demographic
Parity (Experience) - SR

1
2
3
4
5

69.3%
80.2%
89.1%
92.1%
95%

69%
80%
89%
92%
95%

62%
77%
82%
85%
88%

59%
69%
75%
78%
81%

Equal Opportunity - TPR 1
2
3
4
5

13.9%
15.8%
18.8%
18.8%
18.8%

13.9%
15.8%
18.8%
18.8%
18.8%

14.8%
18.8%
22.7%
25%
29.5%

12.5%
14.8%
18.2%
21.6%
26.1%
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Table A.6.: F_W_Starter_Adv Evaluation Summary
Eva. Metrics k RQ1 RQ3.1 RQ3.2 RQ3.3
Total count n -> - 49 100 203 203
Demographic Parity - SR 1

2
3
4
5

67%
71%
82%
86%
88%

76%
82%
87%
89%
91%

69%
79%
85%
87%
90%

60%
70%
76%
80%
82%

Conditional Demographic
Parity (Category) - SR

1
2
3
4
5

59.7%
63.9%
84%
86.8%
88.9%

67%
74%
85%
86%
88%

58%
74%
81%
82%
87%

54%
68%
75%
78%
84%

Conditional Demographic
Parity (Experience) - SR

1
2
3
4
5

67.3%
69.4%
81.6%
85.7%
87.8%

72%
79%
85%
87%
89%

66%
81%
86%
88%
90%

60%
72%
77%
81%
83%

Equal Opportunity - TPR 1
2
3
4
5

18.4%
24.5%
30.6%
31%
34.7%

19%
26%
32%
32%
34%

13.8%
20.7%
24.6%
26.1%
30.5%

10.3%
17.2%
20.2%
23.2%
26.1%
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Table A.7.: M_W_Starter_Adv Evaluation Summary
Eva. Metrics k RQ1 RQ3.1 RQ3.2 RQ3.3
Total count n -> - 43 100 182 182
Demographic Parity - SR 1

2
3
4
5

47%
60%
74%
74%
77%

52%
69%
83%
85%
86%

71%
86%
91%
93%
95%

63%
82%
86%
87%
90%

Conditional Demographic
Parity (Category) - SR

1
2
3
4
5

40.1%
56.8%
75%
75%
79.5%

49%
65%
80%
82%
85%

64%
81%
85%
89%
93%

58%
76%
80%
84%
89%

Conditional Demographic
Parity (Experience) - SR

1
2
3
4
5

39.5%
60.5%
74.4%
74.4%
76.7%

69%
80%
89%
92%
95%

46%
65%
79%
81%
82%

69%
86%
90%
91%
93%

Equal Opportunity - TPR 1
2
3
4
5

7%
16.3%
20.8%
20.9%
23.3%

7%
16%
19%
19%
23%

14.3%
23.1%
24.2%
26.9%
29.1%

13.7%
20.9%
22%
24.7%
26.9%
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Table A.8.: Evaluation of SR per Job Category for Top 1 Title Matching
Job Category RQ1 RQ3.1 RQ3.2 RQ3.3
Accountant 100% 100% 100% 100%
Database Administrator 100% 100% 100% 100%
Dentist 100% 100% 100% 100%
Human Resource Specialist 100% 100% 100% 100%
Lawyer 100% 100% 100% 100%
Software Engineer 100% 100% 100% 100%
System Analyst 100% 98% 97% 97%
Veterinarian 100% 97% 100% 100%
Biomedical Engineer 98% 99% 95% 95%
Information Security Analyst 97% 97% -% -%
Robotic Engineer 95% 97% 76% 77%
Business Analyst 93% 94% 100% 78%
Environmental Engineer 92% 92% 100% 100%
Electrician 90% 93% 100% 100%
Supply Chain Manager 85% 64% 92% 92%
Pharmacist 83% 82% 87% 85%
Customer Service Represen-
tative

80% 72% 86% 30%

Psychologist 80% 88% 100% 100%
Nurse 78% 87% 100% 99%
Sales Representative 78% 80% 26% 27%
Pilot 76% 81% 89% 87%
Civil Engineer 66% 59% 71% 40%
Graphic Designer 66% 53% 86% 86%
Market Research Analyst and
Marketing Specialist

60% 60% 71% 72%

Physicist 41% 41% -% -%
Operations Manager 40% 45% 63% 65%
UX Designer 39% 52% 28% 29%
Journalist 36% 40% 37% 34%
Mechanical Engineer 36% 36% 62% 62%
Teacher 21% 26% 75% 66%
Data Scientist 13% 13% 0% 0%
Product Manager 10% 8% 0% 0%
Marketing Manager 9% 13% 33% 35%
Research Scientist 6% 20% 15% 15%
Architect 0% 5% 0% 0%
Computer and Information
Research Scientist

0% 0% 0% 0%

Content Writer 0% 0% 0% 0%
Data Analyst 0% 0% 0% 3%
Financial Analyst 0% 0% 0% 0%
Machine Learnigh Engineer 0% 0% 46% 45%
Web Architect 0% 0% 0% 0%
Web Developer 0% 0% 6% 6%
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Table A.9.: Demographic Parity for Top 1 Title Matching
Intersectional
Groups

RQ1, n RQ3.1, n RQ3.2, n RQ3.3, n

DP Ratio 29% 68% 80% 75%
F_A_Senior_Adv 75%, 100 75%, 100 67%, 175 62%, 175
M_A_Senior_Adv 73%, 101 73%, 101 64%, 176 58%, 176
M_A_Starter_Adv 70%, 47 65%, 100 71%, 188 65%, 188
M_W_Senior_Adv 69%, 100 69%, 100 63%, 169 60%, 169
F_W_Starter_Adv 67%, 49 76%, 100 69%, 203 60%, 203
F_A_Starter_Early 67%, 46 73%, 100 75%, 183 72%, 183
M_B_Starter_Early 67%, 48 61%, 100 71%, 167 69%, 167
M_A_Starter_Early 66%, 53 70%, 100 67%, 162 64%, 162
F_A_Starter_Adv 66%, 56 64%, 100 66%, 187 64%, 187
M_B_Starter_Adv 65%, 52 68%, 100 66%, 180 62%, 180
F_W_Senior_Adv 62%, 101 62%, 101 63%, 190 55%, 190
F_W_Starter_Early 58%, 53 54%, 100 62%, 172 55%, 172
F_B_Senior_Adv 56%, 100 56%, 100 76%, 178 71%, 178
M_W_Starter_Early 55%, 58 66%, 100 64%, 161 58%, 161
M_B_Senior_Adv 55%, 101 55%, 101 62%, 178 54%, 178
F_B_Starter_Early 50%, 58 64%, 100 73%, 188 70%, 188
M_W_Starter_Adv 47%, 43 52% , 100 71%, 182 63%, 182
F_B_Starter_Adv 25%, 42 54%, 100 77%, 203 69%, 203
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Table A.10.: CDP (L = Job Category) for Top 1 Title Matching
Intersectional
Groups

RQ1, n RQ3.1, n RQ3.2, n RQ3.3, n

CDP Ratio 25.8% 71.64% 73.24% 72.46%
M_B_Starter_Early 66.7%, 48 61%, 100 68%, 167 66%, 167
M_A_Senior_Adv 63.1%, 101 63%, 101 62%, 176 59%, 176
M_A_Starter_Adv 62.2%, 47 58%, 100 65%, 188 63%, 188
F_W_Starter_Adv 59.7%, 49 67%, 100 58%, 203 54%, 203
F_A_Senior_Adv 59.6%, 100 60%, 100 56%, 175 54%, 175
M_W_Senior_Adv 59.6%, 100 60%, 100 60%, 169 57%, 169
M_A_Starter_Early 58.9%, 53 57%, 100 61%, 162 58%, 162
M_B_Starter_Adv 58.3%, 52 67%, 100 63%, 180 58%, 180
F_A_Starter_Early 57.6%, 46 62%, 100 69%, 183 68%, 183
F_A_Starter_Adv 56.8%, 56 56%, 100 63%, 187 61%, 187
M_B_Senior_Adv 55%, 101 55%, 101 55%, 178 50%, 178
F_B_Senior_Adv 54.8%, 100 55%, 100 71%, 178 69%, 178
M_W_Starter_Early 54.5%, 58 60%, 100 58%, 161 52%, 161
F_W_Starter_Early 52.5%, 53 48%, 100 57%, 172 53%, 172
F_B_Starter_Early 50.8%, 58 61%, 100 69%, 188 66%, 188
F_W_Senior_Adv 50.6%, 101 51%, 101 52%, 190 50%, 190
M_W_Starter_Adv 40.1%, 43 49%, 100 65%, 182 57, 182%
F_B_Starter_Adv 17.2%, 42 53%, 100 69%, 203 67, 203%
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Table A.11.: True Positive Rate for Top 1 Title Matching
Intersectional
Groups

RQ1, n RQ3.1, n RQ3.2, n RQ3.3, n

EO Gap 19% 15% 9% 7.5%
F_A_Senior_Adv 19%, 100 19%, 100 12.6%, 175 11.4%, 175
F_W_Starter_Adv 18.4%, 49 19%, 100 13.8%, 203 10.3%, 203
F_B_Senior_Adv 18%, 100 18%, 100 17.4%, 178 12.4%, 178
F_W_Starter_Early 15.1%, 53 11%, 100 13.4%, 172 12.2%, 172
M_A_Senior_Adv 13.9%, 101 13.9%, 101 14.8%, 176 12.5%, 176
F_A_Starter_Early 13%, 46 16%, 100 13.7%, 183 12%, 183
F_W_Senior_Adv 12.9%, 101 12.9%, 101 10%, 190 6.3%, 190
F_A_Starter_Adv 12.5%, 56 15%, 100 13.4%, 187 12.3%, 187
M_B_Starter_Adv 12.5%, 52 13%, 100 12.8%, 180 10.6%, 180
M_B_Senior_Adv 9.9%, 101 9.9%, 101 8.4%, 178 8.4%, 178
M_A_Starter_Early 9.4%, 53 13%, 100 12.3%, 162 11.1%, 162
F_B_Starter_Early 8.6%, 58 13%, 100 17%, 188 12.2%, 188
M_W_Starter_Adv 7%, 43 7%, 100 14.3%, 182 13.7%, 182
M_B_Starter_Early 6.2%, 48 6%, 100 15%, 167 13.8%, 167
M_W_Starter_Early 5.2%, 58 7%, 100 13%, 161 10.6%, 161
M_W_Senior_Adv 5%, 100 5%, 100 10.7%, 169 9.5%, 169
M_A_Starter_Adv 4.3%, 47 6%, 100 11.7%, 188 8%, 188
F_B_Starter_Adv 4%, 100 14.3%, 203 9.9%, 203
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Table A.12.: Details of the Columns of Recruitment Dataset
Column
Name

Description Data
type

Further
Details

Comment

Job Ap-
plicant
Name

Full name of the appli-
cant

String Job Appli-
cant Name

Not considered for
any evaluation

Age Applicant’s age Integer Between 25
to 55

AgeGroup column
created conditioning
on Age values

Gender Applicant’s sex identity String
(Male
or Fe-
male)

Gender (M
or F)

Used in com-
bined intersectional
’Group’ column,
also considered
for single attribute
fairness evaluation

Race Racial background of
the applicant

String
(Asian,
Black,
White)

Race
(Asian,
Black,
White)

Used in com-
bined intersectional
’Group’ column,
also considered
for single attribute
fairness evaluation

Resume Text content of the ap-
plicant’s resume, in-
cluding skills, experi-
ence, and education

String Plain text
format
resumes

The resume text
used for the match-
ing

Job
Roles

The job positions for
which the applicant ap-
plied

String Renamed
as ’Job
Category’

Considered as the
ground truth for fur-
ther analysis

x Job
Descrip-
tion

A detailed description
of the job role, includ-
ing required skills,
responsibilities, and
qualifications

String - Job description is
unnecessary, as an-
other more enriched
dataset is being used

x Ethnic-
ity

Ethnic identity of the
applicant

String - Not considering for
this research

x Best
Match

A label or score indi-
cating how well the ap-
plicant matches the job
role based on qualifica-
tions and experience

Boolean
(0 or
1)

- Used to filter out
’Job Roles’ that
match with the re-
sume text. And then
deleted the column.
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Column
Name

Description Data
type

Further
Details

Comment

+ Age-
Group

Applicant’s age Integer Age less
than 40 =
Early, 40
and older =
Senior

Used in combined
’Group’ column

+ Expe-
rience

Created conditioned
from the resume text

String Early and
Advanced

Used in com-
bined intersectional
’Group’ column

+ Group Created column merg-
ing ’Gender’, ’Race’,
’AgeGroup’ and ’Expe-
rience’

String 18 inter-
sectionally
combined
demo-
graphic
groups

The column con-
sidered during
intersectional fair-
ness evaluation

+ CV_id Created as unique
identifier for the whole
dataset

String cv_0, cv_1
and so on

Identifier for the
whole resume
dataset

+ resu-
me_id

Created as unique iden-
tifier after subsampling

String CV_0,
CV_1, ..
and so on

Used as identi-
fier during all the
evaluations

80



Figure A.1.: RQ1 - TPR by Groups from Top 1 to Top 5 Evaluation
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Figure A.2.: RQ3.1 - TPR by Groups from Top 1 to Top 5 Evaluation
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Figure A.3.: RQ3.2 - TPR by Groups from Top 1 to Top 5 Evaluation
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Figure A.4.: RQ3.3 - TPR by Groups from Top 1 to Top 5 Evaluation
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Figure A.5.: RQ3.1 & RQ3.2 - Resume Distribution across Top 5 Job Categories
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Figure A.6.: RQ3.1 & RQ3.2 - Resume Distribution across Top 6 to 10 Job Categories
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Figure A.7.: RQ3.1 & RQ3.2 - Resume Distribution across Bottom 5 Job Categories
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