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Zusammenfassung

Diese Masterarbeit untersucht das Potenzial von LLMs, personalisiertes und kon-
textsensitives Feedback in der Data-Science-Lehre bereitzustellen. Herkdmmliche
automatisierte Feedbacksysteme stoflen haufig auf Herausforderungen hinsichtlich
Anpassungsfahigkeit, Skalierbarkeit und padagogischer Ausrichtung. Um diese
Einschrankungen zu tiberwinden, wurde eine experimentelle Studie mit einem ei-
gens entwickelten KI-Tutor auf Basis von GPT-40 durchgefiihrt, der Studierende
durch sechs Aufgaben zum Thema Clustering fiihrte, die auf den Konzepten von k-
means und DBSCAN basierten. Die Datenerhebung erfolgte tiber Vor- und Nachbe-
fragungen sowie iiber 516 aufgezeichnete Dialogaustausche aus zehn individuellen
Tutoring-Sitzungen.

Ein Mixed-Methods-Ansatz wurde gewdhlt: Die quantitative Analyse verglich
die Ergebnisse der Vor- und Nachbefragungen, um den normalisierten Lernzuwachs
(g = 0,375), die Effektstiarke (Cohen’s d = 0,321) und die statistische Signifikanz
(t(9) = 0,811, p > 0,05) zu bestimmen. Die qualitative Analyse umfasste die manu-
elle Codierung der KI-Antworten nach Feedbacktyp, Adaptivitit und Engagement
der Studierenden.

Die Ergebnisse zeigen, dass die Studierenden den KI-Tutor insgesamt positiv wahr-
nahmen. Besonders hervorgehoben wurden die klaren Erklarungen, die schrittwei-
se Anleitung und das zeitnahe Feedback. Obwohl ein moderater konzeptioneller
Lernfortschritt festgestellt wurde, blieben die statistischen Effekte gering, was dar-
auf hindeutet, dass die wahrgenommenen Lerngewinne die gemessenen Leistungs-
verbesserungen iibersteigen konnten. Die Analyse der Dialoge zeigte, dass adaptive
Antworten und interaktive Fragetechniken das Engagement forderten, wihrend ge-
legentliche Inkonsistenzen und die Abhdngigkeit von vordefinierten Losungen die
tiefere Anpassungsfahigkeit einschrankten.

Die Arbeit leistet einen Beitrag zur Forschung im Bereich der Bildungstechnolo-
gien, indem sie empirische Einblicke in die Fahigkeiten und Grenzen LLM-basierter
Tutoring-Systeme bietet. Trotz der hohen Zufriedenheit der Studierenden verdeut-
lichen die Ergebnisse die Notwendigkeit weiterentwickelter Scaffolding-Strategien,
verbesserter kontextueller Anpassung und hybrider Mensch-KI-Feedbacksysteme.

Insgesamt zeigt diese Studie das Potenzial von LLMs auf, skalierbare und perso-
nalisierte Unterstiitzung in der Data-Science-Lehre zu ermdglichen, und betont zu-
gleich die Bedeutung fortlaufender Evaluation, um padagogische Zuverlassigkeit
und nachhaltige Lernergebnisse sicherzustellen.

Abstract

This thesis investigates the potential of LLMs to provide personalized and context-
aware feedback in data science education. Traditional automated feedback systems
often face challenges related to adaptiveness, scalability, and pedagogical align-
ment. To address these limitations, an experimental study was conducted using
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a custom-built Al tutor based on GPT-40, which guided students through six clus-
tering assignments designed around k-means and DBSCAN concepts. Data were
collected from pre- and post-experiment questionnaires and 516 dialogue exchanges
recorded across ten individual tutoring sessions.

A mixed-methods approach was adopted. Quantitative analysis compared pre-
and post-survey results to measure normalized learning gain (g = 0.375), effect size
(Cohen’s d = 0.321), and statistical significance (£(9) = 0.811, p > 0.05). Qualitative
analysis involved manual coding of Al responses for feedback type, adaptiveness,
and student engagement.

Results showed that students generally perceived the Al tutor positively, empha-
sizing its clear explanations, step-by-step guidance, and timely feedback. While
moderate conceptual improvement was observed, statistical effects remained small,
suggesting that perceived learning gains may exceed measured performance im-
provements. Conversational analysis revealed that adaptive responses and inter-
active questioning supported engagement, though occasional inconsistencies and
reliance on predefined solutions limited deeper adaptiveness.

The study contributes to educational technology research by providing empiri-
cal insight into both the capabilities and current constraints of LLM-based tutoring.
Although student satisfaction was high, findings highlight the need for more so-
phisticated scaffolding, enhanced contextual adaptiveness, and hybrid human-Al
feedback frameworks.

Overall, this research demonstrates the promise of LLMs in delivering scalable,
personalized support in data science education, while emphasizing the importance
of continued evaluation to ensure pedagogical reliability and meaningful learning
outcomes.
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1. Introduction

1.1. Motivation

The digital transformation of nearly every sector has positioned data science as a
foundational discipline, essential in domains ranging from healthcare and finance
to e-commerce and artificial intelligence. As organizations increasingly treat data
as a strategic asset, the demand for skilled professionals who can analyze, model,
and communicate insights has surged dramatically [42]. In response, universities
and training providers have rapidly expanded data science programs, offering spe-
cialized courses in statistical modeling, machine learning, data visualization, and
computational methods [50].

However, the rapid growth of data science education has exposed persistent chal-
lenges. Traditional teaching and assessment models struggle to keep pace with the
interdisciplinary and fast-evolving nature of the field. Students often work on as-
signments that combine programming, statistical reasoning, and domain interpre-
tation, requiring iterative and detailed feedback at multiple stages of the workflow.
Yet, in practice, feedback is frequently delayed, inconsistent, or too generic to ad-
dress individual learning needs [24} 31]. These limitations are particularly acute in
large classrooms, MOOCs, and bootcamps where the instructor-to-student ratio is
unfavorable, making personalized feedback economically and logistically difficult
[34, 40].

Feedback is a cornerstone of effective learning, especially in technical subjects
where mastery depends on diagnosing errors, refining reasoning, and building con-
fidence through practice. Studies show that formative, timely, and specific feed-
back enhances conceptual understanding and student motivation [28]. Yet manual
grading and feedback on data science assignments are time-consuming, resource-
intensive, and subject to inconsistency or unconscious bias [26]. Even digital plat-
forms like Gradescope have improved scalability and fairness, but they remain lim-
ited in providing the adaptive, dialogic, and personalized support students increas-
ingly expect [1].

These challenges have driven growing interest in artificial intelligence (Al) as a
means of augmenting teaching and assessment. Early approaches to automated
teedback relied on static rule-based systems, unit testing, or clustering algorithms to
evaluate student work [31]]. While these tools improved efficiency, they often failed
to capture higher-order reasoning or provide the explanatory scaffolding learners
needed [44]. More recent work has applied machine learning to generate formative
teedback from digital traces of student interactions, showing potential for personal-



ization and real-time support [28]].

The emergence of large language models (LLMs) marks a turning point in this tra-
jectory. Unlike earlier systems, LLMs such as GPT-4 combine natural language un-
derstanding, reasoning, and code interpretation, enabling them to deliver context-
aware, adaptive feedback that resembles human tutoring [15, 49]. Classroom trials
with virtual LLM-powered teaching assistants show that these systems can clarify
concepts, guide debugging, and scaffold problem-solving in ways that complement
or even rival human teaching assistants [23, 30]. Moreover, LLMs can adapt their
feedback style to student needs, ranging from concise corrections to step-by-step
guided explanations [41].

At the same time, adopting LLMs in education raises important pedagogical and
ethical questions. Research emphasizes the need for “pedagogical alignment” — en-
suring that Al feedback encourages active learning and critical thinking rather than
simply providing answers [41]]. Transparency, explainability, and fairness are also
critical to building trust in Al-driven assessment systems [29]. Systematic reviews
highlight both the transformative potential and risks of Al in higher education, in-
cluding issues of bias, data privacy, and overreliance on automation [49} 50].

Within this context, data science education presents a particularly compelling
testbed for Al-driven feedback. Its interdisciplinary demands require not only cor-
rectness in code but also interpretability, visualization, and communication of re-
sults. This diversity makes feedback both more challenging to scale and more valu-
able for student learning [42]]. A growing body of research shows that Al-enhanced
feedback systems can reduce turnaround time, improve student engagement, and
scaffold complex problem-solving [12,44]. Yet empirical work also underscores the
need for careful integration, combining the scalability of Al with the contextual sen-
sitivity of human instruction [48]].

The central motivation for this thesis arises from the widening gap between the
demand for personalized, high-quality feedback and the limited instructional ca-
pacity of traditional teaching models. While the democratization of data science
education through online platforms has expanded access, it has also exacerbated
the challenge of providing timely, individualized guidance at scale [34] 40]. LLMs
present an opportunity to close this gap by acting as always-available teaching as-
sistants, capable of delivering adaptive and dialogic feedback to diverse learners.

1.2. Thesis Objective

The primary objective of this thesis is to explore the feasibility and potential of de-
veloping an innovative automated feedback system for data science assignments,
leveraging the capabilities of LLMs. This research aims to establish a conceptual
and practical foundation for such a tool by analyzing existing approaches, assessing
LLM performance, and proposing a framework tailored to the pedagogical needs of
data science education.

The specific goals are to:



* Investigate and understand the current landscape of automated feedback tools,
particularly those designed for data science education

¢ Examine the capabilities and limitations of LLMs in providing feedback for
data science assignments

* Design and propose a framework for an automated feedback tool, outlining
the technical specifications and requirements

¢ Evaluate student acceptance and perception of LLM-generated feedback, fo-
cusing on its effectiveness and challenges

The focus of this research is to carefully consider the potential benefits and chal-
lenges of implementing an LLM-based feedback tool for data science, providing a
comprehensive understanding of the possibilities and any potential pitfalls.



2. Literature Review

2.1. Existed Studies

The study of automated feedback in education has undergone several technologi-
cal and pedagogical shifts. From early rule-based systems to contemporary LLMs,
each stage reflects broader trends in artificial intelligence and instructional design.
At the heart of this evolution lies the effort to balance three key goals: timeliness,
personalization, and scalability [24, 50].

2.1.1. Early Rule-Based Feedback Systems

The study of automated feedback in education has its roots in computer-assisted
instruction systems developed in the late 20th century. Early efforts were largely
rule-based, focusing on providing correctness-oriented feedback for programming
assignments or language learning exercises. These systems were not designed to
understand nuanced reasoning or learner intent; rather, they evaluated the outcome
of a task against predefined solutions. For example, early programming tutors ap-
plied unit testing frameworks that executed student code against test cases, provid-
ing binary outcomes of “pass” or “fail” [24]. Such approaches were computationally
efficient and objective, making them appealing for large classes, but their pedagog-
ical depth was limited. Feedback typically informed the student whether the code
worked, without offering explanations of why errors occurred or how they could be
resolved [31].

As programming assignments became more complex, feedback systems evolved
to include pattern matching and syntax checking tools. These systems identified
common mistakes, such as missing semicolons or mismatched parentheses, and re-
turned error messages that mimicked compiler outputs [45]. However, compiler-
based error feedback was often cryptic and difficult for beginners to interpret, cre-
ating a barrier to learning rather than facilitating it [40]. While these systems were
scalable and consistent, they lacked adaptability: students with different levels of
prior knowledge received identical error messages, regardless of their learning needs
[28].

In parallel, automated feedback systems were introduced into language learn-
ing contexts, particularly English as a Foreign Language (EFL) writing. Tools like
Grammarly and early automated essay scoring systems analyzed text for grammar,
syntax, and stylistic errors, returning prescriptive corrections [3]. These systems
demonstrated that automation could handle large volumes of student writing and



reduce instructor workload. However, like programming tutors, they were often
criticized for surface-level feedback. While they corrected grammatical mistakes,
they rarely addressed higher-order concerns such as argumentation, coherence, or
critical thinking [50].

By the early 2000s, feedback platforms began to integrate more sophisticated rule-
based intelligence. Examples include automated grading systems for computer
science education that combined unit tests with style checks, such as enforcing
indentation rules, variable naming conventions, and commenting standards [45].
These tools introduced a broader range of evaluation criteria, but personalization
remained minimal. Instructors frequently reused feedback templates across hun-
dreds of assignments, resulting in comments that were efficient but often generic
[34]. Students noted that while such systems provided fast turnaround, they lacked
the depth and relevance that would support meaningful learning [1].

Another milestone in early automated feedback was the introduction of peer-
assessment mechanisms in Massive Open Online Courses (MOOCs), most promi-
nently implemented on platforms such as Coursera [9]. Given the scalability chal-
lenges in MOOCs, automated tools were supplemented by learners reviewing each
other’s work. To enhance reliability, statistical models were applied to calibrate
grader consistency, ensuring that peer-assigned scores did not deviate excessively
from instructor benchmarks [34]. While this approach improved scalability, it still
suffered from limitations. Peer reviewers often lacked expertise, leading to incon-
sistent or shallow comments, while automated moderation remained focused on
scoring accuracy rather than rich, formative feedback [40].

These developments highlight several characteristics of early automated feedback
systems. First, they were primarily correctness-driven, focused on whether an out-
put matched a predefined solution. Second, they emphasized efficiency and scala-
bility, aiming to reduce instructor workload in large classes. Third, their feedback
was generic and non-adaptive, treating all learners alike regardless of prior knowl-
edge, engagement style, or specific misconceptions. While these systems laid the
groundwork for scalable assessment in programming and language learning, they
lacked the personalization and pedagogical alignment that modern Al-driven sys-
tems aim to achieve [31, 36].

2.1.2. Machine Learning Approaches

While rule-based and unit-testing feedback systems provided efficiency and scala-
bility, they lacked the flexibility to address the diverse needs of learners. As compu-
tational power and educational datasets grew, researchers turned to machine learn-
ing (ML) approaches to create feedback systems that could adapt more intelligently
to student input. Unlike static systems, ML-based methods allowed for dynamic
identification of patterns in student behavior, enabling feedback that was not only
faster but also increasingly personalized [24, 31].

Clustering algorithms were among the earliest machine learning methods applied



in education. K-means clustering, for example, was used to group student solutions
based on similarity in code structure or error types [36]. By identifying clusters
of students who shared misconceptions, instructors could propagate tailored feed-
back across groups rather than crafting individual responses for each submission.
This approach was particularly impactful in large-scale environments like MOOCs,
where thousands of students might make variations of the same mistake [35]. Be-
yond programming, clustering has also been applied in statistics and data science
education to analyze patterns of student problem-solving strategies. For instance,
log data of student interactions with online platforms has been clustered to detect
disengaged learners or identify common stumbling points in assignments [50]. This
ability to categorize learner behaviors provided a foundation for adaptive interven-
tions, although the feedback itself was often generalized to clusters rather than per-
sonalized to individuals [44]].

Classification algorithms, such as decision trees, support vector machines (SVMs),
and random forests, expanded the capabilities of automated feedback by predicting
specific learning outcomes or student errors. Decision trees, for example, were used
to predict whether a student would require additional scaffolding based on pat-
terns of incorrect submissions [40]. These models offered interpretability, enabling
instructors to understand why a prediction was made and to align interventions
accordingly. More sophisticated models, like random forests, improved prediction
accuracy by aggregating multiple decision trees, thereby reducing overfitting. Such
models were particularly useful in adaptive assessment systems, which sought to
forecast student performance trajectories and recommend timely interventions [29].
However, a common challenge was that these systems often required large amounts
of labeled training data, which was not always available in educational contexts
[26].

As datasets grew larger, researchers experimented with neural networks to gen-
erate richer feedback. Neural models were capable of analyzing not just correctness
but also semantic patterns in student work. For example, in automated essay scor-
ing, neural networks were trained to assess coherence, argumentation, and logical
flow, going beyond grammar and syntax [3]. In programming, recurrent neural net-
works (RNNs) and later transformer-inspired models were able to detect deeper
structural similarities between code submissions, enabling more context-sensitive
feedback [35]. Deep learning approaches were also applied to predict student en-
gagement. By analyzing interaction logs, clickstream data, or even keystroke dy-
namics, neural networks could classify whether a student was likely to disengage
or persist. This predictive feedback informed instructors about when interventions
were necessary, though questions remained about the transparency of such “black-
box” predictions [50].

A breakthrough innovation in automated feedback came with the introduction of
program embeddings, which represent student code as vectors in a high-dimensional
semantic space. This approach allows systems to capture structural and seman-
tic similarities beyond surface-level syntax [35]. Using embeddings, researchers



demonstrated that instructor feedback could be propagated across thousands of
similar submissions in MOOCs, thereby scaling personalized guidance without re-
quiring direct intervention for every solution [35]. The method not only improved
scalability but also enabled additional applications such as plagiarism detection and
semantic code comparison [31]. Embedding-based systems also marked an impor-
tant step toward context-aware feedback, as they could detect structural similarities
between a student’s code and known incorrect patterns, enabling the delivery of
targeted hints [36]. At the same time, embeddings made it possible to identify inno-
vative but valid solutions, reducing the likelihood of unfairly penalizing students
who approached problems in unconventional yet correct ways [36].

Machine learning also played an important role in enhancing peer-assessment
systems, particularly in large-scale online learning environments. Statistical cali-
bration models were introduced to adjust peer-assigned scores so that they more
closely aligned with instructor evaluations, improving both reliability and fairness
[34]. These models accounted for grader bias and varying levels of accuracy among
peers, which significantly reduced error margins in large-scale assessments [34]. By
combining the scalability of peer contributions with machine learning corrections,
these systems established a hybrid form of automated feedback that maintained ef-
ficiency while preserving pedagogical validity [36].

Despite these advancements, ML-based feedback systems faced several limita-
tions. Many required large amounts of labeled data, which was costly and time-
consuming to generate in educational settings. Others struggled with real-time re-
sponsiveness, as training and inference could be computationally intensive. Fur-
thermore, while ML methods improved personalization at the group level, they of-
ten failed to deliver the individualized, adaptive dialogue that students needed in
real-time learning contexts [12]. In summary, the integration of machine learning
into educational feedback represented a significant step forward from rule-based
systems. By identifying patterns, predicting errors, and clustering behaviors, ML
approaches laid the foundation for scalable and more context-sensitive feedback.
However, they remained constrained by issues of scalability, transparency, and per-
sonalization, setting the stage for the emergence of LLMs as a transformative next
step [15}30].

2.1.3. Scalable Assessment Platforms

Scalable assessment platforms have been central to managing the challenges of grad-
ing and feedback in large-class environments, particularly in computer science and
data science courses where assignments often involve complex problem-solving.
One of the most widely adopted systems is Gradescope, which provides semi au-
tomated grading workflows by allowing instructors to apply reusable comments
across multiple student submissions [1, 40].

Studies show that Gradescope can reduce grading time by more than half while
also improving consistency across graders, thereby enhancing fairness in large courses



calculator.py
from __future__ import print_function

Autograder Score

1
2
3
4 class CalculatorException(Exception): 16.0 / 20.0 pts
5
6
7
8

"""A class that is thrown in case of incorrect syntax or other issues
def __init_ (self, value): Failed Tests
self.value = value 0.0/2.0 Test evaluating 1+1 (no
whitespace)

9 def _ str_ (self): 0.0/2.0 Testevaluation1+1*8

10 return repr(self.value)
11 Style - Manual Grading

» 6.0/ 10.0 pts
13 class Calculator(object):
14 “""Infix calculator REPL n +4.0
Followed code style guidelines
Great documentation string!
n +2.0

Sufficient documentation

Cancel Save

16 Parses and evaluates infix arithmetic with the 4 basic operators Efficient algorithm
17 and parentheses. Must obey order of operations.

3| +4.0

20 def read(self):
21 “"""Read input from stdin"""
22 return raw_input('> ')

Figure 2.1.: This example of autograding in Gradescope shows the student’s re-
sponse on the left and the grading rubric with point values and descrip-
tions on the right [16]]

[1,40]. However, the efficiency of such platforms often comes at the expense of per-
sonalization, as students receive repeated feedback phrases that may not directly
address their individual learning needs [34].

Massive Open Online Courses (MOQOC:s) also relied on peer-grading mechanisms
to scale assessment [34]. Platforms such as edX support students in evaluating each
other’s work using rubrics and structured peer review workflows, as illustrated in
Figure[2.2)[10]. To improve reliability, statistical calibration models were introduced
to account for grader biases and variability, allowing peer assessment to approx-
imate instructor-level scoring at scale [34]. These approaches demonstrated that
scalability could be achieved, but they also highlighted persistent issues with accu-
racy and the depth of feedback, since peer reviewers often lacked the expertise to
provide constructive guidance [26].

Despite these advances, scalable assessment platforms continued to face impor-
tant limitations. Most systems emphasized correctness and efficiency over deeper
learning goals such as code readability, creativity, or conceptual reasoning [36].
Moreover, students often perceived the feedback as shallow or generic, as it did
not adapt to their prior learning history or individual context [26]. These shortcom-
ings underscored the need for more adaptive and context-aware systems, a chal-
lenge that more recent developments in artificial intelligence—particularly Large
Language Models—have sought to address [12].



@& Create response 2. Peer grading

0 of 3 completed

Grade your peers
Instructions: Read and assess the following response from one of your peers. Rubric

Length ®
Grade your peers' responses to the prompt below v O poor

O Fair
Peer response

O Good

Lorem ipsum dolor sit amet, consectetur adipiscing elit, sed do eiusmod tempor incididunt ut labore et

. . . ) ) - o o Fit the scope @
dolore magna aliqua. Ut enim ad minim veniam, quis nostrud exercitation ullamco laboris nisi ut aliquip P

ex ea commodo consequat. Duis aute irure dolor in reprehenderit in voluptate velit esse cillum dolore e O Poor
u fugiat nulla pariatur. Excepteur sint occaecat cupidatat non proident, sunt in culpa qui officia deseru e} Fair
nt mollit anim id est laborum.

O Good

Figure 2.2.: This example of peer assessment on edX shows the student’s response,

a rubric with scoring criteria, and areas for peer reviewers to leave feed-
back [10].

2.1.4. The Rise of Large Language Models

LLMs have become a transformative force in educational technology, marking a
clear departure from earlier automated feedback systems. They are built on the
transformer architecture, which introduced the self-attention mechanism to replace
recurrent and convolutional networks in natural language processing [43]]. This de-
sign enables models such as GPT-3, GPT-3.5, and GPT-4 to capture long-range de-
pendencies in text and code, generating context-aware responses across diverse do-
mains [6,32]. Unlike earlier models trained on narrow datasets or using rigid rule-
based algorithms, LLMs are pretrained on massive corpora of text and program-
ming languages, which equips them with broad generalization capabilities and the
ability to synthesize human-like responses [5} 15].

A major advance of LLMs is their capacity to operate as virtual teaching assistants
capable of clarifying abstract concepts, analyzing student code, and generating tai-
lored explanations. Studies demonstrate that LLMs can successfully provide peda-
gogically useful responses across a range of computer science and data science con-
texts [30]. Evidence also indicates that when students received explanations from an
LLM alongside human feedback, they judged the Al-generated content to be equally
effective in clarifying misunderstandings, although concerns regarding consistency
remained [12]]. These findings highlight the emerging role of LLMs as reliable part-
ners in educational settings, particularly for handling routine or repetitive queries
that strain instructor resources [26].

Classroom deployments provide further empirical validation. Studies of CodeAid
reported that the LLM-based tutor significantly reduced student wait times for feed-
back compared to traditional human-only models, without compromising satisfac-
tion or clarity [23]. Other research found that LLM-powered teaching assistants in



large-scale computer science courses could answer common student questions ef-
fectively, allowing human instructors to focus on higher-order tasks such as project
guidance and conceptual debates [30]. Such examples underscore the scalability ad-
vantage of LLMs: their ability to provide individualized responses simultaneously
to large cohorts, an achievement that traditional teaching assistants or rule-based
systems cannot replicate [48, 50].

Beyond efficiency, LLMs are distinguished by their ability to engage in adap-
tive and interactive dialogue [23]. In contrast, traditional feedback systems such as
Gradescope primarily rely on predefined rubrics or static hints [1, 45]. In contrast,
LLMs engage in conversational exchanges that evolve based on student input [42].
For example, when a student struggled with K-means clustering, the model was
able to provide incremental explanations of centroid updates, adjust its level of de-
tail based on follow-up questions, and rephrase explanations to match the learner’s
evolving understanding [12]. This adaptability, often described as context-aware
scaffolding, distinguishes LLMs from earlier automated systems that primarily fo-
cused on correctness checks [41].

Furthermore, LLMs enable multi-modal learning support when integrated with
educational platforms. GPT-powered tutors have been shown to combine natural
language guidance with code execution feedback, helping students debug assign-
ments step by step [49]. Program synthesis capabilities further extend these models,
enabling them to generate functional code while also explaining algorithmic reason-
ing in plain language [2]. These affordances help bridge the gap between technical
correctness and conceptual understanding, which is especially important in data sci-
ence education where reasoning about models and interpreting results are as critical
as producing working code [2,49].

Despite these strengths, LLMs are not free of challenges. Inconsistencies across
responses, occasional hallucinations of incorrect but confident explanations, and a
tendency to provide full solutions rather than scaffolding have all been documented
[12,41]. Such limitations highlight the need for deliberate integration strategies, en-
suring that LLMs are deployed in ways that complement rather than undermine
active learning. Nevertheless, the literature consistently emphasizes that the rise of
LLMs has expanded the horizons of what automated feedback can achieve, mak-
ing possible levels of personalization and adaptivity that earlier systems could not
deliver [[15} 30].

In sum, the emergence of transformer-based LLMs represents a paradigm shift
in educational feedback [5]. By combining scalability with conversational adap-
tivity, these models surpass the rigid and static nature of rule-based and machine
learning—driven systems [23]]. Their ability to function as responsive and context-
sensitive tutors offers a promising avenue for addressing persistent challenges of
timeliness, personalization, and scalability in higher education [42]. However, their
successful adoption requires careful attention to limitations, ethical risks, and ped-
agogical alignment [12].
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2.1.5. Pedagogical Alignment and Explainability

The pedagogical effectiveness of feedback extends beyond technical correctness and
requires alignment with established learning goals [19]. Effective feedback must
not only identify errors but also provide actionable guidance that promotes deeper
learning [38]. In higher education contexts, especially in data science and computer
science, this means that Al-driven systems should foster conceptual understanding,
problem-solving, and metacognitive skills, rather than simply supplying answers
[41].

Traditional automated platforms like Gradescope have contributed significantly
by enhancing grading speed and consistency, particularly in large courses [40]. How-
ever, these systems often lack the capacity to provide adaptive or context-sensitive
explanations that respond to individual learner needs [26]. Students frequently re-
ceive generic comments or standardized rubric-based remarks that may not address
their specific misconceptions [34]. This limitation underscores the need for align-
ment between automated feedback and pedagogical strategies that emphasize per-
sonalization and active engagement [50].

LLMs represent a potential solution by dynamically adapting their feedback to
student inputs [42]. When designed effectively, they can scaffold learning by pro-
viding hints, breaking complex problems into smaller steps, or rephrasing explana-
tions in response to follow-up questions [12]. Such adaptiveness aligns with con-
temporary findings in educational research, which emphasize that students learn
more effectively when feedback promotes active engagement and deeper cognitive
processing [38]. Yet, without appropriate constraints, LLMs risk undermining these
principles by delivering complete solutions too quickly, thereby reducing opportu-
nities for independent reasoning [41]].

To mitigate this risk, reinforcement learning with human feedback (RLHF) has
been employed to align LLM outputs with pedagogical best practices [33]. RLHF
fine-tunes models to prioritize stepwise reasoning, context-sensitive hints, and ex-
planatory depth over simple solution provision [7]. This ensures that Al-generated
feedback not only addresses immediate errors but also encourages students to en-
gage in reflective thinking and deeper problem-solving [42].

Explainability is another critical dimension of pedagogical alignment [29]. Stu-
dents must understand why a particular piece of feedback was generated, other-
wise they may view Al responses as arbitrary or untrustworthy [23]. Explainable Al
(XAI) frameworks, which make transparent the reasoning process behind feedback,
can enhance student trust and foster metacognitive awareness [17]. For example, an
Al tutor that not only corrects a clustering error but also explains the statistical ratio-
nale for centroid updates helps learners consolidate both procedural and conceptual
knowledge [12].

Instructors also benefit from explainability in Al feedback systems [36]. Clear
insights into how the system generated its responses enable educators to evaluate
the pedagogical validity of Al interventions and identify when corrective human
oversight is necessary [26]. This is especially important in high-stakes educational
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settings where student performance has long-term academic and professional con-
sequences [50]. Without transparency, the risk of “black-box” decision-making may
undermine confidence in Al-enhanced teaching tools [21].

Taken together, pedagogical alignment and explainability emerge as essential con-
ditions for integrating LLM-based feedback into education [41]. Systems that de-
liver timely, specific, and context-aware guidance while clearly articulating their
reasoning are more likely to foster genuine learning gains [19]. Conversely, Al tools
that prioritize efficiency or correctness alone risk replicating the shortcomings of
earlier automated systems, thereby limiting their impact on long-term student learn-
ing [31]].

2.1.6. LLMs in Educational Contexts

The capabilities of LLMs extend beyond natural language understanding to include
program synthesis and automated feedback generation. Recent studies have demon-
strated that GPT-style models are able to generate executable code directly from nat-
ural language descriptions, a feature that has been applied in both computer science
and data science education to support student learning [2]. Beyond code generation,
these models can also analyze incorrect student submissions, identify underlying er-
rors, and provide debugging guidance that clarifies the reasoning process leading
to the correct solution [30]. This functionality represents a significant advancement
compared to static rule-based systems, which are limited to detecting predefined
errors and offering rigid, non-adaptive hints [23].

A distinguishing strength of LLMs lies in their ability to adapt explanations to
student queries, providing step-by-step guidance or concise clarifications depend-
ing on the learner’s needs. For instance, an LLM may first identify a logical error in
a student’s clustering algorithm and then offer additional detail when the student
requests further elaboration, thus scaffolding problem-solving in a way that closely
mirrors human tutoring [42]. This capacity for adaptive dialogue makes LLMs par-
ticularly well-suited for complex domains such as data science, where students must
integrate multiple layers of reasoning across coding, statistical interpretation, and
data visualization [41]. By engaging interactively at each stage of the assignment,
LLMs can provide feedback that is both context-aware and tailored to the student’s
evolving understanding [12].

In classroom studies, the use of LLMs as teaching assistants has been shown to
reduce response times while maintaining high student satisfaction with the clar-
ity and usefulness of explanations. CodeAid, an LLM-based assistant, was able to
provide faster responses to student questions than human teaching assistants while
maintaining both accuracy and pedagogical value [23]. Other evaluations compar-
ing LLM-generated explanations with instructor feedback suggest that students per-
ceive both to be equally clear in many cases, although issues with consistency and
factual accuracy persist [12].

Despite these promising outcomes, limitations remain. LLMs occasionally pro-

12



duce overly generic responses, or in some cases, hallucinations—confidently gener-
ated but factually incorrect statements—which can mislead students if left unchecked
[49]. In addition, the tendency of some models to provide full solutions rather than
scaffold reasoning may reduce opportunities for learners to actively engage with
material and develop independent problem-solving skills [41]. These challenges
highlight the importance of aligning Al-generated feedback with sound pedagogi-
cal practices that emphasize formative, not purely corrective, guidance [36].

Taken together, the literature indicates that LLMs represent a transformative tool
for delivering context-aware, adaptive, and interactive feedback in data science edu-
cation. By offering real-time debugging, personalized explanations, and scaffolding
of reasoning processes, they address many of the shortcomings of earlier automated
systems. However, their limitations in accuracy, adaptiveness, and consistency un-
derscore the need for further refinement, particularly through mechanisms such as
reinforcement learning from human feedback and integration with human over-
sight, to ensure trustworthy and pedagogically aligned feedback [12,33].

2.1.7. Ethical and Practical Considerations

The integration of LLMs into educational contexts brings significant ethical chal-
lenges that extend beyond technical performance. One of the most pressing con-
cerns is data privacy, since Al tutors rely on storing and analyzing student inter-
actions that may contain sensitive personal or academic information [50]. Without
robust data governance frameworks, these systems risk exposing students to unin-
tended surveillance or misuse of their data [20].

Another key issue is algorithmic bias, which can manifest when LLMs replicate
stereotypes or inequities embedded in their training data [26]]. In feedback scenarios,
bias may disadvantage students who deviate from conventional problem-solving or
coding styles, even if their approaches are valid [21]. Such outcomes can amplify
inequality in classrooms where students already face diverse challenges.

A further ethical risk is overreliance on automation, where instructors or institu-
tions may delegate too much responsibility to Al-driven tutors [50]. While LLMs
can scale feedback efficiently, full dependence on automated systems could dimin-
ish opportunities for human mentorship and critical dialogue, which remain essen-
tial for deep learning [42].

From a practical perspective, deploying LLMs at scale also introduces challenges.
The cost of integrating commercial models like GPT-4 into large learning manage-
ment systems can be prohibitive for many institutions [23]. Moreover, LLMs are
prone to hallucinations, confidently generating plausible but factually incorrect feed-
back, which risks misleading learners in high-stakes domains like data science [12].

To address these concerns, researchers have proposed hybrid models, in which
Al tutors handle routine feedback while human instructors intervene in complex or
ambiguous cases [39]. Such human-AI collaboration balances scalability with con-
textual sensitivity, ensuring that efficiency does not come at the expense of fairness
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or pedagogical soundness [48].

2.1.8. Limitations of Pre-LLM Approaches

While clustering, classification, neural networks, and program embeddings advanced
the automation of educational feedback, these approaches shared fundamental lim-
itations that constrained their effectiveness in real-world learning environments.

One major limitation was the lack of real-time adaptivity. Many systems operated
in batch-processing mode, analyzing assignments after submission and generating
delayed feedback that students received hours or days later [45]. This reduced the
usefulness of feedback for active learning, as students could not immediately apply
corrections while still engaged with the problem [36].

A second limitation concerned the narrow focus on correctness rather than rea-
soning. Most pre-LLM systems were optimized for detecting whether an answer
was right or wrong but provided limited scaffolding for conceptual understanding
[12]. For example, a neural model might classify an answer as incorrect without ex-
plaining why, leaving students uncertain about the underlying misconception [50].
This limited explanatory power meant that learners often failed to benefit fully from
the feedback process.

A third shortcoming was the heavy reliance on large labeled datasets. Supervised
learning approaches required vast amounts of annotated data to train classifiers or
neural models, which was impractical in many educational settings due to privacy
restrictions and the diversity of course contexts [21]]. This reliance on labeled data
made scaling difficult across domains, as models trained on one dataset often failed
to generalize to different programming languages, problem types, or student popu-
lations [31]].

Finally, many pre-LLM systems lacked the capacity for interactive dialogue, lim-
iting their role to static hints or grading outputs [35]]. This contrasted with the more
dynamic, conversational style of human tutors, who adapt feedback in real time to
a learner’s questions and problem-solving strategies.

These limitations motivated the exploration of LLMs, which combine generaliza-
tion, scalability, and interactive adaptability. By leveraging pretraining on massive
corpora of text and code, LLMs overcome many of the constraints of earlier systems,
offering not only correctness judgments but also explanations, contextual hints, and
interactive scaffolding that approximate human tutoring [5, 23]

2.1.9. Human-Al Collaboration

The integration of artificial intelligence into education is increasingly being concep-
tualized not as a replacement for human instructors, but as part of a collaborative
ecosystem in which both human and Al agents contribute unique strengths. Hu-
man-Al collaboration is particularly relevant in the domain of feedback generation,
where scalability and personalization must be balanced with empathy, contextual
awareness, and pedagogical depth [50].
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One key area where collaboration has proven effective is in grading and assess-
ment. Studies show that Al-driven scoring systems can rapidly process large vol-
umes of student submissions, providing consistent baseline evaluations. When
paired with human oversight, these systems achieve higher reliability than either
approach alone, because instructors can intervene in ambiguous cases and ensure
fairness in grading decisions [34]. For example, in essay grading, hybrid work-
flows where Al produces preliminary scores and teachers validate or adjust them
have reduced grading time substantially, with two-thirds of graders reporting time
savings of 30% or more compared to traditional workflows [40]. Human—-AlI collab-
oration also plays a role in mitigating risks and biases inherent in fully automated
systems. While LLMs are capable of generating context-sensitive feedback, they re-
main prone to errors such as hallucinations or overconfidence in incorrect responses
[12]. Human instructors can counterbalance these risks by validating Al outputs
and ensuring alignment with pedagogical goals. Studies highlight that students are
more likely to trust Al-generated feedback when they know that human oversight is
present, suggesting that collaboration not only improves reliability but also builds
learner confidence in the system [26].

Importantly, collaborative systems can provide adaptive scaffolding that goes be-
yond the binary of human versus Al roles. In some implementations, the Al tutor
handles immediate, low-level questions, such as clarifying definitions or checking
code syntax, while human instructors focus on higher-order reasoning and individ-
ualized mentoring [23]. This division of labor ensures that students receive timely
assistance for routine queries while still benefiting from the empathetic and contex-
tualized insights that only human educators can provide [30].

Recent classroom trials further support the value of hybrid approaches. In one
study, an Al teaching assistant handled routine queries during live sessions, while
the instructor provided deeper conceptual explanations and moderated group dis-
cussions [41]. Students reported high satisfaction with this model, noting that the
Al reduced response delays while the instructor offered reassurance and personal
guidance. Such findings suggest that human—AlI collaboration does not merely dis-
tribute tasks but actively enhances the overall learning environment [42].

Taken together, the literature shows that human—AlI collaboration represents a
sustainable path for integrating artificial intelligence into education. Rather than
framing Al as a substitute for human expertise, these hybrid models emphasize
complementarity: Al contributes speed, scalability, and adaptability, while humans
provide contextual judgment, empathy, and trustworthiness [50]. This partnership
holds particular promise in data science education, where students benefit from
both precise technical feedback and broader pedagogical support [12].

2.2. Research Gap

Although there has been strong progress in automated feedback systems for data
science assignments, several important gaps remain. These gaps limit how useful
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current systems are for students and teachers, and they open space for further re-
search.

The first gap is the lack of personalized and context-aware feedback. Most auto-
mated systems are designed to detect errors or evaluate correctness, but they usually
provide only general comments that do not address the nuances of student reason-
ing or misconceptions [44]. These systems do not adjust feedback based on the
student’s learning history or the specific context of the assignment, which often re-
sults in students with very different misunderstandings receiving the same generic
guidance [36]. LLMs, in contrast, have the ability to engage in interactive dialogue
and tailor explanations dynamically to learner input, but this potential has not yet
been systematically evaluated in the context of data science education [23} 41]].

The second gap concerns scalability and real-time responsiveness. Large courses,
especially MOOC:s, require systems that can support thousands of students at the
same time [34] 45]. Platforms such as Gradescope and iGrader demonstrate the
potential to deliver scalable feedback for large cohorts, with iGrader even provid-
ing near-instant corrections to code submissions [1}, 45]. However, these systems
are limited to correctness checks and cannot provide interactive, context-sensitive
guidance that adapts to individual learners’ needs [40, 45].

The third gap is related to algorithmic bias. Because these systems are trained
on existing data, they can reproduce hidden biases. This creates a risk of unfair
or inconsistent feedback, particularly for students from diverse educational or cul-
tural backgrounds [21, 26]. Without careful design, these problems may reinforce
inequality in education.

The final gap is the absence of comprehensive evaluation criteria. Many feed-
back systems only check for correctness and efficiency, but in real-world practice
students also need to learn about code readability, maintainability, and professional
standards [31, 36]. When feedback ignores these aspects, students may be unpre-
pared for the expectations of industry.

From these research gaps, this thesis will focus on addressing the challenges in
Personalized and Context-Aware Feedback (gap 1). This area is crucial for enhanc-
ing the quality and effectiveness of automated feedback systems in data science ed-
ucation.

2.3. Thesis Research Questions

This thesis aims to address the challenges of providing personalized and context-
aware feedback on data science assignments through automation. By leveraging
LLMs, this thesis seeks enhance educational experience for data science students.
The following research questions guide the investigation into the effectiveness and
implementation of this automated feedback system:

¢ How can LLMs be effectively utilized to provide personalized and context-
aware feedback on data science assignments?
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¢ What are the key capabilities and limitations of LLMs in providing person-
alized feedback tailored to individual learning paths and specific assignment
contexts?

¢ How do students perceive and accept the feedback generated by LLMs in the
context of their data science assignments?

By identifying best practices for integrating LLMs into the feedback process, defin-
ing essential criteria for high-quality feedback, and evaluating the educational out-
comes of automated feedback systems, this research seeks to enhance the learning
experience for data science students. The findings will provide valuable insights
into the effectiveness of LLM-based feedback tools, ultimately contributing to im-
proved pedagogical strategies and student performance in data science courses.
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3. Theoretical Background

This chapter provides the theoretical foundation for the study. It begins with core
concepts from Natural Language Processing, establishing how language can be rep-
resented and analyzed for explanation and feedback. It then formalizes LLMs by
detailing the transformer architecture and the training paradigms used to align
model behavior, including supervised fine-tuning and human-feedback optimiza-
tion. Next, it synthesizes the capabilities of GPT-3 and GPT-4 and explains how
ChatGPT operationalizes these models for dialogic, rationale-first support in edu-
cational contexts. Finally, it outlines evaluation metrics used later in the thesis to
assess both technical performance and the pedagogical effectiveness of Al-based
feedback systems in data science education.

3.1. Natural Language Processing (NLP)

NLP is a central subfield of artificial intelligence that investigates how human lan-
guage can be represented and processed computationally, providing the theoretical
foundation for later advances in large language models [49]. In education, NLP
has been applied to automate tasks such as writing assistance, assessment, and
feedback, demonstrating its role as a core enabler of intelligent learning technolo-
gies [1, 3]. The theoretical premise of NLP is that language can be formalized into
structured features, patterns, and representations that machines can analyze and act
upon, thereby making it possible to bridge the gap between human communication
and machine reasoning [48].

The evolution of NLP in education reflects a gradual progression from syntactic
analysis to semantic and discourse-level modeling. Early NLP applications concen-
trated on syntactic accuracy, detecting grammar and spelling errors in student writ-
ing through rule-based methods [3]. These approaches enabled grammar checkers
and writing assistants that supported second language learners by providing in-
stant corrective feedback, thereby enhancing learner autonomy and confidence [3].
With the rise of statistical methods, NLP models began to analyze language prob-
abilistically, making it possible to capture lexical richness and syntactic variety as
predictors of writing quality [48]. Such features became the basis for automated
essay scoring systems that approximated human judgment at scale [48]].

The application of NLP extended beyond writing to programming and data sci-
ence education. Techniques such as embeddings enabled the modeling of seman-
tic relationships between student submissions, allowing feedback to be general-
ized across thousands of learners [35]. This approach was particularly important
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in massive open online courses (MOOCs), where manual assessment is infeasible
[35]. Similarly, Gradescope employed NLP-informed clustering methods to group
similar answers, enabling instructors to grade efficiently while maintaining consis-
tency across large cohorts [1]. These systems illustrate how theoretical advances in
NLP, particularly in semantic representation, could be applied to scale assessment
in higher education [1].

Discourse-level analysis further broadened the scope of NLP by addressing how
sentences combine into coherent arguments and narratives. Automated essay scor-
ing systems incorporated discourse features to assess text cohesion, coherence, and
rhetorical quality, which are essential for evaluating higher-order skills such as rea-
soning and argumentation [48]. Human—AlI collaborative approaches in essay scor-
ing showed that NLP systems could approximate complex human judgments while
benefiting from human moderation to ensure fairness and validity [48]]. These de-
velopments highlight how NLP theory has been operationalized to support both
formative and summative assessment in ways that align with pedagogical objec-
tives [49].

Systematic reviews confirm that NLP has played a pivotal role in establishing the
groundwork for personalization and adaptive learning [49]. Applications have in-
cluded real-time writing support, automated essay evaluation, and large-scale grad-
ing workflows, all of which illustrate the versatility of NLP in educational contexts
[1, 3]. Importantly, these contributions demonstrate that NLP is not merely a his-
torical precursor to LLMs but a continuing theoretical framework that shapes the
design of intelligent educational systems [49].

3.2. Large Language Models (LLMs)

LLMs are large-scale neural sequence models that learn to predict the next token
in context after pretraining on vast text-and-code corpora, which gives them broad
generative and reasoning capabilities across tasks phrased in natural language [5].
LLMs can often solve new tasks from instructions and a handful of examples placed
in the prompt (“in-context learning”), enabling flexible use without task-specific pa-
rameter updates [5]. In computing education, these properties translate into on-
demand explanations, code annotation, and concept scaffolding, which multiple
classroom and lab studies report as beneficial when appropriately guided [23}25]. A
central reason LLMs matter pedagogically is that they combine content generation
with dialogue, allowing the model to adapt its explanation to a learner’s follow-
ups rather than emitting a static hint, an effect observed in deployments of tutoring
assistants at CS scale [23].

At the same time, studies stress that instructor-designed guardrails and guidance
strategies are needed to channel this flexibility toward learning rather than short-
cutting, e.g., by discouraging direct code solutions and eliciting reflection [23} 25].
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3.2.1. Transformer Architecture

Modern LLMs use decoder-only transformers in which self-attention layers com-
pute context-dependent token representations by comparing each token’s query to
keys and values derived from other tokens in the sequence [5]. Masked (left-to-
right) attention ensures that each next-token distribution conditions only on prior
tokens, allowing the same network to serve as a general conditional text gener-
ator for any task expressible as “instruction — answer” or “problem — steps —
result” [5]. Because attention operates in parallel across sequence positions rather
than through recurrent state updates, transformers scale efficiently to billions of pa-
rameters and long contexts, and empirical work links scale and context conditioning
to strong zero-/few-shot generalization in prompted settings [5]. This architecture
supports the kind of multi-step reasoning and cross-referencing needed for tutoring
interactions, where the model must keep track of earlier attempts, partial solutions,
and rubric criteria across turns [49].

Embedding layers map tokens to continuous vectors so semantic similarity and
syntactic relations can be captured geometrically, and stacked attention blocks iter-
atively refine these vectors as the model attends to relevant context, which is crucial
when comments must point to specific lines in a student’s code or passages in an es-
say [5,149]. Decoding strategies then convert conditional distributions into text, with
temperature and nucleus sampling controlling diversity versus determinism; in ed-
ucational pipelines, conservative decoding and output templates are commonly
used to stabilize style and reduce hallucinated specifics [11, 32]. When the pretrain-
ing mix includes code, the same decoder-only transformer acquires program-aware
capabilities: it can translate natural-language specifications to implementations and
reason about edits, enabling explanations that connect algorithmic changes to un-
derlying concepts students are expected to learn [2, 6]. Code-aware LLMs therefore
provide a single mechanism for both narrative explanation and executable artifacts,
which matches the dual nature of data-science assignments in this study [6].

The capacity for in-context learning is particularly relevant to pedagogy because it
allows educators to steer behavior by placing exemplars, rubrics, or solution sketches
in the prompt without changing model parameters, thus making the assistant adapt-
able to course conventions and assessment policies [5, 49]. In practice, the prompt
can stage the expected structure—e.g., brief hint, reasoning steps, and only then an
answer—so the transformer’s generation follows an instructional script that exter-
nalizes process rather than collapsing to a final result [11, 49]. This architectural
affordance underlies the methodology’s use of standardized prompt templates and
conversation memory to sustain coherent, stepwise explanations across multi-turn
help sessions [49].

3.2.2. Training Paradigms

Training paradigms define how LLMs are developed, adapted, and optimized for
tasks like educational feedback. Modern LLMs are generally trained through a two-
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stage pipeline: large-scale pre-training on diverse datasets followed by fine-tuning
for specific domains or tasks.

Pre-training exposes models to vast corpora of natural language and code, en-
abling them to learn grammar, semantics, reasoning patterns, and domain knowl-
edge [6]. This stage is unsupervised, often using objectives such as masked language
modeling or causal language modeling. By predicting the next word or filling in
blanks, LLMs build generalizable representations of language structure and mean-
ing [5]. Importantly, inclusion of source code during pre-training—as in Codex and
GPT-4—allows models to acquire problem-solving and debugging capabilities that
are directly relevant to data science education [2].

Fine-tuning then adapts pre-trained models to educational contexts. Approaches
include supervised fine-tuning (SFT), where models are trained on curated datasets
such as student assignments and instructor feedback, and domain adaptation, which
narrows the training distribution to relevant content like statistics, clustering algo-
rithms, or programming exercises [42]. Such adaptation improves alignment with
curriculum-specific knowledge and reduces risks of generating irrelevant or overly
advanced content [41]]).

A transformative innovation has been Reinforcement Learning from Human Feed-
back (RLHF). This method involves ranking model outputs by quality, with prefer-
ence data collected from human annotators. Using reinforcement learning, models
are then tuned to produce responses closer to human-like, pedagogically valuable
outputs [33]. RLHF is particularly relevant for education because it enables mod-
els to prioritize helpful, safe, and contextually aligned explanations over shallow
correctness. For example, rather than directly supplying the final answer to a stu-
dent’s problem, an RLHF-trained tutor can scaffold problem-solving with hints and
guided reasoning [23].

More recent approaches go further by introducing supervised fine-tuning (SFT)
and chain-of-thought prompting. SFT fine-tunes a pretrained model on curated in-
struction—response pairs (typically alongside reinforcement learning from human
feedback) so that, when a task is phrased as a natural-language instruction, the
model more reliably follows the instruction and adopts the requested response style
[33]. In practice, this supports pedagogical formats such as “hint — rationale — an-
swer”: for a K-means exercise the model first states the goal, then walks through dis-
tance computation, point assignment, centroid recomputation, and the convergence
check—making the intermediate reasoning explicit rather than jumping straight
to cluster labels [5, 33]. In programming help, the same tuning can stage assis-
tance—identify the likely fault, propose a minimal patch, and only then present a
corrected snippet—which aligns with formative feedback principles that prioritize
guidance and process over final solutions [33]]. This staged behavior also integrates
well with code-oriented LLMs, which can explain why a patch works instead of
merely producing it, strengthening students” understanding of cause and effect in
code changes [6} 33]].

Chain-of-thought (CoT) prompting complements SFT by explicitly eliciting inter-
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mediate reasoning, often with cues like “Let’s think step by step,” which improves
multi-step and compositional problem solving [46]. In an analytics context, a CoT
response to a logistic-regression question can lay out the sequence of specifying the
link, writing the log-likelihood, taking partial derivatives, setting them to zero, and
interpreting coefficient signs and magnitudes—producing a transparent trail stu-
dents can audit against their own work [5, 46]. When students are debugging a data
transformation, CoT can structure replies as a short diagnostic trace—restate the
goal, check schema and types, run a tiny example, and explain why the observed er-
ror arises—thereby modeling the metacognitive strategies that support transfer and
self-regulation [46]. In data-science courses more broadly, these techniques help
shift LLM outputs from answer-giving to reasoning-revealing, which aligns with
current recommendations for using generative Al to enhance learning rather than
replace it [49].

Challenges remain. Fine-tuning requires high-quality labeled data, which is often
scarce in education. Moreover, over-specialization during fine-tuning risks reduc-
ing generalizability, leading to rigid or repetitive feedback. Another concern is the
computational cost: adapting LLMs with billions of parameters can be resource-
intensive, raising questions about accessibility in typical educational institutions
[50].

Overall, training paradigms for LLMs demonstrate a balance between scale, align-
ment, and domain adaptation. Studies have shown that pre-training on large cor-
pora establishes broad language competence, while fine-tuning enables domain-
specific adaptation [6]. RLHF further aligns models with human-preferred responses,
improving their usefulness in instructional contexts [33]. By integrating these ap-
proaches, LLMs can be tailored to serve as adaptive teaching assistants, providing
context-aware and pedagogically aligned feedback in data science courses [46].

3.3. GPT-Class Large Language Models and ChatGPT:
Theoretical Foundations and Capabilities

Large language models based on the Generative Pretrained Transformer (GPT) ar-
chitecture illustrate how scaling a decoder-only transformer trained with next-token
prediction yields broad competence when tasks are expressed as natural-language
prompts and a few in-context exemplars [5]. This in-context learning effect lets ed-
ucators steer behavior through instructions, exemplars, and rubric cues embedded
directly in the prompt rather than through task-specific heads or parameter updates,
which is foundational for open-ended tutoring interactions in higher education[5,
49]. From a pedagogical standpoint, these properties matter because explanations,
hints, and code-adjacent feedback must adapt to varied student inputs while re-
maining aligned with course conventions and formative assessment principles [11,
49].

GPT-3 established the baseline capability profile for this model class. Trained

22



at scale on diverse text, GPT-3 achieves strong zero-/few-shot performance across
translation, reading comprehension, cloze completion, and open-ended question
answering when tasks are framed as prompts, showing that a single autoregres-
sive transformer can be induced—purely by conditioning—to perform heteroge-
neous language tasks [5]]. The same result theoretically explains why prompt design
and exemplars can function as “soft programs” for instructional behaviors such as
structured explanations or rubric-anchored comments without additional parame-
ter updates [5]. At the same time, GPT-3 reveals limits on fine-grained semantic
comparison and long-range reasoning, motivating structured prompts and staged
explanations to stabilize outputs for instructional use [5, 49].

When the pretraining mix includes code, transformer LLMs can interleave natural-
language explanation with program text, mapping specifications to implementa-
tions and proposing minimal edits while narrating the rationale—capabilities that
support feedback connecting algorithmic changes to underlying concepts [2, 6].
These code-aware behaviors arise from the same next-token objective applied to
code distributions and demonstrate that one generative mechanism can produce
both executable artifacts and explanatory prose relevant to data-science coursework
[6,49]. In theory-to-practice terms, this positions GPT-series models to act as a single
substrate for diagnosis, small repairs, and justification, provided prompts channel
generation toward process-visible reasoning rather than direct answer emission [6,
11].

GPT-4 advances this frontier with stronger general reasoning, improved robust-
ness under matched prompts, and support for multimodal inputs, while retaining
the same autoregressive transformer core at larger scale [32]. Consolidated bench-
mark summaries in recent surveys consistently place GPT-4 above earlier GPT-series
systems on composite evaluations, indicating practical gains in accuracy and stabil-
ity for complex language tasks [32]. Theoretically, these improvements imply more
reliable stepwise explanations and fewer malformed outputs when prompts are
standardized, reducing friction in dialogic tutoring scenarios that rely on rationale-
first answers [11, 32]. Education-oriented guidance similarly emphasizes pairing
GPT-series models with explicit usage policies and reflective prompts so students
compare the model’s reasoning with their own rather than substituting it for the
learning process [11, 49].

ChatGPT is the conversational instantiation that operationalizes GPT-series capa-
bilities in an interactive setting [11]. Conceptually, ChatGPT behaves as a pretrained
GPT-class model further aligned by supervised fine-tuning on human demonstra-
tions and preference-based optimization from human feedback, which improves in-
struction following, safety, and response style in dialogue [33]. These alignment
stages are pedagogically relevant because they bias outputs toward helpfulness
and process-visible reasoning when prompts request hints, rationales, or rubric-
anchored comments rather than direct solutions [11, 33]. Prompting strategies such
as chain-of-thought cues can then elicit intermediate steps explicitly—e.g., “Let’s
think step by step”—which improves multi-step problem solving and makes the
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path to an answer inspectable for learners, supporting metacognition and transfer
[46]. In practice, a ChatGPT session can restate a goal, diagnose likely faults, pro-
pose minimal patches, and explain why a change works, aligning dialogic behavior
with formative feedback principles centered on guidance and self-correction [6].

Taken together, GPT-3 provides the core architectural and prompting affordances,
GPT-4 strengthens reasoning quality and robustness under matched prompts, and
ChatGPT instantiates these capacities in a dialogic interface that supports itera-
tive clarification and scaffolded explanations [5} (11, 32]. This synthesis remains
purely theoretical but establishes why subsequent evaluation should consider not
only correctness but also the transparency, structure, and actionability of explana-
tions—criteria detailed in §3.4 on evaluation metrics [49].

3.4. Evaluation Metrics

Evaluating the effectiveness of Al-driven feedback in education requires a multidi-
mensional framework. Technical accuracy alone does not fully capture the pedagog-
ical value of such systems; instead, evaluation must also consider student learning
outcomes, perceptions of feedback, and the quality of human—AlI interactions. In
this study, three complementary sources of evidence were used: (1) survey data
collected before and after the Al tutoring sessions, (2) conversation logs from stu-
dent-Al dialogues, and (3) researcher observations during the sessions. Each data
source required its own operationalization into metrics, which together provided a
comprehensive picture of effectiveness, adaptiveness, and student acceptance.

3.4.1. Learning Effectiveness

Learning effectiveness was assessed by comparing pre- and post-experiment survey
results. These surveys were designed to capture students’” confidence and perceived
understanding of clustering concepts, which are widely recognized as reliable in-
dicators of both conceptual mastery and readiness to apply knowledge in practice
[21]. In the pre-survey, students rated their familiarity with clustering before the ex-
periment, establishing a baseline for later comparisons. In the post-survey, items fo-
cused on confidence after completing the tutoring session and whether the Al feed-
back improved their understanding. This provided insights not only into whether
self-assessed competence increased, but also into the extent to which students at-
tributed this growth to the Al tutor.

A pre/post design was used because it enables measurement of individual progress
rather than relying solely on group averages. This design is particularly valuable in
short interventions such as single-session tutoring, where absolute performance lev-
els may vary widely between students, but relative gains provide clearer evidence of
effectiveness [18]. By anchoring analysis to each student’s own baseline, the study
accounts for differences in prior knowledge and isolates the change that occurred
during the experiment.
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Nevertheless, raw pre- and post-survey scores alone do not fully capture the nu-
ances of learning effectiveness. To address this, several complementary metrics were
applied. Normalized gain provides a relative measure of improvement while ac-
counting for ceiling effects, Cohen’s d quantifies the magnitude of change in terms
of effect size, and the paired t-test establishes whether observed differences are sta-
tistically significant. Using these metrics together strengthens the evaluation by en-
suring that the findings are both descriptive and analytically rigorous. The specific
formulations of these measures are introduced in the following subsections.

Normalized Gain

A key measure of learning improvement was the normalized gain (g), which es-
timates how much of the potential improvement was actually achieved. A group
normalized gain of g = 0.375 was obtained, meaning that students achieved approx-
imately 37.5% of the maximum possible improvement in confidence with clustering
concepts. The normalized gain was calculated using the standard formula:

_ Post — Pre
9= "1 " Pre
where:

* Pre = average pre-survey score, scaled to a 0-1 interval,
* Post = average post-survey score, scaled to the same 0-1 interval.

In this study, the pre-survey scale was coded as 0 = “never studied,” 0.5 =
“learned a little,” and 1 = “understand well.” The post-survey used a five-point
Likert scale (1 = strongly disagree to 5 = strongly agree), which was then normal-
ized to the 0-1 interval for comparability.

The mean pre-survey score was Pre = 0.80, while the mean post-survey score was
Post = 0.875. Substituting these values into the formula gives:

~ 0.875—-0.80 _ 0.075
1-0.80  0.20

This result reflects a moderate level of effectiveness: students achieved 37.5% of
the maximum possible improvement in self-reported confidence.

=0.375

Cohen’s d

To complement the analysis of learning gains, effect size was measured using Co-
hen’s d, which quantifies the magnitude of the difference between pre- and post-
experiment means in standard deviation units. Cohen’s d is defined as:

Mpost - Mpre

d=
S Dpooled
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where the pooled standard deviation is calculated as:

SD2,. +SD3
S Dpooled _ \/ pre post

2

In this study, the pre-survey mean was Mpre = 0.800 with a standard deviation
of SDpre = 0.258, while the post-survey mean was Mpost = 0.875 with a standard
deviation of SDpest = 0.205. Substituting these values gives:

0.2582 + 0.2052
SDpooled = \/ ;— ~ 0.233

g 0.875 — 0.800
- 0.233

~ 0.321

Paired t-test

To test whether the observed difference between pre- and post-survey means was
statistically significant, a paired-sample ¢-test was conducted. The formula is:

L Xaife
saiff/ /1

where:
* Xgif = mean difference (Post — Pre),
® sqif = standard deviation of differences,
¢ n =number of paired responses.

In this study, the mean pre-survey score was Mpre = 0.800 and the mean post-
survey score was Mpost = 0.875. The resulting p-value from the test was p = 0.8113,
indicating that the improvement was not statistically significant at the conventional
a = 0.05 level.

Although the t-test result shows no statistical significance, this does not mean that
the intervention had no impact. Rather, it suggests that the small sample size limited
the statistical power of the test, making it difficult to detect modest improvements.

Summary of Quantitative Learning Measures

The quantitative evaluation of learning outcomes combined three complementary
metrics: normalized gain, effect size (Cohen’s d), and the paired t-test. Together,
these measures provide a multidimensional view of the Al tutor’s impact.

The normalized gain (g = 0.375) indicated that students achieved approximately
37.5% of the maximum possible improvement in confidence with clustering con-
cepts. This reflects a moderate level of effectiveness, suggesting that while the Al
tutor supported learning, there remains scope for deeper improvement.
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Cohen’s effect size was calculated as d = 0.321, which corresponds to a small-to-
moderate effect according to Cohen’s benchmarks (d = 0.2 small, d = 0.5 medium,
d = 0.8 large). This result reinforces the interpretation that the intervention pro-
duced measurable, though not dramatic, gains in student confidence.

Finally, the paired ¢-test yielded a result of p = 0.8113, indicating that the observed
difference between pre- and post-survey means was not statistically significant at
the conventional a = 0.05 threshold. This lack of statistical significance is likely due
to the small sample size, which limited statistical power.

Taken together, these results suggest that the Al tutor contributed positively to
student learning, but the improvements were moderate and not sufficient to demon-
strate significance in a small experimental setting. These findings highlight both the
promise of LLM-based tutoring and the need for larger-scale studies to confirm its
effectiveness with stronger statistical confidence.

3.4.2. Perceived Usefulness and Acceptance

Beyond performance, students” attitudes and perceptions toward the Al tutor were
central to evaluation. These were captured through post-survey Likert items such
as:

¢ “I feel confident about clustering concepts after completing the experiment.”
¢ “The AI feedback improved my understanding of clustering.”
¢ “The explanations provided by the Al tutor were clear.”

¢ “I'would be willing to use an Al tutor again in the future.”

Responses were analyzed using two approaches: descriptive statistics and distri-
butional analysis.

Descriptive Statistics. For each item, the mean (X), standard deviation (SD),
and frequency counts were calculated to summarize central tendency, variability,
and response patterns. The formulas were:

1
X—n;.ﬁi

1 _
SD = n_IZ(xi—X)z
i=1
where z; is the response of participant 7, and n is the total number of responses.
Distributional Analysis. In addition to descriptive measures, responses for each
post-survey item were analyzed using full frequency distributions across the five-
point Likert scale (1 = Strongly Disagree to 5 = Strongly Agree). For each question @);,

the percentage of students selecting each response option was calculated as:
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Pk = E x 100%
n

where f, is the number of responses in category k and n is the total number of
responses. This approach allowed differences between questions to be compared
while preserving the full range of response variation. The resulting distributions are
presented in the Results and Discussion chapter (see Figure 5.3), which illustrates
students’ perceptions of the Al tutor across all eight survey items.

Conversational Log Analysis

While surveys capture perceptions, conversational logs provide direct evidence of
how the AI tutor interacted with students in real time. In total, ten participants
engaged with the system, generating 516 dialogue exchanges across ten tutoring
sessions (i.e., each participant completed one session). These logs offer a granu-
lar record of both student input and Al responses, enabling systematic analysis of
feedback type, adaptiveness, and engagement.

To make these data analyzable, a structured manual coding scheme was applied.
This approach is consistent with established practices in educational technology re-
search, where coding frameworks allow complex dialogues to be reduced into mea-
surable constructs [14}, 38]. The coding process produced three dimensions—feedback
type, adaptiveness, and engagement level—each operationalized through clear cat-
egories and supported by quantitative formulas. Decision rules were created to en-
sure consistent coding across ambiguous cases, and the full codebook with detailed
definitions and examples is provided in Appendix

Feedback Type
Each Al response was coded into one of the following categories:

1. Hint / Short Explanation - brief guidance or clarification.
Instruction / Introduction — general setup or orientation at the start of a task.
Question — prompting the student with a reflective or guiding question.
Repetitive / Generic — responses that were not context-specific.

Step-by-Step — scaffolded breakdown of a concept or calculation.

AN L N

Summary - consolidating prior discussion into a final recap.

These categories are grounded in feedback typologies from prior educational re-
search [19], with an emphasis on distinguishing scaffolding (step-by-step, question-
ing) from less pedagogically valuable generic feedback.

The feedback distribution was calculated as:

28



1y

where n; is the number of responses in category i, and N is the total number of
Al responses.
Adaptiveness

Adaptiveness was coded to evaluate whether the Al’s responses were tailored to
the learner’s specific input and mistake history. Each response was assigned one of
three values:

* Yes = adaptive (the Al recognized the student’s error or prior input and ad-
justed the explanation accordingly),

* No = generic (the Al gave a pre-written or context-free response without ref-
erencing the student’s specific work),

¢ Partial = partially responsive (the Al acknowledged the student’s input but
did not fully adjust its explanation).

This coding approach reflects established definitions of adaptive feedback in ed-
ucational Al, where adaptiveness refers to the capacity of a system to adjust its in-
structional strategies in real time based on learner behavior [37].

To provide a session-level quantitative measure, the Adaptiveness Rate was cal-
culated as:

N, adaptive

Adaptiveness Rate =
Niotal

where:
® Nadaptive = Number of Al responses coded as Yes,
® Niotal = total number of Al responses in that session.

This allowed comparison of adaptiveness across tutoring sessions. Prior studies
highlight that adaptive, context-sensitive feedback is central to effective Al tutoring
but remains a key challenge for current LLM-based systems [12, 23].

Engagement Level

Student engagement was coded for each turn, using the following levels:

1. Introductory — initial greetings or non-academic setup,

2. Low — minimal responses such as “I don’t know”,
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3. Medium — moderate responses, e.g., attempting a solution with limited detail,

4. High - active participation, e.g., asking clarifying questions, performing inter-
mediate steps, or challenging the Al

The engagement index (EI) was defined as:

EI — N, active
N, total

where Nycive represents medium and high engagement turns, and N, repre-
sents all student turns.

This approach aligns with research in educational technology that views engage-
ment as a multi-dimensional construct, encompassing behavioral, cognitive, and
emotional dimensions [4]. In practice, higher engagement scores reflect stronger
alignment with active learning theories, where interaction and participation are pre-
requisites for meaningful knowledge construction [14].

3.4.3. Observational Notes

Observational notes were incorporated to complement the coded log data, capturing
nuances that automated coding alone could not address. While no formal observa-
tion protocol was established, reflections were systematically documented during
the review of each session’s dialogue. These notes focused on pedagogical and in-
teractional patterns such as repeated Al errors, student attempts to correct the Al,
mismatches between Al summaries and student contributions, and variations in
student engagement (e.g., reluctance to participate or failure to respond to scaffold-
ing attempts).

Examples of such annotations included cases where the Al validated incorrect
answers, overlooked student corrections in its summaries, or provided complete
solutions instead of encouraging further reasoning. Other notes highlighted posi-
tive instances, such as when the Al successfully scaffolded a multi-step solution or
recognized repeated student mistakes and adjusted its explanation accordingly.

These qualitative annotations were then integrated with the coding framework:
they informed the classification of engagement levels and adaptiveness for each
conversational turn, and they contextualized the statistical findings by revealing
the mechanisms behind student-Al interaction dynamics. In this way, the obser-
vational notes served as a bridge between raw log data and interpretive analysis,
adding explanatory depth to the evaluation.

3.4.4. Triangulation of Metrics

A central strength of this evaluation framework is triangulation—the integration of
multiple sources of evidence [8} [13]].
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* Survey metrics quantified students’ confidence and satisfaction, providing self-
reported measures of perceived learning.

¢ Log metrics captured objective indicators such as adaptiveness, feedback type
distribution, and engagement patterns.

¢ Researcher observations added contextual nuance, particularly regarding er-
ror propagation and session-level dynamics.

By combining these perspectives, the evaluation moves beyond narrow test-score
improvements to offer a holistic assessment of both the learning outcomes and the
educational processes enabled by Al-driven feedback.
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4. Methodology

This chapter outlines the methodological framework used to investigate the role of
LLMs in providing personalized and context-aware feedback for data science edu-
cation. The study followed a mixed-methods experimental design, combining quan-
titative and qualitative approaches to capture both measurable learning outcomes
and rich interactional data.

A custom Al tutor was implemented using the Google Agent Development Kit
(ADK) in combination with the OpenAl GPT-40 model. The system guided par-
ticipants through six clustering assignments designed to represent core concepts in
data science. Pre- and post-experiment surveys measured changes in confidence
and satisfaction, while chat logs captured turn-by-turn interactions between the Al
and students. In the following sections, the methodological design in relation to
each research question is discussed.

4.1. Data Collection

The data for this study were collected through a controlled experimental setup de-
signed to evaluate the effectiveness of an Al tutor in a data science learning context.
Three complementary sources of data were used: pre- and post-experiment surveys,
conversational logs, and researcher observations.

A total of ten participants took part in the experiment, each completing one tu-
toring session with the Al system. During these sessions, students interacted with
the Al tutor to solve six clustering assignments. The system automatically recorded
all conversations in a CSV file, with 516 rows representing the dialogue exchanges
between the student and the Al tutor. Each entry included metadata such as session
ID, role (student or Al), timestamp, and message content.

In addition to the conversational data, participants completed pre- and post-surveys
designed to measure self-reported confidence, satisfaction, and perceptions of Al
feedback. These survey responses provided quantitative evidence of learning out-
comes and attitudes toward the Al tutor. Researcher observations were also recorded
to capture qualitative phenomena that were not fully represented in the chat logs,
such as moments of student frustration, confusion, or disengagement.

Together, these three data sources formed a mixed dataset that enabled both quan-
titative and qualitative analysis. The survey data supported statistical comparison
of pre- and post-experiment measures, while the conversational logs and observa-
tions provided deeper insight into how the Al tutor delivered feedback and how
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students responded to it. This triangulation of evidence established the foundation
for the analyses presented in subsequent sections.

4.2. Utilizing LLMs for Personalized and Context-Aware
Feedback

The first research question, How can LLMs be effectively utilized to provide personalized
and context-aware feedback on data science assignments?, required the development of
an Al-based tutoring environment and the design of an experiment to evaluate its
impact.

To ensure that Al guidance remained consistent with the academic level and ped-
agogical goals of the course, the system was designed to rely on a fixed set of six
predefined clustering questions and corresponding solutions. These were written
in a Markdown file and carefully sequenced to reflect the intended learning flow:
starting with foundational tasks such as calculating distances and assigning points
to centroids, and gradually progressing toward more advanced methods like DB-
SCAN. This approach was adopted after preliminary testing revealed that when
GPT-40 was allowed to generate questions and answers freely, it often produced
outputs that were misaligned with the course objectives. In some cases, the model
posed questions that were either too advanced or too trivial (e.g., calculating simple
averages), and it failed to establish a coherent progression from simple to complex
concepts. Additionally, the generated answers were inconsistent across runs: the
same question sometimes produced different solutions, which undermined reliabil-
ity and made it difficult to ensure fairness across participants. By grounding the Al
in a stable reference set of questions and solutions, these risks of inconsistency and
misalignment were reduced, while also ensuring comparability across students. At
the same time, personalization was preserved by allowing the model to expand on
explanations or provide illustrative examples when students requested clarification,
thereby balancing stability with adaptiveness.

To further personalize the tutoring process, the Al was instructed to keep track of
mistakes within a single session. If a student repeated the same error, the model was
designed to pause and re-teach the underlying concept rather than simply reiterat-
ing the same feedback. This mechanism reflected the way effective human tutors
respond to persistent errors: not by moving forward too quickly, but by taking the
time to reinforce and clarify the misunderstood material.

In this study, “pausing” meant that the Al temporarily suspended progress through
the assignment and redirected attention to the concept where the misunderstand-
ing occurred. Instead of advancing to subsequent steps, the Al revisited the error,
slowed down the interaction, and re-focused the dialogue on building the miss-
ing understanding. “Re-teaching” was operationalized in multiple ways, such as
breaking complex procedures into smaller, more manageable steps, offering alter-
native explanations when initial feedback was insufficient, or explicitly contrasting
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a student’s incorrect approach with the correct reasoning.

To test this capacity, two conceptually identical clustering questions with different
numerical values were included in the assignments. This design allowed the system
to identify whether a student repeated the same mistake and adapt its response
accordingly. For example, if a student incorrectly assigned points to clusters in the
second question after making the same mistake in the first, the AI was expected to
acknowledge the repetition (“I noticed you made the same mistake earlier”) and
then offer a more detailed or differently framed explanation.

By explicitly addressing recurring errors in this way, the system promoted deeper
conceptual understanding rather than surface-level correction. After each interven-
tion, the AI also used reflective prompts such as “Are you ready to continue?” or
“Do you have any questions before we move on?” to encourage active engagement
and to give learners more control over the pace of the session. Together, this com-
bination of repetition detection, targeted re-teaching, and reflective dialogue sim-
ulated adaptive scaffolding practices in human tutoring, where learners are sup-
ported until mastery is demonstrated before moving forward.

The application was implemented using the Google ADK. In this framework, the
agent served as the central conversational unit, while specialized tools provided ac-
cess to the assignment files. The LiteLIm wrapper enabled the integration of GPT-40
as the underlying language model. The front-end was built in Streamlit to provide
students with a simple, chat-like interface. Each student session was uniquely iden-
tified, and all messages were stored in a CSV file, including metadata such as session
ID, timestamp, role, and message content. A save function ensured that entire con-
versations could be preserved for later analysis.

To illustrate the setup, Figure|4.1|shows the interface at the beginning of a session,
where the Al tutor welcomes the student, explains the purpose of the experiment,
and requests the student’s name to personalize the interaction. This introductory
exchange served to establish rapport, clarify expectations, and adapt the tutor’s re-
sponses using the provided name throughout the session. The Al then guided the
student into the first clustering task with step-by-step instructions. Figure {4.2| pro-
vides an example of a dialogue exchange during one of the clustering questions.
Here, the student attempts a solution, and the Al responds with targeted feedback,
demonstrating how the system scaffolded learning dynamically and maintained an
interactive, conversational tone.

The experiment began with each student completing a pre-survey, followed by
the Al tutor initiating the session with a personalized welcome message and brief in-
structions. The tutor then guided the student through six clustering tasks, presented
sequentially from basic to more advanced concepts. For each question, the Al eval-
uated the student’s response against the predefined solution, provided corrective
or explanatory feedback, and, when necessary, re-taught misunderstood concepts.
Upon completing all tasks, the Al generated a personalized summary of perfor-
mance. Finally, students completed a post-survey to capture changes in confidence,
satisfaction, and perceptions of the Al tutor.
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M Save and Finish

® Clustering Theory Al Tutor -

A Welcome!

Thisis an experiment to see how effective personalized feedback can be in learning. In this chat,

there are & questions about the topic of clustering, which will be asked one by one.

¢ If you know the answer, please go ahead and respond. If you're unsure, you can ask for an

explanation. If the explanation isn't enough, you may also ask for an example.
The goal is to help you learn clustering more effectively with support from Al
Thank you for participating! Are you ready to begin?

May | have your name to personalize the session?

Figure 4.1.: Al Tutor Interface at Session Start
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Try calculating the distances for each point and assign them to either Cluster A or Cluster B. Let

me know if you need further explanation!

[1,2] 5 A

Carrect, Shokoo! The point ( (1, 2) ) is exactly the same as Centroid A, so it's naturally assigned to
Cluster A.

Keep going! Please calculate the Euclidean distance for the remaining points and assign them to

the appropriate clusters. Let me know your assignments!

help me with second point

Certainly, Shokoo! Let's calculate the Euclidean distance for the second point [ (1, 4) ).
First, calculate the distance from ( (1, 4) ) to Centroid A ( (1, 2) ):

[ \text{Distance to A} =\sqri{(1 - 1)"2 + (4 - 2)"2} = \sgrt[0 + 4} = \sqrt{4} =2 ]

Next, calculate the distance from ( (1, 4) ) to Centroid B ( (4, 2) ):

[ \text{Distance to B} = \sqri{(4 - 1)*2 + (2 - 4)*2} = \sqrt{9 + 4} = \sqrt{13} |

Since the distance to Centroid A is 2 and to Centroid B is approximately 3.6, point ( (1, 4) ) is closer
to Centroid A.

Therefore, point (1, 4] ) is assigned to Cluster A.

Mow that we've done this one together, try the next one and tell me what you find!

<| Your response... :ﬂ;\]
S

Figure 4.2.: Example of AlI-Student Dialogue During a Clustering Task




This procedural design ensured consistency across participants while allowing
individual variation in interaction. The detailed description of the clustering ques-
tions and their pedagogical structure is provided in Section 4.2 and Appendix

This design allowed for the controlled study of LLMs in a tutoring context, bal-
ancing the reliability of fixed solutions with the adaptiveness of generative expla-
nations. By incorporating duplicate questions to test history-tracking and mistake
recognition, the experiment also provided insight into the extent to which the Al
could deliver context-aware feedback over the course of a session. The quantitative
data from the surveys and the qualitative data from the conversation logs together
offered evidence on how effectively LLMs can be used to provide personalized and
adaptive feedback in data science education.

4.3. Clustering Task Design and Materials

The clustering assignments were designed to assess students” understanding of key
unsupervised learning techniques, specifically k-means and DBSCAN. Each task
was structured to build conceptually on the previous one, progressing from basic
computational exercises to more advanced, interpretation-oriented problems. This
gradual progression ensured that students could apply earlier feedback in subse-
quent questions, thereby reinforcing the pedagogical objective of iterative learning.

The tasks were aligned with the university’s Machine Learning curriculum. To
maintain consistency and fairness across participants, all students worked through
the same six predefined questions, which were grounded in examples used in the
course lectures and laboratory sessions. The questions were written in Markdown
and linked directly to corresponding solution files that the Al tutor used for evalu-
ation and feedback generation.

The first two questions focused on conceptual understanding of clustering, in-
cluding the challenges of determining the optimal number of clusters in k-means
and the impact of feature scaling on algorithms such as k-means and DBSCAN.
The third and fourth questions shifted toward computation, requiring students to
perform one iteration of k-means using Hamming and Euclidean distances, respec-
tively, and to calculate updated centroids. The fifth question repeated the Euclidean-
distance clustering task with different data values, allowing evaluation of whether
the AI tutor could recognize and adapt to recurring mistakes, thereby testing its
short-term memory and personalization capability as outlined in section The
final question introduced DBSCAN, focusing on density-based clustering and the
interpretation of clusters and noise points.

All six tasks were designed to be solvable using fundamental clustering principles
without external computational tools, ensuring the focus remained on conceptual
understanding rather than programming proficiency. Example excerpts of the task
descriptions and their corresponding solutions are provided in Appendix |C}, which
contains the full text of all six questions.
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To further support reproducibility, the Markdown templates included clear in-
structions for both the student input and Al evaluation processes. Each task fol-
lowed a consistent layout that specified the objective of the question, the given data
points or parameters, and the expected form of the response (for example, centroid
coordinates, assigned clusters, or reasoning steps). This design ensured pedagogical
alignment, maintained consistent difficulty progression, and provided a controlled
environment for analyzing how the Al tutor adapted its feedback to learner behav-
ior.

4.4. Capabilities and Limitations of LLM-Based Feedback

The second research question, What are the key capabilities and limitations of LLM in
providing personalized feedback tailored to individual learning paths and specific assign-
ment contexts?, was examined primarily through analysis of conversational data and
researcher observations. Each interaction between student and Al was captured at
the message level and exported into a structured dataset for both quantitative and
qualitative inspection.

Data and Coding Framework

To systematically analyze the Al's pedagogical behavior, each Al and student mes-
sage was coded across three key dimensions: feedback type, adaptiveness, and en-
gagement level. This coding framework (detailed in Appendix |A) enabled the seg-
mentation of 516 dialogue turns into interpretable behavioral categories. Feedback
type distinguished between question prompts, explanations, step-by-step guidance,
solutions, and generic acknowledgments, while adaptiveness assessed whether the
Al’s responses were tailored to the student’s specific mistakes or history within a
session. Engagement level represented the learner’s active involvement, measured
through indicators such as clarification requests, problem-solving attempts, or pas-
sive acceptance of solutions.

Each coded instance provided a micro-level snapshot of how the Al contributed
to — or failed to contribute to — learning interactions. For example, adaptiveness
was coded as “Yes” when the Al identified a recurring mistake and modified its
explanation accordingly, and “No” when the system simply repeated static feedback
without acknowledging prior student errors.

As shown in Figure[4.3] the dialogue example demonstrates how the Al provided
a step-by-step explanation in response to the student’s input. The tutor adapted
its feedback to the learner’s previous response, recognizing an earlier mistake and
adjusting the explanation accordingly. The student’s follow-up request to “try an
example” reflects a high engagement level, as it indicates active participation and
an effort to apply the concept rather than simply receiving the answer. This inter-
action illustrates how adaptive feedback and student initiative worked together to
promote deeper understanding.
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Session I ~|Role [~ | Message ~ | Feedback Type ~ | Adaptiveness ~ | Engagement_Level [~

clusters in K-means: the **Elbow Method**. T
### Elbow Method Explained: T T
1. **Objective**: The purpose of the Elbow Method is to find a 'k’ where adding more clusters

yields minimal gain in the quality of the clustering. This point often resembles an elbow in a
line chart when plotting metrics.

2. **Steps**:

- **Compute Inertia**: For different values of k, perform K-means clustering and compute the
sum of squared distances from each point to its assigned cluster centroid (inertia).

- **Plotting**: Plot the inertia values on the y-axis against the number of clusters, k, on the x-
axis.

- **Finding the Elbow**: Look for a point where the rate of decrease sharply changes. This
point is where the inertia starts to diminish at a lower rate, forming an "elbow" shape.

- **Interpretation**: The 'elbow’ represents a balance between maximizing explained
variance and avoiding overfitting. It's the point where adding another cluster does not
sigs

ficantly improve clustering efficacy.

### Benefits and Challenges:
- **Benefits **: This method is visual and intuitive, making it easy for analysts to estimate the

optimal number of clusters.
cdbd30c - - **Challenges**: Sometimes, the 'elbow’ is not distinct, and subjective judgment is required ISIep—by—s(ep Yes N/A

cdbdgﬂcl—{user |lryan axamp[e | N/A N/A I High I
== ™

### Example Scenario:

Imagine we have a dataset of customer ages and salaries. We want to determine the optimal
number of clusters for our K-means algorithm.

#4# Steps:

Figure 4.3.: Example of coding scheme applied to one student-Al dialogue segment
showing adaptiveness and feedback-type labeling
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Technical Setup and Experimental Constraints

During system development, several technical limitations emerged that constrained
the depth of personalization achievable by the LLM tutor. Early experiments with
open-source models (e.g., Ollama-based local deployments) proved computation-
ally infeasible due to limited processing power and slow inference times. As a result,
the system ultimately relied on OpenAl’'s GPT-40 API, integrated via the LiteLLM
framework within Google ADK. While GPT-40 provided a high degree of linguis-
tic fluency and domain adaptability, it also introduced constraints — particularly
limited control over the model’s reasoning trace and contextual memory. The tutor
could maintain a coherent dialogue only within a single session; cross-session mem-
ory (longitudinal tracking of learner progress) was not feasible. Attempts to extend
memory through conversation summarization or prompt-based history reintroduc-
tion were only partially successful. The Al frequently ignored historical context or
over-generalized, failing to use prior responses meaningfully. Consequently, the
experiment adopted a single-session design using InMemorySessionService, with
limited intra-session adaptiveness achieved through localized error tracking.

4.5. Student Perceptions and Acceptance of Al Feedback

The third research question, How do students perceive and accept the feedback generated
by LLMs in the context of their data science assignments?, was examined through the
post-survey and qualitative reflections collected after the tutoring session. The goal
was to understand students” overall attitudes toward the Al tutor, including their
perceptions of clarity, usefulness, and trust in LLM-based feedback.

The pre- and post-surveys were co-designed with the course instructor. Both in-
struments were created using Google Forms and reviewed by the supervising pro-
fessor to ensure content validity and clarity. The pre-survey captured students’ ini-
tial familiarity and confidence with clustering concepts, while the post-survey as-
sessed their perceived improvement, satisfaction, and openness to future use of Al
tutors. Copies of both surveys are provided in Appendix|[B]

Quantitative items were measured using five-point Likert scales ranging from 1
(Strongly Disagree) to 5 (Strongly Agree). Descriptive statistics—including mean,
standard deviation, and frequency counts—were computed to summarize responses.
In addition to quantitative data, the post-survey included open-ended questions
that encouraged students to describe their experiences with the Al tutor in their
own words. These qualitative responses were analyzed thematically: answers were
reviewed line by line and grouped into categories such as “clarity of explanations,”
“usefulness of feedback,” “interaction quality,” and “limitations of Al understand-
ing.” This thematic analysis provided richer insight into individual student experi-
ences and helped explain patterns observed in the quantitative data.

Overall, combining descriptive statistics with qualitative coding offered a com-
prehensive understanding of student perceptions. While quantitative trends indi-
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cated general acceptance of the Al tutor and perceived learning benefits, qualitative
reflections revealed nuanced perspectives on its strengths and limitations—particularly
regarding adaptiveness, personalization, and the clarity of its instructional language.

4.6. Summary

The methodology of this study was designed to comprehensively address the three
research questions through a mixed-methods framework that integrated quantita-
tive, qualitative, and observational analyses. The Al tutor, powered by GPT-40, was
constrained to rely on predefined solutions to ensure alignment with the course
syllabus, while still retaining generative capabilities to deliver explanations, clarifi-
cations, and examples. This balance enabled consistency across participants while
allowing adaptive, context-aware feedback.

The clustering task sequence was carefully structured to progress from basic to
advanced concepts in k-means and DBSCAN, promoting iterative learning and fa-
cilitating analysis of how the Al handled repeated mistakes. To enhance personal-
ization, the system tracked student errors within sessions and adjusted its expla-
nations when misunderstandings reappeared. Screenshots and log analyses doc-
umented the Al’s dialog behavior, showing both its strengths in providing step-
by-step guidance and its weaknesses in cases of misalignment or over-reliance on
provided solutions.

Data collection combined pre- and post-surveys, conversational logs, and researcher
observations. Surveys quantified changes in confidence and perceptions of useful-
ness, while log-based coding captured feedback types, adaptiveness, and engage-
ment levels. Observational notes further contextualized these metrics by identifying
interactional patterns such as persistence, hesitation, or error propagation.

Despite technical constraints, such as single-session memory and reliance on a
hosted LLM API, the methodological design generated rich data. Together, these
complementary sources provided a holistic understanding of how large language
models can deliver personalized, context-aware feedback in data science education
and where their pedagogical and technical limitations remain.
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5. Results and Discussion

This chapter presents the findings of the study and discusses them in relation to the
research questions. The analysis draws on three sources of data: pre-experiment
and post-experiment questionnaires, conversation logs from the Al tutoring ses-
sions, and researcher observations. Together, these provide a comprehensive view
of how LLMs can be utilized to provide personalized and context-aware feedback in
data science education, what their capabilities and limitations are, and how students
perceive and accept such feedback.

5.1. Pre-Experiment Results

The pre-experiment questionnaire was designed to establish students’” baseline fa-
miliarity with clustering concepts, prior experience with Al tools, and expectations
regarding the tutoring system. These insights provided the foundation for interpret-
ing later learning outcomes and behavioral trends during the experiment.

When asked about their understanding of clustering, 60% of students reported
that they “understand well,” while 40% indicated they had “learned a little.” None
selected “never studied,” confirming that all participants possessed at least basic
prior exposure through coursework. As illustrated in Figure this distribution
highlights differences in self-confidence—while most participants felt reasonably
competent, a smaller group entered the experiment with lower confidence in their
understanding.

Students were also asked whether they had previously used Al-based tools or
tutors. A large majority (90%) reported prior experience with general-purpose Al
systems such as chatbots, while 10% had never used Al for learning before. As illus-
trated in Figure this distribution indicates that most participants were already
comfortable interacting with Al systems, although not specifically in structured ed-
ucational contexts.

In terms of expectations, students’ qualitative responses revealed two recurring
themes. The first centered on learning support - participants anticipated that the Al
tutor would offer step-by-step explanations, clarify difficult concepts, and reinforce
understanding of clustering methods. The second theme reflected curiosity about
the role of Al in education. Several students expressed interest in observing how
the Al would adapt to different levels of understanding, respond to mistakes, and
provide personalized assistance.

Together, these responses indicate that participants entered the experiment with
moderate prior knowledge, high familiarity with Al tools, and open but diverse
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@ | have never studied clustering
@ I've learned a little about clustering
@ | understand clustering well

Figure 5.1.: Pre-survey responses on clustering familiarity (n = 10).

® ves
® No

Figure 5.2.: Prior experience with Al-based tools among participants (n = 10).
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expectations regarding the educational value of Al-assisted tutoring. These initial
conditions form an important context for interpreting the post-experiment outcomes
discussed in the following sections.

5.2. Post-Experiment Results

The post-experiment questionnaire and performance data provide insight into stu-
dents” perceptions of the Al tutor, as well as measurable learning outcomes. To-
gether, these results demonstrate both the strengths and the limitations of the sys-
tem.

Survey Responses

The post-experiment questionnaire aimed to assess students’ perceptions of the Al
tutor’s effectiveness, clarity, and adaptiveness after completing the clustering tasks.
Figure[5.3|illustrates the distribution of responses across the eight Likert-scale items
(Q1-Q8).

The results show overall positive perceptions of the Al tutor. A majority of par-
ticipants selected Agree or Strongly Agree (ratings 4 and 5) across most items, par-
ticularly those addressing the clarity of explanations and overall satisfaction. This
indicates that students generally found the Al feedback understandable and sup-
portive of their learning.

However, variation appeared in the items related to adaptiveness and person-
alization. While most students agreed that the Al adjusted its feedback to their
mistakes, a few responded neutrally or disagreed. This suggests that, although the
system successfully provided individualized feedback in many cases, it was not uni-
formly consistent in adapting to every student’s input.

The color-coded bars in Figure correspond to the five Likert-scale options,
where:

1 (orange) = Strongly Disagree

2 (blue) = Disagree

3 (green) = Neither Agree nor Disagree

4 (brown) = Agree

5 (teal) = Strongly Agree

This visual representation allows for easy comparison of response patterns across
items, highlighting both the areas of strong consensus and those with mixed per-
ceptions.
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Student Perceptions of Al Tutor: Likert Scale
Results

Q1 Q2 Q3 Q4 Q5 Q6 Q7 Q8
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Figure 5.3.: Distribution of student responses to post-survey questions (Q1-Q8).

Each color represents a Likert-scale category:
=1 (Strongly Disagree), =2 (Disagree), =3 (Neutral), =4 (Agree), =5
(Strongly Agree).

Questions included:

(Q1) Confidence after experiment;

(Q2) Clarity of explanations;

(Q3) Helpfulness of feedback;

(Q4) Reinforcement of understanding;

(Q5) Adaptiveness to mistakes;

(Q6) Encouragement to learn;

(Q7) Ease of interaction;

(Q8) Willingness to reuse Al tutor.
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Learning Gains

Learning gains were evaluated by comparing students’ pre- and post-experiment
self-assessments of their familiarity and confidence with clustering concepts. These
measures provided insight into how interaction with the Al tutor influenced per-
ceived understanding rather than objective test scores, emphasizing metacognitive
growth and confidence development.

To ensure comparability between the two instruments, pre-survey items were
coded on a three-point scale (0 = “never studied,” 0.5 = “learned a little,” 1 = “un-
derstand well”), while post-survey responses were mapped from a five-point Lik-
ert scale (1-5) to a normalized 0-1 interval. This allowed for direct comparison of
relative improvement across both measures. The pre-experiment mean confidence
score was 0.80, indicating that most participants entered the study with some foun-
dational knowledge of clustering gained from prior coursework. The post-survey
mean increased to 0.875, reflecting improved self-perceived understanding follow-
ing the tutoring session.

A group normalized gain (¢9) of 0.375 was calculated, meaning that students
achieved approximately 37.5% of the maximum possible improvement in their un-
derstanding of clustering. This value corresponds to a medium level of conceptual
improvement, suggesting that the Al tutor effectively reinforced prior learning and
clarified specific areas of confusion. Given that the experiment was conducted in
a single, short tutoring session, a normalized gain in this range indicates that even
brief Al-mediated interactions can support measurable growth in confidence and
conceptual grasp [18].

To assess the magnitude of this change more precisely, the effect size was cal-
culated using Cohen’s d, which quantifies the difference between pre- and post-
means relative to the variability in the data. Using the pooled standard deviation
of 0.233, the resulting Cohen’s d was 0.321, indicating a small-to-moderate effect
size. According to conventional benchmarks (d = 0.2 = small, d = 0.5 = medium,
d = 0.8 = large), this value suggests that the observed improvement, while modest,
reflects a consistent and meaningful learning gain rather than random variation. In
educational contexts, even small effect sizes can hold practical significance, partic-
ularly in short, exploratory interventions where deep conceptual change is difficult
to achieve [27].

While the quantitative gains were moderate, their significance lies in what they
represent. The increase in post-survey confidence scores indicates that the Al tutor
helped students better organize and internalize clustering concepts. Many students
reported that step-by-step explanations, error correction, and immediate feedback
reduced uncertainty and reinforced their problem-solving process. The improve-
ment aligns with the principles of formative feedback, where timely and context-
aware responses promote reflection and consolidation of learning [38].

Moreover, the positive shift supports prior research suggesting that Al-based
scaffolding can strengthen students’ self-efficacy by providing continuous feed-
back loops that mirror one-on-one tutoring [20]. Although the magnitude of gain
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was smaller than what might be expected from multi-session human tutoring, the
results are encouraging for scalable, automated learning support.

It is also important to interpret these outcomes within the constraints of the study.
Because the Al system relied on predefined solutions, its feedback accuracy was
high but its flexibility was limited. Consequently, the gains observed likely reflect
improved conceptual clarity rather than mastery of novel problem-solving skills.
Nonetheless, the findings demonstrate that students can meaningfully benefit from
guided LLM interaction even when generative freedom is constrained by structured
content.

Taken together, the normalized gain (¢ = 0.375) and Cohen’s d = 0.321 indi-
cate a consistent pattern of improvement in students’ self-reported understanding.
The combination of quantitative measures and qualitative reflections (from post-
survey comments) reinforces the conclusion that the Al tutor enhanced confidence,
supported comprehension, and provided an engaging learning experience. These
results suggest that LLM-based tutoring systems have the potential to deliver mea-
surable educational benefits when integrated thoughtfully into structured learning
environments.

Open-Ended Responses

The open-ended responses provided qualitative depth to the quantitative survey
findings, offering direct insight into how students experienced the Al tutor and per-
ceived its educational value. Across participants, several recurring themes emerged,
reflecting both appreciation for the tutor’s capabilities and constructive feedback on
its limitations.

Open-ended responses converged on three themes: (i) the value of step-by-step
guidance and transparent calculations, (ii) the usefulness of concrete examples paired
with clear language, and (iii) the motivation and self-reflection prompted by imme-
diate, targeted feedback. Representative comments included: “Explanation with
example and detailed solution,” “Help in the calculation part step by step which I
really needed,” “It explains with examples with good descriptions—it’s a good tu-
tor,” and “The calculations were shown clearly which was also helpful.” Students
also highlighted usability and clarity—e.g., “User friendly interface, clear under-
standing of the topic,” and “It helps you precisely about what you want”—and
noted perceived accuracy and responsiveness, such as “Provided accurate answers
based on questions” and “It gave explanations and answered further questions on
the topics.” Several respondents emphasized the formative value of receiving feed-
back on performance: “Getting a feedback on my performance that would help to
improve myself.”

Taken together, these remarks indicate that scaffolded, procedural explanations
lowered barriers to working through clustering steps while maintaining a focus on
underlying reasoning, consistent with the role of scaffolding in supporting incre-
mental competence and independent problem solving [20, [38|]. The preference for
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concise, example-driven language suggests that the conversational format helped
reduce perceived cognitive load when engaging with technical material [22]. Fi-
nally, comments about performance feedback and reflection align with principles of
formative assessment, where timely, actionable responses reinforce understanding
and guide next steps [38].

Despite generally positive impressions, students identified several areas for im-
provement in the Al tutoring experience. The most common concern was the lack
of contextual introductions before each question. As one student noted, “Initially
with the question I would expect a bit of introduction of the topic. The experience
seemed like an exam.” This sentiment was echoed by others who suggested that the
system should begin each session with a short conceptual overview to situate the
problem, thereby fostering a more supportive learning atmosphere rather than an
evaluative one.

Another recurring issue was redundancy in the Al's responses. Some participants
reported that the tutor occasionally repeated correct answers verbatim instead of ac-
knowledging them succinctly and progressing: “Sometimes it repeats my answer. It
could just say well done and go for next question but it was repeating my correct an-
swer.” Such repetition may have reduced efficiency and contributed to a perception
of mechanical interaction, reflecting the model’s limited adaptive memory within
session context.

A few students also mentioned occasional factual or computational errors, noting
that “the Al is still in learning process—it makes mistakes.” While these incidents
were infrequent, they underline the importance of continuous model validation,
especially when feedback accuracy directly affects learner trust. Collectively, these
observations align with broader challenges in Al tutoring research, where systems
often balance responsiveness and correctness under constrained context windows
[22].

Students provided numerous constructive suggestions for enhancing the tutor-
ing experience. Several respondents emphasized the need for simpler, more acces-
sible explanations, particularly for learners without prior exposure to clustering:
“Make it easier so that someone from other field can also understand,” and “To
make the explanation a bit easy for people who don’t have knowledge in this.” This
feedback underscores the importance of adaptive difficulty scaling and beginner-
friendly phrasing, allowing the system to adjust explanations according to user pro-
ficiency.

Participants also expressed interest in multimodal features to improve clarity and
engagement. One student suggested that “It would be helpful if we can add a video
agent into the model,” while others proposed “another window beside the chatbot
to clearly show steps rather than interfering with the chat.” These comments point to
the pedagogical potential of integrating visual aids or interactive panels—features
shown in prior studies to enhance understanding in technical subjects by combining
textual and visual scaffolds [50]. Additional remarks such as “Needs a bit more fine-
tuning” highlight a general desire for smoother conversational flow and more pre-
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cise feedback, indicating that students valued the system’s potential but expected
greater polish in its responses.

Taken together, the open-ended responses reveal a consistent pattern: students
appreciated the Al’s clarity and step-by-step guidance but desired more adaptive,
human-like interaction. The call for introductory context and simplified explana-
tions reflects the importance of pedagogical framing—setting clear learning objectives
before problem-solving begins. Similarly, requests for visual elements and dynamic
step displays suggest that learners benefit from multimodal representations that
support comprehension and reduce cognitive load during complex calculations.

These qualitative findings complement the quantitative survey data, reinforcing
that perceived usefulness is linked not only to content accuracy but also to the qual-
ity of the learning experience. The results suggest that while LLM-based tutors
can provide meaningful conceptual support, their effectiveness could be substan-
tially enhanced through context-setting, multimodal scaffolding, and adaptive pac-
ing strategies. Overall, students’ reflections portray a clear trajectory for future de-
velopment: transforming Al tutors from text-driven assistants into interactive, ped-
agogically aware systems that balance efficiency, adaptability, and learner-centered
design.

5.3. Conversational Analysis

To complement the survey findings, the tutoring dialogues (ten sessions comprising
516 conversational turns) were examined through manual row-level coding. Each
turn was classified by feedback type (e.g., step-by-step explanation, short explana-
tion, generic, or summary), adaptiveness (whether the Al response was tailored to
the student’s input), and—on the student side—engagement level (low, medium, or
high). This analysis provides deeper insight into how the Al operated in practice
and how students interacted with it.

Across the ten sessions, student engagement varied substantially among partici-
pants. Some students displayed high engagement, attempting intermediate steps,
asking clarifying questions, and using the Al strategically—for example, asking it to
perform calculations while they retained responsibility for interpreting the results
and assigning clusters. In contrast, several students demonstrated medium or low
engagement, often responding with “I don’t know” and requesting explanations
without first attempting a solution. This divergence suggests that the tutor’s po-
tential to scaffold learning was realised most strongly when learners maintained an
active role in the dialogue. See Table[5.T|and Figure

The analysis of Al-generated feedback revealed considerable variation in feed-
back types. The AI produced a mix of explanatory turns, step-by-step guidance,
direct solutions, and performance summaries. Explanations and step-by-step guid-
ance were valuable in scaffolding learning and encouraging follow-up questions.
Direct solutions, while efficient, sometimes reduced opportunities for students to
work through problems independently. In a few cases, the Al confirmed partially
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Row Labels i |Countof Engagement_Level

High 30.45%
Low 25.51%
Medium 44.03%
Grand Total 100.00%

Table 5.1.: Student Engagement Distribution

Role .Y

Count of Engagement_Level

Engagement Levels

50.00%

40.00%

30.00% mHigh

20.00% WLow

10.00% W Medium
0.00%

High Low Medium

Engagement_Level .YV
Figure 5.4.: Engagement Levels

correct answers without addressing errors, which limited its formative value. See
Table5.2land Figure

Adaptiveness across these sessions was also inconsistent. In many cases, the Al
identified repeated mistakes and re-taught the relevant concept step by step, some-
times adding additional examples. In other cases, however, the Al reproduced pre-
written solutions without considering the student’s previous input. This pattern is
clearly shown in Table 5.3| and the cross-tabulation in Table which reveal that
explanatory turns were much more likely to be adaptive, whereas direct-solution
turns were usually generic. Figure 5.6|further illustrates this contrast, highlighting
a trade-off between efficiency and personalisation: providing complete solutions
offered speed, but adaptive explanations delivered greater pedagogical value by
targeting learners’ specific needs.

In addition to the coded conversational data, observational notes taken during
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Role .YV

Count of Feedback_Type

Al Feedback Types

40.00%
35.00%

Step-by-step Question Repetitive / Hint / Short Summary Instruction /
Generic explanation Introduction

Feedback_Type -

Figure 5.5.: AI Feedback Types

Role .YV

Count of Adaptiveness

Adaptiveness by Feedback Type

90.00%
80.00%
70.00%
60.00% i
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40.00%
30.00% m Partial
20.00% I I mVes
10.00% ] l
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Feedback_Type -

Figure 5.6.: Adaptiveness by Feedback Type
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Row Labels .1/Count of Feedback_Type

Step-by-step 35.74%
Question 33.08%
Repetitive / Generic 17.49%
Hint / Short explanation 6.08%
Summary 3.80%
Instruction / Introduction 3.80%
Grand Total 100.00%

Table 5.2.: Al Feedback Types

Row Labels . Count of Adaptiveness

Yes 59.76%
No 25.00%
Partial 15.24%
Grand Total 100.00%

Table 5.3.: Adaptiveness

session review provided further context for interpreting the interaction patterns.
These reflections captured nuances such as students” attempts to correct Al errors,
hesitation to respond, or mismatches between Al summaries and actual student con-
tributions. Integrating these qualitative observations with the coded data helped
clarify why certain sessions exhibited higher adaptiveness or engagement than oth-
ers—for instance, when the Al overlooked corrections or repeated an error across
turns.

Analysis of the sessions also revealed a clear dependence on predefined solutions.
In one instance, an error embedded in the solution file was reproduced consistently
in the AlI’s responses. Most students accepted the incorrect output without ques-
tion, but one participant critically engaged with the system, repeatedly requesting
recalculations until the Al eventually produced the correct result. This episode un-
derscores two important points: first, that the tutor’s dependence on pre-provided
solutions introduces a vulnerability to error propagation; and second, that active
student engagement can serve as a safeguard, helping to identify and correct such
inaccuracies when they occur.

Further analysis at the session level provided additional perspective on how adap-
tiveness differed across participants. This analysis was not based on student self-
reports but on the manually coded conversational logs described in Section [3.4.2}
Each tutoring session was coded at the message level, where every Al response re-
ceived an adaptiveness label (Yes, Partial, or No). These data were then summarized
in Excel to calculate session-wise totals and rates. As shown in Table each ses-
sion record includes the total number of AI messages, the count of responses coded
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Count of Adaptiveness Column Labels x

Row Labels ~|No Partial Yes Grand Total
Hint / Short explanation 2.44% 8.00% 13.27% 9.76%
Repetitive / Generic 73.17% 32.00% 8.16% 28.05%
Step-by-step 17.07% 40.00% 77.55% 56.71%
Summary 7.32% 20.00% 1.02% 5.49%
Grand Total 100.00% 100.00% 100.00% 100.00%

Table 5.4.: Cross-tab Feedback Type x Adaptiveness

as adaptive, and the resulting adaptiveness rate (i.e., the proportion of adaptive
messages relative to all Al turns in that session).

The results reveal substantial variation between students. Some sessions dis-
played high adaptiveness rates, indicating that the tutor frequently tailored its feed-
back to the learner’s input, referenced prior errors, and provided individualized
explanations. In contrast, other sessions showed lower adaptiveness, reflecting a
greater reliance on generic or solution-oriented responses. This variation demon-
strates that the AI did not behave uniformly across all interactions: in some con-
texts, it dynamically engaged with learners’ mistakes, while in others it defaulted to
more static forms of feedback. These findings underscore the importance of exam-
ining session-level dynamics when evaluating Al tutoring performance, as adaptive-
ness effectiveness appears to depend strongly on interaction context and the nature
of student engagement.

|Row Labels ~ |Sum of Al_Message_Flag Sum of Adaptiveness_Flag |Sum of Adaptiveness_Rate |
02ad5411-73h9-4377-92cc-804d6ecf0806 33 11 33.3%
1bdfb745-21f0-4424-b27¢c-985dcc858cal 26 9 34.6%
3f8c4137-3d83-48fd-acc9-1a644ff2398f 21 7 33.3%
88518abe-537a-41be-8d0a-4a94476a20bf 30 15 50.0%
8dc7c6d5-b62d-4774-95de-d8h9e2b2cd55 26 9 34.6%
a687d78e-fa18-411h-9e54-85886ca0d422 22 2 9.1%
cdbd90c1-e74f-47ch-90d5-177894c8979a 29 14 48.3%
d4440a1d-9c02-4429-9bb6-191c21ca549a 28 15 53.6%
daaa0cff-20bb-47a8-8902-be830aa43b55 23 7 30.4%
dabda75c-f7e3-4d94-a9ac-9ba295878755 25 9 36.0%
Grand Total 263 98 37.3%

Table 5.5.: Per-session Summary
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5.4. Overall Discussion and Implications

The findings of this study demonstrate that LLMs hold substantial promise for sup-
porting learning in data science education, particularly through their capacity to
deliver timely explanations and interactive guidance. The post-experiment surveys
revealed generally positive perceptions, with most students reporting that the Al
tutor improved their understanding, confidence, and motivation to learn. Quan-
titatively, the normalized gain (¢ = 0.375) indicated a moderate improvement in
conceptual understanding, while the paired-sample effect size (Cohen’s d = 0.321)
reflected a small but meaningful learning effect. This divergence between perceived
learning gains and statistical measures highlights a well-documented phenomenon
in educational research—students often report increased confidence and satisfaction
when instructional feedback is immediate and conversational, even if their mea-
sured performance gains remain modest [22].

The moderate normalized gain suggests that the Al tutor was effective in pro-
moting short-term conceptual reinforcement rather than deep conceptual transfor-
mation. Because the study was designed as a single-session intervention, students
likely benefited most from procedural and surface-level learning (e.g., improved
accuracy in centroid calculations or understanding of DBSCAN parameters) rather
than durable conceptual restructuring. Previous studies on intelligent tutoring sys-
tems report similar trends: significant short-term engagement and satisfaction, but
limited evidence of sustained knowledge transfer without longitudinal reinforce-
ment [20]. Thus, the measured improvement here can be interpreted as indicative of
the LLM’s potential to support learning in short, focused exercises, especially where
immediate feedback and clarification are critical.

The qualitative coding of dialogues provides deeper insight into how the Al facili-
tated (and sometimes hindered) learning. Adaptive, step-by-step explanations were
most strongly associated with high student engagement. When the Al decomposed
complex tasks into smaller steps or re-explained repeated mistakes, students tended
to persist longer and express greater satisfaction. In contrast, repetitive or generic
responses reduced perceived usefulness and sometimes led to disengagement. This
variability in feedback quality underscores the sensitivity of LLM-driven tutoring
to prompt design, conversational context, and model constraints. Even small differ-
ences in phrasing could shift the interaction from an adaptive scaffold to a passive,
one-directional exchange.

These interpretations were further supported by observational notes recorded
during session analysis (see Section [3.4.3), which documented nuanced behav-
iors such as students attempting to correct the Al, hesitating to respond, or losing
engagement after repeated generic feedback. Together, these qualitative observa-
tions reinforced the coded results by illustrating how adaptiveness and engagement
evolved within each tutoring dialogue.

The engagement analysis also revealed a critical dynamic: students who inter-
acted actively with the AI—by questioning, challenging, or asking for additional
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examples—benefited far more than those who treated the system as an answer gen-
erator. This finding aligns with the constructivist view of learning, which posits
that knowledge construction is most effective when learners take an active role
in meaning-making rather than passively consuming information [47]. Therefore,
while LLMs can scaffold problem-solving, their pedagogical impact depends heav-
ily on learner agency and metacognitive engagement.

From a pedagogical standpoint, these findings suggest that LLM-based tutors
are most effective when they encourage dialogue, reflection, and iterative practice
rather than simply providing solutions. Future implementations could integrate
structured reflection prompts (e.g., “Explain why you chose this step” or “What
would change if the parameters were different?”) to promote deeper reasoning. In-
structors could also use LLMs as assistive co-tutors—delegating repetitive explana-
tory tasks to the Al while reserving conceptual clarification and motivational feed-
back for human educators. Such hybrid approaches have been shown to improve
both scalability and quality in feedback delivery [48]].

Technologically, the results highlight several areas for system design improve-
ment. First, maintaining session memory and recognizing repeated mistakes proved
essential for personalized support. Enhancing memory management across sessions
— perhaps through vector-based history embeddings or student modeling — would
allow the Al to track individual learning trajectories. Second, adaptive difficulty
scaling could prevent the Al from oscillating between overly simple or overly com-
plex explanations. Finally, multimodal feedback (e.g., integrating tables, figures,
or dynamic step-by-step panels) could help visualize clustering processes, thereby
reducing cognitive load for novice learners [50].

At a broader theoretical level, this study contributes to the growing discourse on
human-AI collaboration in education. The results reinforce that Al tutors should
not be viewed as replacements for instructors but as complementary tools that ex-
tend pedagogical capacity. Their strength lies in immediate response, patience, and
adaptability within micro-interactions, while human educators remain essential for
contextual judgment, empathy, and broader curriculum alignment. This reflects the
hybrid paradigm increasingly emphasized in Al-in-education research, where hu-
man-Al partnerships optimize both scalability and personalization [20, |41].

Several limitations must be acknowledged. The small sample size (n = 10), largely
due to limited participant availability during the study period, along with the short
duration of sessions and reliance on predefined solutions, constrained the system’s
ability to demonstrate its full adaptive potential. Moreover, the absence of unique
identifiers in the survey data introduced some uncertainty when linking individual
pre- and post-experiment responses. Despite these challenges, the study provides
valuable insights into the current capabilities and limitations of LLM-based feed-
back systems.

Looking forward, future research should explore hybrid approaches that combine
Al feedback with human oversight, integrate more advanced scaffolding mecha-
nisms, and assess long-term impacts on learning. Enhancing adaptiveness, incorpo-
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rating multimodal feedback (e.g., visual aids alongside text), and refining methods
for evaluating learning outcomes will be critical to improving the robustness of Al
tutors. While the present study demonstrates encouraging trends, it also under-
scores the need for continued development and evaluation to ensure that Al feed-
back systems can reliably enhance student learning in diverse educational contexts.

Overall, the findings demonstrate that LLMs can effectively supplement human
instruction by offering context-aware, adaptive, and conversational feedback in com-
plex subjects such as clustering. However, their effectiveness depends on both sys-
tem design and learner engagement. The challenge ahead is not merely to improve
the model’s accuracy, but to design Al tutors that align pedagogical scaffolding with
human-centered learning processes—fostering curiosity, reflection, and deeper un-
derstanding rather than only correct answers.
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6. Conclusion

6.1. Summary of Findings

This thesis set out to explore the potential of LLMs to provide personalized and
context-aware feedback in data science education. Through a mixed-methods ex-
perimental design, it addressed three central research questions: (1) how LLMs can
be effectively utilized to deliver pedagogically meaningful feedback on data science
assignments, (2) what their key capabilities and limitations are in offering person-
alized guidance, and (3) how students perceive and accept such Al-generated feed-
back.

The findings revealed that students generally perceived the Al tutor positively.
Post-experiment surveys indicated that participants valued the system’s step-by-
step explanations, clear feedback, and interactive design. Quantitative results sup-
ported these perceptions: the normalized learning gain (¢ = 0.375) indicated mod-
erate conceptual improvement, while the paired-sample t-test (p = 0.811) confirmed
that this change was not statistically significant. The small effect size (Cohen’s
d = 0.321) further suggests that, although students reported increased confidence
and understanding, measurable learning gains were modest.

Conversational analysis deepened these insights by showing that adaptive, context-
sensitive feedback was most effective when the Al engaged students through step-
by-step reasoning and responsive clarification. However, inconsistency in adaptive-
ness—such as instances of repetitive or overly generic responses—and dependence
on predefined solutions occasionally reduced pedagogical value. Engagement pat-
terns revealed that students who interacted more actively with the tutor tended to
achieve greater conceptual understanding, underscoring the importance of dialogic
participation in Al-assisted learning.

Beyond empirical findings, this study contributes methodologically and practi-
cally to the field of Al in education. It demonstrates the feasibility of employing
LLMs in a structured tutoring environment that balances fixed reference materials
with generative adaptability. It also introduces a comprehensive evaluation frame-
work that combines statistical (normalized gain, effect size, and t-tests) and quali-
tative (feedback type, adaptiveness, and engagement coding) analyses to assess Al
tutor effectiveness.

Despite limitations related to sample size, session duration, and reliance on pre-
defined content, the study provides valuable insights into the current capabilities
and boundaries of LLM-based feedback systems. Future research should expand
these findings by incorporating larger participant groups, enabling multi-session
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adaptiveness, and integrating multimodal feedback such as visual aids or voice in-
teraction. Ultimately, this research underscores that while LLMs hold great promise
as scalable, supportive tools in education, their effectiveness depends critically on
thoughtful instructional design, continuous monitoring, and the integration of hu-
man pedagogical oversight.

6.2. Limitations and Future Directions

While this study demonstrates the potential of LLMs in providing adaptive feed-
back for data science education, several limitations should be acknowledged. The
small sample size (1 = 10), due to limited participant availability, restricted the sta-
tistical power of the findings. Additionally, the absence of unique identifiers in sur-
vey data reduced the precision of linking pre- and post-experiment results, con-
straining the robustness of inferential analysis. Technical constraints prevented the
implementation of multi-session experiments, thereby limiting the model’s ability
to retain long-term student history or demonstrate cumulative adaptiveness. The
reliance on a hosted model (GPT-40) also introduced challenges related to trans-
parency, reproducibility, and control over internal reasoning processes.

Despite these constraints, the findings provide a valuable foundation for advanc-
ing Al-assisted education. Future research should focus on developing hybrid feed-
back systems that integrate Al adaptiveness with human pedagogical oversight,
ensuring both scalability and contextual sensitivity. Enhancing instructional align-
ment through improved scaffolding mechanisms—where the Al guides students
progressively rather than providing complete solutions—represents another critical
direction.

Furthermore, incorporating multimodal feedback such as code execution, data vi-
sualization, or interactive dashboards could enrich learners’ conceptual understand-
ing and engagement. Longitudinal studies across larger and more diverse cohorts
are also needed to evaluate the sustained impact of Al tutors on learning outcomes,
motivation, and self-regulation. Finally, exploring open-source or locally hosted
LLMs could help improve reproducibility and transparency, allowing educators to
better understand and refine the underlying decision processes of Al feedback sys-
tems.

6.3. Closing Remarks

Overall, this thesis demonstrates that while LLM-based feedback systems for data
science assignments have inherent limitations, they mark a significant step toward
more scalable and adaptive forms of educational technology. The study shows that
students valued the clarity, immediacy, and interactivity of Al-generated explana-
tions, even when measurable learning gains remained modest. These findings high-
light the importance of viewing Al not as a replacement for human instruction but
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as a complementary tool that can enhance feedback efficiency and accessibility.

With continued refinement—particularly in adaptiveness, scaffolding strategies,
and integration with human pedagogical expertise—LLM-driven systems hold the
potential to provide truly personalized and equitable learning support. As the
boundaries between human and Al tutoring continue to blur, this research under-
scores the need for responsible, evidence-based innovation to ensure that emerging
technologies meaningfully advance teaching and learning in data science and be-
yond.
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A. Coding Schemes

This appendix presents the full codebook used to analyze the conversational logs
between students and the Al tutor. The scheme distinguishes between Al turns and
student turns, with clear coding categories, definitions, and examples. This detailed
scheme was used to ensure coding consistency and transparency.

A.1. Table 1: Al Turns
A.2. Table 2: Student Turns
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Table A.1.: Coding scheme for Al turns (Role = a1i)

Field Allowed Values Meaning / Quick Indicators

Feedback Type | Instruction/ Intro- | Setup or orientation at the start of a task (e.g.,

duction “Welcome, today we will work on cluster-
ing”).

Question Al presents predefined questions or prompts
the user for input.

Step-by-step Guided procedure with ordered steps. Exam-
ple: “First compute the distances, then com-
pare...”

Hint/Short Explana- | Nudge or partial cue without full answer. Ex-

tion ample: “Try checking the distance to each cen-
troid.”

Repetitive / Generic | Al returns only the predefined solution or re-
peats the same solution for incorrect answers.

Summary Al returns a summary of the session, acknowl-
edges the student’s strengths and weaknesses,
and provides relevant advice.

Adaptiveness Yes Tailored to student’s specific attempt or mis-
take. Example: “You're repeating the distance
mistake from Q1; let’s re-calculate together.”

Partial Some tailoring, but not fully aligned to the
student’s error/context. Example: Refers to
student wording but still generic.

No Generic response that does not adapt to stu-

dent input. Example: Repeats the provided
solution without linking to the student’s an-
swer.
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Table A.2.: Coding scheme for student turns (Role = user)

Field

Allowed Values

Meaning / Quick Indicators

Engagement
Level

High

Attempts solution steps; asks targeted follow-
ups; uses Al strategically. Example: “Dis-
tances are: ... so cluster = A.” or “Can you
check my step 2?”

Medium

Asks for guidance/clarification; acknowl-
edges and moves on. Example: “Explain the
steps.” or “Ok, next question.”

Low

Little or no attempt; immediately requests an-
swers. Example: “I don’t know, give the an-
swer.” or “Just solve it.”

Introductory

Administrative only (e.g. name, readiness).
Example: “My nameis ...”
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B. Survey Instruments

This appendix contains the full versions of the pre- and post-experiment survey in-
struments used in the study. The pre-survey focused on students’ initial familiarity
with clustering concepts, while the post-survey measured changes in confidence,
satisfaction, and acceptance of Al-generated feedback.
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Master Thesis Research

Thank you for your interest in participating in this study. This experiment is part of a Master's
thesis investigating the effectiveness of Al-generated personalized feedback in teaching
data science topics, specifically clustering.

You will interact with an Al tutor that will ask you several clustering-related questions. If you
don’t know an answer, you can request explanations or examples. The goal is to evaluate
how this Al-supported environment enhances your understanding.

¢ Your responses are confidential and will only be used for academic research.
¢ No identifying information will be stored or shared.

e Participation is voluntary and you may withdraw at any time without penalty.

Consent

Check all that apply.

| have read and understood the above information and consent to participate in this
study.

1. What is your gender?

Mark only one oval.

Female

Male

Non-binary
Prefer not to say

Other:
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3. 2. Whatis your field of study?

Mark only one oval.

Web and Data Science
Computer Science

Other:

4. 3. What is your current level of study?

Mark only one oval.

Bachelor’s student
Master’s student

Other:

5. 4. How familiar are you with clustering concepts (e.g., k-means, distance metrics)?

Mark only one oval.

| have never studied clustering
I've learned a little about clustering

| understand clustering well

6. 5. Have you used Al-based tools or tutors (e.g., ChatGPT, Google Bard) to support
your learning before?

Mark only one oval.

Yes

No
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7. 6. What are your expectations from this experiment?

Thank you for completing this questionnaire.

This content is neither created nor endorsed by Google.

Google Forms
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Post-Experiment

Thank you for participating in this part of the study.

Your feedback is very important and will help improve Al-driven educational tools.
All responses are anonymous and confidential, used only for research purposes.
Please answer honestly based on your experience with the Al tutor.

Thanks again for your valuable time.

1. | feel confident about clustering concepts after completing the experiment.

Strongly Disagree O O O O O Strongly Agree

2. The Al feedback improved my understanding of clustering.

Strongly Disagree O O O O O Strongly Agree

3. | was satisfied with the personalized feedback provided by the Al tutor.

Strongly Disagree O O O O O Strongly Agree
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4. The Al's explanations were clear and easy to follow.

Strongly Disagree O O O O O Strongly Agree

5. The Al adjusted its feedback effectively based on my responses.

Strongly Disagree O O O O O Strongly Agree

6. 1 am likely to use Al feedback tools for learning in the future.

Strongly Disagree O O O O O Strongly Agree

7. The Al tutor met my expectations as a learning assistant.

Strongly Disagree O O O O O Strongly Agree

8. | felt motivated to continue learning during the Al tutoring session.

Strongly Disagree O O O O O Strongly Agree 73 V4



9. What was the most helpful part of using the Al tutor?

Your answer

10. What would you improve about this Al feedback experience?

Your answer

This content is neither created nor endorsed by Google. - Contact form owner - Terms of Service - Privacy Policy

Google Forms
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C. Clustering Questions

This appendix presents the complete set of predefined clustering questions and ref-
erence solutions used during the Al tutoring experiment. These materials were de-
veloped to ensure alignment with the course curriculum and to maintain a consis-
tent level of difficulty across participants. The questions covered key topics in unsu-
pervised learning, including K-means and DBSCAN algorithms, progressing from
basic computational exercises to more complex interpretation tasks. Each question
was paired with an instructor-verified solution that served as the reference point for
the Al tutor’s feedback generation.
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Machine Learning & Data Mining (0432028)

WISE 2024-25
Assignment 08: Clustering

Stefania Zourlidou — zourlidou@uni-koblenz.de

February 7, 2025

1 Theoretical Problems

1.1 K-means and Optimal Number of Clusters

Discuss the challenges associated with choosing the optimal number of clusters in K-means
clustering.

One of the main challenges in K-means clustering is determining the optimal number of
clusters (k). If is too small, the clustering may be overly simplistic, leading to high intra-
cluster variance and potentially grouping dissimilar points together. On the other hand,
choosing too many clusters may result in overfitting, with clusters being overly specific
and leading to an unnecessary level of complexity. The balance between these extremes is
challenging to achieve without clear criteria for evaluation.

Several strategies are available to address this challenge.

e The Elbow Method involves plotting the sum of squared distances (inertia) for different
values of k, helping to identify an "elbow” point where the rate of decrease sharply
slows, indicating a suitable number of clusters.

e The Silhouette Score is another method that evaluates how well each point lies within
its assigned cluster, providing an average score that can guide the choice of k. A higher
Silhouette Score indicates well-separated and cohesive clusters.

e Additionally, metrics such as the Davies-Bouldin Index and Calinski-Harabasz Score
can be used to evaluate clustering quality. The Davies-Bouldin Index measures the av-
erage similarity ratio of clusters, with lower values indicating better separation between
clusters. The Calinski-Harabasz Score evaluates the ratio of between-cluster dispersion
to within-cluster dispersion, with higher values suggesting better-defined clusters.
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Ultimately, combining these methods provides a more robust approach to determining
the optimal number of clusters, rather than relying on a single technique.

1.2 Feature Scaling in Clustering

Discuss the impact of feature scaling on clustering algorithms such as K-means, and DB-
SCAN. Is feature scaling necessary? Provide examples to support your arguments.

Feature scaling is crucial in clustering algorithms like K-means and DBSCAN because
these methods rely on distance metrics, such as Euclidean distance, to measure the similarity
between data points. When features have different ranges, those with larger numerical scales
dominate the distance calculations, leading to biased clustering outcomes.

For example, in a dataset with "age” (in years) and "income” (in dollars), income values
might range from 30,000 to 100,000, while age values range from 20 to 60. Without scaling,
K-means would prioritize income differences over age, leading to clusters based mostly on
income. By applying feature scaling methods like standardization or normalization, both
features are brought to a common scale, allowing the algorithm to give equal weight to both
age and income.

In DBSCAN, feature scaling is also necessary because the algorithm uses an epsilon
(¢) radius to define the neighborhood around each point. If features are not scaled, the
neighborhood size will be overly influenced by the feature with the largest range, distorting
the cluster boundaries. For instance, in a dataset with "height” (in centimeters) and ” weight”
(in kilograms), unscaled data would result in DBSCAN forming clusters mostly based on
height due to its larger numerical range. Proper scaling ensures that both height and weight
contribute equally to defining neighborhoods, allowing DBSCAN to form more balanced and
meaningful clusters.

2 Practical Problems

2.1 K-means and Categorical Data

You are given a dataset with purely categorical features related to customer preferences:

Customer | Favorite Color | Preferred Cuisine | Weekend Activity
C1 Red Italian Hiking
C2 Blue Chinese Movies
C3 Green Mexican Hiking
C4 Blue Italian Movies
C5 Red Chinese Hiking

Q1: Attempt to Apply K-means

e Suppose you were to apply K-means to this dataset. Since K-means uses numerical
features, you decide to use one-hot encoding for converting the categorical data. Also,



assume you have two initial centroids:
— Centroid 1: [1,0, 0, 1, 0, 0, 0, 1]
— Centroid 2: [0, 1, 0, 0, 1, 0, 1, 0]

Use Hamming distance (the number of different entries between vectors) as a distance
metric for these binary features and perform one iteration of K-means clustering with
k=2.

e Assign each customer to the nearest centroid and calculate the new centroids. What
are the new centroids?

Conversion of categorical data with one-hot encoding:

e Favorite Color:

— Red — [1, 0, 0] (Red, Blue, Green)
— Blue — [0, 1, 0]
— Green — [0, 0, 1]

e Preferred Cuisine:

— Italian — [1, 0, 0] (Italian, Chinese, Mexican)
— Chinese — [0, 1, 0]
— Mexican — [0, 0, 1]
e Weekend Activity:
— Hiking — [1, 0] (Hiking, Movies)

— Movies — [0, 1]

After one-hot encoding, the dataset becomes:

Customer | Red | Blue | Green | Italian | Chinese | Mexican | Hiking | Movies
C1 1 0 0 1 0 0 1 0
C2 0 1 0 0 1 0 0 1
C3 0 0 1 0 0 1 1 0
C4 0 1 0 1 0 0 0 1
C5 1 0 0 0 1 0 1 0

We are given two initial centroids, which in this case are binary vectors representing
clusters of preferences:

e Centroid 1: [1, 0,0, 1,0, 0, 0, 1]



e Centroid 2: [0, 1, 0,0, 1, 0, 1, 0]

These centroids represent a hypothetical set of preferences:
e Centroid 1: [Red, Italian, Movies]

e Centroid 2: [Blue, Chinese, Hiking]

Now we need to assign the customers to the nearest centroid. For this we need to calculate
the Hamming distance between each customer and the two centroids:

e Customer C1:

— Centroid 1: [1, 0, 0, 1, 0, 0, 0, 1]

Customer 1: [1, 0,0, 1, 0, 0, 1, 0]

Difference: [0, 0, 0, 0, 0, 0, 1, 1] — 2 differences
— Centroid 2: [0, 1, 0, 0, 1, 0, 1, 0]

Customer 1: [1, 0, 0, 1, 0, 0, 1, 0]

Difference: [1, 1, 0, 1, 1, 0, 0, 0] — 4 differences

C1 is assigned to Centroid 1.
e Customer C2:

— Centroid 1: [1, 0, 0, 1, 0, 0, 0, 1]

Customer 2: [0, 1, 0, 0, 1, 0, 0, 1]

Difference: [1, 1, 0, 1, 1, 0, 0, 0] — 4 differences
— Centroid 2: [0, 1, 0, 0, 1, 0, 1, 0]

Customer 2: [0, 1, 0, 0, 1, 0, 0, 1]

Difference: [0, 0, 0, 0, 0, 0, 1, 1] — 2 differences

C2 is closer to Centroid 2.
e Customer C3:

— Centroid 1: [1, 0, 0, 1, 0, 0, 0, 1]

Customer 3: [0, 0, 1, 0, 0, 1, 1, 0]

Difference: [1, 0, 1, 1, 0, 1, 1, 1] — 6 differences
— Centroid 2: [0, 1, 0, 0, 1, 0, 1, 0]

Customer 3: [0, 0, 1, 0, 0, 1, 1, 0]

Difference: [0, 1, 1, 0, 1, 1, 0, 0] — 4 differences

C3 is closer to Centroid 2.

e Customer C4:



— Centroid 1: [1, 0, 0, 1, 0, 0, 0, 1]
Customer 4: [0, 1,0, 1, 0, 0, 0, 1]
Difference: [1, 1, 0, 0, 0, 0, 0, 0] — 2 differences

— Centroid 2: [0, 1, 0, 0, 1, 0, 1, 0]
Customer 4: [0, 1, 0, 1, 0, 0, 0, 1]
Difference: [0, 0, 0, 1, 1, 0, 1, 1] — 4 differences

C4 is closer to Centroid 1.
e Customer C5:

— Centroid 1: [1, 0, 0, 1, 0, 0, 0, 1]
Customer 5: [1, 0,0, 0, 1, 0, 1, 0]
Difference: [0, 0, 0, 1, 1, 0, 1, 1] — 4 differences

— Centroid 2: [0, 1, 0, 0, 1, 0, 1, 0]
Customer 5: [1, 0, 0, 0, 1, 0, 1, 0]
Difference: [1, 1, 0, 0, 0, 0, 0, 0] — 2 differences

C5 is closer to Centroid 2.

Now that we’ve assigned the points, we calculate the new centroids by finding the most
common value for each feature in the cluster.

Cluster 1: (C1, C4)

e Red: (1 + 0)/2 = 0.5 (round to 1), Blue: 0.5 (round to 0), Green: 0,
e [talian: 1, Chinese: 0, Mexican: 0

e Hiking: (1 + 0)/2 = 0.5 (round to 0), Movies: 0.5 (round to 1)

New Centroid for Cluster 1: [1, 0, 0, 1, 0, 0, 0, 1]
Cluster 2: (C2, C3, C5)

e Red: 1, Blue: 0, Green: 0

e [talian: 0, Chinese: 1, Mexican: 0
e Hiking: 1, Movies: 0

New Centroid 2: [1, 0, 0, 0, 1, 0, 1, 0]



Q2: Reflect on the Results

e Based on your results, how suitable do you think K-means is for this dataset, and
why? Discuss any challenges or limitations you encountered when using K-means with
categorical data.

e Suggest a more appropriate clustering algorithm for this dataset. Briefly explain why
it is better suited for categorical data compared to K-means.

The K-means algorithm is not naturally suited for categorical data because it relies on
calculating centroids, which are mean values that don’t make sense for categories. In order to
produce results that make sense in the above calculations, we had to calculate the centroids
in way that e.g., for favorite color we do not get for color 1, 1, 0 because this encoding does
not correspond to any color.

A better algorithm for this dataset would be K-modes, which directly handles categorical
data by clustering based on modes (the most frequent category) instead of means.

2.2 K-means

You are given the following 2D points that need to be clustered using the K-means algorithm
with the Euclidean distance. Assume that K = 2 and the initial centroids are:

e Centroid A for Cluster A: [1,2]
e Centroid B for Cluster B: [4, 2]

Q1: Cluster Assignments

After completing one iteration of the algorithm, what are the cluster assignments for the
points? Write A in the table below if the point is assigned to Cluster A or B if assigned to
Cluster B.

For each point x, we calculate the Euclidean distance to both centroids A and B. Points
closer to Centroid A are assigned to Cluster A, and points closer to Centroid B are assigned
to Cluster B. E.g For the point z; = (1, 2), we calculate its distance to both Centroid A and
Centroid B using the FEuclidean distance formula:

d(z,¢) = /(21 — 1)? + (29 — ¢2)?
The Euclidean distance from z; to Centroid A (1,2) is:

dz,A)=/(1-124(2-22=V02+02=vV0=0
The Euclidean distance from x; to Centroid B (4, 2) is:

dz1,B) = /(1 -4+ (2-22=/(-32+02=v9=3
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Since d(z1,A) = 0 and d(xy, B) = 3, the point z; = (1,2) is closer to Centroid A.
Therefore, it is assigned to Cluster A.
The same calculations should be applied to the other points as well.

Z;1 | ;9 | Cluster Assignment
1 2 A
11| 4 A
1 0 A
4 2 B
4 | 4 B
4 0 B
2 1 A
8 | 2 B
8 | 4 B
810 B
10| 2 B
10| 4 B
10 0 B

Q2: Update of Centroids

What are the updated values of the two centroids A and B after the first iteration? Provide
your answers as decimals rounded to two decimal places.
The updated values of the two centroids after the first iteration are calculated as follows:
For Cluster A, the points assigned are (1,2),(1,4),(1,0),(2,1). The updated centroid A
is the mean of these points:

14+14+14+2 244+0+1 57
=(2,2) =(1.25,1.
) - (3]) — e
For Cluster B, the points assigned are (4, 2), (4,4), (4,0), (8,2), (8,4), (8,0), (10, 2), (10,4), (10, 0).
The updated centroid B is the mean of these points:

Centroid A = (

. 4444+4+8+8+8+10+10+10 24+4+0+2+4+04+2+4+0
Centroid B = —

9 ’ 9
66 18
—,— | =(7.33,2.00

(5) - cmaom

Therefore, the updated centroids after the first iteration are:

e Updated Centroid A: [1.20, 1.75]
e Updated Centroid B: [7.33,2.00]



2.3 K-means with Outlier

You are given the following 2D points that need to be clustered with the K-means algorithm
using the Euclidean distance. Assume that K = 2 and the initial centroids are:

e Centroid A for Cluster A: [1,2]
e Centroid B for Cluster B: [40, 2]

Q1. Cluster Assignments

After completing one iteration of the algorithm, what are the cluster assignments for the
points? Write A in the table below if the point is assigned to Cluster A or B if assigned to
Cluster B.

After doing similar calculations with 2.1 we have the following assignments:

Z;1 | T2 | Cluster Assignment
40 | 2 B
1 4 A
1 0 A
4 2 A
4 | 4 A
4 10 A
2 1 A
8 2 A
8 4 A
8 0 A
10 | 2 A
10 | 4 A
10| 0 A

Q2. Updated Centroids

What are the updated values of the two centroids A and B of the clusters after the first
iteration? Provide your answers as decimals rounded to two decimal places.

e Centroid A: [5.83,1.92]
e Centroid B: [40.0,2.0]
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2.4 DBSCAN

Manually perform the DBSCAN clustering algorithm for the following dataset, by using the

following parameters:

e ¢ = 1.5 (neighborhood radius)

e MinPts = 3 (minimum number of points required to form a dense region)

The dataset consists of the following 7 points:

P1(171)7 P2(15715)7

P3(27 2)7

P4(57 5))

P5(67 5)7

P6(676)7

P5(10,10)

How many clusters did you identify? Which points are included in each cluster?
The steps we have to go through are:

1. Compute the Euclidean distance between all points and construct the distance matrix.

2. For each point, identify its e-neighborhood, including itself and points within a distance

of e.

3. Classify each point as:

e Core Point: Has at least MinPts points (including itself) in its e-neighborhood.

e Border Point: Is not a core point but lies within the e-neighborhood of a core

point.

e Noise Point: Is neither a core point nor a border point.

4. Form clusters by start processing core points and including their border points. Leave
noise points unclustered.

1. Pairwise Distance Matrix

P P P P P, P P
P, 000 071 1.41 566 640 7.07 12.73
Pl 071 000 0.71 495 570 6.36 12.02
Pyl 141 071 000 424 500 566 11.31
Pyl 566 495 424 000 1.00 1.41 7.07
Ps| 640 570 5.00 1.00 0.00 1.00 6.40
Ps| 707 636 566 141 1.00 0.00 5.66
P 1273 12.02 11.31 7.07 6.40 5.66 0.00

85



2. e-Neighborhoods
For e = 1.5, the neighborhoods are:

N(P) ={P, P, P5}
N(Py) =A{P, P5, Ps}
N(Ps) = { Py, P>, P}
N(Py) ={Py, P, Ps}
N(PS) - {P47P57P6}
N(Fs) = {Py, P5, Ps}
N(P7) - {P7}

3. Classifications
e Core Points: Py, Py, P, Py, P5, Ps (at least 3 points in e-neighborhood).
e Border Points: None.

e Noise Points: P;.

4. Cluster Formation
e Cluster 1: {P, P, P3}
e Cluster 2: {Py, Ps, Ps}
e Noise: {P;}

5. Final Clustering Output

Clusters: Cluster 1: {P;, P, P3}, Cluster 2: {Py, P5, Ps}
Noise: {P;}



D. Conversation Log Dataset

This appendix provides a description and sample excerpt of the conversation log
dataset collected during the experiment. The dataset consists of 517 dialogue entries
recorded across ten individual tutoring sessions between the Al tutor and students.
Each record includes metadata such as session ID, timestamp, speaker role (Al or
student), and message content.

The full dataset was used for manual coding of feedback type, adaptiveness, and
engagement level, as described in Chapter ??. An excerpt of the dataset is shown
in Table ?? to illustrate its structure and content. Due to confidentiality and size
constraints, the complete dataset is not included here but is available upon request.
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Adaptiveness Al Message

B Flag B Flag

aY'Welcome!

This is an experiment to see how effective personalized feedback
can be in learning. In this chat, there are 6 questions about the
topic of clustering, which will be asked one by one.

3Y*%a If you know the answer, please go ahead and respond. If
you're unsure, you can ask for an explanation. If the explanation

isn't enough, you may also ask for an example.

The goal is to help you learn clustering more effectively with
support from Al

Thank you for participating! Are you ready to begin?

Please tell me your name so | can personalize the session for

W

=

AEHE#E## cdbdI0c] ai you. Instruction N/A N/A Al welcomes 0
HEsREHEEE cdbd90cl user Muhammad N/A N/A Introductory Student ente 0
Great to meet you, Muhammad! Let's dive into the topic of
clustering.

### Question 1:

Discuss the challenges associated with choosing the optimal
number of clusters in K-means clustering.

Feel free to provide your thoughts, and if you need any

w

o

AiEEEEEE cdbd90cl ai clarification or assistance along the way, just let me know! Question  N/A N/A 0

H#EE#EEEE cdbd90cl user ok N/A N/A Low 0
Please go ahead and share your response when you're ready,

HEREEREEEE cdbd90c] ai Muhammad. Wed€™ll proceed from there! Hint/ Shori Yes N/A 1

Hish#EEE cdbd90cluser It depends on the data set N/A N/A Low short answe 0

Figure D.1.: Excerpt from the Al-student conversation log in Excel format
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