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Zusammenfassung

Virtual Reality ist ein ein Bereich wachsenden Interesses, da es eine besonders intuitive
Art der Benutzerinteraktion darstellt. Noch immer wird nach Lésungen zu technischen
Problemstellungen gesucht, wie etwa der Latenz zwischen der Nutzereingabe und der
Reaktion der Darstellung oder dem Kompromiss zwischen der visuellen Qualitat und
der erreichten Framerate. Dies gilt insbesondere fur visuelle E ekte auf spekularen und
halbtransparenten Ober achen und in Volumen. Eine Losung stellt das in dieser Arbeit
vorgestellte verteilte Rendersystem dar, in dem die Bildsynthese in einen préazisen,
aber kostenaufwandigen physikbasierten Renderthread mit niedriger Bildwiederhol-
rate und einen schnellen Reprojektionsthread mit hoher Bildwiederholrate aufgeteilt
wird, wodurch die Reaktionsgeschwindigkeit und Interaktivitat erhalten bleiben. In
diesem Zusammenhang werden zwei neue Reprojektionsverfahren vorgestellt, die
einerseits Re exionen und Refraktionen auf geraytracten Ober &chen und anderer-
seits volumetrische Lichtausbreitung beim Raymarching abdecken. Das vorgestellte
Setup kann in verschiedenen Gebieten zum Einsatz kommen um das VR Erlebnis
zu verbessern. Im Zuge dieser Arbeit wurden drei innovative Trainingsanwendungen
umgesetzt, um den Mehrwert von Virtual Reality im Bezug auf drei Stufen des Lernens
zu untersuchen: Beobachtung, Interaktion und Zusammenarbeit. Fir jede Stufe wurde
ein interdisziplindres Curriculum, das bislang mit traditionellen Medien unterrichtet
wurde, in eine VR Umgebung Ubertragen, um zu untersuchen, wie gut sich virtuelle
Realitat als eine natirliche, exible und e ziente Lernmethode eignet.






Abstract

Virtual reality is a growing eld of interest as it provides a particular intuitive way

of user-interaction. However, there are still open technical issues regarding latency
the delay between interaction and display reaction and the trade-o between
visual quality and frame-rate of real-time graphics, especially when taking visual
e ects like specular and semi-transparent surfaces and volumes into account. One
solution, a distributed rendering setup, is presented in this thesis, in which the image
synthesis is divided into an accurate but costly physically based rendering thread with
a low refresh rate and a fast reprojection thread to remain a responsive interactivity
with a high frame-rate. Two novel reprojection techniques are proposed that cover
re ections and refractions produced by surface ray-tracing as well as volumetric light
transport generated by volume ray-marching. The introduced setup can enhance
the VR experience within several domains. In this thesis, three innovative training
applications have been realized to investigate the added value of virtual reality to the
three learning stages of observation, interaction and collaboration. For each stage an
interdisciplinary curriculum, currently taught with traditional media, was transferred

to a VR setting in order to investigate how virtual reality is capable of providing a
natural, exible and e cient learning environment.
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2 Preamble

Interactive Computer Graphics had a long way from the early vector based graphics
to 2D and pseudo 3D to state-of-the-art photorealistic 3D graphics. Today, 3D visuals
can be generated that are even di cultly distinguishable from real camera shots.
Hardware did not develop less drastically: The pixel density of modern screens is
substantially higher than it was 20 years ago. Thus, we can step increasingly closer
to the screen without a loss of quality. This fact in uences our way how to interact
with the computer as it moved from a distant monitor, to a laptop, to a smart phone

in our hands and nally to a device directly attached to our heads. The immersion,
the feeling of being part of a virtual environment, grew with the resolution and the
amount of coverage of our eld of view.

Not just the output but also the input evolved from pressing buttons, to 2D pointing
devices, to sensor driven input devices detecting our body's motions. The pose of
our heads and limbs is captured in a more and more precise, and on the other hand
compact, portable and a ordable way. As capturing and resolving the reaction in a
computer generated environment is done in real-time, our body is able to interact
with virtual objects and furthermore appears to be part of the simulation. We call
this an immersive virtual reality or VR.

However, what are the advantages of a second or many di erent realities? Why should
we replace our reality that is the only one that provides us with our most elemental
needs? The answer lies in those aspects that go beyond our basic needs and refer to
our higher needs: Having experiences and creating memories. Hence, one advantage
of virtual reality can be found in the context of learning and teaching: We can take
people out of their current environment and lead them directly to the setting that
represents the learning subject at best, independent from time and place. Let us
imagine: Would we ever forget the experience of wandering on the moon's surface or
being shriveled to the size of a micro organism? Most surely not. Our reality with

its physic's laws implies denying those views but in a virtual reality it can become
possible. No longer these experiences exist only in our fantasies but they become real
at least to our eyes.
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2.1 Structure and scope

This thesis is divided into two main parts one with a technical scope of enhancing
the VR experience by image reprojection, the other regarding the application of
training simulations:

The rst part beginning with Chapter 3, is dedicated to real-time computer graphics
with respect to enhance the user's immersion within a virtual reality. Starting with a
brief overview about head mounted display technology and rendering methods, image
latency is pointed out as one particularly critical aspect in terms of immersion and
avoidance of simulator sickness. The key challenge of latency reduction is particularly
present in a distributed computer setup as used in a remote rendering scenario. Image
reprojection is presented as one solution for this problem by extrapolating the image
ow of a delayed video stream according to the user's current pose and motion.
However, the well-known reprojection approach of depth based image warping su ers
from false results concerning view-dependent specular e ects on surfaces or transparent
volumes. Here, two layer-based extensions are presented:

1. Chapter 3.2 introduces specular surface reprojection. Re ections and refractions
are warped by approximating the best reference position in the input image to
determine the speci c specular image ow.

2. Volume reprojection via accelerated ray-casting of a pre-calculated, analytical
volume representation is explained in Chapter 3.3.

As a result of both techniques, images are reprojected more accurately compared to
previous methods and are suitable to enhance real-time applications for head mounted
displays.

The second part in Chapter 4 addresses the speci ¢ scope of virtual training scenarios
as certain applications for the previously drawn VR setup. A particular focus is placed
on the role of the user's body: Three consecutive grades of embodimenbservation
interaction and collaboration are represented by three innovative learning applications
and tested in user studies, covering an existing interdisciplinary curriculum in each
case:

1. An example application with an emphasis on observation is introduced in Chap-
ter 4.1: A virtual pose model of a human head suitable for motion visualization
is utilized as a didactic tool for speech therapists. The main focus was laid on
usability, exibility and accuracy to support the therapist by o ering an easy
adjustment of the motion visualization of jar, lips and tongue for the learner
to observe and imitate. In expert interviews the added-value of the tool was
con rmed.
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2. An instance of learning via embodied interaction is presented in Chapter 4.2.
Full-body tracking creates the impression of a virtual magic mirror that reveals
the user's organs and skeleton. In this scenario, students point at their body
parts to train their anatomy knowledge. Beside a solid knowledge transfer, the
motivating e ect of learning via body motion was determined.

3. Communication training in a cooperative virtual reality was carried out in
Chapter 4.3. Here, gami cation was the key to intrinsically motivate the language
output. The added value of VR is particularly exempli ed by the concept of a
collaborative role playing game with two players communicating and interacting
in a virtual environment. Furthermore, free interaction with virtual objects and
non-player characters is required in order to cooperatively solve procedurally
generated tasks. The learners could identify with their virtual avatars and
communicated actively in order to combine their avatar's speci ¢ mutual exclusive
abilities.

Finally, in Chapter 5, the contributions of this thesis are summarized and a conclusion
from the introduced experiments is drawn where chances and limitations are discussed.
Here, future work is outlined on how virtual reality can technically improve and how
education could pro t from VR technology.
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3 Novel-view synthesis

3.1 Introduction into real-time computer graphics

VR technology is able to trick our senses in many ways, but still there are a lot of hints
for not physically being 'somewhere else' than before we attached a head mounted
display. For sure, the lion's share are the missing senses that are unsupported by
state-of-the-art VR solutions. Approaches to trick the senses of smell, taste, touch and
sound are aims of current research that belong to the eld of physics, biochemistry
and ergonomic engineering and are unequally far developed in terms of authenticity.
However, in this thesis | will focus on the visual sense.

3.1.1 Head mounted displays

Although there are alternatives like the CAVE [29] or cockpit simulators used for pilot
training, head mounted displays (HMDs) are stated to have the best trade-o between

a high degree of immersion and low cost. Hence, HMD technology is often used as a
synonym for virtual reality.

The main idea of HMDs is the adaption of the camera motion from the head movement,
so that the displayed image suggests a natural image ow. The idea was published by
Sutherland in 1968 [L01]. In today's solutions gyroscope sensors measure the current
head pose to create a rotation matrix based on the view angles. The translation can
be added via pose-tracking but is much less important in terms of immersion, since
the largest share of the natural head movements are rotations. 3D-vision enhances
depth perception by providing one individual display per eye showing the virtual scene
from a slightly shifted view in the image plane.

There are two ways to provide images for a head mounted display: Real-time renderings
of a virtual 3D scene or view conversion of environment maps. These two approaches
are explained in the following.
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Figure 3.1: An equirectangular map generated by stitching multiple photos.

3.1.2 Environment maps

Environment maps contain spherical color information from each direction seen from
a speci c position. These images can either be rendered or composed by stitching
multiple photographs from a static position but di erent view directions so that each
sample on the sphere is covered by at least one pixel in any photograph. Depending on
its mapping function, the spherical image can be unwrapped in various ways. The most
common methods are equirectangular mapping (Figure 3.1) and cube mapping. While
cube mapping is less distorted and can directly be generated by real time rendering
in six directions, 2D-equirectangular maps are most commonly used with streaming
data, as they completely Il up a rectangular 2D-bu er and, hence, are su cient
for most existing 2D algorithms for encoding and decoding. Also, they provide easy
trigonometric conversion between the sphere and a speci ¢ view with intrinsic camera
parameters, while metric aware Itering [52] can be applied. However, environment
maps only provide the rotational share of the view matrix since all information is
gathered from the same position.

Stereo equirectangular map generation that provides an individual map for each
eye was described by Peleg et. al7p]. Their solution su ers from two restrictions
when used for HMDs: First, only a static up-vector is supported. Hence, head poses
containing a roll rotation lead to false results. Second, the stereo vision projected from
stereo environment maps is only correct for the central vertical line in the viewport
with increasing error towards the outside.

If depth information is available for each pixel of an equirectangular map, it is
possible to reproject two stereo images from a single image with the method shown
in Chapter 3.1.14. Also the novel contributions introduced in Chapter 3.2 and 3.3
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are suitable for layered environment maps that contain the required information for
specular and volume reprojection.

3.1.3 Photo-realistic surface rendering in real-time

Real-time rendering is the more dynamic but costlier method to generate HMD content,
since the image has to be synthesized from 3D model data with a su ciently high
refresh-rate. The scene can be rendered two times per frame, so that stereo vision is
given implicitly. However, with increasing realism and more elaborate visual e ects,
the cost may exceed the computation power of the rendering device.

Photo-realistic image synthesis was rst generalized by Kajiya et. al. §1]. The
rendering equation describes the radiance leaving a lit microfacet a surface consists of.
The optical properties of a microfacet is represented by its bidirectional re ectance
distribution function, referred to as BRDF. The incoming light weighted by the BRDF

is integrated to receive the resulting outgoing radiance from a speci c direction. To
solve the integral numerically, the bidirectional function for a microfacet is sampled
multiple times. If each light ray path is traversed through the scene geometry for
multiple indirections via the Monte Carlo method, the algorithm is referred to as
path-tracing [51]. In the case of a transparent or semi-transparent material, the
rendering equation is extended by subsurface scattering represented by its bidirectional
scattering distribution function (BSDF) that was introduced by Bartell et. al. [ 15].
With a very fast rendering system, by providing a smart accelerating data-structure
in combination with heavy computation units, path-tracing is feasible in real-time. In
practice, these computations are often parallelized on multiple GPUs or a render farm
to provide the required computation power. In contrast, real-time graphic pipelines
suitable for consumer GPUs usually use fundamentally di erent rendering techniques
to make savings where it is possible. In the following, several simpli cation methods
are summarized.

3.1.4 Image based lighting

Image based lighting presented by Debevec [31] is a common method to simplify the
gathering process of the entering light: In the hemisphere faced by a micro facet, the
directions of multiple rays with a speci c distribution (e.g. the BRDF) are assumed to
hit an in nite distant object stored in an environment map instead of determining ray
intersections with actual scene geometry. The incoming radiance of a micro facet is
then sampled within the environment map to approximate the rendering equation.

However, one environment map stores only the correct solution for the surface position
at the exact environment map's origin. Hence, the error increases with both, the
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origin's growing distance to the gathering surface as well as the decreasing distance
to the emitting surface. In practice, multiple environment maps at a low resolution
(also referred to as “light probes') are distributed throughout the scene while taking
a minimum distance to the closest surface into account. The illumination is then
blended between samples on multiple light probes depending on the gathering surface's
distance. The quality of image based lighting is largely case speci ¢ and heuristical:
While a dynamically updated environment map in the center of a moving car does a
good job on BRDF-rendering of car paint, even a large number of light probes is not
suitable to precisely generate specular e ects within a building.

3.1.5 Splitting the BSDF

For a long time, real-time computer graphics have not been capable to evaluate the
required number of rays to produce images based on physics. The Phong re ec-
tion model [79] instead condensed the BRDF for smooth surfaces into three main
components without the requirement for evaluating further rays:

1. A view-independent ambient component with an equal distributed illumination
according to Lambert's law assuming a constant bright environment.

2. A view-independent di use component caused by a dominant, in nitesimal small
point light source according to Lambert's cosine law.

3. A specular re ecting component approximating a scattered re ection of the
dominant light source according to the re ection law.

Specular optical e ects of a smooth, semi-transparent matter can be observed within
many materials like glass, water, car paint, etc.. Here, the viewing angle in uences
the grade of re ection interrelated with the disclosure of the underlying material.
This e ect can be simulated by considering the most dominant angles of the BSDF
according to the Fresnel equations:

1. A specular re ecting component according to the re ection law.

2. A transparent refracting component according to Snell's law.

3.1.6 Modeling material properties

3D Modeling programs commonly provide tools to distribute component parameters
into di erent texture layers attached to the same object to suit dynamic real-time
capable rendering methods. For the di use component, the di use material color
is stored into a texture. For static objects, di use global illumination can be pre-
computed via path-tracing and be stored into the di use color texture as well. An
ambient occlusion map representing the shading of nearby surfaces serves to simulate
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the visual depth within relief structures. A specular map is generated to mask the
in uence of the re ecting component and a transparency map in combination with a
refraction index is generated to de ne the transparent component.

3.1.7 Advanced rendering techniques

Simple specular e ects can be simulated by only tracing the re ecting and the trans-
parent refracting ray and by performing hit-tests with the scene geometry. Although
the double integral of a BSDF is simpli ed to two discrete directions, complex dy-
namic scenes are still too heavy to compute with satisfying frame rates on common
GPUs. Hence, current rendering-engines suitable for real-time applications rely on
further abstraction a re-usage of previously computed information. The most common
methods are summarized in the following and will be divided into the di use, the
re ective and the refractive component. Their suitability depends on the trade-o
between rendering cost and simulation quality.

3.1.8 The di use component

As stated by the Lambertian law, the di use component of the surface color is the
product of the material surface color, e.g. gathered from a texture, multiplied by the
light color depending on the angle of incidence. The light color is determined by the
sum of all light sources masked by their occlusion.

The occlusion of light sources is either pre-computed for static objects or dynamically
determined by shadow mapping described by Williams in 1978107]. Here, the position
(or depth) information of the surfaces is rendered into a shadow map from the view
of each light source. Depending on the light source's projection, the light source is
simpli ed to a single point (perspective projection) or a certain direction (orthogonal
projection). If the world position of a shadow map entry is close to the world position
of a surface fragment, the surface is masked as lit or otherwise shaded.

In addition, the di use material color blends with indirect light. In the simplest case of

a static environment, the view-independent global illumination has not to be computed
per frame, as it is pre-computed via ray-casting and stored into the surface texture.
If the lit object moves, image based lighting with a Lambertian distribution can be
gathered from an environment map in real-time as described in Chapter 3.1.4, but it
su ers from mentioned inaccuracies with increasing distance to the light probe.

In a fully dynamically lit environment, the light propagation is commonly approximated

in a previous computation pass using a re ective shadow mapJ0] a shadow map,
rendered from the view of a light source that also stores color information. Here,
multiple light rays are simulated by gathering hit positions on the re ective shadow
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map and averaging the color result. In a fully or semi dynamically lit environment
also glossy materials can be simulated in real-time by this technique.

Re ective shadow mapping su ers from diverse limitations: Beside the fact that only
a single light indirection is considered with this method, occlusion handling is one
key issue in the context of fully dynamic global illumination. As re ective shadow
maps are generated from the view of the light source, a simple texture lookup does not
consider the occlusion between the sample on the re ective shadow map and the lit
surface. False re ections may appear that can be easily identi ed when this technique
is used for sharp re ections.

In the case of close occluding geometry, like self-occluding relief structures, the
incoming light can be statically shaded by an ambient occlusion map additionally to
the surface color texture as introduced by Zhukov 115. A more dynamic method is
screen-space ambient occlusion, rst described by Shanmugam and Arikar®®], where
the degree of occlusion is determined by surrounding depth values from a previous
render pass. Detecting distant occlusions is more di cult: Here, costly methods like
real-time voxelization in combination with voxel cone tracing [28] may be applied.
Crassin and co-workers have suggested a scalable system for remote rendering of global
illumination [ 27] in order to outsource the expensive calculation and storage of large
volume data.

3.1.9 The specular re ecting component

In general, dynamic global illumination methods can be used to generate a sharp
re ection by simply evaluating the one ray pursuant to the re ection law instead

of multiple BRDF samples. Although in contrast to global illumination and glossy

re ections only a single ray has to be evaluated, sharp specular re ections are even more
challenging than di use or glossy e ects, since inaccuracies of the aforementioned global
illumination methods are not concealed by an average. Conversely, the accelerating
representations of the scene, as voxels or light probes, are not resolved accurately
enough to achieve satisfactory results due to memory and performance limits. In other
words, the crisp re ections reveal a low resolution and missing re ecting geometry.

In the special case of simulating re ections on a shiny oor or a calm water surface,
an easy and accurate method can be applied: The scene is rendered previously from
the mirrored camera view. Then, both render results are composed. However, since
all triangles that do not t into the same plane have to provide a separate re ection
image, this method is appropriately limited to large plane areas.

A more versatile solution is to gather the re ected pixels in screen space from a
previous render pass. The technique named Real Time Local Re ections (RTR) was
rst described by Sousa et. al. P6] and was later referred to as Screen Space Re ections
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(SSR). By sampling along the projected re ecting ray through the screen space of
an input image, all hitherto rendered pixels are considered as a possible source of
re ection. By ray-marching along the re ected direction, step-by-step the image is
sampled multiple times to nd the re ected position. If a position sample pierces the
depth of the input image, the algorithm terminates and the corresponding color at
this position is used as the specular component for the output image.

One disadvantage of this technique is the missing information on re ected objects
outside the viewport as well as disocclusion artifacts, where the re ection would
uncover underlying geometry. Hence, this method ts best with Fresnel materials with
a large Brewster's angle, because at re ection angles are more likely to have been
rendered in the rst place. Disocclusions can still be met with fallback solutions as
environment mapping.

However, simple environment mapping with all its inaccuracies is still the predominant
method in practice due to its low cost. The lack of a versatile method to generate
accurate real-time re ections is the main motivation to outsource the calculation to a

render server that is capable of real-time ray-tracing and, hence, the main motivation
for the remote rendering setup that will be introduced in Chapter 3.1.19.

3.1.10 The transparent refracting component

Similar to re ections, refractions can be evaluated by tracing the de ected ray according
to Snell's law with a certain index of refraction (IOR). But again, expensive hit-tests
with the scene geometry are commonly avoided by real-time renderers.

Instead, similar to SSR, screen-space ray-marching can be conducted to nd the
corresponding refracted position as proposed by Wyman et. al.1JL(. Therefore, the
distance it takes for a de ected ray to go through a di erent dense matter has to be
determined by storing front and back faces of the transparent object in two previous
render passes.

3.1.11 Spanning a ray tree

Whitted et al. [ 104 introduced the concept of a ray-tree that describes the hierarchical
structure of rays extending from each pixel of the camera to the rst surface encountered.
According to the path-tracing algorithm, the light distribution of the rays is evaluated
on each surface and recursively on multiple outgoing rays to other surfaces and to the
light sources. Abstracting the BSDF into the indirections of Fresnel materials, the
two discrete outgoing rays for the re ection and the refraction span a binary tree of
the image. On each node the di use color, the position and the Fresnel coe cients
can be stored in order to reconstruct the light path.
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The requirement to split a given image into a ray tree has been acknowledged and
remains a challenging problem for captured imagery 94]. Dealing with rendered
images, this challenge is not present, as shown in Chapter 3.1.5.

3.1.12 Image latency

Image latency is the result of a technical issue: llluminating surfaces can be costly for
complex global-illumination shaders, detailed geometry and natural lighting. Addi-
tionally, it takes some time to rst evaluate the motion sensor, second generate an
image based on the constantly refreshing view-matrix, third send it to a display and
fourth refresh the pixels on the panel.

One solution to avoid latency and to maintain a uent interactive VR experience is to
distribute the rendering into parallel computation threads with di erent refresh rates.
Therefore, we assume two parallel threads: One client thread with the condition to
display images with low cost to achieve a high frame rate, and a server thread to do
more complex tasks in order to provide the client with pre-calculated render results.

Fortunately, images are often coherent across time and space: they change little
between di erent viewpoints, and therefore, many interactive applications make use of
novel-view synthesis to reproject a shaded image to a new view instead of rendering
it. Distorting the rendered image into slightly shifted views on the client side can
provide frames synchronous to the user's movements with a minimum latency and
a high refresh rate. The central task, in other words, is to quickly generate novel
views from an original image by estimating what the image would appear like if it was
generated in time by the renderer on the server side. Hence, latency reduction can be
summarized as a subsequent correction of the image into the user's current view.

3.1.13 Reprojection

The simplest method is to apply a client side homography of the novel view to the
server generated render image via a faster refreshing post processing e ect. In other
words, the delayed image is rendered on a screen lling quad which is then transformed
according to the current head movement. The resulting correction is suitable for
covering scaling and rotation from a xed view position and is thus widely used for
image stabilization and is also implemented in the Oculus Rift SDK referred to as
Asynchronous Timewarp [13].

As a resulting artifact, unde ned regions appear at the image borders during fast
head movements. Furthermore, since the render results are projected to a at surface,
translation is not supported.
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Figure 3.2:  Each pixel is unprojected into world-space and reprojected into an image from
a di erent view.

3.1.14 Diuse image reprojection

A more accurate approach is to move each visible pixel individually to its novel
position, a technique referred to as image warping, introduced by Wolberg et al.J09.

Reprojecting the pixel position according to a camera o set is a special form of view
synthesis shown by Mark et al. p7] (Figure 3.2). Producing novel views this way can
be done in a few milliseconds on modern graphics hardware.

Di use position

A pixel in the old diuse image is given as189(l) 2 R2! R* =(r;g;b;2)T where
(r;g; )T de nes the pixel color and z gives the depth to the camera. The 3D world posi-
tion wg 2 R® at location | can now be calculated asvy = unproject (M9; (x;y;z)7),
where unproject is the OpenGL unprojection function. The di use world positions
at each location are combined in an imageNy.

Di use Warping

The divergence between the initial and the novel view is also referred to as the ‘image
ow'. To perform image warping, the forward ow eld a mapping from every pixel
location to its location in the new image frame is required.

The current screen space positioi™" 2 R? of the position at location | in the old
image can be found ad"" = project (M"V¥;Wjy); where project is the OpenGL
projection function. The forward ow f 12 R21 R? for each location of the old
image to new the image is thus de ned byf , *(19) = new ol

From the technical point of view, this can easily be done by scattering the reprojected
color value to the frame bu er via point rendering, a simple vertex shader is capable of.
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The original color of a scattered pixel is maintained by sampling the RGB component
of the original pixel in the fragment shader. In the case of multiple points being
scattered to the same pixel, a simple depth test assures to keep the closest scatter
particle. However, artifacts are caused by unde ned regions through occlusion and
under-sampling. For each overwritten pixel after the depth test and each pixel that

is clipped aside the view frustum, one further pixel keeps unde ned in the image
result.

Even higher performance is achieved, when inverting the ow eld, allowing to use
gathering-type computation instead of a scattering-type mapping as introduced by
Yang et al. [111] and Bowles et al. [19].

The quality of the warping results strongly depends on the strength of the image ow.

By de nition, the warped and displayed image is a 1:1 reconstruction of the render

result if the pose, view and perspective are identical. As the ow vector in this case
is the zero vector, each pixel from the original image is mapped to exactly the same
position in the novel image.

3.1.15 Reprojection artifacts

As 1" and 1° move apart, artifacts are caused by revealing unde ned regions. These
artifacts can be divided into three groups:

1. Unde ned edges are revealed if the outlines of the old and new viewport do
not match after panning, rotating, zooming out or moving back (Figure 3.3(a)).
This issue is similar to the unde ned edges occurring with the homography
method in Chapter 3.1.13.

2. Disocclusions are noticeable if geometry in the foreground of the image moves
with a di erent image ow than the background. Underlying geometry would be
revealed, although the information is missing in the source image (Figure 3.3(a)).
This problem only occurs with translations.

3. Undersampling emerges if geometry in the old image occupies a smaller
image area than in the new image. In particular, point scattering su ers from
undersampling as it leads to a characteristic grid pattern artifact (Figure 3.3(b)).
This problem occurs if di erent ow vectors take e ect on the same continuous
surface which is predominantly the case when translating in projected space.
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(b)

Figure 3.3:

(© (d)

Reprojection artifacts in a scene with a blue Stanford Bunny in front of an
outdoor environment. Unde ned areas are depicted in black. (a) After a
down-left camera rotation, unde ned edges occur on the left and bottom image
border. An up-right translation causes disocclusion artifacts on the background
initially covered by the bunny. (b) A forward camera motion causes a typical
undersampling pattern. (c) and (d) show the results of hierarchical hole lling
processed on the images above. (d) While undersampling artifacts are almost
completely covered, noisily merged pixels of the fore- and background are still
an issue.
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3.1.16 Di erent hole lling approaches

There are multiple ways to Il unde ned regions with surrounding color information:

1. By adjusting the scattered particle size depending on the view distance. Within
the scattering approach the particle size is not necessarily determined to one pixel.
A particle size of 2 2 pixels eliminates the grid pattern caused by undersampling
for up to a certain ow strength. More elaborate methods using Splats are
summarized by Kobbelt et al. [56].

2. By reprojecting the vertices of a screen relief. The image plane is therefore
triangulated into an even grid where the z-values is read from a given depth image.
The resulting geometry is rasterized in order to keep the surfaces watertight.

3. Using layered depth images 91] (LDIs) underlying information can be gathered
to Il disocclusions.

4. By post-processing hierarchical hole lling in the image space as described in
the following Chapter 3.1.17.

3.1.17 Inpainting

Introduced by Gortler et al. [ 40], hierarchical hole lling, also referred to as Push-Pull
inpainting is a commonly used strategy to inpaint unde ned regions (Figure 3.3(c)). It
belongs to the eld of pyramid or MIP-map techniques saying that the original image
is pushed (also "MIP-mapped') to quarter size by summarizing neighboring pixels in
each step (Figure 3.4). The summary is often speci ed as a simple average of four or
more pixels in a squared mask (also referred to as "box lter') or a Gaussian weighted
Iter kernel. As regions are unde ned, the corresponding pixels are not applied for
the summary. If the resulting pixel is underrepresented in the previous level, e.g. if
the sum of all summarized weights is below a speci ¢ threshold, the resulting pixel is
marked as unde ned itself. In the highest MIP-map level the single remaining pixel
contains a color close to the average color of all de ned pixels in the original image.

In the pull phase already de ned pixels are kept while unde ned pixels are reconstructed
via b-spline interpolation from four neighboring pixels of the next higher, completely
de ned MIP-map level.

As surfaces are split up into independent particles instead of keeping a watertight
surface, neighboring pixels in the warping result might be noisily merged from di erent
warped surfaces that now overlap each other (Figure 3.3(d)). The defect size increases
with a smaller pixel size and stronger image ow, since the likelihood of two pixels
overlapping is increased. To avoid this artifact, a depth aware erosion lIter kernel can
be applied, which privileges pixels with a smaller depth value.
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Figure 3.4: Push phase (left) and pull phase (right) of the Hierarchical Hole Filling algorithm
as depicted in [99].

3.1.18 Applications and extensions using image reprojection

Chen and Williams [24] have shown how synthesis of novel views from rendered images
can be used to approximate solutions to several important problems. The most obvious
case is to generate stereo vision from a single image.

Furthermore, image reprojection can be used to compute light elds and can substan-
tially reduce the cost of depth-of- eld or motion blur that are used to apply context

in visualization [90]. Therefore, a single image is reprojected into many other images
that provide samples across the lens or time domain. The resulting e ect is produced
by averaging these image samples. In Chapters 3.2.13 and 3.3.11 the application of
depth-of- eld is demonstrated representative for various distribution e ects.

3.1.19 Remote rendering

Streaming image sequences from a computationally powerful render server to a distant
client device, such as a distant PC or a mobile phone, is becoming increasingly popular,
because of both, saving energy and physical size as well as avoidance of disclosing raw
content, like whole 3D models or volume data sets.

The advent of consumer-level remote rendering as well as stereo rendering have renewed
the interest in view synthesis. Remote rendering using consumer GPUs can achieve
high performance and good visual quality with low bandwidth if a di use and opaque
scene is assumed/f, 75]. An overview of recent advances in remote rendering is given
in [88].

Conversely, the conict of objective between remote interaction and a low latency
is obvious: In an interactive remote setup, where the image generation is calculated
on a distant computer, the network's round-trip-time must also be added to the
aforementioned list of latency factors stated in Chapter 3.1.12. Hence, techniques to
reduce or avoid latency become particularly useful.

In common remote rendering systems, the pose and camera matrix is in uenced by
user input on the client side, e.g. by walking through the virtual scene or moving
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Figure 3.5: To reduce latency in server-client setup, the delayed image is reprojected on
the client side due to the user's current input.

a virtual object. The matrices are dispatched to the render server to produce the
corresponding RGBZ frame that is streamed back to the client. To reduce latency,
reprojection of a transmitted image with its old matrix M °9 to the user's current
image with the new matrix M " is performed in real-time. Thus, the client either
keeps all matrices cached until they are used or it receives the matrix as context data
to each corresponding frame.

Remote rendering leads to an important technical constraint: In classic rendering,
all information is available to the client, while in a remote rendering setup, it is
obvious not to presuppose a shared memory between the server and the client thread
(Figure 3.5). Moreover, it is a key concern to reduce the data exchange between the
two threads and keep them as independent as possible. In classic remote rendering only
a RGB image sequence is transmitted. Many variants of the in-between continuum
exist. One option, is to transmit only the missing pixels by predicting what the client
can extrapolate [62] or the di erential 3D information required to render the next
frame [26]. In the course of this thesis, the data transfer of the proposed techniques
will be measured according to their compressibility to provide a low bandwidth.

Furthermore, compression can benet from reprojection in two ways: First, only
one image is transmitted to generate a stereo pair on the client side, while one very
advantage is the possibility to set the eye disparity individually on the client side.
Second, temporal upsampling can be applied that requires the server only to send
key-frames at a low frame-rate, while in-between-frames with a high frame-rate are
generated on the client. By caching transmitted images and collecting comprehensive
scene information, reprojection artifacts caused by unde ned regions can be avoided.
Didyk et al. [33] have used a stream of high-resolution RGBZ images to produce a
stereo image pair with reduced occlusion artifacts by reusing information over time.
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3.2 Specular surface reprojection

In this chapter, a novel warping method is presented that extends the depth based novel-
view image synthesis approach from the common di use and opaque image formation
model to the re ective and refractive case. Core of the reprojection approach are two
e cient procedures for re ective and refractive warping. Di erent from the di use and
opaque case, no simple direct solution exists for general geometry. Instead, a per-pixel
optimization in combination with informed initial guesses warps a high de nition
image with re ections and refractions in 18 ms on a current mobile GPU.

The underlying research was joint work of the Universitat Koblenz-Landau and the
Max Planck Institut fur Informatik. The paper was published by Lochmann, Reinert,
Ritschel, Muller and Seidel in the VMV 2014 proceedings.

3.2.1 Introduction

Depth-based warping does not easily extend to non-di use light transport for two
reasons: First, there is no single depth per-pixel and second, light indirections warp
in a di erent way. Hence, artifacts are caused by view depending optical e ects like
transparency, emissive or absorbing volumes, refraction or specular re ection as they
are treated as painted on the re ecting surface because the underlying depth-value in
RGBZ images only stores the depth of the direct light.

Figure 3.6:  Novel-view images containing planar and curved re ections and refractions
that are correctly warped with the specular reprojection algorithm in real-time.
Bottom left: The visual ow between the initial- and the novel-view on the
di use layer.
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3.2.2 Related work

Non-di use view synthesis was rst addressed by Lischinski and Rappoport §4], who
use a cube of LDIs. Their method is best-suited for single-bounce, glossy specular
transport, as it involves resampling the light eld at every indirection. Earlier work
based on re-projection and re-sampling 12, 14, 25] does not distinguish between
specular and di use images. They will work as long as every pixel has one dominant
appearance at a single depth on a planar surface but break down if the appearance of
a pixel is not dominated by a single depth on a planar surface.

A follow-up by Zimmer et al. [11§ to the specular reprojection approach proposed

in this thesis describes how motion vectors of specular paths are computed using
a temporal extension of manifold exploration and the remaining components use a
specialized variant of optical ow.

3.2.3 The remote rendering setup

We seek to reduce the computation required and bandwidth used to include specular
and transparent e ects into remote rendering. The system applied in this thesis
is modeled as client-server architecture (Figure 3.7). The server is assumed to be
su ciently powerful to render di use global illumination in combination with sharp,
non-glossy re ections and refractions via ray-tracing. The resulting images are encoded
as a RGBZ ray tree (3.2.4). This ray tree is transmitted to the client at a temporal
frequency that is too low to be used for display directly, and it comes with varying
delay, potentially dropping frames. The e ects of this delay are particularly noticeable

if the images are displayed on a head-mounted display where latency is to be avoided
to prevent motion sickness.

The client is assumed to be able to do simple hardware-accelerated image ltering. It
has to produce a high frame-rate and high-resolution image, possibly including stereo
view synthesis, depth-of- eld, motion or combinations thereof. The client decodes the
RGBZ ray tree (3.2.5) and uses image warping of the RGB image in every node based
on the Z depth information to produce novel views (3.2.6). The warped images of
the ray tree in the novel view are combined, weighted by the view-dependent Fresnel
term, to produce the nal image. As explained in Chapter 3.1.14, the forward ow is
required to perform image warping. While this ow is routinely computed in closed
form for the di use case, there is no obvious generalization to re ections on planar
or curved surfaces. Refractions, which additionally depend on the index of refraction
(IOR) are even more intricate. E ciently producing this correct ow including the

re ective and refractive case, is the main contribution in the context of the proposed
method.



33

3.2. Specular surface reprojection

‘abewl jnsal ay} 10} pasodwod ale sabewl padiem ay ‘Ajreul4 "apou yoea o) paldde aq
0] MO 9y} 9]eald 0) pasn are asayl ‘suonisod Jejnoads ay) Appuanbasgns pue sjewlou pue suonisod asn Ip 8yl SBP0IBP 1S WSID BY) ‘SMBIA
[9A0U 818310 0] U3l B} 0} paniwsuel) ale Yoiym abewl Zg99y aAndelal B puR 9ANda al B ‘asn Ip e ol Buuapual ayy syds Janias ayl

:/°€ ainbi4



34 3. Novel-view synthesis

3.2.4 Encoding

The images rendered by the server are encoded as an RGBZ ray tree before transmission
as described in Chapter 3.1.11. In an RGBZ ray tree, every node holds the RGB
radiance contribution to the sensor as an image with an additional Z depth channel.
Every node contains an image for a speci ¢ combination of re ections and refractions
of rays that started at the sensor while the root node contains the di use color. We
add a Z depth component to each such image to allow the client to restore the pixels'
world positions. The ray tree is optionally compressed using an arbitrary RGBZ image
compression on each node before transmission.

Radiance

The radiance contribution is pre-multiplied by all view-independent factors but not
by the view-dependent Fresnel term. The view-independent re ective and refractive
Iter colors, such as the green color that an artist has selected to fake scattering
inside the pool in Figure 3.6 are simply multiplied. The view-dependent Fresnel
term, however, that controls the relative weight of re ection and refraction is not
pre-multiplied, as the weights change drastically for di erent views at grazing angles
which would become noticeable when pre-multiplied. The HDR RGB radiance of each
node is tone-mapped before transmitting it using a simple linear tone-mapper. The
tone-mapper settings are chosen the same for all nodes to deliver the best result for
the sum of all nodes i.e., the result image.

Depth

Every pixel in every node image has accurate depth information, where depth is given
in world space relative to the parent node in the ray tree. The depth of the root node
is the distance to the camera, i.e., an ordinary depth image.

Compression

Compression is optional and only important if the transmission bandwidth is limited
such as over a network. The particular method for compressing the radiance and depth
stream is fully orthogonal to the solution purposed in this thesis. Results for uncom-
pressed streams, both in RGB and depth, are reported. Using a method speci cally
tailored to encode depth, would further increase transmission performancer, 75|,
orthogonal to the specular warping proposed.
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3.2.5 Decoding

At the client side, the compressed RGBZ ray tree is rst decompressed into an
uncompressed RGBZ ray tree and subsequentlgecodedinto a collection of RGB and
XYZ images similar to deferred shading bu ers 32] to simplify and accelerate the
following steps. Every node of the ray tree is decoded independently but in pre-order,
as child nodes rely on information of their parent nodes (position and normal). The
decoding is done independently for each pixel at locatiod 2 R? = (x;y)T. The
transmitted image is referred to asold while the one we seek to extrapolate is called
new.

Inputs to the decoding are the old model-view-projection matrix M°94 2 R* 4 used to
create the old di use image$, the re ective image |09, the refractive image | P
and all images of deeper tree nodes. The camera positi@?® 2 R® in world space
can be found by inversion of the model-view matrix.

Di use Position

By knowing the pixel coordinates x;y, the transmitted depth z and the matrix M/
the di use position wy is then unprojected as described in Chapter 3.1.14.

Normals

To compute the specular ow, we need to know the normal for every pixel. Instead of
transmitting them as an additional image, we reconstruct them in screen space using
the decoded di use world positions. At pixel location | the normal nyq 2 R® is given
as the cross product of the connections to two neighboring pixels, i.e.,

ng= Wa(l+©0;1)7) Wq(l)  Wqa(l+(1;07) Wq() :

The reconstructed normals exhibit discretization and quantization errors, which are
resolved using a 7 7 Gaussian blur kernel (Figure 3.8). To avoid blurring over
edges, experiments with a bilateral Iter were conducted by using the depth values as
guidance but opted for the less expensive Gaussian lIter, which is separable and can
be represented by a MIP-map, as it did not cause visible artifacts in the nal images
(Figure 3.9).

Re ected position

Given the di use world position of the re ective surface wq at position |, the sur-
face normalng at this position and the camera position c®®, we can calculate the
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Figure 3.8:  Left: ground truth. Center: reconstructed normals from depth. Right:
smoothed reconstruction.

Figure 3.9: Inuence of normal Iter on the warping results. From left to right: Normals
Itered with Gaussian Iter, normals Itered with bilateral Iter, warping results
for Gaussian normals, warping results for bilateral normals.

transformed (re ected) viewing ray r 2 R® at location | asr = reflect (wgq ¢°9:ng)
where reflect is the OpenGL re ection function. Given the distance of the pixel
to the re ective surface = 129(1),, we can reconstruct the world position of the
re ected surface as

W; = Wg+ P 3.1

wheref gives vectorr of unit length. These positions are combined in an imagen,.

Index of refraction

For the refractive case, also the ratio of indices of refraction is required. In many
applications, with only one specular material, it is su cient to assume to be constant
and known a priori, such as for water or glass. In the implementation for the scene
in Figure 3.6 with more than one material, the IOR index is additionally transmitted.

Refracted position

The refractive decoding for positionsf 2 R® is similar to the re ective one: f =
refract (wg ¢°9:nq; ); where refract is the OpenGL refraction function and

2 Ris the ratio of IORs. f is then used in Equation 3.1 instead ofr. These positions
are combined in an imageWs.
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Validity

An additional single bit mask is used to identify the nodes of the ray tree that
contributed to the pixel, e.g., diuse and refractive node. This is important to later
know, which areas need to be inpainted and which remain unde ned. It is also used to
reduce bandwidth by lling unde ned RGBZ values with arbitrary positions, as well
as it can be used to improve convergence speed of the specular ow in the vicinity of
unde ned areas. To save additional bandwidth this information could also be packed
into the RGBZ image using speci c indicator values i.e., negative depth values.

Deeper ray tree decoding

Deeper nodes of the ray tree are decoded as described above for the re ective and
refractive case where the positions and normals are replaced by the respective parent
nodes entries.

Transmitted data

In summary the server transmits one RGBZ image per node of the ray tree, a single
bit mask indicating the tree nodes contribution and the IOR index as well as the
model view matrix used to create the ray tree.

For the RGBZ image 8 bits per color and 16 bit per depth channel were used, which
gives a total of 8 + 8 + 8 + 16 = 40 hits per pixel. The number of bits for the validity
bit mask depends on the depth of the ray tree i.e., the maximum number of combined
specular events in the tree, e.g., for a single re ection and refraction with a di use
image a bit mask of two bits per pixel was applied. The IOR bit mask depends on the
number of di erent materials i. e., for two specular materials we have one bit per pixel.
The model-view matrix consists of twelve 16 bit oating point numbers. In total we
therefore would have to transmitP (N 40+D + M)+12 16 uncompressed bits
per frame, whereP is the number of pixels,N is the number of nodes in the ray tree,
D is the depth of the ray tree and M is the number of specular materials.

3.2.6 Warping

After decoding the last transmitted ray tree, the old image can be warped to resemble
the view of the current model-view-projection matrix M"™" 2 R* 4 i.e., a screen
space ow from the old image can be computed, using only the last transmitted ray
tree. In particular we do not need any information of the new frame except for the
new model-view matrix which is created at the client-side anyway. The ow yields for
every pixel in the new image an o set where to read in the old image. A distinction
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Figure 3.10: (a) The old image. (b) The new image after point splatting when the camera
came closer. This image su ers from undersampling artifacts. (c) Hole- lling
closes them but results in a dilation that enlarges nearby surfaces. (d) One
step of xed-point iteration [19] detects and removes these issues.

has to be made, whether the warp is to be di use, re ective or refractive as all three
lead to di erent ow elds. A light-weight computation for those elds is the technical
core of the specular reprojection technique. Again the calculations are performed
independently for each node and in pre-order starting at the root node. The ow
calculated in each node is applied to the color, position and normal images of the node
in the old image, to create the new image.

3.2.7 Diuse ow

Since the scattering approach introduced in Chapter 3.1.14 is not su cient to provide
the input for the following steps (i. e. f4), we want to Il the new image by gathering.
Hence, we are interested in the ow vectors at all locations of the new image, for which
we need to nd the backward ow f4. The backward ow is not the negation of the
forward ow and is only de ned for some |, namely the pixels that were visible in the
old image.

We nd this ow using a simpli ed version of the Iterative Image Warping algo-
rithm [19): All old image location values 1° are splat to the new ow, as in
fa  splat (f4*(1°9);Wq(199),), where splat is the OpenGL point-primitive draw-
ing with depth testing that takes as the rst parameter the ow value to be splat
and as the second parameter & value used for depth testing. As a solution to the
appearing undersampling artifacts, the ow at each pixel is replaced by the ow of
the pixel that is closest to the camera in a 3 3 neighborhood (Figure 3.10 a and b).
This closes holes, but leads to dilation of edges (Figure 3.10 c¢). This again can be
resolved in another step, performing xed point iteration (FPI) described in [19] and
discarding pixels where the convergence criterion is not satis ed (Figure 3.10 d). The
result is the di use backward ow fq4(I"") at all new images positions.

3.2.8 Specular ow

Specular ow [11] is substantially more involved than di use ow. If we would assume
only planar re ections with a constant normal, the backward ow could simply be
computed by re ecting the world positions W, on the re ection plane and inverting
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the ow as described for the diuse ow. However, for arbitrary re ective surfaces,
e.g. curves, spheres, this does not hold any more. Even calculating the backward ow
for a sphere involves solving a quadric and would also require to have a parametric
description of the sphere. The refractive case is even more intricate. For all those
reasons, we opt for a di erent, more general solution, handling re ection and refraction
of arbitrary shapes. Next, the solution for general specular ow is described, while
the speci ¢ details of re ection and refraction is deferred for later.

3.2.9 Numeric approximation of the backward ow

For each location on the warped specular surface of the previous step we can calculate
the specular ray direction! by plugging in the warped di use position, normal and
new camera position into the specular transport. Now, for an arbitrary world position

p we can calculate how well the vector fromwgy to p agrees with the specular direction
las (L5, p)=1(; p wg) (Figure 3.11). We want to nd

p’(t)=argmin (! p);
pP2Ws

i.e. the pixel p? in the specular position imageWs that is in the best direction. The
remaining question is how to perform this minimization?

We minimize the function using a slightly modi ed gradient descent procedure. For
this reason we use nite di erences in image space to approximate the gradient of

W5 has large unde ned areas and sharp edges at depth discontinuities, for which
calculating the image-space derivative is not feasible. If we detect such a case we
simply reject the last step and choose a lower step size. If the distance of the best
found match to the specular direction! is still above a certain threshold the pixel is
set to be unde ned. In all examples 10 gradient descent steps were used with a step
size of 10 ° and a value of =1°.

3.2.10 The initial guess

Gradient descent will perform much more e ciently given a good initial guess pg. As
the initial guess, we will use a linear combination of two initial guesses:

1. The rst one is the diuse ow fy.

2. The second is the specular initial gues$s which is di erent for re ection and
refraction: The initial re ection guess is a simple re ection around the current
normal. The initial refractive guess is to treat the interface as transparent with
an IOR ratio  of 1.
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Figure 3.11:

(a) The transferred world positions. (b) By performing the minimization the
specular ow is computed.

Figure 3.12:  Two positions covering special cases used for an initial guess.
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Both guesses do cover particular cases: The guess conform to the diuse oy
meets the case of a strongly curved convex mirror that re ects a wide angle within a
small image area. The specular initial gues$ s complies with the correct solution of a
planar re ecting or refracting surface. Both guesses converge to the same result if the
re ected object is very close to the re ecting surface.

The two initial guesses are blended based on their respective quality , i.e.po =
fat+t(@d )fs; where =1 da=( g+ sywith 4= ( LWqg(l+ fq(l))) and
s= ( LW (I + fg(1))) (Figure 3.12).

The gradient descent algorithm assumes specular and di use surfaces that vary
smoothly and do not have too many local optima that are close. However, for
highly non-smooth surfaces the human observer has a hard time to correctly identify
false solutions. Specular surfaces in the real world very often ful ll this criteria. For
this reason the results demonstrate rather smooth shapes such as planes and spheres
where warping artifacts would become more objectionable than for complex geometry
that would mask these artifacts. The solutions found by the gradient descent algorithm
are not explicitly required to be temporally consistent and might di er from frame to
frame. Additionally more than one optimal solution can potentially exist on complex
shapes. However, a coherent initial guess to steer the optimization to a coherent result
was found in practice.

3.2.11 Deeper ray ows

The ows for deeper nodes of the ray tree are performed accordingly as described before
where the respective positions and normals are taken from the parent node instead of
the root node. In experiments it was found that for deeper ray nodes the di erence
between correct and di use warped positions are not easily observable by humans and
opt for using only the rst re ection and refraction of the ray tree resulting in a ray
tree with only three nodes: one di use, one re ective and one refractive node.

3.2.12 Final compositing

The disocclusions of the warping and the unde ned pixels of the gradient descent
optimization are lled using the hierarchical hole lling approach described in Chap-
ter 3.1.17 on each node independently which skips pulling and pushing from and to
invalid pixels. Finally, the di erent nodes are combined by addition, weighted by the
Fresnel terms computed from the view position, the normals and the IORs.
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Figure 3.13:  Result when performing a left movement. Top: Re ections on a planar surface.
Center: Re ections on a sphere. Bottom: Refractions on a planar surface.
From left to right : Naive di use warping, ground truth, results.

3.2.13 Results

The e ect of the proposed specular warping method in comparison to assuming a
di use warp everywhere is shown in Figure 3.13. An experiment demonstrating the
quality of the initial guess on complex geometry is presented in Figure 3.14. The
convergence of the optimization is seen in Figure 3.15 and its e ect on complex
geometry is depicted in Figure 3.16. The in uence of the Iter used to remove the
artifacts of the normal reconstruction can be seen in Figure 3.9. Other applications of
specular novel-view image synthesis are shown in Figure 3.17. Finally, the performance
breakdown of the individual steps of the proposed approach is shown in Table 3.1.

As both di use [58] and specular [L1] optic ow are both temporal perceptual e ects,
the reader is encouraged to see the supplemental video for a comparison of the proposed
approach to a naive implementation. It can be seen that a naive interpolation leads
to disturbing inconsistencies. These result in an experience that objects visible along
specular parts are deforming e.g. falling walls, bending grounds, etc.



3.2. Specular surface reprojection 43

(@) (b)

(©) (d)

Figure 3.14: This experiment shows the e ect of re ection warping without the gradient
descent optimization on complex geometry after an up-left camera translation.
Starting from the original position where ™% = |°¢ (a), the quality of the
initial guess decreases with increasing translation between|™" and 1°¢ (b),

(c), (d). All pixels with an energy ( !; pn) above a threshold = 1° are
indicated in red.

Figure 3.15: Energy at the marked pixels over the steps of the gradient descent for re ections

on a sphere. Pixels in the center of the sphere prot from a more accurate
initial guess.
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Figure 3.16: With increasing number of gradient descent steps n the optimization improves

the re ection quality. Similar to Figure 3.14, all pixels with an energy ( !; pn)
above a threshold = 1° are indicated in red.
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Table 3.1: Computation time on a GeForce GTX 765M. Re ection and refraction decoding
are combined into Decoding Specular as they can be performed in a single

shader.
Stage Node Time
Decoding Diuse 0.48ms
Normal + 1.01ms
Specular + 0.96 ms
Warp Diuse + 2.49ms

Re ection + 4.09ms
Refraction + 3.70ms
Hole lling Diuse + 1.75ms
Re ection + 1.47ms
Refraction + 1.24ms
Compositing + 1.14ms

Total 18.37ms

3.2.14 Discussion and Conclusion

In this thesis, an approach to synthesize novel views of rendered images including
specular re ections and refractions was introduced. This was achieved by splitting the
scene rendering into an RGBZ ray tree, where each node is an image that is warped
independently using a fast approximative re ective and refractive ow. The results
synthesize novel output images with very low latency from input image streams with
substantial latency. Applications include remote rendering and head-mounted displays,
where latency is to be avoided.

The proposed method is subject to certain limitations. First, the specular reprojec-
tion approach creates derivatives from compressed images, which should be avoided
(Figure 3.18). A more adapted compression and blurring scheme would be required
to strike the right balance between quality and performance. For high-quality results
at medium bandwidth, the normals could be encoded 70] and transmitted as well.
Splitting the image into multiple, pre-multiplied images has the positive consequence
that faint signals results in low values and compress more as well as the fact that
signals get de-correlated more. Adaptive coding, including masking between nodes,
as well as temporal masking between nodes seems worth exploration: a re ection
on a high-contrast texture can be compressed more than a oor with low contrast.
Assigning a single depth value to each pixel does not go well together with anti-aliasing.
Instead, an approach similar to FXAA needs to be run as a post-process. Finally,
distribution e ects and participating media do not map well to a ray tree as they
decouple radiance and depth in a general way. Handling such e ects will require an
entirely new approach, a promising avenue of further research.
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Figure 3.17:

The naive approach (top) compared to specular reprojection (bottom) for computing depth-of- eld (left) a stereo-image pair (right) from a
single ray tree. A slight translation and rotation is added to emphasize the di erence to the results of the proposed specular reprojection
method.
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Figure 3.18: Top: Impact on the warping quality caused by JPEG-compressed depth.
Bottom: Uncompressed depth.
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3.3 Volume reprojection

Volumetric e ects that occur in semi-transparent matter cannot be reprojected by

the previous approaches, since volumes do not have a single depth value. Prior
art has circumvented the challenge by making volumes opaque i.e. projecting the
volume onto representative surfaces for reprojection, omitting correct volumetric e ects.
Unfortunately not all combinations of volume datasets and transfer functions can be
easily represented by surfaces such as homogeneous transparent regions, gradients or
complex transparent structures.

One solution was investigated by Universitdt Koblenz-Landau and the Max Planck
Institut fur Informatik. The paper was published by Lochmann, Reinert and Ritschel
in the VMV 2016 proceedings.

The paper proposes a layered image representation which is re-composed for the
novel view with a special reconstruction lter. A view-dependent approximation to
the volume allows us to produce a typical novel view of 10241024 pixels in a few
milliseconds on a current GPU. At the heart of the novel approach is the idea to
compress the complex view-dependent emission-absorption function along original
view rays into a layered piecewise-analytic emission-absorption representation that
can be e ciently ray-cast from a novel view. It does not assume hard surfaces or
approximate color and opacity, can be re-evaluated very e ciently, results in an image
identical to the reference from the original view, has correct volumetric shading for
novel views and works on a low and xed number of layers per pixel that ts modern
GPU architectures.

3.3.1 Introduction

Even more costly than surface shading is volume lighting. Consequently, the demand
for novel-view synthesis is even more pressing. Regrettably, no such procedure to
generate novel views of volume-rendered scenes exists.

In the following, a technique is proposed to do so. Volume rendering will be ex-
tended based on emission-absorption ray-marching to produce a custom layered image
representation. This representation allows to quickly produce views di erent from
the original one. The representation is based on a piecewise approximation of the
emission-absorption from the original view. It allows for a particularly simple and fast
re-projection solution, yet, with proper inter-layer and inter-view sampling. Going be-
yond simple view-dependent encoding of the original emission-absorption information,
the proposed approach assures that the solution of the volume rendering equation
using the compact representation produces exactly the same image which the original
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representation would produce when seen from the original view. Typical volumes with
many complex layers and transparent e ects can be encoded into four to eight slices.

3.3.2 Volume rendering

Volume rendering synthesizes images of scenes where light is not only re ected at
discrete surfaces but also by particles distributed in a 3D medium 34]. Such images
have applications ranging from computer games over feature Im production to
scienti ¢ and medical visualization. Di erent solutions such as front-to-back and
back-to-front compositing can solve the volume rendering equation (VRE) 69]. Using
modern graphics hardware, direct volume rendering based on ray-marching is now
widely available [61].

To accelerate volume rendering, di erent suggestions were made. One option is to
re-use information from ray-casting the previous image to accelerate generation of
new images $5]. Another popular one is to decompose the volume in a pre-process
into planar layers called Slabs [22]. Later, the layers can be quickly composed. The
proposed approach is similar but produces the slices on-the- y by ray-marching and
storing an intermediate, non-planar volume representation that assures that both the
original view can be reconstructed without error and novel views with a low error.

Another improvement often used is pre-integration B6]: Instead of evaluating the
integral of the transfer functions applied on the linear interpolation of two values,
the result of this integration for all pairs of two values before applying the transfer
function is cached. Pre-integration is performed when generating the original view
be it in the presence of transfer functions or not. This information is then used to
improve speed and quality in a later step. Dierent from previous work, rst, the
calculation is done for every pixel at every frame, and second, the quantity integrated
is converted back into emission and absorption that can be analytically integrated to
produce novel views using a closed-form solution.

Recently, complex shading 42] such as indirect lighting in volumes has become a topic
of interest. Full shading, e.g. using Monte Carlo [8, 83] or Photon Mapping [49] is
expensive and has complex mathematical formulationsg9]. The proposed approach
is basically agnostic to the global illumination solution used as long as it can be
computed once for a single view point.

Re-using shading computations for new view points has been used to accelerate
rendering. Deep shadow maps allow to cast shadows in scenes with transparent
structures [65, 53, 41], pre-computed radiance transfers §5] can be used for volumetric

e ects [86], radial basis functions can capture smooth indirect volume lighting 114
and radiance caching was extended to volumesif)]. All these approaches address how
to re-use the shading, visibility or light transport term relating to  in Chapter 3.3.5
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Figure 3.19:  Starting from an original volume rendering (top) the proposed approach
generates novel views in milliseconds(others).
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in 3D, but do not solve the VRE towards the 2D pixel itself. Properly caching this
result is critical to combining detailed volumes that might not even t device memory,
for low latency in novel-view synthesis and for image quality.

Encoding VRE results from the camera is similar to what deep shadow mapsgh] do
from the light's point of view [ 53, 41]. However, the method proposed in the following
does not suggest a way to re-evaluate emission or absorption from the light, but from
a novel view.

3.3.3 Related work

It is much sought for in remote rendering and Tomland et al. [L0Z have named the
latency as a key practical challenge. When bandwidth is of no concern and the volume
is static, a light eld can be pre-computed from multiple view points and quickly
ray-cast with depth correction to show volume data sets of opaque surfaces or multiple
layers from a restricted set of views at high speed and qualityg4]. Respecting the
constraint of a limited bandwidth, two approaches have considered producing novel
views of volumes: the one of Miller et al. 2] and the one of Zellmann et al. L12.
The results of the proposed method are compared to these solutions and are found
to outperform them in all cases. Only if the volume rendering converges to a opaque
surface, which is well-solved by classic method$¥], all methods converge to a similar
quality and speed.

Muller et al. [72] use the classic slab-based volume rendering for novel-view synthesis.
They suggest placing equidistant slabs22] with a coarse (16 16) height eld that is

later warped as a surface. Their results demonstrate applications to volumetric data
but only for transfer functions that result in rather opaque surfaces. Even under this
condition, substantial gaps between slabs appear (Figure 5 in7}2]), and even for solid
surfaces. The novel approach does not show such gaps and, using less layers, produces
better images across the entire spectrum from opaque to transparent surfaces. A
similar approach has been used to render on multiple devices and compensate for the
latency between them [44].

In the approach of Zellmann et al. [L12 the volume rendering is assumed to be reducible
to a single opaque surface for the purpose of re-projection. Here, every pixel has a
depth and is drawn as a point, instead of using a coarse grid of quads. Zellmann et
al. propose di erent heuristics to nd the depth of these representative surfaces, such
as mean, min, max of depth etc. and conclude mean depth to be a good solution for
their examples. The assumption of a single depth will work for volume data sets and
transfer functions that have a single dominant depth, while the novel solution spans
the entire range between opaque and transparent media.
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Figure 3.20:  The novel approach from left to right in at land. A rendering of a simple
volume is shown in (a). In each following part, the image space is the
horizontal axis, the vertical axis depicts depth. Volume rendering reduces
the two-dimensional spatial/depth-dependent emission and absorption into
one-dimensional color and opacity. In the original view, the approach solves the
VRE once (b), including expensive user-de ned shading to evaluate emission

and absorption . Instead of producing mere RGB output, k (here, k = 4)
depth layers are chosen for every pixel, shown as blocks in(c). The value
stored in each layer is chosen such that solving the VRE piecewise-analytic
produces the same result as the reference. When producing a novel view(d)
rays become sheared. The approach walks the projection of the sheared ray
into the original view, here three pixels. For each pixel, the solution can be
computed e ciently using a piecewise analytic solution.

3.3.4 Overview

A di erent approach is to re-compose the novel view with a special reconstruction
Iter using a view-dependent function along original view rays into a layered piecewise-
analytic emission-absorption representation. The reprojection is then an e cient
ray-cast along piecewise homogeneous regions from a novel view.

The approach has two main components (Figure 3.20): The rst onesynthesizesa
view-dependent volume representation of the original view's image (Figure 3.20, c),
the second onere-synthesizesan image for a novel view from that representation
(Figure 3.20, d). Both steps t modern GPUs well. In a typical remote rendering
setup, the rst step occurs on the server, the second on the client.

The old-view synthesis performs one pass of volume rendering from the original view,
including full shading and accessing the detailed 3D volume. It produce& depth
layers for every pixel. Every pixel stores an RGBA color and a depth.

The re-synthesis uses this representation to produce an image from a novel view. It
performs a heavily simpli ed ray-marching that makes use of the information available
from the original view to produce a new one. In particular, the suggestion is to 2D-ray
march the epipolar back-projection of the novel-view ray in the original-view.

Layering makes use of the ideas from the emission-absorption proposed approximation,
so it will be described rst (Chapter 3.3.5) and layering will be described later
(Chapter 3.3.6). At run-time the steps are executed in the opposite order: rst layers
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Figure 3.21:  Volume rendering along a single ray. The colored lines show RGB emission
(s), the gray lines show extinction (s). Solving the VRE along the ray

results in the reference color and opacity solution shown as patches. Simply
taking the average emission and absorption E and A, here shown as a dashed
constant line, will result in color and opacity di erent from the reference. Key
to the novel approach is choosing the constants, shown as dotted line, such
that solving the VRE with them results in the reference. Still the complex
functions and were reduced to a single valueE and A that allow for a
quick analytic solution.

are found, then the volume inside is approximated. In any case, novel-view synthesis
happens and is described last (Chapter 3.3.7).

3.3.5 Original view synthesis

The original view synthesis produces an RGBA image and a depth value for each pixel.
This representation is constructed for all pixels independently and in parallel on a
GPU.

For every original-view image pixel from view V; exists a rayr;. This ray is divided
into n segments in a way to be de ned later. Lets; and s, be the start and end
distance of one such segment, respectively.

The volume rendering equation states that the radiance at a positionx from a direction
I o coming from the sections;;s; is
Z,,
L(X;!o;81;82) = (s) (s)ds;
S1
the integral of the product of emission and transmittance betweens; and s,.
Transmittance between the sensorx and the point y(s) along the ray is
Z S
(s) = exp( (y(t))dt)
0

where is the extinction that is high if the medium is dense. Emission combines both
re ected and initially emitted light and is denoted as
z
(s)= Le(y(s); o)+ py(s); !o;!i)L(y(s);!i;0;1 )d!y;
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where L. is initial emission, and p is the scattering function. The radiance L is
associated with the RGB color C of an image pixel; the pixel opacity T (alpha value)
with  (1).

The view encoding is assumed to be able to evaluate using whatever approach
available to compute (global) light transport in a medium. In a client-server setting, a
fast server is assumed to spend substantial computational power requiring energy and
cooling on the evaluation that would not be available to the client.

The client will avoid solving the integral to save computational resources. Instead,
it will make use of a simpli ed equation for re-projection that assumes emission )

and absorption coe cient ( A) to be constant along the ray segment. Denoting the
length of the ray segment asz = s, s, this results in the Beer-Lambert equations
for homogeneous media

C=ET and T =exp( Az): (3.2)

It is tempting to use the average emission or opacity values
1 Z,, 1 Z,,
E=- (y(s))ds resp. A= - (y(s))ds:
Z S1 z S1
However, solving the VRE with average emission or opacity value€ and A will not
result in C and T, not even from the original view, due to the non-linearity of the
VRE.

Instead, we solve for a per-ray segment emission and absorption value and A, such
that when volume-rendering a ray segment of lengthz from the original view, the
original color C and opacity T are produced. This is achieved by re-arranging fole
and A whenC, T and z are given:

E =C=T: and A= log(T)=z:

Using these values, analytical re-rendering from the original view produces the original
values, but also allows to properly render from other views, wherez can be very
di erent from the original view. This ability is essential to enhance quality and
speed: Without a proper formulation, intervals need to be short as they do not allow
extrapolation to very di erent views. Many short intervals are expensive to compute.
Typically the intervals are much larger in depth than a pixel is wide. When seen from
the side the values need to be corrected for, including the non-linearities.
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Figure 3.22:  Marching of a novel-view ray in a single old-view pixel in 2D. (a) Epipolar
line of one pixel in the novel view in the original view. A 2D line is rasterized
and traversed using a digital di erential analyzer. (b) Processing at the one
example pixel of the line. Here k = 4 resulting in four depths d; to ds. The
ray has three segments of lengthz;;z, and zz. The emission and absorption
E and A in each layer is known (top left) , allowing to compute the color and
opacity in each (bottom left). (c) Front-to-back compositing produces the nal
color C and opacity T.

3.3.6 Layering

Layering selectsk depth valuesd; for each ray, one for every ray segment. This is done
independently between pixels by inverting transmittance in regular steps. Formally,
let F(d) = (d)= (1) be the normalized transmittance, where the term (1 ) is a
normalization for pixels that do not reach full transmittance at any nite depth. We
now look for valuesd; that have accumulated a fractiony; = (i +0:5)k 1, such that
F(di) = y;. This can be achieved in two passes along the ray: The rst computes the
normalization (1 ). The second marches the ray, updating the CDF valug- (d) at
every location d and producing d; at the rst occasion where F(d;) v;.

3.3.7 Novel view synthesis

Novel views are produced by e cient ray-marching on the view-dependent approximate
representation devised above. Instead of making many steps on many voxels and
computing emission using an expensive shading, we will now make very few steps on
very few voxels and on cached shading results. From view,, again rays are cast
and the color is reconstructed independently and in parallel. We will now discuss
reconstructing the color for a ray r, through an arbitrary pixel.

First, r, is projected into the old view (Figure 3.22, a). While there is a single pixel
for every ray in the novel view, the same ray spans many pixels in the old view. Let
Pstart and peng be the 2D start and end pixel locations of the epipolar line fromr, in
the old view V;. Starting at pswart We enumerate all pixels in the original image that
intersect the 2D line.

Each pixel forms a perspective frustum in the original view (Figure 3.22, b). At
one pixel we nd the layer pair (d;;di+1) in which the ray enters and continue with
(di+1 ; di+2) until the ray leaves the frustum again. Now, for every segment(d;; di+1 ),
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and the novel-view ray, there is an entry and an exit positionx; and Xj+; . The
contribution on the length z; = jx; X1 j can be found analytically as explained
above (Equation 3.2): As we know emissiorE and absorption A that is constant
betweenx; and xj+; we can compute the colorC and transmittance T along the new
ray in closed form. The segments are composed front-to-back (Figure 3.22, c) in an
inner loop and front to back along the 2D marching (not shown in Figure 3.22).

The loop over the layers has either to be forward, when seeing it from the front, or
backward, when seeing it from behind. The cases are separated by computing a dot
product of old and new view direction.

3.3.8 Results

Here, qualitative (Chapter 3.3.9) and quantitative (Chapter 3.3.10) evaluation of the
results are reported, including comparisons to prior work and re-rendered references.
Finally, several novel applications enabled by the novel approach are demonstrated
(Chapter 3.3.11).

Any speed-up over re-shading, which can be made arbitrarily favorable for any re-using
approach by simply choosing su ciently expensive shading, is not reported. The
examples use Monte Carlo volume shading from natural illumination i.e. environment
maps, which requires many seconds for each image, indicting speed-up of several orders
of magnitude.

3.3.9 Qualitative results

Typical results of the novel approach are seen in Figure 3.24. We see that the novel
approach handles both homogeneous and heterogeneous volumes, producing the right
color and transparency from novel views. It is suitable for di erent types of volumes,
including abstract, medical or game-like 3D volumes. Both non-dense, transparent
and dense, opaque, surface-like media are possible.

The novel approach produces novel views in a few milliseconds. Both speed and quality
depend mainly on the di erence between the old and the new view as seen in Table 3.2.
Quality is reduced, as large changes are harder to compute, which is similar for opaque
surfaces.

3.3.10 Quantitative results

Here the ability of the technique is analyzed to predict novel views by comparing
the images produced by the proposed approach to images produced using a full
re-rendering of the novel view. As test data, six scenes are used: a synthetic cube
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Figure 3.23:

Volumetric novel-view synthesis in a game where the view from an airplane
surrounded by moving clouds is controlled by a HMD. The background is
sky box, while the foreground clouds are volume-lit and reprojected using the
novel approach from a ve-frame latency.
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Figure 3.24:  Results of the novel approach (k = 4) for di erent views (column two, three
and four) from an original volume rendering ( rst column)
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Table 3.2: Compute time (in ms, lower is better) and DSSIM error (lower is better) of
the approach for di erent degrees of view novelty (rotation around the up-axis),
numbers of layers (columns) and scenes(rows) seen in Figure 3.19 (Zaedyus) and
Figure 3.24 (other). 1024 1024 on a Nvidia GeForce GTX 980.

2 Layer 4 Layer 8 Layer
Error Speed Error Speed Error Speed

5 Degree .003 218 .002 234 .002 275

Cubus 10 Degree .007 234 .005 258 .003 329
15 Degree .009 254 006 29.1 .004 40.1

5 Degree .035 227 .024 243 .016  29.0
Zaedyus 10 Degree .049 245 .031 276 .020 35.6
15 Degree .060 27.7 .037  30.9 .023 4138

5 Degree .033 237 .018 25.6 011 294

Ictiobus 10 Degree .055 246 .027 286 015 374
15 Degree .072  26.8 .036 332 019 447

5 Degree .052 234 .024  26.7 .017 344
Celestus 10 Degree .072 26.3 .036 31.9 .023 45.3
15 Degree .089 287 .047 37.0 .029 554

5 Degree .017 232 .010 26.7 .004 32.9

Cloud 10 Degree 022 25.9 .013 30.8 .007 40.8
15 Degree .024 283 .016 35.0 .009 51.2

5 Degree .060 222 041 241 .033 287

Walnut 10 Degree .083 242 .052 277 .039 355
15 Degree .098 26.6 .061 311 044 428

scene, four typical CT scans and a cloud as found in computer games. Images are
compared using DSSIM 103 where a smaller value is better. Comparison is done for
extrapolation across three di erent degrees of novelty of the novel view, measured
in degree between the view directionsj , 10 and 15 ). The quality of novel views is
shown in Table 3.2.

Additionally, the technique is compared to the approach of Zellmann et al. L17 and
the approach of Miller et al. [72]. While their approaches can be faster, the quality is
consistently worse than the novel technique. Additionally, a visual comparison of the
technique with di erent numbers of layers is shown in Figure 3.25. As a conclusion, the
proposed approach produces novel views with much higher quality at similar speed.

3.3.11 Applications and Extensions

Novel-view synthesis has many applications. We here demonstrate for the rst time
novel-view synthesis-based remote, stereo and distribution-e ect renderings of vol-
umes.
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Table 3.3: Time for producing a ten-degree novel view (in ms, lower is better) and DSSIM
error (lower is better) of the proposed approach (k = 4) and other approaches

(columns) for di erent scenes (rows).

Ours [112] [72]
Error Speed Error Speed Error Speed

Cubus .005 25.8 .010 3.0 .006 36.8
Zaedyus .031 276 .081 3.0 .041 335
Ictiobus .027 28.6 .070 3.0 .022 33.6
Celestus .036 31.9 .067 3.0 .070 40.0
Cloud .013 30.8 .064 3.0 .036 36.4
Walnut .052 27.7 .109 2.9 .063 34.4

A reference, results of the proposed technique at di erent numbers of layers

Figure 3.25:
k = 8;4;2g and the source image.

The e ect of image compression (x axis, log-plot) on the image quality ( y

Figure 3.26:
axis) (DSSIM, lower is better).
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Figure 3.27:  Stereo image synthesis(left) and volumetric depth-of- eld rendering (right)
using the proposed technique k = 4).

Remote Rendering

Currently, the premiere application of novel-view synthesis is latency compensation
and stereo synthesis for mobile rendering, in particular, for head-mounted displays
where latency can have adverse e ects on viewing comfort. A typical example would
be a game scenario of a ight simulator involving clouds as seen in Figure 3.23.

For remote rendering, the images transmitted need to be compressed in practice.
The e ect on the nal image when applying JPEG 2000 image compression to each
individual layer at a resolution of 1024 1024 andk = 2 with 50 frames per second,
is seen in Figure 3.26. For every layer, we need to transmit an RGH and in mono
an A and a depth valuez. Instead of transmitting E = C=T, that can have a high
dynamic range, C is transmitted and E is re-computed fromT and Z on the client.

Stereo Rendering

A typical use of novel views is to turn one monoscopic image into a stereo image
pair (Figure 3.27, right). Previously, this was limited to opaque surfaces or required
re-shading and re-marching the volume.

Distribution e ects

Distribution e ects can use novel-view synthesis to convert a single image into many
other images that provide samples across the lens or time domain. Averaging these
results in depth-of- eld (or motion blur) that is used to apply context in visualiza-
tion [90] as seen in Figure 3.27, left. Previously, such images could not be produced
without costly ray-marching and shading.
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Figure 3.28:  Di erent approaches (rows) on di erent densities (columns), ranging from
very transparent to surface-like. Density decrease from left to right. The
DSSIM (lower is better) is shown in orange. The rst row is the input image;
the second and third the competing approaches [112] and [72]; the fourth the
novel approach (k = 4) and the fth one a reference.

3.3.12 Discussion

Here, some important di erences of the novel algorithm compared to previous work
and potential alternatives is discussed.

Previous work

In terms of previous work, the proposed technique is able to produce novel views of
volumes, while the approaches of Miiller et al. T2] and Zellmann et al. [L17 were only
demonstrated on volumetric data sets that e ectively result in opaque surfaces. This
relation is seen in Figure 3.28.
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Alternative solutions

Alternative algorithms that also use forward splatting and simpler formulations based
on compositing have been explored. One such approach could just store the e ective
per-pixel color and transparency of every layer and compose these front-to-back
from novel views. Such an approach was not considered for three reasons: First,
color or transparency cannot predict well, how a ray segment would appear from a
di erent view: If the original segment is very long and it appears short in the novel
one, it is not clear how to get the new opacity and color for the new view. The
novel approach can compute the correct color and opacity analytically, assuming the
emission and absorption was constant. This applies to a xed and small humber of
segments at each pixel. Second, composing from a novel view would require sorting
the ray segments. Sorting is di cult on GPUs and typically done on the CPU,
requiring CPU-GPU synchronization. Finally, the proposed representation can be
evaluated without drawing any new geometry in any specic order (splatting, or
scatter-type computation). Instead, a new view is produced using the preferred gather-
type computation by sampling epipolar projections of the novel ray segment in the
representation.

The layering scheme is only one out of several di erent alternatives. It has a few
useful properties: it produces the same number of outputs, which is easily produced in
parallel and later e ciently traversed. It puts details along the ray where it actually
matters in terms of contribution to the original image, not just where the volume has
details. This is often desired, but introduces the classic surface rendering problem of
occlusions into volume rendering. When a location along the ray is behind a dense
location that has reduced transmittance to 0, it will not receive any layer. When a
novel view samples this space, the information from the last contributing location will
extend to in nity, which can result in light beam -like artifacts.

3.3.13 Conclusion

A new approach to producing images showing novel views of volumes was presented.
To this end, the volume rendering was adapted to produce multiple layers of emission
and absorption, such that their re-ray-casting produces the same result, yet, it can be

e ciently ray-cast also from other views to produce high-quality predictions without
re-shading or access to the full 3D data set. Typical applications are remote-rendering
systems, either for entertainment in computer games, but equally well for serious
applications such as remote-rendering of a detailed and high quality-shaded volume
data-set for a patient [10Z] to be inspected in-situ using a mobile device with limited
bandwidth and compute power.
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The main limitation is to assume an isotropic phase function: When a medium is seen
from a new view, the emission does not change. For many relevant objects, such as
the silver lining on clouds this can be a visually important e ect. The approach could
be extended to support such e ects by representing the direction-dependent emission
using Henyey-Greenstein functions such as previously done for rendering of volumetric
lighting [35].

A totally di erent approach would be to learn how to produce novel views from
example data B2]. This could be one step towards producing novel views from clouds
without modifying the volume rendering code, i.e. directly from photographs.
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4 Training applications

Over the last chapters, a distributed interactive computer graphics environment
suitable for an immersive virtual reality was proposed. Training simulations are
popular applications, because in contrast to real world training, virtual scenarios are

e ortlessly reproducible, easily con gurable and simple to monitor. In addition, users
are prevented from unwanted e ects or far-reaching results of their actions, i. e. being
exposed to physical risk. This provides a decreased fear of mistakes and inspires to
experimentation. VR installations are becoming more and more a ordable and might
grow into learning facilities like schools, training centers and therapeutic institutions.
Furthermore, as virtual reality is just breaking through the end user market, home
and mobile training applications can be expected to soon be a standard.

In this chapter, | will present how real-time computer graphics and virtual reality
can support education and competence training in three stages calledbservation
interaction and collaboration. As all three stages are aspects of the natural cognitive
development, they are expected to be e cient regarding human information reception
to facilitate the understanding of the training subject and to consolidate the learner's
knowledge.

Although rst VR research started 30 years ago, there is still a demand for research on
the added value. Furthermore, innovations are still called in several interdisciplinary
elds of study to consolidate with their particular curricula. Consequently, each stage

covered in this thesis is represented by an innovative training application where textual
description of the study matter is replaced or enriched with virtual content.

In the following, the tree stagesobservation interaction and collaboration are explained
and the particular example applications are introduced.
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4.1 Observation

In the rst stage of observation the learner is not supposed to interact with the
visualization. His role is simply to watch attentively. In contrast to a sequential
information transport via textual description, images provide a parallel transmittance
of rich information and are recieved e ciently through the visual sense. Stimuli can
be triggered by the use of colors or visual patterns to draw the learner's attention
and organize the information. The information can either be abstract, naturalistic
or a combination thereof. In the context of VR a more naturalistic appearance and
physically based animations are mostly preferred. E.g. a virtual character can be
applied to either show facial expressions and gestures in order to emphasize the training
subject or, in a more practical use-case, to perform an action that can be copied by
the user.

From the teacher's view a key bene t of computer graphics is the possibility to produce
emphasized and animated images. In contrast to a camera shot, invisible information
like novel views or underlying surfaces can be easily exposed. Providing parameters to
adjust the image model enables the teacher to dynamically produce the content that
ts best for the learning matter and to exibly react to questions.

To investigate the added value of these factors, the subject of logopedics was chosen.
The application provides a virtual pose model developed in collaboration with speech
therapists. The paper was published by Haraké, Be2tkiewicz and Lochmann in the
VMV 2015 proceedings.

In this work a comprehensive application for speech therapy is proposed as a therapeutic
tool, simulating the articulation of German phones including color-coded expiration
ows and the deglutition process (swallowing). A three-dimensional visualization
of anatomical models of pharyngo-laryngeal area can be used in an interactive way.
In this training scenario the terminology of the teacher and learner is adjusted to
a speech therapist and his patient. Recent digital applications in speech therapy
address patients to train auditive speech comprehension, reading or semantics, in a
playful way. Virtual tutors consist of three-dimensional head models for assisting the
patient with conversational exercises. However, speech therapists also have to give
pronunciation instructions and motility training of the tongue very often, but only have
two-dimensional drawings or their own mouths for demonstration. For examining the
bene ts of this tool over common conventional therapy media, the approach considers
iteratively the demands of speech therapists. A nal expert interview was conducted
to assess how the application could be involved in treatment and the application's
limits.
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4.1.1 Introduction

The motility and e ciency of human articulators is shaped spontaneously during the
rst stages of human life. Part of the articulators is mobile tongue, lips, and soft palate
with uvula (Figure 4.1). The motionless part includes teeth and hard palate. A well-
balanced human development as well as the motility of speech organs undisturbed by
external factors and not limited by anatomical defects make it possible for articulators
to achieve their correct position, arrangement, and sequence of movements on the path
of speech development. However, this process is often disrupted, resulting in reduced
e ciency of mobile articulators and most commonly in incorrect tongue moatility (the
key, most mobile articulator) while pronouncing sounds, especially the ones which
require achieving extreme positions.

The reduced e ciency of articulators is often observed in children. Its etiology may
involve improper tongue stimulation in the early stages of development (restriction of
mobility due to the prolonged use of accessories like paci ers and bottles; the delayed
introduction of solid foods which require chewing and stimulate tongue movements by
moving the food mass further).

Common symptoms of insu cient tongue e ciency include dyslalia, which means the
production of phonemes which deviates from the socially established standard$0Q].

It is often observed in preschool and among early school children that they do not
pronounce di cult sounds (elision) or replace them with di erent sounds (substitution),
which are usually easier to pronounce. Another reason may be the wrong diagnosis of
the tongue anatomy and location. A signi cantly shorter sublingual frenulum causes

a lot of diculties in the early stage of development; the generally recommended
measures entail surgical intervention, sublingual frenulum cut, and regular exercises
aimed at tongue verticalization. The e ciency of the tongue may be lost secondarily
as a result of tongue injuries or damage to the nervous system. Dysarthria is an
example of a loss of articulatory e ciency. It is a language communication disorder
which occurs at the level of the executive mobile speech mechanism and is caused by
damage to the central or peripheral nervous system at their various leveld71].

In order to develop correct motility of speech organs, especially of the tongue, it is
necessary to undergo regular training, and to visualize the arrangement and movement
of articulators when pronouncing speci ¢ sounds. Interactive multimedia visualization
can present the position of speech organs inside the oral cavity, which is not always
possible for a speech therapist to show on his articulators, because the oral cavity is a
closed space and it is impossible to demonstrate the movement nuances which occur
inside. In addition, for presentation purposes a speech therapist often has to open his
mouth as wide as possible, which is not a free arrangement of speech organs. Showing
the correct positions on static sketches and illustrations prevents the demonstration of
the dynamics of pronunciation and speci ¢ articulatory movements. Presentation with
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Figure 4.1:  Parts of the articulators in oro-pharyngo-laryngeal area used in the visualiza-
tion [16]

the traditional model also does not fully re ect the plasticity of speech organs. The
presentation of how a particular sound should be pronounced (including the positions
of all the areas of speech organs, air ow, and the recording of the model sound)
demonstrates the full conditions of producing a sound in an interactive way. During
speech acquisition, the sound model is adopted somehow intuitively through aural
self-control.

For years, new technological solutions have been contributing to the development of
logopedics and improvement of speech disorder prevention and speech therapy. In
2001, Jozef Surowaniec argued in the therapeutic and educational context thain
the past decade, the development of information technology has been astronomical.
Some even say there has been a technological galldi0(d. There are more and more
cutting-edge tools and applications which contribute to the stimulation of language and
improvement of linguistic communication. Among those tools are speech therapeutic
stories for children presented in a multimedia version, which contain clear instructions
on the articulatory arrangement and movement. Moreover, the multimedia form
makes it possible to trigger a speci ¢ interaction between the protagonist of a speech
therapeutic story (who is a kind of avatar guiding the child through the successive
steps of speech improvement) and a child listenerl[7]. New solutions are not an
alternative to the traditional model of logopedics but an attractive improvement. We
cannot forget about the key role of a speech therapist in leading and monitoring the
progress of prevention and therapy, also with the use of new technologies.

In this paper, the Tongue S(t)imulator is an innovative tool that demonstrates how
individual sounds should be articulated, with a particular focus on the tongue. The
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plasticity of the key mobile areas of speech organs makes it possible to present a
sound which a speech therapist wants to stimulate and consolidate in the patient. The
presentation is based on clear animation accompanied by the model pronunciation
pattern of a sound. It is also possible to implement articulatory motor (myofunctional)
exercises aimed at improving the articulation of a given sound. It applies to the
most motile articulator the tongue and to the key articulation areas in the oral
cavity.

The Tongue S(t)imulator enables training during sessions with a speech therapist but
also after providing the patient with appropriate instructions so that he can practice
on his own everyday, which promotes regularity and determines faster and longer
lasting e ects.

In addition to therapy, the Tongue S(t)imulator may be used as a preventive measure
(where there is a risk of articulation disorders, for example as a result of orthodontic
treatment) or educational aid (as part of media speech therapy for people who want
to improve their pronunciation for public speaking).

4.1.2 Related work

A therapy meeting requires an appropriate medium for high-quality knowledge transfer
and organization of the treatment plan. The variety of digital applications in a
general logopedics context is enormous these days. It ranges from audiovisual tools
providing exercises for children to products utilized by speech therapists for surgical
interventions.

In terms of the edutainment concept, digital educational games permit an independent
exercising for the patient beyond the therapy session. Often they embed video and audio
clips for content transfer. The majority of those educational applications and games,
such asRevivo or SpeechCareare used in therapy of language disorders. Programs
particularly addressed to hearing-impaired patients, imply checking the patient's
articulation with the aid of audiovisual elements. The software SpeechMaster[57]
provides a visual feedback on the correctness of articulation in Hungarian language.
With an included speech recognition the phoneme-grapheme combination can be
trained, where vocalization or sound volume are represented by playful elements.
Profound considerations referring to audiovisual tools can be found in Krdger et al.
implemented in their software SpeechTrainer [60] to improve the client's phonetic
abilities. After choosing the target phoneme, its spectral extent is compared to that
of the patient's input speech. For that, the relevant features of the speech signal
can be output acoustically. A two-dimensional sagittal view on the vocal apparatus
helps to analyze the articulation process of the patient, speech data bases aid with an
automatically recognition of phonetic mistakes.
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Examples for non-pedagogical approaches can be found in three-dimensional, biome-
chanical models for medical simulations, taking real physical relations (like those of
muscles) into account. The nite elements method is used as a fundamental means to
approximate a complex model structure and to describe the deformation behavior of
the tongue. Furthermore, the mechanics and strains of soft tissues can be represented
by mass-spring systems. Perrier et al. employ a three-dimensional geometry for the
speech organs which are derived from th&/isible Human Project and adapted through
MRI and CT scans [77]. Wilhelms-Tricario and Perkell introduced an approximated
model of the vocal tract to simulate speech movements10€, an overview on the
subject is given by Wilhelms-Tricario's lecture From Muscle Models to Tongue Models
(And Back) [ 105. Biomechanical models can be used in surgical interventions and
in predictive medicine, e.g. as a simulation of the upper respiratory tract during an
examination of the voice box B7]. The impact of a removal of one half of the tongue
on its movement and speech production for instance, can similarly be simulated with
the aid of a nite elements structure [21].

King and Pareng present a parametrized tongue model to animate its movement
during formation of English vocals and consonants. The surface of the model consists
of B-Spline patches, the parametrization assigns possible tongue positions and deforms
its geometry [54]. llie et al. work with a parametrized model including virtual bones

to control corresponding tongue segments at ve control points. The virtual skeleton
complies with the geometrical features of the tongue. A mathematical model describes
the transformation by determining the bones' in uence on its surrounding mesh
points [47].

The virtual tutor Baldi [68] assists deaf and hearing-impaired children with speech
exercises and provides an three-dimensional, anatomically realistic, interior view on his
oral cavity during articulation. To visualize a phone, the position of each participating
body part is assigned to a speci ¢ target value.

Engwall et al. present a virtual speech training system for hearing-impaired, Swedish
speaking children, calledARTUR . In [37] the authors study demands on an audio-visual
system in general. They point out the importance of the recognition of a mistaken
pronunciation, aiming to give to the patient an appropriate feedback. To improve
the detection of false articulation, statistical methods in speech recognition are used
as well as the extraction of visual information while video recording the client's face.
Then an articulatory inversion reconstructs the user's articulation and presents it
within a three-dimensional articulation model, providing an interior view on speech
organs.
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C, %,
. O%/) G%@ ,O//)’é
Survey: functionality < 7 2
To play pre-selected phones 9 0 3
To input phones via microphone 7 3 2
To move the tongue manually via mouse 8 2 2
To be able to involve muscles during “free' transformation 1 5 6
To fade in and out particular body parts separately 11 0 1

Table 4.1: Number of answers by therapists: Which functionality is of practical importance,
which can be renounced? (Multiple answers possible)

4.1.3 Assumptions and demands

The demands of twelve therapists after the implementation of a rst prototype were
requested.

Generally, from the experts' point of view, a tool should be used in a simple and
intuitive way without need for a long preparation time. Also only an accurate
visualization of the physiological deformations during articulation process could have
the bene ts over commonly used simple two-dimensional image cards. The view on the
three-dimensional model should be arbitrary, parts of the model like mandible, teeth
or tongue should have an option to fade out. The therapists wanted to have a list with
selectable phones, each of them playing an animation of its corresponding articulation
movements. The animation itself should be able to be stopped and repeated by the
therapist.

The therapists were familiarized with a rst prototype, which they had to evaluate by
questionnaires, verifying if implemented functionalities su ce their demands and if
not, how they suggest to re ne it. Thus they had to mark those functionalities, which
would be necessary to employ in a nal application. Table 4.1 shows the number of
acceptances and denials. Those functions marked neither important nor unimportant,
are numbered among “no opinion.

The majority of therapists found it reasonable to fade out specic body parts of
the head model. The functionality to play in advance selected phones from a list,
gave a likewise positive feedback, only three persons had no opinion about it. Most
therapists argued that it is important to input phones via microphone. So, these
three functions should be well preserved in a nal application. Opposite statements
were made referring to the possibility to move the tongue manually: in fact half of
the interviewees gave a positive feedback, but only one person favored to move the
tongue depending on its muscles. In contrast, the remaining speech therapists found
it unnecessary to involve tongue muscles or had no opinion of it.
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Moreover, it was asked for the worthiness of anatomical correctness for a tongue pose
in connection with playing animations of phones. Here, nine of twelve therapists are
of the opinion that a motion should be presented anatomically accurate. Two replied
that petty anatomical variances should be allowed if they nevertheless yield a realistic
demonstration. This result already emphasizes the aspect that hitherto materials used
in speech therapy do not su ce as sample for a patient.

The following questions served for estimation if and how helpful therapists picture the
rst prototype in therapy use, and how an improvement would look like. On a scale
from 1 (not helpful) to 5 (very supportive), six persons thought of the application at
that time to be supporting (4) their therapy sessions. Even two therapists stated it
very supportive. Patients with good spatial sense would be able to obtain a visual
assistance for phone pronunciation. Thereby, target poses and exercises would be more
comprehensible. Especially a three-dimensional perspective with a non-restricted view
on articulation organs would be an enhancement compared to common two-dimensional
images.

In spite of that predominantly positive feedback (not a single therapist did not state
the prototype to be helpful), reasons against such an application were given: In case
of patients with cognitive limitations it would not provide an understanding support.
Also therapy sessions at the bedside or held as home visit (stroke patients) could not
involve such a tool. It was demurred that younger patients could feel the visualization
to be too complicated.

Apparently, many statements of the therapists referred to fundamental problems,
independent of the rst prototype. Those opinions were not expected to change after
implementing the nal application. Also it was not the intention to tackle such aspects
in this work. Other suggestions, concerning models and functionality, contained:

A strict di erentiation between hard and soft palate resp. uvula as being impor-
tant places of articulation

Only accurately modeled and moving lips and uvula are able to illustrate sounds
that are produced with one or both lips

The resting position of the tongue should be involved into animations. It is
an important exercise of the myofunctional therapy and a requisite for correct
speech and swallowing

The possibility to adjust the animation speed for watching the movements in
slow motion

To play not just the animation of one phone, but rather to play the phone's
coarticulated surrounding phones or syllables in a word. It is argued that
in spontaneous speech, the phones do never occur separately, but always in
connection with other phones, in uencing it in its movement and pronunciation
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When entering a phone via microphone, a correctly or falsely recognized phone
would give additional feedback on how to pronounce it right

To map the deglutition process physiologically, because the infantile swallowing
movements di er noticeably from those of adults. In the treatment of di culty
in swallowing its exercising is essential.

4.1.4 Tongue S(t)imulator approach

Through questionnaires it was observed that practically very few or rather no com-
puter tools are used in assistance during quotidian speech therapy sessions, although
therapists consider them actually to be reasonable43]. Thus a therapeutic tool was
developed to impart both articulation movements of German language and deglutition,
integrated in a three-dimensional model of oro-pharyngo-laryngeal body parts. The
novel concept is comprehensive, given that it is applicable to many aspects in speech
therapy without changing multi-modalities. The model should give the possibility to
zoom in and to rotate it around its axis, so that during articulation and swallowing ani-
mations, the therapist would have a sight from every perspective upon it. Furthermore
the movements of speech organs require an anatomically accurate visualization.

As graphical environment, the modeling tool Blender was used, already providing a
model import and a rendering window for a three-dimensional view, easy to adapt to
the user's needs and to append new functionality. Thus it was possible to a ord a
consistent work and visualization mode to a speech therapist, so that there is no need
for him to change exercise materials. The user interface itself concentrates on the
essential control elements and simple mouse interaction, assuming that usability plays
a subordinated role in this work and the visualization is going to be foregrounded.

Parts of the virtual model are taken from the Database Center for Life Scienceof
University of Tokyo. The head is modeled by hand and anatomically simpli ed; mainly
lips and mandible are modeled in detail as they are essential actors in articulation
process. To ensure anatomical correctness, all models were concurrently compared to
medical images of human vocal tract. Each virtual body part is transformed manually
to animate articulation and deglutition process to assure the overall interaction between
all models.

Pose Model

Several animations can be de ned for one model, where an animation follows basically
Blender's shape keys concept. A shape key represents one shape transformation of
particular mesh vertices at a particular time, its value generally ranges between 0
and 1 and dictates the in uence on object transformation per frame relative to the
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(@) (b)

Figure 4.2: Two vertex groups get combined to obtain an adequate transformation of the
tongue model. (a) Vertex group on polygon mesh of tongue, (b) Vertex group
on mesh deform modi er

basis key (initial pose). The overall animation of the object therefore corresponds to
a spatial and temporal interpolation between single shape keys (blending). Blender
o ers more than one interpolation mode, by default a Bézier interpolation is applied
between the frames.

In order to permit smooth transformations on speci ¢ sub-regions of the tongue, a
symmetrically and constantly subdivided polygon mesh (triangulated quads) was used,
that de nes tongue tip, body and root. Also the tongue margins got the ability to be
moved, given that they play an important role in the production of most of German
phones. The use of vertex groups on those tongue regions is able to control specic
tongue vertices (Figure 4.2(a)), additionally the tongue itself can be transformed to all
necessary poses without a ecting its geometry (Figure 4.2(b)). An important example
pose is the resting tongue as being an requisite for a correct speech and swallowing
(Figure 4.3).

To demonstrate an animation of the tongue, a therapist can either select a phone from
a list (in a certain speed or with sound output) or transform the tongue manually in
real-time via interface sliders. The list includes those German phones, that mostly
make di culties from a therapeutical point of view, such as strongly and softly spoken
consonants. Moreover, a phone can be produced correctly in more than one manner, so
that most of those phones are posed through two di erent transformations: e.g. phone
[d] can be accomplished both with tongue tip and with tongue body. For a direct
access, all phones are internally stored as a dictionary, and include a characterization
of their phonation mode (soft, exploding, constant) and location (mouth, nose). That
way, new phones, either of German or another language, can be easily added.

To play the animation of an selected phone, its associated speed (resp. number of
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Figure 4.3:  Exercising the tongue's resting position is essential for correct speech and
swallowing

frames) then gets assigned and those key-frames get adjusted. To illustrate air ow
and presence/absence of voice of phones likp] or [g], those phones are animated
with the appended vocal[a]. Tongue tip and uvula obtain their own shape keys to

show their rapid movements during production of phones[r] and [6]. The speed of

each animation is additionally controllable through an timeline interface element.

The novel approach o ers the possibility to exemplary output sound while playing
a phone animation at normal speed and combined with the vocal[a]. In terms of
co-articulation, the audio samples explain the sound initiation according to its medial
(a_"consonant'_a) or initial ( “‘consonant’_a) position in syllables. Movements of the
body parts are animated synchronous to the sound e ect, hence the animation curve
matches the audio curve.

Expiration ow

Parts of the head model can be faded in and out, by activating and deactivating
visibility layers. It enables the therapist to look closer at some object without being
obscured by other objects. So if maxilla is shown, upper teeth can be fade out to see
during articulation if the tongue tip abuts on upper teeth-ridge or if tongue body
abuts on palate.

The phonation air ow serves as supplementary visualization at normal speed fohow
intensive the phone should be produced (Figure 4.4). For this, a particle system was
used with Newtonian physics simulation, in which particles move between a start and
a target object. A third control object de nes the property of particle behavior. The
particle system considers three kinds of expiration ow, di erentiating the particles in
their amount and lifetimes and hence in uencing directly their visualization. For each
expiration type, the start and end frames need to be set for those particles, the values
for that are manually adjusted. For a clear separation the particles are additionally
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Figure 4.4: Constant oral, constant nasal, soft and strong expiration air ow by comparison.
(a) Constant for phone [o], (b) Nasal for phone [m], (c) Soft for phone [b], (d)
Strong for phone [t]

color-coded: a constant ow holds a green color, moving slowly with an increased
amount and at the same time taking up a at broad area in the direction of the target
object. The expiration type holds a few yellow particles, which have a short lifetime
and therefore appear shortly. The strong, almost exploding type holds many orange
colored particles, agglomerating on a small area and moving fast, but with a short
lifetime.

Free transformation

Instead of playing prede ned animations, the therapist can as well transform the
tongue freely to a particular target position via interface sliders. These access the
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Figure 4.5: Collision detection during transformation. (a) The tongue body is moved
upwards in direction of front upper teeth and the tongue tip is moved left, (b)
Collision models of upper and lower teeth (blue)

corresponding shape keys of the tongue model, setting the tongue to a speci c pose.
The tongue root here represents the transformation's origin. One slider opens the
mouth and the joining body parts models, while the tongue gets situated at the lower
lingual teeth. Two other sliders let the tongue tip and the body be transformed
separately upwards, downwards, left and right. The tongue body can additionally
be moved in or out along its x-axis, and be slimmed or expanded along local z-axis
(Figure 4.5(a)). Those basic tongue movements can already be used to illustrate
myofunctional exercises without the in reality much more elastic tongue.

Every shifting-step of a slider can cause the tongue to hit the upper or lower front
teeth. To avoid those tongue poses, a simple collision detection was implemented
between the tongue tip and the surfaces of the collision models. If a collision could be
detected, the interface sliders are set back to their original values.

Deglutition

The human deglutition can also be simulated via interface control elements. The
models of the participating body parts obtain each ve shape keys, representing the
ve stages of swallowing process. Figure 4.6 summarizes four of ve stages. The
chewed mass of food (bolus) is depicted as object with its own particle system, its
position and transformations are prede ned for animation. The movements of the
other models are controlled via shape keys at de ned frames. A coloration helps to
distinguish involved body parts.

Pushing an equivalent button o ers the possibility to speak a word into a connected
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Figure 4.6: The deglutition movement in four phases. The bolus is blue colored, epiglottis
is purple colored. (a) Bolus in tongue bowl, (b) Soft palate is raised, (c)
Swallowing re ex, (d) Bolus transportation
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microphone. If it is recognized, its letters are stored in a selective list in order to
preview their animations individually or consecutively. The corresponding phone of
a letter comprises 15 frames, according to that, the animation end depends on the
word's length.

4.1.5 Evaluation

An expert interview with one speech therapist was carried out to evaluate the Tongue
S(t)imulator approach. It followed that the presentation of the articulation process
with aid of animations is not only a dynamic method, but also a more comprehensible
visualization in comparison to simple two-dimensional black and white drawings. The
fade out of three-dimensional models o ers an alternative to show therapy exercises on
one's own articulators, which impossibly provides a close view on movement nuances.

From a logopedic point of view, the visualized expiration ows seem to be a good
option to demonstrate di erent articulation intensities in their neness. Not only can
phones be distinguished between their lips position[p] and [p]), but also nasal phones
can be described in such a way. In contrast, the parameters to “freely' move the tongue
are not bene cial in myofunctional therapy; organs behind tongue do not matter if the
tongue is only moved towards the mouth's corners or circularly contacting the lips.

The functionality to input words via microphone was viewed critically: On one hand

it should be clari ed if speech recognition is able to di erentiate between potentially
false and correctly spoken words. If not, the application may recognize vaguely spoken
words or accept words with swapped phones. Also, correct spoken words may not be
recognized at all. On the other hand, this function supports a therapy with morphemes,
gearing to quotidian exercises. The visualization then would be a pro table side e ect.
Referring to this, the timeline for controlling the movements temporally (e.g. reducing
speed) seems to be reasonable.

The use of the proposed application in therapy depends on the severity of the patient's
impairment. The client does not only need to be able to attend the therapy session, but
also to necessitate the visual perception. This is not the case when treating bedridden
patients with neurological disruptions. In treatment of pathological deglutition, the
application assists exercises strengthening the tongue: taking the tongue pose for phone
[K], or practicing the pose of tongue tip for phone[t]. The simulation of deglutition
process brings out wavelike movements of tongue anatomically correct, as the tip
touches at rst hard palate and the tongue body then presses against soft palate,
which is not able to be demonstrated on one's own mouth. This added value of using
computer graphics is described in the following.
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Figure 4.7: Accurately modeled lips provide an di erentiation between (a) phone [p] and

(b) [S]

4.1.6 Conclusion

The therapist con rmed that Tongue S(t)imulator could be supportive as a part of
the therapy lesson and supplementary to the treatment. The animation of phones
and the possibility to fade out model objects for an unrestricted sight on oral cavity
as advantage over a demonstration on their own articulation organs or commonly
used materials. The approach uses anatomical precise models with accurate lip poses
(Figure 4.7). It was con rmed that the lips were modeled in such a way that they
are able to di erentiate visually between bilabial phones like [p] and [b]; especially
the demonstration of the phone[s] needed distinguishable, rounded lips. Kroger et
al. present a distinctive model of oral cavity, however just sagittal view on it. The
approaches of Massaro and Engwall et al. use a three-dimensional model, but do not
image all articulation organs thoroughly, some models are visualized anatomically
approximated.

Restrictions were made in co-articulation. Normally, when speaking a word, a charac-
teristic of a phone in the middle of that word, is already performed in the beginning.
While pronouncing the German word Gliick for example, the lips are already rounded

at initial letter, to be able to form the letter G later on. If our speech recognition
recognized a spoken word and the user decides to play all phones of that word consec-
utively, each phone is pronounced individually. Yet it was not investigated if other
interpolation methods are able to approximate co-articulation, this is part of speech
synthesis. ForBaldi, Massaro uses a weighting function for a speech unit to determine
the in uence of an organ's pose on the pose of a neighboring unit.

The approach o ers a visualization of expiration ows in form of a particle system

during generating a sound. This demonstration received a positive feedback from
speech therapists, although it has not been a primary demand. Adjusting the speed
of an animation as well as timeline control elements have been demands for the nal
application and indeed accepted as advantageous ancillary functions. According to
that, these functions seem to be requisites for the application to control animations
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directly.

Voice output functionality likewise received a positive feedback in the expert interview.

It addresses the patient's auditive perception when initiating a phone within a syllable.
However, the use of such a function needs to be reconsidered, when the therapist
auditions the phone by himself. Then, only the simultaneous three-dimensional
visualization is able to support a syllable training.

Doubts concerning sound input via microphone seem to be justi ed, as the function
depends on the quality of speech recognition. A more re ned software would be
able to analyze spectral frequency ranges of spoken phones or to integrate particular
vocabularies to compare with, but probably would not be able to eliminate interferences
or spoken mistakes. Kroger et al. §0] describe a method where the spectrum of speech
signal is compared to that of the corresponding correct articulation. Engwall et al. use
statistical techniques. Nevertheless, it was no essential requirement in the approach.
It was rather intended to select and play phones of a recognized word and to give the
patient a feedback about his spoken language and a monitoring of his progress.
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4.2 Interaction

The second stage allows not only the tutor but the learner to take in uence on the
visualization which has several additional advantages to merely observation: First, the
learner can perform actions to observe the speci c reaction. By this, he discovers the
relationship between the cause and the e ect. Second, the possibility to take in uence
provides a better focus on the subject since the learner is responsible for the program
to proceed.

Interaction can either be free or guided. Free interaction on the one hand lets the
learner explore the application and lets him focus the detail he is mostly interested
in, but also includes the risk of loosing the focus and skipping important information.
Guided interaction on the other hand allows the tutor to give a sequence in which the
learner is confronted with the context.

Gami cation is a common method for setting tasks in order to reach a specic
goal and is stated to strongly increase the learner's intrinsic motivation. Hence,
gami cation provides low learning resistance and increased learner's durability. Since
the information is not only gathered by the learner but also applied in order to solve
tasks, the training e ect is expected to be more sustainable. In contrast to traditional
games, computer games ensure to keep the rules without the need of a human arbitrator
and to provide a more complex game experience while hiding the deeper inner game
logic.

Additionally, the embodiment theory from the eld of cognitive science states that
cognitive training in combination with body motion has a positive e ect on the learning
quality as the learner connects the body motion and knowledge to an integrated
sustainable experience. If the interaction is not only a single command, but a natural
motion captured by a sensor, a similar advantage is expected in VR: As more degrees
of freedom are enabled, the learner is not just motivated to perform the necessary
action but to interact playfully with the virtual scene.

To investigate how the embodiment theory counts for captured motions that are
transferred into a virtual scene, an interactive mirror with the context of anatomy
lessons was designed and tested. The results were published by Rauwolf and Lochmann
in the IAC-ETelL 2014 proceedings.

The proposed software tracks the user's whole body to control the motions of an
avatar facing the spectator. Inspired by the classic skeleton model widely used in
schools, the avatar reveals its skeleton and organs while miming the user's motions.
After several tests in secondary schools it can be con rmed that the software can be
easily integrated into the existing school environment. It is evaluated by both the
students and the teachers positively. Regardless of whether the students worked with
a motion-based, or conventionally controlled version of the program, they improved
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in an approximately equal signi cant degree. Moreover, the student's motivation
increased by the use of motion-based controls.

4.2.1 Introduction

Recent developments in motion-based input devices, such as the Kinect sensor, o er a
high degree of motivation, hence, they are mainly used in video-game context. This

technique, in which the user applies his body as an input medium, can also be used for
learning software to combine the advantages of e-learning with those of body-related
learning. Various theories, such as the embodiment theory, suggest that this kind of

motion-based learning software is bene cial to the learning process.

4.2.2 Related Work

Only a few commercial products of this type are available, e.g. a cooperation between
Microsoft, National Geographic and the Sesame Street in 2011 that is addressed to
children of primary school age. Blum et al. [L8 developed an Augmented Reality
application for interactive anatomy learning. Therefore, they rendered a CT volume
data-set of a torso and combined the rigid volume visualization with a RGB camera
image of the user. Using the Kinect the overlay was placed in front of the correct
position of the user's body in real time. However, it is barely explored, how this kind
of learning software can be used in schools, how it is evaluated by the students and
teachers and what the advantages are in comparison with conventional educational
software. The study of these questions was the main objective of the research presented
in this paper.

4.2.3 The Approach

In order to investigate this type of motion-based learning software, the application
X-Ray Mirror was developed to enable students to learn about their body's anatomy
by moving their own bodies and performing natural gestures. The software uses the
Kinect to detect the movements of the user and transfers them to a virtual avatar
that reveals its complete skeleton. Since the avatar faces the spectator and mimes
his movements, the impression of a mirror image is created. In contrast to Blum et
al. [18] the anatomic visualization is not taken from a rigid volume data-set but a fully
animated virtual character created by graphic artists. Organs can be displayed inside
the skeleton which have animations that illustrate their functions. For example, the
lungs in ate, the heart beats and the gut contracts in a continuous wave motion. By
this approach the user learns about the functions and processes inside the human body.
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In addition, approaches of learning methods within the application were included as
described in Chapter 4.2.6.

4.2.4 Technical bases

The Kinect is a motion controller that was developed by Microsoft and allows a
user to interact with computer programs or games only by moving his body. The
Kinect consists of a sensor bar and associated software, which processes the incoming
information and in revised form provides. The sensor bar of the Kinect contains a RGB
color camera, an infrared projector and an infrared camera. The infrared projector
emits an infrared pattern whose re ections are received by the infrared camera. By
analyzing the distortion of the pattern, the distance between objects and the sensor
can be determined and combined into a depth image. Using this depth image and a
large amount of reference data the software then determines the pose of the user's
limbs in real time [113. The setup uses a Microsoft Kinect sensor in combination
with a su cient powerful PC. The room is equipped with a large screen, for example

a monitor or video projector that is placed above or below the sensor. At least a
distance of 2.40 between the sensor and the user and enough space to move in front of
the screen are required.

4.2.5 Theory

Several theories indicate that a better learning e ect can be achieved by motion-
controlled learning software. E.g., a direct connection to the student's daily life is
made, which from a constructivistic point of view is one of the foundations for e ective
learning [66]. In addition, the student's motivation is increased, which, according to
Hubwieser §6], produces the willingness to learn and is the basic requirement for any
learning process.

Embodiment theory

The Embodiment theory is a theory from the eld of cognitive science that has
gained increasing importance in recent years. In contrast to most theories it says that
intelligence is only possible in connection with the body. Only by embedding the mind
in the body that is itself embedded in an environment, a person can think intelligently.
The three systems mind, body and environment in uence each other98]. Because
the mind and hence learning are in uenced by the body, higher learning e ects can
be achieved by the inclusion of one's body. A simple example of the relationship
between mind and physical activity provides the notion of closing a drawer. In general,
executing a pulling movement with one arm simultaneously is more di cult than
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executing a pressing or closing movement. This is because that certain learned skills are
directly connected to the body and its movements. In 2010 Fischer et al.39] conducted

a study with children on how much body-movement in uences the understanding of
numerical magnitudes. They had similar objectives to this work and they also justi ed
their success with the Embodiment theory. The experiment was designed as follows:
The children were divided into an Embodiment test group and an on-screen control
group. Both groups got the same task: To compare numbers or sets of points with
each other. The Embodiment group gave their answers by moving on a dancing mat,
while the other group tapped their answers on a screen. It was found that there is
a much higher learning progress within the children of the Embodiment group than
in the control group. Fischer et al. [39] attributed this in part to the relationships of
body and cognitive processes and directed attention to the Embodiment theory. In
summary, the Embodiment theory states that the learning e ect can be increased by
reference to one's own body. This leads to the conclusion that the use of a motion
controls with natural gestures supports learning better than the use of conventional
types of controls.

4.2.6 Methods

Several modes have been integrated into the software to provide various didactic
methods.

Casual Mode

The Casual Mode gives the learner the possibility to freely explore the body. By
pointing at buttons on the screen, he can choose which organs are shown and which
are hidden in his mirror image. Since there is no test or competition in this mode, the
learner has the time to carefully watch the animations showing the several processes
inside the human body like the process of digestion or blood circulation. With the
help of a virtual magnifying glass he can zoom into the body to watch certain parts in
detail (Figure 4.8).

Organ Pointing Mode

In this mode all the organs of the avatar are hidden. The name of a random organ
is blended in. The learner then is asked to determine the position of this organs by
pointing at his own body with the right hand. With the left hand he con rms the
position by pointing at the corresponding button. This mode is the most central one
to investigate, since the user learns about anatomy with his own body as a reference
(Figure 4.9). After each task the actual position of the organ appears in the skeleton
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Figure 4.8: A screenshot of the avatar in the Casual Mode.

and the distance between his pointing location and the correct location is computed. A
gami cation approach was implemented by integrating a score count that rewards the
player with more points with a more precise answer (i.e. a smaller pointing distance
to the correct location).

Book Mode

The Book Mode is primarily intended to impart deepening knowledge. Therefore, a
book-page showing text and images is placed next to the avatar. With a swipe gesture
the user can scroll backwards and forwards. To choose the desired topic, he can browse
the content via pointing at chapter tabs.

Knowledge Test Mode

In this mode the learner is asked a question about the topics he learned about in the
Book Mode. He then has to choose between four possible answers by pointing at the
text box containing the correct one.

4.2.7 User Study

The software was evaluated at four high schools in ve school classes. Among them
there were one fth grade (age 9 11 years), two ninth grades (age 13 15 years) and
two tenth grades (age 14 18 years). In total, 127 students (63 girls and 64 boys)
participated in the study. The tests were conducted in the habitual classroom and
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Figure 4.9: A screenshot of the Organ Pointing Mode. The learner's hand is currently
pointing at the correct position (highlighted in green), hence he receives 30
points.

took 45 minutes divided into three sections. First, the students did the reference
pre-test to determine their foreknowledge. In the test the position of organs had to be
marked within a graphic showing a skeleton, which looks similar to the one used in
the application. The test was set up as a neutral pen and paper test to avoid possible
in uences of the software. Like in the Organ Pointing Mode the distance between
the marked and the correct location serves as a measure for the student's knowledge.
Second, they used the application. To measure the e ect of motion controls in this
scenario, the application was modi ed to be controlled with conventional mouse input
as the only di erence. Students were randomly assigned to a group which used the
Mouse-version (Figure 4.10(b)) or Kinect-version (Figure 4.10(a)) of the application.
In total 24 students attended the Kinect group, while the mouse groups consisted of
103 students. All students had been commissioned to practice the Organ Pointing
Mode exactly once.

In the nal phase, all students worked on a post-test which was the same reference test
as the pre-test. Hence, the application could be investigated how much the students
have improved by their usage. The previous knowledge of the students did not play a
role, since only the improvement was measured in comparison to their pre-test results.
In addition, the students received a questionnaire to Il in on the experience with the
software.
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(@) (b)

Figure 4.10: (b) Students using the mouse version. (b) A student using the Kinect version
on a projector. The sensor bar is xed on a tripod.

4.2.8 Findings

The reference tests were conducted with a 22 analysis of variance (ANOVA). The
group (Kinect, or mouse control) was set as the between-subjects factor and the
time of measurement (pre- or post-test) was set as the within-subject factor. The
gures showed that there was a signi cant improvement in accuracy between the pre-
and post-test in both groups (Kinect and mouse controls): main e ect of time of
measurement: F (1,124) = 111.93 p <.001 Also the link between the type of controls
and the learning e ect was examined. No statistically signi cant di erence between
the learning e ects in the two groups could be identi ed. The expected advantage of
the Kinect group compared to the mouse group could not be detected: interaction
measurement time * group: F (1,124) = 0.099 p>.75

4.2.9 Analysis of the questionnaires

A t-test with independent samples was conducted to examine whether the students in
the Kinect group evaluate the program and its controls better than students in the
mouse group. To simplify the comparison, the questions relating to the controls or
the overall experience have each been summarized to their averages shown in the left
diagram of Figure 4. The evaluation of both criteria was generally very positive. In
the evaluation of the overall experience the software was slightly better rated by the
Kinect group than by the mouse group. The average of the Kinect group was M =
4.53 (SD = 0.48), while the mean of the mouse group was at M = 4.31 (SD = 0.61).
The di erence, however, was not statistically signi cant: t (125) = 1.66, p = .10. In
contrast the controls method itself was rated signi cantly better by the Kinect group
than by the mouse group: t (125) = 2.85, p = .005.
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4.2.10 Impact of the motion control on the learning e ect

The reference test was used to measure the learning e ect depending on the control
method. In the evaluation of these tests a statistically signi cant improvement in
accuracy of all students was detected. The improvements of the students from the
Kinect group were slightly better than the improvements of the students from the
mouse group, although the di erence was not statistically signi cant. In contrast to
the theory clear advantages of the motion control compared to the mouse control could
not be found within a test scenario that lasts 45 minutes. This could be due to several
factors and is not a proof that the motion control compared to conventional control
has no advantages for the learning success. Since the students in the Kinect group
have learned about their own bodies by using their own bodies, the presumption can
be established that the motion control leads to more sustainable learning results than
by conventional input devices. In order to obtain clarity about these assumptions,
further studies should be carried out taking the long term aspect into account.

4.2.11 Opinions of students and teachers

The evaluation of the questionnaires and classroom observations revealed that the
general program was well received by almost all of the students. The overall experience
with the application was rated slightly better by the Kinect group, although this

di erence to the mouse group was not statistically signi cant. The statement | got
along well referring to the controls was rated worse by Kinect group than by the
mouse group. In an interview the students explained that their motion controls felt
to be partially inaccurate or too slow. This could be enhanced by the fact that most
of the students used that kind of controls for the rst time and had to get used to

it. This conclusion is supported by the observation that the answering speed of most
students increased over time. Despite of the criticism of the inaccuracy, the motion
controls were rated signi cantly better than the mouse controls within answers that
directly refer to the student's emotions. Better values within the formulations | had
fun using it and My controls were better than the others lead to the assumption
of an increased motivation caused by the motion controls. In the course of the test
series the teachers were interviewed after the lessons. They mentioned the bene ts
of the concept as the software did help the students establishing a relationship of
the learned content to their own bodies which is more di cult to achieve with other
non-interactive media like illustrations in books or educational movies. Also, the
visualization of the animation sequences that show processes inside the body were an
added value compared to a conventional skeleton model. Furthermore, the teachers
gave positive feedback regarding the external conditions of the Kinect. The teachers
were particularly surprised about the low price and the rapid construction, since the
test setup could be accomplished in all schools within ve minutes.
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4.2.12 Conclusions and Implications

A motion-controlled education software has been planned and implemented and was
evaluated as bene cial to both, students and teachers. Based on the program, it was
investigated how far motion-based learning software is suitable for school usage and
whether it in uences the learning e ect. It was shown that students have expanded
their knowledge by the use of our educational software to a large extent, although this
improvement does not signi cantly depend on the input method. Its great advantage
lies in the motivation of the students while o ering a natural connection between the
learner, the computer visualization and the learning content.
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4.3 Collaboration

The third stage of VR training is the inclusion of a multi-user experience. The virtual
environment can be explored by multiple learners at the same time. Communication
is provided verbally via text or voice chat as well as non verbally using gestures via
an avatar. Gami cation motivates multiple learners to achieve a common objective
so that one learner is not just responsible for his own but also for his team mate's
progress.

In a collaborative setting not just taking but also sharing knowledge is postulated.
Hence, multiple forms of knowledge consolidation are covered since not only the
application, but also the verbalization of the study matter is required to reach the
goal. To avoid one player to solve all tasks on his own while taking all obligations
from other players, speci c roles and areas of competence can be distributed. From a
tutor's point of view, this requires an elaborate task design.

One solution to ease the design process was published in the proceedings of ECGBL
2015 and IJGBL Volume 6 by Lochmann, Reitz, Hunz, Sohny and Schmidt.

In the paper, a novel way of oral language training is presented: A generic 3D
Cooperative virtual reality game that focuses on information gaps between two players
of di erent countries. Therefore, an exchange of information becomes necessary in
order to complete the tasks at hand. The game extensible by adding further subjects
of learning in the form of items and objects, depending on the needs of the learners
and teachers. In the paper, the possibility of incorporating a curriculum into the
virtual reality game is demonstrated by instancing the required content obtained
by the GESE Trinity Exam, a widely recognized test at international schools and
universities. The communication between pairs out of 26 participants with di erent
mother tongues were empirically analyzed and their linguistic output was found to
meet the requirements to consolidate the player's communication skills in terms of
complexity and quantity.

4.3.1 Introduction

Speaking practice is an important aspect of foreign language learning. In school, lan-
guage learners are not able to practice their communicative competence satisfactorily:
according to a study conducted by the German Institute for International Educational
Research in 2006, a usual lesson is too short for every learner to practice speaking
su ciently. Although the language classroom utilizes a variety of di erent methods,

it is still very limited in its possibilities of promoting authentic communication skills

as the situation as such is not authentic: the students' ambition to speak English
is motivated extrinsically. This problem can be solved within VR, which simulates
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real life situations to create an authentic language training environment. This is
useful especially when external factors do not allow an appropriate covering of the
topic. Here, avatars help to overcome the di erences of time and location. Lin et
al. [63] pointed out that there is a need to focus more on any creative task design and
innovative language teaching formats in such environments (e.g. [...] information
gap [...])- Concentrating on this particular call, it was investigated how to induce a
VR setting with information gaps, a sophisticated, communication invoking method.
To elicit this intrinsic language usage, every day life situations need to be simulated.
Furthermore, these situations are improved as they provide a safe environment where
learners are allowed to make mistakes without losing their faces. They can train
their speaking skills in these situations and gain the con dence they need in order to
communicate successfully in the real world.

The central contribution is to answer the question if intrinsically evoked language
within a VR can correlate with the language requirements of a given curriculum and if
this method is consequently suitable for authentic language acquisition and training.

Therefore, a game design template is proposed that creates a high density of information
gaps in a virtual environment and describes the generic game design with focus on
the communicative output. By adding parts of the GESE curriculum [10], created to
test the learners' speaking and listening skills, the language training game Haunted
was implemented. It promotes language learning and practice due to the necessity
of communication intrinsically evoked by information gaps in order to succeed. The
intrinsic language usage is increased by simulating everyday life situations without the
threat of losing their faces during language practice.

This chapter is structured as follows: rstly, a short overview is given over the bene t
of computer games for the purpose of learning and training a Lingua Franca, especially
concerning the added value of a VR and the possibility to simulate a real life setting.
From that argumentation a design template is derived which is exemplary instantiated
in Chapter 4.3.7 by introducing the game Haunted that re ects the content of the GESE
curriculum. The intrinsically motivated communicative output and its qualitative
and quantitative linguistic outcome observed among 26 test persons is described in
Chapter 4.3.8 and 4.3.9. In Chapter 4.3.10, ndings are discussed with respect to
the solution's chances and challenges and the suitability for its usage within English
lessons.

4.3.2 Related work

The empirical studies by Lin et al. [63] show that Second Life was the most used
virtual reality technology for language learning. A collaborative virtual environment
for situated language learning using VEC3D [93] is one example for developing a
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language learning game in a goal based scenario. Their ethnographic study reveals
that the proposed application promoted positive student attitude and interactive
learning experiences. Chen et al.Z3] did a survey among pre-service teachers of a
computer-assisted language learning course by letting students play an adventure game
containing the exploration of a 3D environment. The teachers showed very positive
attitudes towards the video game, observing that video games can be very useful
for vocabulary, listening and reading skills, and the enhancement of students' logical
thinking and reasoning abilities. However, the teachers analyzed that the game is
limited in promoting speaking and writing skills within a virtual 3D world.

4.3.3 Theoretical framework

Many language researchers, including Blake, Hall, Byran and Hu, agree with Michael
Evans claiming that language teaching and learning, at all levels, can bene t from
the mediation of technology [38]. It is their overall viewpoint that new technologies
are of vital importance for the EFL classroom. Studies in England from Vanessa
Pittard et al. [ 80] found a connection between the use of technology in classroom
and students' motivation, although neither VR nor any other electronic devices can
replace the teacher. Rather, a hybrid learning format could enhance language learning
if used appropriately. The Task-Based Language Learning (TBLL) approach can
be changed according to the need of the learner and the curriculum. By language
acquisition through meaningful content, both learning and training becomes more
e ective: Students retain knowledge from the game longer than by nishing exercises,
the motivation of completing a game and cooperating with real natives or foreigners
promotes both learning and memorizing #5]. Furthermore, di erent language skills
can be promoted by making use of several bene cial aspects of the Computer-Assisted
Language Learning (CALL) approach and Communicative Language Teaching (CLT).
CLT is vital for each language learning environment, as it focuses on the meaning
potential of language, i.e. in language use, and it stresses the social aspects of that
context [73]. Language learning is most successful in communication as the learner
has to combine language skills. However, many learners do not seize the chance of
practicing in the language classroom due to time reasons or introversion, which results
in their remaining silent. Therefore, a neutral and private learning atmosphere should
be created according to the learners' needs.

4.3.4 Added value using VR for language learning

VR environments are experimental and intuitive. It is a shared information context
that o ers a unique interactivity and can be con gured for individual learning and
performance styles [20]. Since VR is a simulation, it provides a safe environment where



4.3. Collaboration 95

learners are allowed to make mistakes without losing their faces. This encouragement of
authentic language usage enables students to leave their comfort zone and is therefore
considered good preparation for real-world experiencesl(g. A VR can depict a
realistic world with visual and aural representation of everyday life: persons, objects
and weather can follow the same rules as in real life. Unlike common learning material,
the VR learning environment is a context that includes the multiple nature of human
intelligence: verbal/linguistic, logical/mathematical, auditory, spatial, kinesthetic,
interpersonal and intrapersonal [20], making the learner forget that this is still a
learning environment, which is why the language output is motivated intrinsically. This
factor is of vital importance when it comes to conceptualizing tasks due to the fact that
syllogisms solving the tasks and leading to further action planning do not necessarily
have to be part of the de ned and limited rules of the game. These principles of life
consequently o er numerous opportunities of action and complex characteristics of
objects without the necessity of any kinds of explanation. The embodiment within VR
additionally seems to promote a natural learning process: If | grab, hold and possess
an object, | am more likely to imprint this than by simply looking at a picture of
the corresponding object. The same goes for language competences: by navigating
someone through VR, someone is much more likely to train his navigation skills than by
the mere description on worksheets. Furthermore, the coherence within a collaborative
VR is given much more than in other learning environments with ctional content:
due to the fact that both players are set in the exact same world, misunderstandings
occur rarely. However, while realism should predominate in VR, the creative process
of designing a game demands speci ¢ rules which di er from reality and need to be
explained to the players.

4.3.5 A template for generating information gaps

A mere replication of reality does not serve methodological advantage compared to

a real environment as domain of speech, as no further stimuli to speak are evoked.
It is therefore essential to include an aim and the necessity to cooperate with a

communication partner, which motivates language usage. This can be achieved by
creating tasks whose solution requires cooperation based on information gaps: One
language partner has knowledge of certain aspects which the other one has not, but
which he needs in order to solve the task.

Generalizing the rules of the game simpli es ful lling existing requirements in terms
of content. Information gaps can be generated according to the following scheme: One
part of the required information is presented to player B, keeping it invisible to player
A. But partner A is the only one who is able to perform this certain action in order to
receive the second part of the information. Accordingly, player B has to communicate
his information so that A is able to act according to this input and thereby unlocks
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Figure 4.12:  The novel design template for a collaborative two player game aims at a high
density of information gaps.

the next task. Now player A is able to perceive a certain information which is relevant
for an action only player B is able to perform. Consequently, the game cannot be won
without communication and cooperative acting.

4.3.6 Application of the template

The Trinity College London is a fully accredited international exam board. The
GESE provides a curriculum, based on the Common European Framework, decisive
for the curricula of most European schools. GESEs are oral one-to-one, face-to-face
interviews that test the English speaking and listening skills of people whose rst
language is not English. They focus on building motivation and con dence in using
English [...]. [10]. The exam's requirements are summarized as follows: Language
Functions, Grammar, Lexis and Phonology. The proposed training game is suitable
for basic language users, covering fundamental language functions, henceforth noted
as Language Requirement 1 (LR1), such as giving simple directions and locations,
indicating the position of people and objects, describing people, animals, objects and
places and stating simple facts. The grammatical language requirements (LR2) include
can't and can, prepositions of movement, place and time, link words, determiners,
present simple tense and questions. The lexis in the game covers rooms in the house,
household objects, pets, cardinal numbers and weather (LR3). It is important to
acknowledge this game as a training for the GESE. New vocabulary, phrases or
grammar are not intended to be acquired while playing.

This game serves as the third stage of three overall training levels: rstly, students
train individually, fostering their knowledge on the corresponding language elds. In
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Figure 4.13: A map of the house with named rooms.

the second stage, they play competitively. The game is the third stage which is a
collaborative level, enabling the learners to train the language elds of the rst two
stages within communications and thus promoting communicative competence.

4.3.7 Game design

The training game Haunted is designed for two players having to communicate in
order to win it. It is embedded in a scenario which is explained and depicted in an
introductory video, combined with a tutorial sequence: Jimmy forgot to lock the front
door, which is why many strangers, implemented as non-player characters (NPCs),
squat the mansion. Jimmy's ancestor appears as a ghost who is able to banish all the
strangers if some magic items are collected.

The estate consists of a garden and a mansion composed of two oors (Figure 4.13),
each of them has 8 named rooms (e.g. bathroom: R17). They are furnished with
common housing objects like cutlery in the kitchen, towels in the bathroom, etc. to
support the logical transaction, vocabulary acquisition and to help the players to
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Figure 4.14:  Concretization of the abstract template for the game Haunted.

orientate themselves (LR1, 2, 3). Since Haunted is based on the template from 3.2, the
two players are lacking essential information they need to complete a task (Figure 4.14).
One player, representing the human, can interact with the environment and pick up
objects (Figure 4.15). Contrastingly, the player representing the ghost is not able
to move objects. Nevertheless, he knows which items have to be found to win. For
orientation both players can look at a map of the mansion.

In some rooms these items are guarded by an NPC, who has to be scared away by the
ghost in order to let the human pick them up. However, there are always a couple
of NPCs staying inside the room where a desired item is placed. These NPCs look
randomly di erent, namely in terms of the color of their clothes, their eye color, their
skin color and the shape of their faces. Since only the human player perceives a
close-up picture of the one guard among all NPCs, he has to describe the correct
NPC's appearance (LR1) to let the ghost do his work, which requires only one more
thing: a scary atmosphere. The ghost can read all the NPC's individual fears, depicted
above their heads (Figure 4.16). If the ghost describes the fears of the correct guarding
NPC (LR2,3), the human can arrange that NPC's scary atmosphere consisting of
certain items and/or a speci ¢ weather condition (Figure 4.17), which can be changed
by the human by clicking on a magic picture (LR3). Since droll fears can be irrational,
the requirements can be generically replaced by any conditions and objects, like even
a fork, sunshine or a model car. This enables the game to cover a large amount of
elds of words without the need of further implementation. Also, via nesting the tasks,
the game can become arbitrarily complex and time-consuming by letting a scary item
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Figure 4.15:

The human's view as he holds an apple. The kitchen is stu ed with typical
objects.

Figure 4.16: The ghost's view as he reads the fears of the NPCs.
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Figure 4.17:  Two di erent weather conditions.

Figure 4.18: A participant of the user study.
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for one NPC be guarded by another NPC. The algorithm that shu es the NPCs
and fears ensures that the game remains solvable and does not exceed a maximum
complexity. Due to the proposed generic concept, the game content can be expanded
by placing further objects into the house or add further characteristics to the NPCs.

Haunted was developed by using Unreal Engine 4 which enables realistic graphics, a
physical interaction, computer-controlled NPCs and extensible content. Also, func-
tionality to use head mounted displays and motion controls were integrated. Both
were successfully tested with Haunted to enhance the immersion. To simplify testing,
however, such devices were not used within the evaluation process due to the in uence
of unusual input devices.

4.3.8 Evaluation design

An evaluation setup was designed in which the players have to collect three xed
winning items from the pool of selected vocabulary. To guarantee an undisturbed and
quiet test environment, the players were observed in an evaluation laboratory from a
hidden spectator's view. The evaluation was conducted with 26 participants (7 female,
19 male) in total, who were between 12 and 34 years old (mean = 23.64, SD = 4.70).
The participants were shu ed within the two player groups in a way that most of the
time both players did not share the same mother tongue, which required using English
as Lingua Franca to communicate. Within all participants, the self-estimated English
knowledge had a medium value of 4.48 (SD = 1.16). Here, a score on the Likert scale
of 1 means little English knowledge and 7 refers to mother tongue.

The evaluation was divided into three phases: introduction, observation & motivation
measurement, and feedback. Within the introduction phase, the participants were
distributed to the two computers. After that, the rst part of a questionnaire was lled

in which includes some preliminary questions. It is worth mentioning that the game
was played at normal pace. i.e., there was no instruction given like collecting all winning
items as fast as possible. After the ful llment of the rst questionnaire, an introduction
video was shown to familiarize the participants with all features and the gameplay
mechanics of the game. Subsequently to the introduction phase, the participants played
the game to nd all three winning items. As soon as the participants collected the rst
winning item, a gquestionnaire to assess current motivation in learning situations was
conducted. The Questionnaire on Current Motivation (QCM) Rheinberg et al. [85] use
items to measure four motivational factors: anxiety, probability of success, interest,
and challenge. Thereafter the game was continued normally. As soon as the goal of
the game was reached, the participants completed the questionnaire in the feedback
phase with some additional questions and qualitative feedback.
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4.3.9 Evaluation and results

During the evaluation, measurements for the players' satisfaction were gathered and
general questions were asked through the questionnaire. Each question was answered
on a visual analogue scaledl], which ranges from strongly disagree to strongly agree.
However, the obtained values were translated to a standard Likert scale for reasons of
comparability and presentation where 1 means predominantly disagree and 7 refers to
predominantly agree. Furthermore, the current motivation of the players was measured,
after they collected the rst winning item, using the QCM with the same standard
Likert scale. Subsequently to all questions, the players were asked for games with
less, equal, or more communication demand than in Haunted and were asked for free
comments and suggestions regarding the game. In addition to these measurements, all
conversations within the game were transcribed and the speech was categorized.

Attitude towards the game

The results from the QCM were analyzed by using a con rmatory factorial analysis
to see if the four dimensions created by Rheinberg et al.8f] could be reproduced,
namely: probability of success (e.g. | think everybody can manage this task), interest
(e.g. | don't need any rewards for tasks like this to have fun), challenge (e.g. |
am very eager to see how I'll manage this task, and anxiety (e.g. | am afraid of
making a fool of myself ). Thereby, some items were removed because they loaded on
other factors, leading to a total of 11 items. The four components hold an eigenvalue
greater than one and all together they accounted for 73.59% of the variance. The
factor loading of the remaining items varied from 0.50 to 0.85. Cronbach's alpha for
the components were 0.76, 0.65, 0.73, and 0.65. As seen in gure 7, the participants,
except one outlier, estimated their probability of success being good, as the high mean
Likert-score of 5.9 (SD = 0.84) implies. Furthermore, they feel the challenge being
highly enthusiastic, as depicted in the high mean Likert-score of 5.02 (SD = 1.14).
Due to the fact that, according to Sprenger, motivation is generated by a challenge
and a realistic probability of success 9§7], the game can be classi ed as motivating.
Theorists such as Krapp et al. p9] and Schiefele et al. 9] claim that voluntariness
of task solving occurs corresponding to the interest. The high mean Likert-score of
5.1 (SD = 1.03) shows that the participants are interested in playing Haunted. Even
though the participants used English as Lingua Franca, the low mean Likert-score of
3.3 (SD = 1.53) shows that they were not too anxious about playing the game while
communicating in a Lingua Franca. This evaluation proved that playing Haunted is
both motivating and interesting for language learners. Consequently, the game can be
assumed to contribute to a comfortable learning atmosphere.

In addition to the QCM, the questionnaire from the evaluation feedback phase revealed
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additional information of the participants' opinions and feelings about the game. For
instance, the high Likert-score of 6.44, SD = 0.82 of the questionduring the game,
| communicated a lot with the other player and the low Likert-score of 1.36, SD =
2.66 of the question we could have solved the game without communicationshows
that Haunted stimulates communication between the players. Furthermore, the game
was neither too easy nor too di cult as a Likert-score of 4 implies. Beyond this, a
strong, signi cant correlation (r = 0.702, p = 0.000) between the question the game
was intuitive (Mean = 5.52, SD = 2.51) and the question the game can motivate
language learning (Mean = 5.64, SD = 1.40) could be detected. However, the high
standard deviation of the game was intuitive shows potential for improvement. One
option could be to enhance the VR controls of Haunted appropriately.

Complementary, another strong, signi cant correlation (r = 0.585, p = 0.002) was

found between the questionthe game was entertaining (Mean = 5.96, SD = 1.12)
and the question the game can motivate language learning. In the case of Haunted,
both correlations can indicate that the entertaining and intuitive gameplay motivated

the participants for language learning.

Overall, the players were observed to be ambitious to win the game. In the most cases
insecurities on how to solve the task at hand (e.g. searching for an item which was
contrary to expectations hidden in the garden instead of inside the house) lead to
communication and planning among the players instead of frustration and isolation.

Rather, the players were observed to be more satis ed by solving the harder tasks
that were often accompanied with cheering and paying compliments.

Communication quantity

In average, the participants' speech consisted of 730.22 words (SD = 261.00) within
a mean playing time of 24.61 minutes. Three di erent phases of gameplay were
categorized, the rst being Orientation , with an amount of speech of 13,08% (SD =
5,1%). Here, the players orientate themselves and nd each other in the game. Giving
short instructions or asking short questions like let's go on or where are you? also
counts as this phase. The next one, calledPlanning , has an amount of speech of
37,85% (SD = 9,3%) and includes transfer of knowledge, as well as organizing the
next steps. These are put into action during the Execution phase, which contains
49,06% of speech (SD = 9,4%). This phase also includes reading out the NPCs' fears,
giving orders and commenting while solving a task. It is vital to keep the Orientation
phase as brief and comprehensible as possible, as tHélanning and Execution
phases contain most of the talking and provide a su cient amount of information gaps
as stimuli for communication and motivation.



104 4. Training applications

Language quality

Haunted animated the participants to explain unknown words by paraphrasing the
corresponding word (Towel. You know, to dry yourself after your bath ) or by
referring to word elds (e.g. cutlery: Fork like spoon? ). Explaining unknown words
is of high importance in language learning. These quotations show that Haunted is
not only a training game, but also contains features of a learning game.

The GESE Trinity Exam's requirements were intrinsically motivated throughout the
whole game. Language functions (LR1) such as giving locations %0 we have four
rooms on the left on the bottom oor ), indicating positions (| am in the lower
bathroom! ), describing, such as for instance, animals A turtle is in the water ) and
people (He is the one with the big nose) and stating simple facts (In order to pick up
the fork | need to scare another person) occurred frequently and correctly. Concerning
the lexis (LR2), many word elds are covered and often used appropriately in the
game, for example rooms in the house $o, it should be best to go into a bathroom to
look for soap. ), household objects (So, it's a cattle, a black cattle. And it's gonna
be in the kitchen, too.), pets ( But if | were a tortoise | wouldn't be outside [by this
weather]. ), weather ([...]we need rain. ) and cardinal numbers (Bathroom...17
and 18.).

While some grammatical structures (LR3) were produced correctly, namely asking
questions (So, where are you? Upstairs ), using can & can't (| can't open
doors.) and prepositions of movement ( Turn around, I'm here , let's go downstairs.),
the grammatical output of others needs correction (Did you saw the trousers? ) in
order to improve these skills. Furthermore, some mistakes in pronunciation a ected
not only the course of the game (bathroom was misunderstood for bedroom ), but
also caused the other player to imitate wrong pronunciation.

4.3.10 Conclusion and future work

In conclusion, Haunted serves as a bene cial language acquisition game for training
communicative skills, intrinsically motivating these GESE language requirements,
which occur frequently and were produced correctly.

However, it requires improvement in terms of correction of the made mistakes in
grammar and pronunciation. Concerning the latter, playing Haunted with a native
could motivate the non-native to imitate the correct pronunciation or be corrected by
the native. Alternatively, an enhanced language recognition system is desirable. This
would improve the implementation of pronunciation as a GESE requirement and thus
promote the game's appropriateness for language learners. Additionally, the game
could be integrated in the language classroom, for example by having the learners
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analyze and re ect the transcripts of their latest game in group work. As Haunted
is only the third of three levels of language learning, the conceptualization of the
remaining two levels would be ideal in order to complete the project. Furthermore, it
would enable learners to train their skills su ciently in VR. The evaluation has shown
that the proposed application serves as an interesting, motivating 3D Cooperative
VR Game, where learners can become con dent in EFL by solving creative tasks in a
comfortable atmosphere using English as Lingua Franca intrinsically. Haunted thus
supports the common language learning due to numerous didactic chances for teaching
in or through VR. The proposed game design template can be adapted depending on
the need of learners and teachers. It includes a high density of information gaps in a
cooperative virtual environment and thus enhances authentic language usage, as well
as communicative, listening, speaking and reading skills. Consequently, playing the
game compensates the lacking practice time in the common language classroom.

Furthermore, the concept creates the necessity for the learners to leave their comfort
zone in order to progress in the game by expressing themselves and communicating,
as they cannot wait for other learners to answer for them. Nevertheless, they do
not have to cope with the anxiety of losing their faces, which students usually do in
real life situations. Rather, with this game, they can train their speaking skills in
the safe environments of a VR and thus establish the con dence they need in order
to communicate successfully in the real world. Additionally, it was shown that the
gameplay should focus on the phase®lanning and Execution , as they take over
most of the communication.

In conclusion, it can be con rmed that the generic template is suitable for a game
design covering the topic of language acquisition based on the requirements of a given
curriculum.
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5 Conclusion

5.1 Summary

Our visual perception is the most comprehensive connection between our surrounding
environment and our own consciousness. The authenticity of replacing our eld of
view to an alternative, virtual reality, depends on several technical limitations. One
of the most critical boundaries is the image latency the time it takes from the
user's command or captured motion to render and display the corresponding image.
In particular that is the case when using a HMD and the head is tracked to control
the view direction. By reprojection, this limitation can be removed with a subsequent
correction of the camera view. This can be done in a post render pass with an
independent refresh rate. In a remote rendering setup the workload can be distributed
to a client and a server PC. Furthermore, the same algorithms can be applied to
e ciently generate visual e ects to further enhance visual quality like depth of eld or
stereo vision. Since the common methods su er from false results for special material
properties like transparency or re ections, the naive warping algorithm for di use
reprojection has to be expanded. The thesis at hand contributes to this speci c goal
and suggests two novel approaches using a more detailed, layered image representation
than the mere output color. As a result, warped motions of specular surfaces become
more uent and more realistic Yet, there occur noticeable artifacts within unde ned
regions, which can be lled with surrounding color information via hierarchical hole
lling and become inconspicuous for the most common use cases.

One use case for real-time computer graphics is the application on interactive media
and games in particular. Beside the mere entertainment value, these media give
the user the chance to train his real world competences as long as the simulation is
adaptable to a real world problem. This thesis gives three examples from various
disciplines how virtual reality can provide a suitable virtual training environment.
The three example applications represent three stages of training quality:observation
interaction and collaboration. User studies gave an insight into the added value of
the used technology. The following listing will summarize the core bene ts that were
con rmed by the presented user studies and the limitations of an interactive virtual
reality as a training media:



108 5. Conclusion

Bene ts

1. Exploration can be facilitated by animations and annotations as well as visualiza-
tion techniques to emphasize the impression e.g. via non-photorealistic rendering
methods or explosion views. Tutors value the ability to interactively customize
the visualization to the learner's needs.

2. In contrast to the static media, an interactive virtual environment reacts to the
learners actions and questions. Users appreciate the possibility to freely explore
the object at hand.

3. By gami cation and adding challenges the learners are intrinsically motivated
to spend more time with the training subject and evoke an ambitious attitude
towards training goals. The learners were observed to rarely loose their focus on
the subject.

4. The learners could train their knowledge without fear of mistakes. All participants
could be observed to quickly come out of their shells when using the proposed
applications.

5. To generate an adequate training environment, dependence on time and space is
often a problem which can be solved by simulating the place to a speci c time
that ts best to the learning subject. In this thesis, three existing curricula were
successfully transferred into virtual reality.

6. In a shared virtual reality users from di erent places are not required to meet
in person. Still, a high degree of communication and cooperation among the
collaborators could be observed.

Limitations

1. From the experiments conducted in the course of this thesis, training quality
cannot stated to be more e cient compared to traditional training media. Long-
term studies should be conducted to compare sustainability of the success of
training applications in VR.

2. The increasing motivation that was observed has to be considered with caution.
Still the appeal of a novelty might have a positive in uence on the participant's
attitude towards the software. Again, a long term-study should provide clarity.

5.2 Outlook

Looking ahead, interactive VR applications streamed from a server might become
possible in the future. Computation power as well as VR content could be centralized
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to a powerful remote rendering server while the graphics are streamed to the user's
mobile devices or directly to the embedded systems of their VR goggles. Also multi-
user interaction could prot from a centralized server, as the synchronization between
multiple simulation units distributed over multiple clients is not longer required.
Massive multiplayer scenarios with a high visual quality and accurate dynamic behavior
could be implemented to provide a high grade of immersion and authentic experiences.
Image reprojection might play an important role in this scenario to break the limits of
latency of a remote virtual reality service.

However, several visual e ects exist, for which no reprojection method was developed
yet. E.g. glossy materials cannot be represented by a binary ray tree but would require
a k-dimensional tree of all ray indirections to sample the BSDF su ciently. This
would lead to a large amount of data to be transferred and an individual warping step
for each indirection. A sparse representation of various layers per frame could lead to
a more promising approach. Therefore, an adaptive server thread could optimize the
assembling of the transferred information, leading to the best warping result on the
client side. Furthermore, combining volume reprojection and specular reprojection to
support view-dependent surface e ects within a volume would be an exciting research
topic. Volume reprojection itself could be extended by shifting the evaluation of the
light scattering function to the client side in order to support view-depending emission.
However, a trade-o between computation power and visual correctness has to be
heeded with respect to real-time applications.

There is also a demand for more robust hole- lling methods. As disocclusions lead to
unde ned regions and current push pull algorithms cause ickering when used with
animated sequences, more details on the unde ned areas have to be gathered. Cached
information from previous frames could be used to perform hole- lling in the space
and time domain. Also a probabilistic method for streaming eventually disclosed areas
in conformity with an estimated user interaction could produce more satisfactory
results.

In order to provide the best possible VR experience, not only the head pose but the
user's whole body can be captured. Latency not only occurs to the view, but also to
the user's limb movements and equally to dynamic objects moved by the user. Hence,
a client side segmentation and reprojection with individual transformation matrices for
di erent areas is required. A user study should obtain information on the authenticity
of this approach. Furthermore, to answer the open questions regarding learning and
training e ciency which have not been answered in this thesis, long-term studies with
a larger test group and a more comprehensive inspection from the eld of education
science or psychology should be conducted.

With its increasing ease-of-us and growing authenticity, the added value of VR training
applications may become more attractive to several elds of study. It will be exciting
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to see upcoming creative approaches completely novel ones or ones inspired by
publications within this thesis.
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