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Abstract
In this paper we consider regression problems subject to noise in the operator or
design matrix. This characterization appropriately models many physical phenomena
with uncertainty in the regressors. Although the problem has been studied extensively
for ordinary/total least squares, and via models that implicitly or explicitly assume
Gaussianity, less attention has been paid to improving estimation for regression prob-
lems under general independent component-wise uncertainty in the design matrix.
To address difficulties encountered when dealing with distributions of sums of ran-
dom variables, we rely on the saddle point method to estimate densities and form an
approximate log-likelihood to maximize.We show that the proposedmethod performs
favorably against other classical methods.

Keywords Least squares approximation · Quantization error · Maximum likelihood
estimation · Saddle point approximation · Total least squares · Design matrix
uncertainty · Operator uncertainty

Mathematics Subject Classification 62F10 · 65K05

1 Introduction

We consider the linear regression problem subject to uncertainty in the operator or
data/design matrix given by the generative model

y = Gx + η, (1)

where G ∈ R
m×n and η ∈ R

m are random variables with independent components,
and x ∈ R

n is a fixed but unknown parameter vector. Typical causes of operator
uncertainty are sampling error, measurement error, human error, modeling error, or

B Richard J. Clancy
richard.clancy@colorado.edu

1 Department of Applied Mathematics, University of Colorado at Boulder, Boulder, USA

123

http://crossmark.crossref.org/dialog/?doi=10.1007/s12532-024-00268-6&domain=pdf
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rounding error. Our focus is on the over-determined case when m > n. We assume
distributional knowledge of both G and η. Our goal is to recover an estimate for x
given observations of y using a maximum likelihood estimation (MLE) framework.
Specifically, while y is observed, G is not directly observed yet an inaccurate version
H is, from which one deduces distributional information on G as will be made clear
in the examples below.

We have several motivating examples in mind. The first involves quantization error
where design matrix elements are rounded to a (known) fixed decimal place. Such
instances naturally arise during digitization and can be modeled as Berkson error.
Another typical case is for surveys or ratings where subjects answer questions on a
Likert scale to estimate a response variable, e.g., suitability of an applicant for a par-
ticular job. A continuum of preferences are forced to take integer values. Furthermore,
survey responses are subjective in nature introducing more uncertainty. Under certain
conditions, this quantization noise can be modeled as uncorrelated uniform noise [1].
For quantization and survey responses, the “observed” design matrix coincides with
the mean of a uniform distribution where support can be deduced from the precision
of each element. For example, in the m = n = 1 case, if one observed H = [4.6] and
knew that the rounding was to the nearest decimal place, then modeling quantization
as uniform noise, one infers that G ∼ Uniform(4.55, 4.65).

A second example is when the design matrix is subject to floating point error. This
might be encountered when data is roughly transcribed or the number of significant
figures (digits in the mantissa) stored on a drive are limited for memory savings.
Floating point error is a generalization of rounding error. Here, our “observed” H is a
rounded version of the the realization of G that gave rise to the data. Once again, the
rounded matrix coincides with the mean of a uniform distribution and its support can
be inferred from the precision of each element.

The third example is for clipping, i.e., we observeH = sign(G) ·max(G, γ )where
max(·, γ ) operates element-wise and γ is a (known) clipping threshold. IfG is drawn
from a double exponential (also known as a Laplace distribution), then the clipped
entries in H will correspond to elements of G that follow a displaced exponential
distribution (up to a sign). Given the heavy tails of exponentials, it is desirable to
incorporate operator uncertainty in the problem formulation.

Our decision to focus on MLEs is supported by the fact that well known regression
formulations are in actuality MLEs for additive noise, that is, for y = Ax+η where η

is random but A is known. In particular, argminx‖Ax − y‖22 (ordinary least squares),
argminx‖Ax − y‖1 (least deviation regression), and argminx‖Ax − y‖∞ (minimax
regression) correspond to the MLEs for Gaussian, double exponential, and uniform
noise, respectively.

These MLE regression problems rely on knowledge of the vector y’s joint proba-
bility density function (PDF). In our case, with an uncertain design matrix and right
hand side, each component of y in (1) is the sum of scaled random variables, i.e.,
yi = gTi x + ηi = ∑n

j=1 Gi j x j + ηi where gTi is the i th row of G and subscripts
denote the component of the corresponding vector. Despite the innocuous form, sums
of random variables are difficult to work with: individual PDFs must be convolved to
obtain a PDF for their sum.
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One option is to ignore uncertainty inG altogether, focusing on additive noise in y
alone as done in ordinary least squares (OLS). Although reasonable when uncertainty
in the design matrix is small, this simplification often results in significant estimation
errors. Total least squares (TLS)was developed to resolve the asymmetry in uncertainty
between the designmatrix and the measurement vector. It is often used with the errors-
in-variables model (EIV). TLS solves the problem

min
x,η,�

∥
∥[�, η]∥∥F subject to (A + �)x = y + η (2)

where [�, η] ∈ R
m×(n+1) isminimizedwith respect to the Frobenius norm. Themodel

supposes that for an observedA, there is true deterministicATRUE = A+�∗ where�∗
solves problem (2). Golub and Van Loan showed that TLS can be solved via a singular
value decomposition with a closed form solution x̂TLS = (ATA − σ 2

n+1I)
−1AT y [2]

with σn+1 being the smallest singular value of [A, y]. The TLS solution coincides
with the MLE for a deterministic ATRUE with independent, identically distributed
additive Gaussian noise [3, 4]. This analytic solution is appealing but it suffers from
a deterioration in conditioning.

As an alternative to TLS, Wiesel, Eldar, and Yeredor [5] devised a MLE when the
design matrix is a random variable with all uncertainty normally distributed. We use
the same generative model in our setup, but allow for noise from distributions with
arbitrary moment generating functions (MGF). By exploiting properties of Gaussian
distributions, they formed a likelihood function (LF), showed its equivalence to a
(de)regularized least squares problem, and provided algorithms to find the estimator.
Gaussianity is central to their analysis, simplifying otherwise intractable calculations.

Efforts have been made to move away from Gaussian noise through robust opti-
mization where the goal is to generate estimates impervious to perturbations in the
observed data. Many robust optimization problems are cast in a minimax form [6–10].
Typically, an uncertainty set U and objective function f are specified, then the aim
is to solve minx {maxU∈U f (x,U )}. There are a number of drawbacks to the robust
framework; in particular, estimates tend to be overly conservative. Furthermore, these
methods discard distributional knowledge of the noise focusing instead on set geom-
etry.

To make progress on the MLE in general, we require a method to efficiently con-
struct a probability density. Although this is a difficult task for all but a few special
distributions, there is hope. Given certain regularity conditions, work in the Laplace
domain is possible through a bilateral transformation. Rather than working with PDFs
directly, we can use theirMGF. The ideas in this paper rely on two important properties
of MGFs:

1. The MGF for a sum of independent random variables is the product of their indi-
vidual MGFs, i.e., MX+Y (t) = MX (t)MY (t), and

2. The MGF uniquely characterizes a random variable as its PDF does.

Not all random variables permit an MGF (e.g., the Cauchy distribution lacks one) but
many distributions of practical interest do, including Bernoulli, binomial, Poisson,
uniform, Gaussian, exponential distributions, as well as all discrete and absolutely
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continuous distributions with bounded support. It is assumed throughout this paper
that all random variables discussed have MGFs.

Using MGFs, we can easily specify the distribution for linear combinations of
random variables found in the regression problem. Recovery of a PDF for use in a LF
is possible, in theory, through inversion of the MGF but is often difficult in practice.
Instead, by using the MGF, we can employ the saddle point method to estimate the
PDF and form an approximate LF. We then maximize the approximate LF to recover
an estimate of x in Eq. 1 accounting for uncertainty in matrix G.

The saddle point method is a generalization of Laplace’s method and was first used
by Debye to study Bessel functions of high order [11] then by Watson for statistical
mechanics [12]. It was extended by Daniels in his seminal paper [13] to estimate the
PDF of sample means. Barndorff-Nielsen and Cox [14] and Luggannani and Rice [15]
generalized his work for independent sums of random variables. Spady [16] discussed
saddle point approximations for linear regression problems when additive noise is
independent but not identically distributed and focused on the distribution of user
specified estimating equations such as∇x‖Gx−y‖2 or the subdifferential of‖Gx−y‖1.
Stawdermann et al. [17] used the saddle point method to approximate distributions
of MLEs in the regression problem, but focused on its statistical properties rather
than point estimation. A number of other works use Laplace’s approximation for
parameter estimation in general linear models but most applications are concerned
with longitudinal scientific studies and assume Gaussianity throughout [18–20].

In this paper, we employ the ideas established in [17] and derive an approximate
likelihood function for point estimation in linear regression problems with uncertainty
in both the measurement vector and design matrix. The approximate MLE is based on
easily computed univariate MGFs and can accommodate noise from general distribu-
tions with bounded moments. Our central contributions are:

1. The derivation of our approximateLF’s gradientwhich allows for the use of efficient
numerical techniques in parameter estimation;

2. An algorithm to optimize the problem;
3. Empirical results showing the the proposed method works well in practice;
4. Introduction of the saddle point approximation to the numerical optimization com-

munity.

In Sect. 2, we provide the mathematical background for the proposed method. We
formulate and present our approximate (log) LF function and its gradient in Sect. 3 then
introduce algorithms to solve the approximate MLE problem in Sect. 4. We motivate
its utility through illustrative examples in Sect. 5 then present numerical results in
Sect. 6.
Notation
Bold lower/upper case letters denote vectors/matrices, while unbolded lower-case
letters are scalars. For a matrixG, the i th row is given by gTi . A vector y is composed of
components yi with the subscript denoting the index of an element. A scalar function
f : R → R applied to a matrix A acts component-wise, i.e., [ f (A)]i j = f (Ai j ).
The Hadamard (or element-wise) product/quotient is denoted by 	/
. For a vector
y ∈ R

m , the matrix diag(y) ∈ R
m×m has the components of y along its diagonal and

zeros elsewhere. A vector of ones and zeros is denoted by 1 and 0, respectively.
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2 Background

Maximum likelihood estimation is one of the most commonly used techniques in
statistics. MLEs require the construction of a LF which varies in difficulty. In the
regression problem, we are concerned with sums of random variables and their corre-
sponding densities. Although there are several well known distributions for sums of
random variables, such as sums of normals, χ2’s, exponentials, etc., the majority of
distributions do not enjoy elegant forms. Furthermore, many densities for sums require
them to be identical, severely curtailing their usefulness; linear combinations are out
of reach. Density construction is possible through convolution but presents serious
difficulties in practice.

Rather than manipulating densities directly, we can work with their MGFs. The
idea is closely related to Fourier analysis where a convolution in time becomes mul-
tiplication in the frequency domain. The MGF of an absolutely continuous random
variable, X , is simply a bilateral Laplace transform of the PDF, fX , given by

MX (t) = E

(
et X
)

=
∫ ∞

−∞
etx fX (x) dx . (3)

The existence of an MGF is not guaranteed, but when it does exist, it uniquely char-
acterizes the random variable. We exploit this idea by encoding the random variable’s
statistics in the MGF, then use it to construct an approximate LF.

To illustrate, let U ∼ Uniform(0, 1) and Z ∼ N (0, 1) with known densities of
fU (u) = I(0,1)(u) and fZ (z) = (1/

√
2π) exp {−z2/2}, respectively (we use IA to

denote indicator function over a set A). The density of U + Z is

fU+Z (y) = 1√
2π

∫ 1

0
e− (y−s)2

2 ds

which has no analytic form. In contrast, the MGFs are MU (t) = (exp {t} − 1)/t and
MZ (t) = exp {−t2/2}. The MGF of their sum is

MU+Z (t) = (et − 1)e−t2/2

t
.

The MGF appears more complicated but is exact. In contrast, the PDF requires eval-
uation of an integral at each point and relies on approximation through numerical
integration. Use of the PDF presents no real difficulty in our example, but as the num-
ber of random variables in the sum increase or distributions vary, construction and/or
evaluation of the PDF, as well as finding the gradient of its associated likelihood,
becomes problematic.

Using the generative model, we aim to form a likelihood function, L , based on
observations of y. We assume that both G and η are component-wise independent
and that their distributions are known. We cannot observe G or η directly, but instead
observe y which is a function of both. For notational simplicity, let G ∼ PG and η ∼
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0

Fig. 1 Example of the true density for y and several approximations when y = gT x + η with g uniform,
x from a Cauchy distribution, and η normal. Note that x is drawn randomly to start but fixed for pdf of y.
The saddle point approximation fits distributional tails exceptionally well. Note that Edgeworth expansion
takes negative values and introduces spurious critical points. The best Gaussian has a matching mean and
variance as the true distribution

Pη with P denoting the respective distributions. The likelihood will be a function of
x and depend on PG,Pη, and y given as

L(x) = p(y; x,PG,Pη). (4)

We require a closed form expression for p, the PDF of y = Gx + η, which is a
component-wise weighted sum of random variables. As discussed earlier, it is difficult
to compute in general.

Given the trouble of forming an exact PDF, we focus on approximation methods.
One option is to randomly sample the distribution then form a kernel approximation
[21, 22]. Unfortunately, kernel density estimation requiresmany samples to adequately
capture the structure of the distribution and its accuracy is influenced by the user’s
choice of a kernel, making in unsuitable for our regression problem. Another popular
choice is to use an Edgeworth series expansion [23] where a polynomial approxima-
tion for the density is used that matches the first several cumulants of the true density.
Similar to other polynomial based methods, the approximation can exhibit oscilla-
tions, Runge’s phenomena is an extreme example of this. These oscillations introduce
spurious critical points at the local min/maxima of the approximate density but don’t
correspond to behavior of the true density. Since the ultimate goal is to maximize
an LF, artifacts from the approximation method make optimization more difficult.
Furthermore, the Edgeworth expansion can take negative values which violates the
properties of a PDF. At this point, we turn our attention to the saddle point method to
approximate our PDF based on the exact MGF.
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2.1 Saddle point approximation

We outline the principle behind the saddle point method here with an informal
treatment. The method is closely related to the method of steepest descent and the
stationary-phase method. For rigorous arguments, the interested reader may refer to
the original paper [13] or one of the excellent overview articles [24–26]. Our aim is
to give a general idea of the method for illustrative purposes.

We start with a well known theorem in probability stating that for a random variable
X , if the MGF MX (iw) is integrable (with i = √−1), then it has a PDF given by

fX (x) = 1

2π
lim
L→∞

∫ L

−L
MX (iw) e−iwx dw.

This is the inverse Fourier transform of the MGF with a complex argument. By a
change of variable, t = iw, the integral becomes

fX (x) = 1

2π i
lim
L→∞

∫ i L

−i L
MX (t) e−xt dt

= 1

2π i
lim
L→∞

∫ i L

−i L
elnMX (t)−xt dt .

We rewrite the exponentwith the cumulant generating function (CGF)which is defined
by KX (x) = lnMX (x). For the densities considered here, the integrand is analytic on
a strip containing the imaginary axis, i.e., S = {z ∈ C | a < Re(z) < b}. Assuming
reasonable regularity conditions and that no singularities are crossed in the process,
we can rewrite an equivalent integral with our contour translated by τ ∈ R (to be fixed
shortly) along the real axis such that

fX (x) = 1

2π i
lim
L→∞

∫ τ+i L

τ−i L
eKX (t)−xt dt .

To better understand why the the contour can be shifted, we recall that the contour
integral of an analytic function over a closed curve that doesn’t enclose any poles is
zero.Consider a contour that takes the path (−i L) → (τ−i L) → (τ+i L) → (i L) →
(−i L). For very large values of L , we can use the Riemann–Lebesgue Lemma to show
that the horizontal components of the contour integral are negligible. As L → ∞,
these contributions go to zero. Hence, the two vertical legs of the contour integral
must cancel implying that the original and translated contour integrals are equal.

To approximate the integral, the exponent is Taylor expanded about its maximum
value on the contour. This agrees with intuition; the approximation will be accurate
where the integral’s mass lies. Points where the expansion is less accurate are effec-
tively down-weighted through exponentiation. The quality of the approximation is
contingent on the nature of KX (t)− t x , but is favorable for sums of random variables.

We note that a critical point for the integrand occurs when KX (t) − x = 0. This
is known as the saddle point equation. Let t0 ∈ R denote the t that satisfies the
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saddle point equation. We are guaranteed a unique real root t0 in our case [13]. Since
K ′′

X (t0) > 0, t0 is a minimizer along the real axis. Because the function is complex
analytic, the maximum modulus principle applies, which states that all critical points
are saddle points in the modulus’ value, and hence the modulus of KX (t) − t x must
actually be maximized along our contour of integration parallel to the imaginary line.
Wintner [27] gives a rigorous argument showing that the maximum modulus can only
occur where our contour crosses the real axis.

With this in mind, we expand about t0 giving

fX (x) ≈ 1

2π i

∫ t0+i∞

t0−i∞
exp

{

(KX (t0) − xt0)

+ (K ′
X (t0) − x)(t − t0) + 1

2
K ′′

X (t0)(t − t0)
2
}

dt

= 1

2π i
eKX (t0)−xt0

∫ t0+i∞

t0−i∞
e
1
2 K

′′
X (t0)(t−t0)2 dt

Through successive substitutions, the integrand can be rewritten as aGaussian function
and integrated over R yielding an approximation of the PDF for X ,

fX (x) ≈ f̃ X (x) =
√

1

2πK ′′
X (t0)

eKX (t0)−xt0 (5)

where t0 depends on x implicitly through the equation K ′
X (t0) − x = 0. The function

f̃ X (x) is known as the saddle point approximation for fX at point x . Higher order
approximations can be achieved by including more terms in the Taylor expansion, but
we limit our discussion to quadratics.

2.2 Further notation

We write the joint CGF of a random variable y as

Ky(t) = [Ky1(t1), . . . , Kym (tm)]T

and its derivatives

K (p)
y (t) =

[
∂ p

∂t p1
Ky1(t1), . . . ,

∂ p

∂t pm
Kym (tm)

]T

.

Unless otherwise noted, the variables t and ti are reserved to denote solutions to
equation K ′

Gx+η(t) − y = 0 where ti is the solution to the i th component of the
vector equation. Since the values for t and ti are implicitly dependent on x through
K ′
Gx+η(t) − y = 0, we often write t = t(x) and ti = ti (x) to amplify this fact.
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3 Likelihood function

With an approximate density in hand, we can use (4) and (5) to form a LF. Begin by
noting that the joint density for a random vector with independent components can be
rewritten as a product,

p(y; x,PG,Pη) =
m∏

i=1

fYi
(
yi ; x,PG,Pη

)

=
m∏

i=1

fgTi x+ηi
(yi ), (6)

where fYi is the PDF for the i th component. Since PDF construction is difficult for
sums of random variables, we use the saddle point approximation and the LF from (4)
such that

L(x) = p(y; x,PG,Pη) ≈
m∏

i=1

f̃gTi x+ηi
(yi ). (7)

We now define our approximate-likelihood function (or approximate-LF), L, by plug-
ging (5) into (7) as

L(x) =
[

m∏

i=1

(
2π K ′′

gTi x+ηi
(ti (x))

)−1/2
]

× exp

{
m∑

i=1

KgTi x+ηi
(ti (x)) − yi ti (x)

}

,

(8)

which assumes known measurements for yi and distributional knowledge ofG and η.
Recall that ti and t solve the equations

K ′
gTi x+ηi

(ti ) − yi = 0 and K ′
Gx+η(t) − y = 0. (9)

We refer to these as saddle point equations and often use the shorthand qi (x, ti ) = 0
and q(x, t) = 0. Expressing t as an explicit function of x is a slight abuse of notation
since this dependence is implicit and requires the solution to a root finding problem.
We take the meaning to be clear from context.

Aswith anyMLEproblem, our goal is to findx thatmaximizes theLF. For numerical
stability, we focus on the log-likelihood function (log-LF), i.e., 
(x) = lnL(x), which
has the same maximizer as (8) (we also omit the constant 2π since it doesn’t impact
the location of the optima) and is given by


(x) =
m∑

i=1

[

KgTi x+ηi
(ti (x)) − 1

2
ln
(
K ′′
gTi x+ηi

(ti (x))
)

− yi ti (x)
]

. (10)
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By exploiting the independence of components for both G and η and using prop-
erties of MGFs, we can write

KgTi x+ηi
(ti (x)) = Kηi (ti (x)) +

n∑

j=1

KGi j (x j ti (x)).

Since both ηi and Gi j have known CGFs, explicit calculation of 
(x) is easy and the
log-LF is given by


(x) =
m∑

i=1

⎡

⎣Kηi (ti (x)) +
⎛

⎝
n∑

j=1

KGi j (x j ti (x))

⎞

⎠

−yi ti (x) − 1

2
ln

⎛

⎝K ′′
ηi

(ti (x)) +
n∑

j=1

K ′′
Gi j

(x j ti (x))

⎞

⎠

⎤

⎦ . (11)

If functional forms of KGx+η(t(x)) and its derivatives are known, it is easier to work
with the vectorized version, written as


(x) = 1T
(

KGx+η(t(x)) − 1

2
ln
(
K ′′
Gx+η(t(x))

))

− yT t(x). (12)

Explicit functions for particular problems are typically found by working directly with
the univariate terms of Eq. 11 first.

Under the framework presented here, the observed matrix G goes unused since all
pertinent statistical information is embodied in the CGF. In practice, we envision the
observed G as the sample mean with noise distributed about it, as will be illustrated
in Sect. 5. If distributional parameters are unknown, such as variance for a Gaussian,
we could treat them as variables in our log-LF. The actual formulation and gradient
calculations would change only slightly.

3.1 Log-likelihood gradient

Although we have a log-LF, we must still maximize it. Most optimization algorithms
rely on gradients so we turn our attention there. To complicate matters, our log-LF
depends on t which is coupled to x via (9) which, in general, has no closed form
solution. We treat the log-LF as a function of both x and t, writing 
total(x, t) for the
right hand side of Eq. 12, so that 
(x) = 
total(x, t(x)). To evaluate the gradient at
point x, we employ the chain rule which involves the solution to a root finding problem
for the value of t(x). That is

∇
(x) = d

dx

total(x, t(x)) = ∂
total

∂x
+
(

∂
total

∂t

)(
dt
dx

)

. (13)
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Computation of ∂
total
∂x and ∂
total

∂t are straightforward by taking partials. An expression
for dt

dx must still be determined.
We let q(x, t) = K ′

Gx+η(t) − y and note that x and t are coupled by (9) with
q(x, t) = 0. Since q(x, t(x)) = 0 for all values of x to satisfy the constraint, then
dq(x,t)

dx = 0. The total derivative with respect to x gives

∂q
∂x

+
(

∂q
∂t

)(
dt
dx

)

= 0 ⇐⇒ dt
dx

= −
(

∂q
∂t

)−1 (
∂q
∂x

)

. (14)

For fixed x, Daniels shows [13, Theorem 6.2] that q is monotonically increasing in
the region of interest which guarantees that (∂q/∂t)−1 exists.

We follow the convention for Jacobians that the column indicates which variable is
being differentiated and the row represents the component, i.e., (dt/dx)i j = ∂ti/∂x j .
Combining (13) and (14) yields an expression for the gradient

∇
(x) = ∂
total

∂x
−
(

∂
total

∂t

)(
∂q
∂t

)−1 (
∂q
∂x

)

. (15)

Rewriting in terms of CGFs and their derivatives, we have

∂
total

∂x
= 1T

(
∂

∂x
KGx+η(t(x)) − 1

2

{
diag

(
K ′′
Gx+η(t(x))

)}−1 ∂

∂x
K ′′
Gx+η(t(x))

)

,

(16)

∂
total

∂t
=
(

K ′
Gx+η(t(x)) − 1

2

(
K ′′′
Gx+η(t(x)) 
 K ′′

Gx+η(t(x))
)

− y
)T

, (17)

∂q
∂t

= diag
(
K ′′
Gx+η(t(x))

)
, (18)

∂q
∂x

= ∂

∂x
K ′
Gx+η(t(x)), (19)

where t must be found for a given x by solving q(x, t) = 0. With enough patience,
these derivatives can generally be calculated by hand. We present gradients for the
example problems in Sect. 5 and the appendix.

We note that this problem can be cast as an equality constrained mathematical
program, i.e.,

argmax
x,t


total(x, t)

subject to K ′
Gx+η(t) − y = 0 (20)

and solved by constrained optimization algorithms such as sequential quadratic
programming (SQP). In this paper, we don’t solve Eq. (20) but instead solve the
unconstrained version argmaxx 
(x).
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4 Algorithms

So far, we proposed a method for constructing an approximate log-LF in the case
when noise is from a range of distributions and discussed methods for calculating its
gradient. Success rests on our ability to efficiently and accurately optimize 
(x). There
are several computational challenges for maximizing the approximate log-LF.

First, most optimization algorithms require access to the objective’s gradient.
Although we present a method for obtaining a gradient when t must be determined
numerically, it can be a challenging task. For thosewho prefer not to toil endlessly over
a cruel calculus exercise, automatic differentiation software can be employed. ADi-
Mat is a popular package for MATLAB [28]. It supports reverse-mode differentiation
(known as back-propogation in the context of training neural nets) which is desirable
for scalar objectives of many variables. A list of packages for different languages can
be found at http://www.autodiff.org.

The second challenge follows from the non-concavity of 
 in x, since most
algorithms can only guarantee convergence to stationary points or, at best, local maxi-
mizers, and globalization strategies are either heuristics or computationally infeasible.
This is a challenge for most MLE problems, not just our formulation. Experimental
evidence using multiple initializations suggests that the non-concavity effect is quite
mild, especially when initializing with a reasonable guess. We found that using the
OLS estimator works well as an initial guess, as it is cheap to compute andmore robust
than the TLS estimator.

Another issue for certain MGFs is the presence of poles or singularities in (9). Root
finding algorithms such asNewton–Raphson or the secantmethod rely on continuity to
guarantee convergence (when a root exists). Since discontinuitiesmight arise, standard
root finding methods require augmention. For this work we used an algorithm similar
to rtsafe [29, p. 460] which is a bracketed Newton’s Method. At each iteration,
a Newton step is attempted, and if it is outside of an interval where the function is
continuous, we take a bisection step instead and update the bracket bounds. Since we
are concerned about the behavior of an MGF about zero, we can find the first poles
above and below zero to use as upper and lower bounds on the interval. These poles
rely on x and distributional parameters which are easily computed.

Returning to the full unconstrained optimization problem, (max 
(x)), we note that
the objective is smooth. Given the favorable performance of quasi-Newton meth-
ods on smooth and unconstrained problems they were a natural choice. We used the
well known L-BFGS [31] solver which converges more quickly than gradient descent
yet doesn’t require the second-order derivative information nor matrix inversion of
Newton’s method. For our implementation, we used the minFunc [32] package in
MATLAB and scipy in Python. Since both implementations are minimization rou-
tines, we minimize −
(x) in practice rather than maximizing 
(x). L-BFGS performs
well on moderate or even large problems. Very large problems could be approached
via stochastic gradient methods, using a subset of data to estimate a gradient, but such
implementations are beyond the scope of this paper. Psuedo-code for the the method
is shown in Algorithm 1
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Algorithm 1: ApproximateMLE via L-BFGS
Input: Observed data vector y, distributional information for G and η (PG and Pη , respectively),
initial iterate x0, approximate inverse Hessian H0, and tolerance ε > 0.
Output: Maximizer x∗ of 
(x).

i ← 0.
gi ← ComputeGradient(xi ; y, PG, Pη).
while ‖gi‖ > ε do

pi ← −Higi using L-BFGS-update({x j , g j }ij=max(0,i−m)
) // cf. [30, Alg. 7.4]

xi+1 ← xi + cipi where ci > 0 is found via linesearch method.
gi+1 ← ComputeGradient(xi+1; y, PG, Pη).
i ← i + 1.

end
return xi .

Algorithm 2: ComputeGradient(x; y,PG, Pη)

Input: Values of x and y, distributional information for G and η.
Output: Gradient of log-likelihood at x, i.e., ∇
(x).

Initialize t = 0.
for i = 1 to m do

f (t) ← K ′
gTi x+ηi

(t) − yi .

Solve univariate f (ti ) = 0 for ti with BracketedNewton( f , f ′, 0, a, b, ε).
t[i] ← ti .

end
Construct gradient with x and t using Eqs. 15–19.
return ∇x
(x).

Algorithm 3: BracketedNewton( f , f ′, t0, a0, b0, ε)

Input: Function and derivative f and f ′, initial iterate t0, lower and upper bounds a0 and b0 (such
that f (a) f (b) < 0), tolerance ε > 0.
Output: Root of f , i.e., t∗.

Initialize t ← t0, a ← a0, and b ← b0.
while | f (t)| > ε do

c ← a+b
2 Bisect to ensure progress).

if f (a) f (c) > 0 then
a ← c.

else
b ← c.

end

t+ ← t − f (t)/ f ′(t) (take Newton step).

if t+ ∈ (a, b) then
t ← t+ (accept Newton step if within bounds).

else
t ← c (reject and use bisection step otherwise).

end
end
return t .
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5 Examples

The following examples consider the generative model, y = Gx + η. Although we
are free to use additive noise (η) from other distributions depending on the problem,
we elect to use Gaussian noise for clarity of exposition. In particular, η ∼ N (0, σ 2I).
The corresponding CGFs and their derivatives are

Kηi (ti ) = σ 2t2i /2, K ′
ηi

(ti ) = σ 2ti , K ′′
ηi

(ti ) = σ 2. (21)

The log-LF for each example is derived and provided below. All the correspond-
ing derivatives used for gradient calculations can be found in the appendix. Though
analytic expressions for the gradient are possible, automatic differentiation may help
reduce the need for complex calculations by hand.

5.1 Rounding error

Suppose that we observe y and a rounded version of G, denoted by H. For concrete-
ness, assume all elements of G are rounded to the ones spot, e.g., 1.4 → 1. As an
approximation, we can model G as a uniform random matrix of mean H. Parameter
values specifying the support of the uniform random variables can be inferred from
the data. If elements are rounded to the ones spot, then the uncertainty parameter will
be δ = 0.5; if rounded to the tens, it will be δ = 5, etc. Gaussian additive noise of
known variance is assumed for η.

To highlight the difficulties of forming an exact likelihood for this problem, we
note that y is the joint density of linear combinations of uniform and Gaussian random
variables. The Irwin–Hall distribution covers the case of i.i.d. uniform random vari-
ables on (0, 1) which has a piece-wise polynomial PDF. Weighted sums of uniform
random variables were studied in [33] where the authors showed that the density can
be written as a sum of polynomials through extensive use of the Heaviside function.
Unfortunately, the number of terms in the expansion grows exponentially; a LF of 30
variables contains over a billion terms. The PDF for the sum of uniforms must still be
convolved with a Gaussian density to obtain the true density for a single component
of y. With y ∈ R

m , a single likelihood evaluation requires summing a billion terms m
times! Needless to say, the problem is intractable using an exact likelihood.

The approximate likelihood presents a simple and appealing alternative. As shown
in (11), we can focus on element-wise, univariate, random variables to form our
approximate log-LF. The generating functions used to construct the approximate
log-LF can be found in most statistical texts. In particular, the CGF for Gi j ∼
Uniform(Hi j − δ, Hi j + δ) can be simplified to

KGi j (ti x j ) = ti x j Hi j + ln

(
sinh(δti x j )

δti x j

)

, (22)
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We also require the corresponding derivatives given by

K ′
Gi j

(ti x j ) = Hi j x j − 1

ti
+ δx j coth(δti x j ),

K ′′
Gi j

(ti x j ) = 1

t2i
− δ2x2j csch

2(δti x j ). (23)

Putting it together gives the approximate log-LF


(x) =
m∑

i=1

⎧
⎨

⎩

σ 2t2i
2

+
n∑

j=1

[

Hi j ti x j + ln

(
sinh(δti x j )

δti x j

)]

− ti yi − 1

2
ln

⎡

⎣σ 2 +
n∑

j=1

(
1

t2i
− δx2j csch

2(δti x j )

)⎤

⎦

⎫
⎬

⎭
(24)

and can be written in matrix/vector form as


(x) = tT
(

σ 2

2
t + Hx − y

)

+ 1T ln
[
sinh

(
δtxT

)


(
δtxT

)]
1

− 1

2
1T ln

[
σ 2 1 + n 
 t2 − δ2 csch2

(
δtxT

)
x2
]
, (25)

where t solves the equation K ′
Gx+η(t) = y.

The above example is principled and can be used in instances of rounding. The
observed design matrix is used directly since it (along with δ) completely specifies
the distribution from which our “true” design matrix was drawn. The distribution of
G and all its parameters can be inferred by observing H.

5.2 Floating point uncertainty

For the case of floating point uncertainty, all appearances of δ in Sect. 5.1 should
be replaced by Di j or D depending on whether it appears in an element-wise or
matrix/vector equation, respectively. Specifically, letD be a non-negativematrix speci-
fying the uncertainty based on the number of significant figures included. For example,
if Hi j = 1.7 × 104 then Di j = 0.05 × 104. Setting M = D 	 (txT ), we have


(x) = tT
(

σ 2

2
t + Hx − y

)

+ 1T ln [sinh (M) 
 M] 1

− 1

2
1T ln

[
σ 2 1 + n 
 t2 −

(
D2 	 csch2 (M)

)
x2
]
. (26)
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The derivatives provided in the appendix are for the floating-point uncertainty which
reduces to fixed-point or rounding error by letting D = δ1m1

T
n .

5.3 Exponential clipping

Suppose that the the elements of G are drawn from a double exponential distribution
with rate λ and that entries with magnitudes greater than some threshold, γ say, are
clipped. The clipped matrix is given by

H = sign(G) · min{|G|, γ },

withmin{·, γ } and the absolute values operating element-wise. In this case, uncertainty
is only realized for clipped components. Let S = sign(H) and A be defined by

Ai j =
{
1, |Hi j | = γ,

0, else.

By the memorylessness property of exponentials, the uncertainty of clipped entries
will also be ±Exponential(λ). Using Gaussian additive noise, the remaining CGFs
and corresponding derivatives are given by

KGi j (ti x j ) = ti Hi j x j − Ai j ln

(

1 − Si j ti x j
λ

)

,

K ′
Gi j

(ti x j ) = Hi j x j + Ai j Si j x j
λ − Si j ti x j

,

K ′′
Gi j

(ti x j ) = Ai j x2j
(λ − Si j ti x j )2

. (27)

Using the CGFs above, the approximate log-LF is given by


(x) =
m∑

i=1

⎧
⎨

⎩

σ 2t2i
2

+
n∑

j=1

[

ti Hi j x j − Ai j ln

(

1 − Si j ti x j
λ

)]

− ti yi − 1

2
ln

⎡

⎣σ 2 −
n∑

j=1

Ai j x2j
(λ − Si j ti x j )2

⎤

⎦

⎫
⎬

⎭
. (28)

Letting � = λ1m1
T
n ∈ R

m×n and C = S 	 (txT ) the matrix/vector form is


(x) = tT
(

σ 2t
2

+ Hx − y
)

+ 1T (A 	 ln [� 
 (� − C)]) 1

− 1

2
1T ln

{
σ 21 +

[
A 
 (� − C)2

]
x2
}

. (29)
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Derivatives for construction of the gradient can be found in the appendix.
It can be observed that the approximate log-LF above and its derivatives have

singularities depending on component values of x. Since root finding algorithms gen-
erally require continuity, complications arise when solving for the t that satisfies
K ′
Gx+η(t) = y. Consequently, a modified root-finding algorithm such as Alg. 3 must

be employed that brackets a continuous interval about zero which is discussed in
Sect. 4.

5.4 Gaussian uncertainty

For our final example, both the design matrix and measurement vector are subject
to Gaussian noise. In this case, there exists an exact closed form likelihood that can
be derived directly from the joint density and we show that our method recovers the
exact log-LF. Suppose thatG is Gaussian with meanH and element-wise variance ρ2.
Using the same additive noise of as the other examples, the remaining CGF is

KGi j (ti x j ) = hTi x ti + 1

2
ρ2t2i x

2
j . (30)

Recalling that ti is the solution to K ′
gTi x+ηi

(ti ) = yi , we can solve for ti giving

ti = yi − hTi x

σ 2 + ρ2‖x‖2 . (31)

Plugging (30) and (31) into (11) gives our “approximate” log-LF,


(x) = −1

2

[ ‖y − Hx‖2
σ 2 + ρ2‖x‖2 + m ln

(
σ 2 + ρ2‖x‖2

)]

. (32)

By solving for t as a function of x, the gradient is given directly by

∇x
(x) = −1

σ 2 + ρ2‖x‖2

⎡

⎣HT (Hx − y) − ρ2
( ‖Hx − y‖2

σ 2 + ρ2‖x‖2 − m

)

x

⎤

⎦ . (33)

We note that 
(x) is the exact log-likelihood, up to a constant, as the one derived in
[5]. This follows from the fact that a Gaussian is uniquely determined by its first and
second cumulants, i.e., mean and variance. The truncated Taylor series used for the
saddle point approximation is precise by virtue of all higher-derivatives being zero.
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6 Numerical experiments

6.1 Synthetic data

To validate the approximate likelihood estimator, we implemented our proposed
method along with OLS and TLS on the model examples discussed in Sect. 5. In all
cases numerical examples, we used L-BFGS to solve the approximate MLE problem.
Although it is possible to use a weighting matrix for TLS to account for non-uniform
variance between the operator and measurement vector, we observed little benefit and
opted to solve the unweighted version. In each case we used the generative model
y = GxTRU + η with η ∼ N (

0, (0.1)2I
)
. The variance on the additive Gaussian

noise was chosen as to not overwhelm uncertainty in G. The “true” solution vectors,
denoted by xTRU, were drawn from a heavy-tailed Cauchy distribution; this distribu-
tion makes the use of prior information on the solution difficult. Although xTRU is
randomly drawn, it is fixed for each simulation and does not introduce uncertainty
into the problem. The vector y is observed.

For each example, the matrices in question were created as follows:

– Rounding: The elements ofG were drawn from a continuous uniform distribution
supported on (0, 10). The observed matrix H was constructed by rounding G to
the ones spot, i.e., H = Round(G) with uncertainty parameter δ = 0.5.

– Floating point: The elements of G are the product of a standard normal Gaussian
and 10k where k is uniformly chosen from {0, 1, 2, 3}. The observed matrix H is
given by keeping two significant figures. The uncertainty for a particular element
is scaled correspondingly, i.e., if Hi j = −3.1 × 102 then Di j = 0.05 × 102.

– Exponential clipping: The elements of G were drawn from a double exponential
or Laplace distribution with rate λ = 2. Fixing the clipping threshold at γ = 2,
matrix H = sign(G)max{|G|, γ } is observed. We note that for λ = γ = 2,
approximately 2% of matrix elements are clipped.

– Gaussian: A mean observed matrix H was drawn randomly from a Gaussian
of variance 100 (this merely fixes a mean and contributes no uncertainty to the
problem). The elements of matrixG were then drawn from a Gaussian of meanH
and variance ρ2 = 4. The Gaussian approximate MLE corresponds to the exact
MLE.

For each listed problem, it is assumed thatH, y, and the relevant distributional param-
eters are known. We conducted three simulations for each example instance:

1. Fixed the number of columns at n = 20 then allowed the number of rows to increase
from m = 21 to m = 2000 reflecting how the estimator responds to more data.

2. Fixed the number of rows at m = 100 then allowed the number of columns to
increase from n = 1 to n = 99 evaluating how the estimator responds to an
increasing number of unknowns.

3. For m = 55 by n = 50 and m = 1000 by n = 50, we investigated the distribution
of errors the approximate MLE error compares to that of OLS and TLS.

The approximate MLE, OLS, and TLS estimators are denoted by xAML, xOLS, and
xTLS, respectively. A generic estimator is denoted by xEST.
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Fig. 2 Median relative error
( ‖xEST−xTRU‖

‖xTRU‖
)
over 1000 simulations. Number of columns fixed at n = 20

while row count varied from m = 21 to m = 2,000 showing estimator performance with additional data

The first two simulations summarized in Figs. 2 and 3 show that AML outperforms
the other methods when the system is only slightly over determined. The method
also excels in the highly over-determined regime for exponential clipping and floating
point uncertainty. The relatively small extent of operator uncertainty as is typically
encountered in the case of rounding error might explain why the proposedmethod fails
to distinguish itself there. It is worth noting similar behavior for Gaussian uncertainty
which corresponds to the exact MLE. As a result, we believe the modest performance
stems from the limited scale of uncertainty rather than the method itself.

The large benefit of AML for limited data is further illustrated in simulation 3
as shown in Fig. 4. The figure gives box plots for each model and the error ratio or
relative improvement of AML over OLS and TLS, i.e., ‖xAML−xTRU‖

‖xOLS−xTRU‖ and ‖xAML−xTRU‖
‖xTLS−xTRU‖ ,

respectively. For the histogram, all values less than one (red line) are improvements
over competing estimator for the same problem instance. Although AML does not
always outperform the alternativemethods, it usually doeswith pronounced gains. The
codeuse for simulations canbe found at https://github.com/rclancyc/approximate_mle
[34].

6.2 Housing prices

Weconsider the problemof estimating homeprices fromuncertain data. To accomplish
this, we used the Ames housing price data set [35] which includes 79 explanatory
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Fig. 3 Median relative error
( ‖xEST−xTRU‖

‖xTRU‖
)
over 1000 simulations. Number of rows fixed at m = 100

while row count varied from n = 1 to n = 99 showing estimator performance for an increasing number of
unknowns

variables and selling prices for homes sold in Ames, Iowa between 2006 and 2010.
The set is currently available on Kaggle. There are approximately 2900 observations.
We focused on a subset of the data covering low density residential sales with nearly
900 entries. The features considered were: (1) lot frontage in linear feet, (2) total
finished living area in square feet, (3) year built, (4) quality of finishes, and (5) overall
condition of the home. The quality and condition are subjective assessments on a scale
from1 to 10 taking integer values. The response variable (price) and each covariatewas
centered by translating their respective means to zero.We discarded entries containing
data from the top quantile (99th percentile) of their field to avoid fitting models with
outliers.

Lot frontage and home size were rounded to the nearest ten feet. The observed
values for quality and condition were assumed to be rounded with true values drawn
from a uniform distribution centered on the observed integer value, i.e., for a house
with quality of 4, the true value belongs to the interval [3.5, 4.5). The year built is
subject to uncertainty as well since the month of completion wasn’t included. We
assumed Gaussian noise in the response as is commonly done for noisy data sets and
estimated its variance by fitting an OLS model and measuring the variance of true
from predicted values.

Ten observations were randomly selected and used to fit linear models using OLS,
TLS, and our proposed method (AML). The remaining m = 884 entries were used
to evaluate model error. Small sample sizes were used to mimic the fact that suitable
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Fig. 4 Error metrics for simulations Top: G ∈ R
55×50 and Bottom: G ∈ R

1000×50 over 10,000 simula-

tions. Left: box-plots of relative error for different methods, i.e., ‖xTRU−xEST‖
‖xTRU‖ . Box indicates middle 50th

quantile with interior line at the median. Bars denote extreme values with outliers indicated by “+”. Right:

histogram of error ratio ‖xAML−xTRU‖
‖xOLS−xTRU‖ and ‖xAML−xTRU‖

‖xTLS−xTRU‖ . Values less than 1 (vertical line) indicate AML
outperformed competing method for identical data

comparables are often limited. In all, we fit 500 models using OLS, TLS, and AML.
We let y be the vector of true closing prices and ŷOLS, ŷTLS, and ŷAML be estimated
home prices using OLS, TLS, and AML models, respectively. The mean absolute
deviation error is defined as e = ‖y − ŷ‖1/m and the root mean square (RMS) error
as r = ‖y − ŷ‖2/

√
m.

Figure 5 shows an empirical PDF for mean absolute deviation error (left). His-
tograms for relative error, i.e., e(k)

AML/e(k)
OLS = ‖y − ŷ(k)

AML‖1/‖y − ŷ(k)
OLS‖1 where k

denotes the model run, are shown on the right. Mean and median values along with
their standard deviations for the average absolute deviation and RMS errors across all
model runs are reported in Table 1. It is worth noting that we focused on residual error
for housing prices rather than error in parameter estimates, which is more natural in
this context since there is no ground truth model here. Our proposed method improves
estimates in a large majority of cases.
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Fig. 5 Top: approximate (empirical) probability density function for mean absolute deviation error (eOLS,
eTLS, eAML) using 500 different models. Each model is fit using 10 observations. Bottom: histograms for
error ratios of proposed model versus OLS and TLS for same observations used to fit model. Values less
than 1 (vertical red line) indicate improvement over competing model

Table 1 Summary statistics for
median absolute deviation,
median RMS error, mean
absolute deviation (μe) and
mean RMS error (μr ) along
with their standard deviations
(σe and σr )

Median e Median r μe ± σe μr ± σr

AML 31.1 41.9 33.3 ± 8.3 44.7 ± 10.8

OLS 33.5 44.4 36.8 ± 12.4 49.1 ± 16.9

TLS 65.2 83.9 – –

All measurements in thousands. Mean TLS statistics omitted due to
large size
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7 Conclusion

In this work, we cast a regression problem in the maximum likelihood estimation
framework. We discussed difficulties associated with forming a true and exact likeli-
hood function for models with noise in the design matrix, then presented a method for
generating an approximate log-likelihood based on the saddle point approximation.
The proposed log-likelihood is easily constructed using component-wisemoment gen-
erating functions and a simple root-finding algorithm. General gradient calculations
were presented to help efficiently solve the resultant optimization problem. Quasi-
Newton methods performed well in our numerical experiments.

Attention was paid primarily to the case of exponential clipping, Gaussian noise,
rounding, and floating point error which motivated the authors initially and provide
a principled example where the distributions involved were easily inferred. We also
illustrated the effectiveness of our method on a typical regression task of estimating
homeprices.Despite our focus on several examples, themethod remainswidely useful,
particularly when noise in the design matrix comes from unwieldy distributions.

Appendix A: Gradient factors

The gradient for our approximate likelihood function is outlined in Eqs. 16–19 when
t cannot be solved for explicitly. To calculate ∇x
(x), we need expressions for the
joint CGF and a number of its derivatives. In particular, we require K (i)

Gx+η(t) for

i = 0, 1, 2, 3 and ∂
∂xK

( j)
Gx+η(t) for j = 0, 1, 2. We present the necessary derivatives

for gradient determination for the examples listed in Sect. 5. Recall that t is the solution
to the equation K ′

Gx+η(t) = y for a given x.

A.1 Floating point/rounding error

In what follows, letD be the floating point error matrix andM = D	 (txT ). For fixed
point or rounding error with uncertainty parameter δ, thematrix reduces toD = δ1m1

T
n

such that M = δtxT

KGx+η(t) = σ 2t2

2
+ t 	 Hx + ln (sinh (M) 
 M) 1 (34)

K ′
Gx+η(t) = σ 2t + Hx + [D 	 coth (M)] x − n(1 
 t) (35)

K ′′
Gx+η(t) = σ 21 −

[
D2 	 csch2 (M)

]
x2 + n(1 
 t2) (36)

K ′′′
Gx+η(t) = 2

[
D3 	 coth (M) 	 csch2 (M)

]
x3 − 2n(1 
 t3). (37)

Now differentiating the CGF and derivatives with respect x we have

∂

∂x
KGx+η(t) = t1T 	 [H + D 	 coth (M)] − 1 (1 
 x)T (38)
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∂

∂x
K ′
Gx+η(t) = H + D 	 coth (M) − D 	 M 	 csch2 (M) (39)

∂

∂x
K ′′
Gx+η(t) = 2D2 	 csch2 (M)

	
[(

D 	 t
(
x2
)T
)

	 coth (M) − 1xT
]

. (40)

A.2 Exponential clipping

In the case of exponential clipping, λ is the rate of the exponential for which elements
of G are drawn. Letting � = λ1m1

T
n and C = S 	 (txT ) derivative are given as

KGx+η(t) = σ 2t2

2
+ t 	 Hx + (A 	 ln [� 
 (� − C)]) 1, (41)

K ′
Gx+η(t) = σ 2t + Hx + [A 	 S 
 (� − C)] x, (42)

K ′′
Gx+η(t) = σ 21 +

[
A 
 (� − C)2

]
x2, (43)

K ′′′
Gx+η(t) = 2

[
A 	 S 
 (� − C)3

]
x3. (44)

Now differentiating the CGF and derivatives with respect x we have

∂

∂x
KGx+η(t) =

(
t1T
)

	 [H + A 	 S 
 (� − C)] (45)

∂

∂x
K ′
Gx+η(t) = H + A 	 [S 
 (� − C)

+
(
txT
)


 (� − C)2
]

(46)

∂

∂x
K ′′
Gx+η(t) = 2A 	 [

(
1xT

)

 (� − C)2

+ S 	
(

t
(
x2
)T
)


 (� − C)3
]
. (47)

Appendix B. Sensitivity to root-finding

Our root finding algorithm is based on Newton’s method, which converges rapidly and
can be expected to find a root, up to the limits of roundoff error, within 10–20 iterations.
However, the error that matters is the error in the function and gradient evaluation of
approximate log-likelihood function. The dependence on the root is nonlinear, so
there is not a known analytic dependence or even bounds (without making unrealistic
assumptions such as bounded vectors x), so instead we explore the error empirically.

The numerical setup is the same as in Sect. 6.1, and we will consider two sizes of
problem, the first with G ∈ R

55×50 and the second ten times larger, G ∈ R
550×500.
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Fig. 6 Case study of how error in the rootfinding algorithm propagates in the function and gradient eval-
uation. Left: G ∈ R

55×50. Right: G ∈ R
550×500. For both cases, we see that the root-finding error has a

nearly linear relationship with the relative error

For simplicity, we only look at the exponential clipping model. We run L-BFGS for
20 iterations, and then use the returned vector x.

We estimate the “true” function and gradient (of the approximate log-likelihood)
using the rootfinding algorithm with the tolerance set close to machine precision. We
then run the rootfinding algorithm using looser tolerances and compare the function
and gradient error.

Figure 6 shows the results. The left y-axis is the normalized function and gradient
error, while the right y-axis shows the average number of Newton iterations required.
The figure shows that there is an approximately linear relationship (with slope close
to 1) between the tolerance of the Newton rootfinding method and the actual accuracy
of the log-likelihood function.

From the figure we conclude, under the reasonable assumption that this behavior
is typical, that by setting the Newton tolerance to be small (which does not require
many extra iterations), the relative error in the function and gradient is on the order of
10−10. Most optimization solvers struggle to return solutions this accurate, so in most
cases the accuracy of the root-finding is not a limiting factor.

Finally, we note the figure shows that not only does the error propagate less in higher
dimensions, but fewer Newton iterations are required, suggesting that the method
works even better as dimensions increase.
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