Master Thesis

Unified Application Observability in
Heterogeneous Distributed Systems

Author
Nicolas Bissig

Supervisor
Prof. Dr. Johannes Ebke

Munich, October 22, 2024

Hochschule Miinchen University of Applied Sciences
Department of computer science and mathematics

Device Insight GmbH

Hochschule DEVICE
Minchen

University of

Applied Sciences I NSIGHT



ii

Abstract

This thesis tackles the challenge of achieving unified observability in heterogeneous, service-
based distributed systems, where traditional monitoring methods, such as metrics and logs,
fail to capture system complexity. This research investigates existing observability approaches,
focusing on distributed tracing, and proposes an enhanced observability framework designed for
diverse, distributed environments.

A combination of literature review, expert interviews, and technical prototypes was employed
to analyze the current state of observability in distributed systems and identify key requirements.
Observability is defined as the ability to answer critical questions from various stakeholders about
system behavior, extending beyond developers and operators to include roles with different
priorities. The well-known ”three pillars” model with metrics, logs, and traces, is critically
assessed, and an alternative, more holistic event-based data model is recommended.

The proposed framework is built on distributed tracing via structured wide events and in-
corporates all phases of observability: instrumentation, collection, storage, and analysis. It
suggests white-box instrumentation with in-band context propagation using OpenTelemetry, a
push-based collection model, and offers guidance on efficient storage and analysis strategies.

The framework was evaluated through synthetic benchmarks and real-world integrations,
focusing on two key overheads: mental and runtime. Expert interviews revealed that the frame-
work substantially improves system observability, but identified challenges related to ergonomics
in instrumentation and data analysis. Benchmark results showed a significant runtime overhead,
manifesting in increased latency and resource consumption, highlighting the need for optimiza-
tion. Future work is proposed to address these limitations and further enhance the framework’s
practical usability.

Keywords: Observability; Distributed Systems; Heterogeneous Systems; OpenTelemetry;
Structured Wide Events; Distributed Tracing; White-Box Instrumentation
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Chapter 1

Introduction

1.1 Topic, Context, and Motivation

In recent years, literature, such as Mishra (2014, p. 4922) and Lindsay et al. (2021, p. 1860), show
that more software systems and applications are being developed as distributed systems. Dis-
tributed systems and applications are composed of multiple communicating physical machines,
with users distributed potentially across the globe. Lindsay et al. (2021, p. 1868) mention that
these machines don’t have to be supercomputers or data centers, but can also be commodity
hardware or even embedded devices. A study conducted by Sfondrini, Motta, and Longo (2018,
p. 177) shows that the cloud, an inherently distributed environment as described by Lindsay
et al. (2021, p. 1860), is being increasingly adopted in many industries. This lowers the entry
barrier to deploying distributed systems, as organizations don’t have to invest in hardware in-
frastructure. Even applications that are considered simple or monolithic, which communicate
with external services or databases, should be viewed as distributed systems. Splitting and dis-
tributing a system into multiple components can bring advantages, such as granular scalability,
fault tolerance, and better separation of concerns (Mansouri-Samani and Sloman 1993, p. 1;
Knoche and Hasselbring 2019, p. 11). For huge distributed systems with thousands of devel-
opers, it is often not feasible to have a single team responsible for the whole system (Knoche
and Hasselbring 2019, p. 1). Instead, smaller teams are responsible for individual components
or services, which can lead to a heterogeneous mix of technologies and services, which is one of
the issues found by Mishra (2014, p. 4923) and B. Li et al. (2021, p. 3).

In general, Mishra (2014, p. 4925) summarize the challenges of distributed systems as in-
creased complexity and a tendency to be more error-prone. Niedermaier et al. (2019b, p. 42)
also conclude that increasing complexity is one of the main challenges of distributed systems.
It is harder to understand the system as a whole, how the different components interact, and
why an error occurred. In a more monolithic system, developers can rely on the assistance of
their integrated development environment (IDE) to understand how components interact. It is
also possible to set debug breakpoints and step through the code to understand data flow in
the application, or read stack traces from errors and have an overview of the full call stack. In
a distributed system, this is not as easy (Majors, Fong-Jones, and Miranda 2022, pp. 12, 37;
Sridharan 2018, pp. 2, 8). Service boundaries are often unclear, and the system can be spread
across multiple machines or data centers. This makes it harder to understand and observe the
flow of data and control in the system. Architecture diagrams can help to understand the system
at a high level. However, it is possible that they don’t show the actual data flow, which might
unintentionally be different from the intended flow (B. Li et al. 2021, p. 3). For applications
deployed on a single machine, it is possible to use coarse monitoring tools to understand the
health and performance of the system (Niedermaier et al. 2019b, p. 36). These coarse monitoring
tools historically focused on metrics such as CPU usage, memory usage, and network traffic.
Using unstructured logs, defined as those containing a schema-less text message, allows for a
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more detailed and nuanced comprehension of the systems’ behavior. However, these logs quickly
lose value when the system grows in complexity, as they are hard to search and correlate, espe-
cially if a logical unit of work, a request, is spread across multiple services. While these signals
are still important, with the rising adoption of distributed and cloud computing, studies and
literature show that these signals are not enough to understand the health and performance of
such a system, especially the applications deployed onto them (Niedermaier et al. 2019b; Aceto
et al. 2013; B. Li et al. 2021; Sambasivan, Fonseca, et al. 2014; Sambasivan, Shafer, et al. 2016;
Cinque, Corte, and Pecchia 2022; Majors, Fong-Jones, and Miranda 2022; Gomez Blanco 2023).

Instead, literature and studies such as Majors, Fong-Jones, and Miranda (2022, p. 3) and
B. Li et al. (2021, p. 1), highlight that the concept of observability has gained traction in recent
years. Kélman (1960, p. 497) mathematically defined observability as the ability to derive
the internal state of a system from its external outputs. Although this definition was initially
employed in the context of control theory, it could also be applied to software systems. However,
this still leaves the question of what external outputs and internal states are in the context of
software systems. Majors, Fong-Jones, and Miranda (2022, p. xii) state that monitoring detects
when something has gone wrong, and observability helps investigate why it happened, especially
in complex, distributed systems where problems may not be easily detectable through metrics
and logs. A more detailed examination of the concept of observability and its distinction from
monitoring in the context of software systems will be undertaken in section 4.2. While the
previously mentioned signals are not enough to understand the health and performance of a
distributed system, B. Li et al. (2021, p. 1) and Cassé et al. (2022, p. 227) show that the
term observability often appears together with the concept of distributed tracing. In essence,
distributed tracing records the flow of a request through a distributed system (Sigelman et al.
2010, pp. 2-3; Sambasivan, Fonseca, et al. 2014, p. 1; Sridharan 2018, p. 24). What distributed
tracing exactly is, how it works, and if or how it can improve observability in distributed systems,
is a core question of this work and will be further explored.

The motivation for this work is to improve the observability of distributed systems, as the
lack of unified observability can lead to various issues. Majors, Fong-Jones, and Miranda (2022,
pp. 5, 272) and Niedermaier et al. (2019b, p. 45) show that without observability, investigations
into anomalies can hit dead ends, resulting in insufficient reactive implementation. Investigations
can take a long time, and developers might rely on intuition or the most experienced person
to debug issues (Majors, Fong-Jones, and Miranda 2022, pp. 6, 245; Niedermaier et al. 2019b,
p. 44). Practitioners might need to leap from tool to tool in order to find the root cause of
an issue (Niedermaier et al. 2019b, p. 43), and end users might detect critical issues before
the team does (Majors, Fong-Jones, and Miranda 2022, p. 25). The amount of time spent on
debugging and fixing issues can grow to be greater than the time spent on delivering business
value, and customer satisfaction can decrease due to unexplainable performance issues or outages
(Majors, Fong-Jones, and Miranda 2022, p. 245). Thus, with well-thought-out observability, cost
savings can be achieved from faster incident resolution, avoided incidents, and reduced developer
burnout (Majors, Fong-Jones, and Miranda 2022, pp. 246, 256; Fernando 2023, p. 234; Borges,
Bauer, et al. 2024, p. 1). Deeper insights into the usage trends of end users can be gained,
and more confidence and velocity can be achieved when delivering new features (Majors, Fong-
Jones, and Miranda 2022, pp. 256, 274; Fernando 2023, p. 234). The presented arguments
demonstrate that observability represents a pivotal aspect of software development in general,
and that it is a worthwhile investment of time and resources to enhance it. The challenges
and constraints introduced by distributing only emphasize the importance of observability in
distributed systems.
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1.2 Focus and Scope

This work is conducted in cooperation with Device Insight GmbH', a company that specializes
in business-to-business Internet of Things (IoT) solutions. Systems in the IoT domain naturally
tend to be distributed, as they can include multiple physically distributed sensing devices (Nie-
dermaier et al. 2019b, p. 37). Apart from that, almost all the server-side software developed at
Device Insight is to some degree distributed and is deployed in the public cloud such as Microsoft
Azure or Amazon Web Services (AWS). This work will focus on improving the observability of
software developed and operated at Device Insight, but the results are intended to be applicable
to a wider audience and benefit the research and open-source community.

The primary focus is on distributed systems that are composed of multiple services, running
on commodity hardware, and communicating with each other over a network. These services do
not have to be strictly speaking microservices, but can be. This includes systems deployed on
virtual machines, as well as systems deployed in cloud-native environments, such as Kubernetes,
and even serverless environments. Other distributed systems, such as distributed operating
systems, are not considered in this work. Underlying virtual machines, or other infrastructure,
is not the focus, but rather the observability of self developed applications and services running
on them. Ideally, the programming language chosen for components should not matter in the
context of observability, but the focus is on systems that are developed in languages such as Java,
TypeScript, and Go. These languages are commonly used at Device Insight and are also widely
used in the industry and open-source community, as shown by the Stack Overflow 2024 developer
survey. In a single system, programming languages and deployment targets can be different, and
services can communicate with each other using different protocols, such as gRPC, REST, or
messaging systems. These mixed deployment environments and technologies are what this work
considers a heterogeneous distributed system. Additionally, the focus is put on open-source and
vendor-neutral solutions.

No assumptions are made about the adoption of shared development and operation respon-
sibility (DevOps) practices in the systems observed. While at Device Insight, DevOps practices
are used, the results of this work should also be applicable to systems that do not use DevOps
practices. Thus, the perspectives of developers and operators are separated.

1.3 Research Questions and Goals

The primary goal of this work is to define the meaning of observability in the context of hetero-
geneous distributed systems and develop a solution that improves observability in such systems.
This overarching goal is broken down into the following concrete goals:

G1 Determine which stakeholder groups are interested in observability, what questions they
have, and their requirements.

G2 Investigate current approaches to observability in distributed systems.

G3 Develop an observability concept for heterogeneous distributed systems.

G4 Implement this concept using prototypes and real-world applications at Device Insight.

GbH Evaluate the concept in key dimensions found during the research.
These concrete goals are summarized into the following two research questions:

RQ1 What are the current methods for achieving unified application observability in heteroge-
neous distributed systems?

RQ2 How can data flow in a heterogeneous distributed system be observed to evaluate the
system’s health and performance?

"https://device-insight.com/
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1.4 Document Structure
The rest of this work is structured as follows:

e Chapter 2 Literature Review: presents an overview of the methodology employed in
conducting a literature review on observability in distributed systems, together with the
findings of this review.

e Chapter 3 Methods: presents the methods used to achieve the goals, and find answers
to the research questions. Methods used for evaluation are also described.

e Chapter 4 Results: presents the results of the work, including a further synthesis of
the literature, technical exploration, and interviews to lay the required foundation for
observability. The observability concept is then developed and evaluated using the methods
described.

e Chapter 5 Conclusion: summarizes the observability concept and findings from the
evaluation, highlighting weaknesses and limitations. Concrete answers to the research
questions are provided. An outlook on future work is also provided.



Chapter 2

Literature Review

2.1 Methodology

The literature review was conducted systematically, using a process similar to backward snow-
balling described by Wohlin (2014). Having the research questions defined in section 1.3, the
next steps are to identify the keywords and search strings that will be used to search for relevant
literature. These keywords included combinations and variations of the following: Observability,
Monitoring, Distributed Systems, Microservice(s), Cloud, (Distributed) Tracing, Logging, Met-
rics, and Performance. The identified keywords were used to perform an initial search for relevant
literature in the following databases: IEEE Xplore!, Springer Link?. Additional search queries
were performed using DuckDuckGo?, Google Search?, and Microsoft Copilot®. These additional
search engines mainly led to results from ResearchGate®, arXiv’, other research repositories,
and sources from companies offering observability as a service, so-called vendors. Primarily
journal articles, conference papers, and books were searched for. Industry surveys or studies,
reports about the implementation and operation of observability-related software, and docu-
mented learnings or guidance were selected as initial literature candidates. Search results were
manually filtered based on their relevance to the research questions and goals. This filtering
was conducted by reading the keywords and abstracts of the papers. Results deemed relevant
were then read in detail to extract the appropriate information. After reading the papers, the
references were also checked to find additional relevant literature. This process was repeated
until a comprehensive view of relevant literature was established.
Not all literature used in this work is cited in this chapter.

2.2 Related Literature

The following sections present a categorization and summary of related literature, with particular
attention paid to works that significantly impacted this work. The chosen categories are based
on the topics covered in the literature.

2.2.1 Distributed computing

Lindsay et al. (2021) define and analyze historical and today’s characteristics and relevance of
distributed systems and how these have evolved. Their findings support that modern distributed

"https://ieeexplore.ieee.org/
’https://link.springer.com/
3https://duckduckgo. com/
“https://Google.com/
Shttps://copilot.microsoft.com/
Shttps://www.researchgate.net/
"https://arxiv.org/
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systems have moved away from mainframes to commodity hardware combined with specialized
devices, which this work focuses on.

Mishra (2014) performed a systematic literature review and summarized distributed sys-
tems’ main issues, challenges, and problems. They identified problems in heterogeneity, failure
management, performance analysis, quality of service, monitoring, reproducibility of events,
controllability, and observability. While other problems are listed, these are either directly or
indirectly relevant to this work. Their findings support that these problems are relevant for
building distributed systems outside the context and scope defined in this work.

Sfondrini, Motta, and Longo (2018) performed a structured industry survey on public cloud
adoption. Their findings show that cloud adoption is rising. As systems deployed in the cloud
often are distributed, due to attractive service offerings, this rising cloud adoption will only
emphasize the challenges faced in distributed systems for developers and operators.

Aceto et al. (2013), Fatema et al. (2014), Alhamazani et al. (2015), Natu et al. (2016), and
Rodrigues et al. (2016) analyze and categorize monitoring solutions in cloud environments. They
provide factors, such as scalability, non-intrusiveness, usability, affordability, and accuracy which
need to be considered when building a monitoring system. These factors were considered when
comparing and quantifying trade-offs of different solutions considered in this work. Analyzed
solutions were more focused on monitoring infrastructure, such as virtual machines, and thus
were not as big of importance when observing applications.

A survey conducted by Knoche and Hasselbring (2019) analyzed drivers and barriers influ-
encing microservice adoption among professionals in Germany. Results show that when asked
about implementation challenges in adopting a microservice architecture, monitoring ranked
third in challenges faced, after "running distributed apps” and ”change of ops tasks”. With
the reasoning that operation tasks shift to the development teams (DevOps) and are thus new
tasks for some experts. Additionally, it is highlighted that monitoring needs to be considered
carefully, as it can negatively impact runtime performance. This study again confirmed that
this problem is relevant in the industry, and highlighted the need for careful consideration of
runtime overhead, which this work evaluated. Another industry interview study on microservice
design conducted by Haselbock, Weinreich, and Buchgeher (2018) came to similar conclusions.
In this study, participants stated that monitoring and logging are the most important aspect in
the design of microservices. The two biggest challenges in this area are identified to be adapting
the monitoring concepts to the system’s increasing complexity and correlation of monitoring
data between services.

Mansouri-Samani and Sloman (1993) highlight problems faced in monitoring distributed
systems. Their work predates almost all other literature used in this work, but the problems
and approaches they identified are still relevant today. They already introduced the idea of event-
driven monitoring with traces compared to time-driven monitoring, which, as recent literature
shows, is a key concept in modern observability. While the concrete implementation they present
is not used or further analyzed in this work, their theoretical groundwork helped develop the
concept and validate more recent ideas and approaches to well-established problems.

2.2.2 Theory of Observability

The term observability has been coined by Kélman (1960) in the context of control theory. In
this context, observability is a measure of how well the internal states of a system can be inferred
from knowledge of its external outputs. While this definition is not directly applicable to the
context of this work, the term observability is used in a similar context, meaning how well the
internal state of a software system can be inferred from its external outputs. Due to this field
being decoupled from software engineering, no further research was conducted on the theoretical
foundation of the mathematical term observability.
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2.2.3 Tracing

Tracing systems and ideas are well documented in research papers. One of the more prominent
is Dapper, a large-scale distributed tracing system developed at Google by Sigelman et al.
(2010). When the paper was released in 2010 Google already used Dapper on almost all their
services. Dapper relies on instrumenting Google’s internal remote procedure call (RPC) libraries,
and profits from the homogeneity of Google’s software. They also explain their decisions on
sampling, overhead, data storage, and intended and unintended but beneficial use cases. Their
work influenced the development of later tracing systems and showed the industry that large-
scale distributed tracing was viable and worth the overhead (Majors, Fong-Jones, and Miranda
2022, p. 62; Sambasivan, Shafer, et al. 2016, p. 2).

Dapper was influenced by Magpie (Barham et al. 2003), X-Trace (Fonseca, G. Porter, et al.
2007), and Pinpoint (M. Chen et al. 2002). It differentiates by introducing sampling for lower
overhead and instrumentation lower in the software stack, resulting in less intrusiveness. These
tracing systems introduce key concepts for how and where to instrument, such as automatic in-
strumentation for network requests. In-band metadata propagation, such as over HT'TP headers,
is introduced.

Other tracing systems are for example MTracer by J. Zhou, Z. Chen, Mi, et al. (2014),
Transtracer by Tsubouchi, Furukawa, and Matsumoto (2020), Microscope by Lin, P. Chen, and
Zheng (2018), Fay by Erlingsson et al. (2012), Stardust by Thereska et al. (2006), and Pivot
Tracing by Mace, Roelke, and Fonseca (2018). This list is not comprehensive but shows the
variety of tracing systems and ideas developed over the years. These tools and systems follow
the same distributed tracing principles, following a logical piece of work, through the system and
recording all participating components. They share similar ideas, but introduce slight changes,
making them more suitable for some scenarios. The instrumentation mechanisms differ, some
instrument the networking layer, while others instrument the source code or compiled artifacts.
What and how metadata is propagated also differs, but in general at least some kind of identifier
is propagated in-band. While these are the main differences, sampling strategies, and collection
mechanisms are also adapted.

These tracing systems mainly paved the way and compared different approaches which benefit
in some scenarios. The OpenTracing® project, supported by major companies, attempts to
generalize and open-source these core mechanisms. Benjamin Sigelman, author of the Dapper
paper Sigelman et al. (2010), is a coauthor of the OpenTracing standard (Blumen and Sigelman
2019), highlighting the influence of Dapper on OpenTracing. In 2019 the OpenTracing and
OpenCensus’ project merged with OpenTelemetry'? ' which is actively developed and will be
analyzed further in this work.

Cinque, Corte, and Pecchia (2022) present their work on enriching or replacing application
logs with distributed traces with black-box instrumentation. They conclude that their approach
allows for quick and reliable deduction of relevant application logs from traces. They highlight
that understanding application logs requires a deep understanding of the application, and that
traces both increase their effectiveness and reduce the required system knowledge needed to
understand them. However, their work also highlighted the challenges and limitations of black-
box instrumentation, such as the work required to perform correlations between requests of long
traces.

®https://opentracing.io/

“https://opencensus.io/

Ohttps://opentelemetry.io/

"Erom now on OpenTracing is always referred to as OpenTelemetry.
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2.2.4 Experiences and Guidelines on Observability

The book Observability engineering from Majors, Fong-Jones, and Miranda (2022) presents a
comprehensive overview of event-based observability based on distributed tracing. The authors
are founders of the company Honeycomb!?, a company offering observability as a service, so
they are interested in promoting their product. However, this fact is presented transparently,
sections focusing on features of Honeycomb are marked as such, and they mention open-source
alternatives when possible. Their vision of event-based observability, experiences shared, and
recommendations supported the exploration of a modern approach to observability based on
distributed tracing. In addition to that, they highlight that observability is a sociotechnical
problem, meaning it is not only technical but also social, as not only developers and operators
profit from better observability. This book was a key source for the initial understanding of
observability and the developed concept in this work. Together Boten and Majors (2022) provide
a more practical and technical guide on implementing observability in cloud-native environments
using OpenTelemetry.

Similarly to Majors, Fong-Jones, and Miranda (2022), but more concisely, Sridharan (2018)
present their guidelines for observability in distributed systems. They introduce the key concepts
for observability, also view it as a sociotechnical or organizational problem, and guide the usage
of different telemetry signal types. Similar to Majors, Fong-Jones, and Miranda (2022), this
work was also crucial for the initial understanding of observability and the developed concept
in this work, but the focus was less on technical details.

Gomez Blanco (2023) and Boten and Majors (2022) provide technical and concrete guidance
on adopting and benefiting from OpenTelemetry. On a technical level, they map common
observability concepts to the concepts formalized by OpenTelemetry. Their recommendations
supported some technical decisions made in this work.

In an episode of the Software Engineering Radio podcast with Blumen and Sigelman (2019),
Benjamin Sigelman, author of the Dapper research paper (Sigelman et al. 2010), coauthor and
contributor to the OpenTelemetry standard, and CEO of the Lightstep'® observability startup,
shares their experience in developing large-scale distributed tracing systems. They highlight
the need for a focus shift from a technical focus for observability to a workflow focus, meaning
focusing more on how to work with tracing and telemetry data. In addition, they share that
customers of Lightstep experience a reduction in time needed for root cause analysis of up to
90%. Their work was crucial in realizing that workflows for observability are key to its success,
not only the technical implementation.

Niedermaier et al. (2019b) performed an industry interview study across companies in dif-
ferent sectors. They conclude that observability is not a purely technical concern, similar to
the sociotechnical problems Majors, Fong-Jones, and Miranda (2022) and Sridharan (2018) de-
scribe. In addition, they found that the interviewed companies already employ observability
best practices, but these remain isolated and are not yet unified. Out of the interviews, common
challenges were extracted, for this work the following were relevant: heterogeneity; culture and
mindset; dependency on experts, and lack of experience; time, and resources. Requirements for
an observability concept were also investigated, here the following are of relevance: a holistic
approach (encompass all components across teams) combined with context propagation; defined
core metrics from a user’s point of view, and monitoring based on these; monitoring mindset and
monitoring from the start. For some of these requirements, the interviewees presented possible
solutions. Among these were distributed tracing and concepts from site reliability engineering
(SRE), such as service level objectives (SLOs). These SRE concepts were also mentioned by
Majors, Fong-Jones, and Miranda (2022). This study supported defining stakeholders and re-
quirements, and to check that the found requirements were also present outside the context of

2https://www.honeycomb.io/
13Lighstep has been acquired by ServiceNow in 2021.  https://www.servicenow.com/company/media/
press-room/servicenow-to-acquire-lightstep.html
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this work. The authors also provided the interview questions, which supported the requirements
gathering phase (Niedermaier et al. 2019a).

Another industry survey conducted by B. Li et al. (2021) analyzed the adoption of tracing for
observability in microservice architectures. Their work shows that in the context of observability
in such systems, distributed tracing plays a key role. Their interviews with industry professionals
show that distributed tracing plays an increasing role as systems grow in complexity. Companies
that operate large-scale systems implement their own tracing and observability solutions, but
with the raising maturity of OpenTelemetry, more implementations are based on OpenTelemetry,
or consider migrating to it. Further insights into detailed instrumentation, collection, storage,
and analysis are provided, which support the technical implementation of the observability
concept in this work. A key finding in terms of analysis was that visualization of traces is a
common and effective strategy for various purposes.

Sambasivan, Fonseca, et al. (2014) and Sambasivan, Shafer, et al. (2016) present their expe-
riences and theoretical groundwork for building a tracing system. They highlight the strengths
and weaknesses of different existing tracing solutions for different use cases. They argue that
for successful distributed tracing four axes need to be considered: which relationships to pre-
serve, how to track those, how to effectively sample, and how traces should be visualized. By
applying these axes to different use cases, they provide guidance on how to build or select a
tracing system. Their work was instrumental in gaining insight into the trade-offs inherent to
the fundamental decisions made throughout the development of the observability concept, as
presented in this work. Their work predates the OpenTelemetry standard and thus identified
the need for standardization of tracing systems, which OpenTelemetry now claims to provide.

Borges, Bauer, et al. (2024) argue that architects often rely on intuition when considering
observability when designing cloud-native software systems. They propose a method to perform
systematic and informed decisions on observability during the design phase. With the suggested
method, synthetic faults are injected into a system, and the effectiveness of different telemetry
data types is quantified. Their method was not used to evaluate decisions made but was con-
sidered in recommendations such as to remove redundancy in telemetry data, or strategies for
protection against sampling.

2.2.5 Data Analysis

Having now reviewed the core topics of theory and data gathering for observability, other work fo-
cuses on what to do with the collected data. Collected data can be used for various purposes, one
of which is to find anomalies in the system. Bogatinovski et al. (2020) propose a self-supervised
learning approach to detect anomalies in distributed systems using trace data. While J. Zhou, Z.
Chen, Wang, et al. (2014) propose a runtime verification-based trace-oriented monitoring frame-
work aimed at improving the reliability of cloud computing systems. The framework combines
formal specification languages like Linear Temporal Logic (LTL) with trace data to efficiently
detect system failures and performance issues. Sakai, Takahashi, and Kondoh (2021) and Sakai
and Takahashi (2022) construct petri nets from trace data. These then can be used to check
a microservice system for conformity to a given architecture. Bento et al. (2021) used Open-
Telemetry trace data to extract service metrics, dependency graphs, and workflows to automate
the detection of anomalies in microservice systems. They conclude that the approach is promis-
ing, but highlight issues in the trace data format and quality. Borges, Werner, and Kilic (2021)
compare different tracing approaches in serverless applications for use in troubleshooting. They
conclude that distributed tracing is a viable approach for serverless applications, and suggest
a model on how to spot faults in serverless applications. Additionally, in the field of serverless
Functions as a Service, Eder, Winzinger, and Lichtenthéler (2023) compare the runtime over-
head of different tracing approaches. These approaches include Zipkin, OpenTelemetry, and
SkyWalking. They conclude that all approaches introduce a significant runtime overhead ex-
pressed in increased resource consumption, and increased cold start latency. Additionally, they
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state that in general Zipkin introduces the least overhead, and SkyWalking the most. In the
category of cold start duration, OpenTelemetry introduced the most overhead, which can be
attributed to the decision to start the OpenTelemetry Collector inside the function, which was
not performed by the other approaches. Yang et al. (2018) and Yang et al. (2021) propose an
approach of end-to-end tracing combined with anomaly detection based on request execution
paths in distributed systems. They show that their approach can detect anomalies in the system,
such as performance degradation and failures. In a study conducted by X. Zhou et al. (2021),
typical faults are injected into a microservice system to evaluate the effectiveness of tracing for
debugging purposes. They found that tracing and visual representation of the traces can reduce
the time needed to identify and fix faults. However, they also highlight that there is a need of
more advanced tools to analyze and visualize the traces.

Performance analysis and optimization are also common use cases for trace data. Cassé et al.
(2021) and Cassé et al. (2022) combine multiple traces into a graph representation to analyze
the performance of distributed systems. They employ the betweenness centrality metric and
the flow hierarchy metric to identify bottlenecks and failure points in the system. Trace data in
OpenTelemetry format is used to perform this analysis.

The highly structured trace data can also be used for other purposes. Bogner et al. (2019)
use trace data to calculate maintainability metrics, such as coupling, complexity, cohesion, and
size. They find that the produced traces reflect the system’s architecture and can be used to
calculate maintainability metrics.

2.3 Conclusion

The literature reveals a rapidly advancing field in distributed systems, cloud computing, and
observability. Distributed computing has evolved from mainframes to complex, scalable archi-
tectures, with significant challenges identified in areas like performance and observability. The
rise of cloud computing further complicates these challenges, necessitating robust monitoring
solutions.

Observability, originally a concept from control theory, has been adapted to software sys-
tems with significant developments in distributed tracing and the emergence of OpenTelemetry.
Recent literature emphasizes observability as a sociotechnical issue, integrating both technical
solutions and organizational practices.

In the context of distributed systems, the terms observability and distributed tracing often
appear together. Tracing systems like Dapper have influenced the development of modern tracing
systems, which have become essential tools for observability in distributed systems.

Studies on trace data applications, including anomaly detection and performance optimiza-
tion, highlight the practical benefits and ongoing challenges in this field. Overall, the literature
underlines the need for continued innovation in observability tools and practices to address the
complex demands of modern computing environments.
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Chapter 3

Methodology

This chapter presents the methods used to answer the research questions, achieve the goals
defined in section 1.3, and evaluate the impact and effectiveness. No results will be presented
in this chapter, only the methods, and results will be presented in chapter 4.

3.1 Interviews

In the initial exploration and requirements gathering, a series of interviews was conducted at
Device Insight. The interviews were conducted with the following stakeholders: developers,
technical leads, project managers, and architects. Device Insight operates its developed soft-
ware, thus developers also act as the operators. Due to different roles, responsibilities, and
different levels of expertise, these interviews were conducted as semi-structured interviews. In
preparation for the interviews, the interviewee’s projects were analyzed, and the interview ques-
tions were tailored to the specific projects. The interviews were conducted conversationally,
with open-ended questions, and follow-up questions to clarify the answers. For the starter ques-
tions and inspiration for follow-up questions, the interview guideline from Niedermaier et al.
2019a; Niedermaier et al. 2019b was used. During the interviews notes were taken, which were
afterwards expanded into a summary, which was then shown to the interviewee for validation.
Only employees of Device Insight were interviewed. Most of the interviewees were technically
inclined, with a focus on software development, only one interviewee was a project manager.
The results of the interviews were critical in defining stakeholders and requirements, shaping
the observability concept, and defining evaluation criteria presented in chapter 4. In total 14
interview partners were interviewed. Out of these interviews, two summaries are represented in
interviews D.1 and D.2.

To evaluate the developed observability concept, additional interviews were conducted. These
interviews were conducted with the same stakeholders as the initial interviews. The interviews
were conducted in a conversational semi-structured format, utilizing open-ended questions and
follow-up queries to gain further insight and clarification. During the interviews, detailed notes
were taken, refined, and confirmed by the interviewees. All evaluation interviews conducted are
represented in interviews D.3, D.4, and D.5. In some of these interviews, additional questions
and answers from the first interview round are included, to provide context. Primarily, the
results of these interviews were used to evaluate the concept in terms of impact and mental
overhead, as well as to gather feedback on the concept’s understandability. Some insights from
the evaluation interviews were used to refine the concept in parts that initially were unclear or
misunderstood.



12 3.2. IMPLEMENTATION

3.2 Implementation

For the implementation of the observability concept, and to answer RQ1, literature from chap-
ter 2 was synthesized. Ideas and concepts from the literature were adapted, combined, and
compared into the concept presented in chapter 4. Technical details were implemented in small
spikes and prototypes focusing on specific aspects of the concept, such as instrumentation, col-
lection, or visualization. The spikes and prototypes were used to test the feasibility of the
concept and to identify potential issues. During synthesis and prototyping, focus was put on
methods that support answering RQ2, as approaches that help identify how data flows through
the system are key to answering this question.

Additionally, the concept was partially implemented in some projects at Device Insight.
The full concept could not be implemented from start to finish due to organizational and time
constraints. Some steps of the concept are to be considered during the initial planning phase
of a project, while others focus more on operation in production. No project was available to
implement the full concept from start to finish.

In project P1, multiple Java spring boot services are deployed in a Kubernetes cluster hosted
on Azure. Here, auto instrumentation was employed using OpenTelemetry, combined with an
in-cluster deployed collector, and for storage and visualization, a ClickHouse database combined
with Grafana. As the project was already ongoing for some time, the early phases of the
concept could not be applied. Insights from this project were used to refine the concept and
test OpenTelemetry integration into a legacy project, with additional feedback gathered from
practitioners used for evaluation.

Project P2 was a new project, where the early phases, such as using observability data for
service level agreements, of the concept could be explored. A similar tech stack as in project
P1 was used. Due to organizational constraints, the concept could not be implemented but
was supervised and guided. Additional time constraints prevented the full implementation of
the concept. Insights gained from supervising the project were used to refine the concept and
helped identify issues when explaining key parts of the concept to practitioners.

In project P3, another existing project, the concept was also supervised and guided. The
tech stack of the project is based on TypeScript with Node. js. Initially, the project was deployed
as services in a Kubernetes cluster but was migrated to serverless options, such as AWS Lambda,
due to cost reasons. This allowed for the exploration of the concept in a serverless environment.
Insights from this project were similarly used to refine the concept and identify issues when
explaining key parts of the concept to practitioners. Additional insights during the migration to
serverless were used to refine the concept and to identify potential issues when using serverless
environments. As TypeScript is used in this project, insights were gained on how to observe
TypeScript applications, and highlighted issues.

Additional insights for serverless environments were gained by supporting an internal project
exploring best practices for serverless applications, project P4. The project was based on Go
and explored different serverless options. Supporting this internal project allowed for insights
into the challenges of serverless environments, and how to observe Go applications.

The spikes, prototypes, and projects were developed concurrently with the concept, to refine
it and identify potential issues. Some issues remain unresolved and will be addressed in chapter 4
or in chapter 5.

3.3 Evaluation

Evaluation of the concept is split into two aspects, which will be further explained in chapter 4.
The first aspect includes the stakeholder impact in dimensions such as newly introduced mental
overhead or workflow enhancements. These dimensions have been evaluated by conducting in-
terviews with stakeholders, as described in section 3.1. Ergonomics were evaluated by observing
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stakeholders interact with the introduced tooling, and by gathering feedback.

Due to disclosure agreements, the runtime overhead, such as cost increases, introduced by
the observability concept could not be extracted from the projects mentioned. This runtime
overhead includes factors such as additional costs for storage, processing, and visualization,
as well as the impact on the performance of the services. However, these factors still are
relevant and are to some degree covered by a synthetic benchmark. For this purpose, a sample
distributed application was developed, with toggle-able instrumentation. The application is
deployed using Docker Compose! on a Hetzner? cloud server. The server chosen is a CCX33,
with eight dedicated virtual CPUs and 32 GB of RAM. All components, such as load test
client, services, databases, and the full observability stack are deployed on the same server. The
benchmark is conducted using K63, a load testing tool. Two scenarios are tested, one where
both services are implemented using Java Spring Boot, and one where one service is replaced
by a TypeScript Node. js service using the NestJS framework?. While this does not cover the
full heterogeneity of the projects or scope defined, it proves that the concept applies to different
implementations. Both scenarios were tested with instrumentation enabled and disabled, to
measure the impact of the instrumentation on the performance of the services. The client,
implemented in K6, is configured to first perform a 30 second warm up phase, ramping up
requests per second (RPS) from zero to 1000. This load is then kept for two minutes. Each
singular test is one HTTP request from the client to the first service, the product service, which
then calls the second service, the session service. The session service queries a Redis® database
to validate the session. With a valid session, the product service queries a PostgreSQL® database
to retrieve a product and return it to the client. In Figure E.2 a trace, viewed in Grafana, of
the described scenario is shown. As both implementations are implemented in interpreted and
garbage-collected languages, the initial warm-up phase is required to stabilize the performance,
additionally, the measured resource utilization showed that only after around 20 seconds of
constant load the test reached a stable state without fluctuations. Thus, for evaluation, only
measurements after 20 seconds after the warm up phase, and earlier than ten seconds before the
end of the test are considered, a 90-second window.

The in chapter 4 presented concept itself was also applied to measure the performance of
the services. Meaning, that explanations for decisions made in the concept can be validated,
but will also be explained in depth at a later point. On a high level, distributed tracing is
employed to measure request latency experienced by the K6 client. The K6 client is always
instrumented using eBPF kernel instrumentation, and the services are auto-instrumented based
on the scenario. All telemetry data emitted by the client and services are pushed via the
OTLP protocol to an OpenTelemetry collector, which then stores the data in a ClickHouse
database. Additionally, the collector is configured to collect container metrics related to resource
consumption from the docker host, transform them into OpenTelemetry metrics, and store them
in the same ClickHouse database. The ClickHouse database is queried by Grafana to visualize
and evaluate the data. No sampling to any telemetry data is applied. The collected metrics
from the docker host provide information on how the resource utilization of the services changes
due to the instrumentation. Collected traces with the inherently included duration information
are used to measure the impact on the service performance due to the instrumentation.

Using ClickHouse queries, the average CPU utilization, normalized to the number of CPUs
threads, and the average absolute memory utilization are calculated for the 90-second window.
Different client latency metrics, such as the average or some quantiles, are calculated over all
requests in the window using ClickHouse.

https://docs.docker. com/compose/
’https://www.hetzner.com/
*https://K6.i0/
“https://nestjs.com/
Shttps://redis.io/
Shttps://www.postgresql.org/


https://docs.docker.com/compose/
https://www.hetzner.com/
https://K6.io/
https://nestjs.com/
https://redis.io/
https://www.postgresql.org/
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In Figure 3.1 the deployment diagram of the synthetic benchmark is shown. Evaluation
results will be presented in section 4.6. Source code, raw data, and queries used for the synthetic
benchmark is available on GitHub’.

Hetzner CCX33
{ Collect Metrics N
Docker
«Container» {l | «Container» {l ) «Container» {l
K6 Client HTTP > Product Service Access PostgresSQL
e |
nstrument ‘<. ________ e
via eBPF HTTP v HTTP
v v
«Container» «Container» Access ) «Container» {l
eBPF Instrumenter / Beyla Session Service Redis
Telemetry Data
via gRPC OTLP
«Container» {l «Container» :! Persist «Container» :!
Grafana OpenTelemetry Collector Telemetry Data ClickHouse
————————————————— Visualize == ===========q---m--mmmmmmmsommomeoom oo
| )

Figure 3.1: Deployment diagram of the synthetic benchmark. All components are deployed as
Docker containers on a single machine. The K6 client sends requests to the product service,
which then calls the session service; both services perform a database query. Using Grafana
Beyla for eBPF kernel level auto instrumentation, the K6 client is always instrumented. Both
services can be auto-instrumented using OpenTelemetry, and the telemetry data is pushed to
an OpenTelemetry collector. The collector stores the data in a ClickHouse database, which is
queried by Grafana for visualization. Additionally, the collector collects container metrics from
the docker host and stores them in the aforementioned ClickHouse database. All components
and arrows colored blue are part of the observability concept. Red arrows indicate the path
of the HTTP request. Text on arrows indicates the intent of dependency between the linked
components. The session service is implemented in both Java and TypeScript and can be
switched depending on the scenario.

"This tag was used to perform the benchmark https://github.com/NicolasBissig/otel-benchmark/tree/
1.0.0. Check the main branch for updates. Result data is only available on the main branch.


https://github.com/NicolasBissig/otel-benchmark/tree/1.0.0
https://github.com/NicolasBissig/otel-benchmark/tree/1.0.0
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Chapter 4

Results

In the following, a both theoretical and practical concept for the observability of distributed
systems is presented. The concept is based on the results of the literature review and the in-
terviews conducted. First, the theoretical groundwork is laid by defining observability and the
observability mindset. Afterward, the technical details and implementation aspects of the con-
cept are discussed. Finally, the concept is evaluated using the methods presented in section 3.3.
The concept is designed to be a guideline for implementing observability in distributed systems.

4.1 Stakeholders and their Questions

As mentioned in subsection 2.2.4, Majors, Fong-Jones, and Miranda (2022) and Sridharan (2018)
describe observability as an organizational or sociotechnical problem. Not only developers and
operators are involved in the observability of a system, but also other stakeholders. As examples
of additional stakeholders, Majors, Fong-Jones, and Miranda (2022) mention customer support,
customer success, product, sales and executive teams. The industry interview study conducted
by Niedermaier et al. (2019b) supports this, as in addition to developers and operators also
product owners, architects, managers, sales, customer support, and executives were interviewed.
Both sources show an overlap in stakeholder groups. Furthermore, they conclude their study
by stating that observability is a cross-functional concern, and one of the biggest challenges is
aligning the different perspectives of the stakeholders. These groups bring different questions
and requirements to the table, compared to developers and operators. For example, customer
support might be interested in the current status of a system, while the product team might be
especially interested in the performance of a new feature. Another aspect of the organizational
nature is, that in scenarios where observability is not yet present, its implementation might
be hindered by organizational structures and processes. Developers can be pressured into only
implementing features that directly deliver business value, and are not given time to consider
observability (Majors, Fong-Jones, and Miranda 2022, p. 243). This can lead to a situation where
the system is not observable, and developers and operators are unable to resolve issues in critical
environments, in the worst case, production environments. Majors, Fong-Jones, and Miranda
(2022) provide guidance on how to win allies for observability in an organization, and argue
that observability enables stakeholders to deliver value to the business. Adapting this input, not
only developers and operators are considered stakeholders in the concept. Still, these groups
are the primary stakeholders, as they are mainly responsible for implementing and maintaining
observability. Interview D.1, conducted with a project manager, confirms that other stakeholder
groups are interested in observability, and ask different, more abstract, questions.

The code snippet in listing 1 shows a simplified source code example of a user registration
process. User registration is invoked via an HTTP POST request, user data is persisted in a
database, and an event is published to a message broker. Technical details of this example are
not relevant. Using this example, questions different stakeholders might ask can be formulated.
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1. Developers:

(a) ”Who is calling this endpoint?”

(b) ”Who is consuming the published events?”
(c) "What is the executed SQL query?”

(d) ”Why or where did the request fail?”

[\)

. Operators:

(a) "Is the service and its dependencies healthy?”

(b) "Does the service need to be scaled?”

(c) "What is the error rate of the service?”

(d) ”Are the events consumed, or are there any backlogs?”

3. Product Owners:

(a) "How many users are registering per day?”
(b) "How long does the registration process take?”

4. Customer Support:

(a) ”Is the registration process currently working?”
(b) ”Is the registration process slow for some users?”

Questions for developers and operators match the questions formulated in interview D.2,
and the more abstract questions match the patterns from interview D.1. Some trends in the
questions can be observed. Questions mainly consider the current or past state of the system,
not the future or hypothetical states. The less technically inclined a stakeholder is, the more
abstract and combined the questions are. While all stakeholders ask questions related to their
individual responsibilities, a core question extracted from interviews about a running software
system that all stakeholders share is ”is it working?”.

This observability concept groups questions into two groups: concrete and aggregate ques-
tions. Concrete questions deal with specific events or data points, such as individual requests or
measurements. An example of a concrete question is ”what was the response time of a specific
request?”’. Aggregate questions combine multiple events or data points, such as the average
response time of a service or the error rate. An example of an aggregate question is ”"what is
the average response time of all requests?”. Additionally, questions could be categorized by the
temporal aspect, such as questions about the current state of the system, or questions about
the past state of the system. Questions about a hypothetical future state of the system are not
considered, as they require extrapolation or predictions. Answers to questions about the past
or current state can be used to perform these predictions. Adding constraints to questions, such
as only using requests from a specific user, does not alter the category of the question.

Answers to these questions can take multiple forms, from simple yes or no answers, to
complex visualizations. There is no one-size-fits-all answer format, as different stakeholders
prefer different formats. Visualizations tend to be preferred and effective, as confirmed by B. Li
et al. (2021) and X. Zhou et al. (2021). Technically inclined stakeholders might prefer to work
with raw data, formulate queries, and plot or analyze the data themselves. Others may prefer
predefined dashboards or regular reports. This is confirmed by interview D.1.

4.2 Defining Observability

The term observability originates from the mathematical field of control theory, first defined by
Kalméan (1960). A simplified definition describes a completely observable system as a system
where any possible state of its internal variables can be determined from measurements of
its output signals. This definition is not directly applicable to software systems, however, it
appears in software-related literature and provides the basis for following expanded or adapted
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definitions. When applying this definition to software systems, first it must be defined what the
internal variables, or internal state, of a software system are. On a foundational level, the internal
state of a software system can be described as the state of its memory, CPU, and network. While
this low-level view intrinsically includes all information about the system, it is not useful for
debugging or monitoring. Software is developed using multiple layered abstractions, such as
higher level programming languages. Moving to this more practical level of abstraction, the
internal state of a software system can be described as the state of its variables, objects, and
functions. Using a debugger, practically all the internal state can be investigated (Mansouri-
Samani and Sloman 1993, p. 12; Sambasivan, Fonseca, et al. 2014, p. 1). Non-deterministic
behavior can be introduced by threading, network communication, or external services, making
it harder to determine the internal state. As mentioned in section 1.1, attaching a debugger to a
distributed system is not feasible. The internal state of a distributed system can be described as
the combined state of all its components, network, and external services. Accessing the internal
state directly using these introspection techniques conflicts with deriving it using only available
external outputs, such as system calls or responses sent.

Recent software-focused literature builds upon this basis and expands the definition of ob-
servability. Majors, Fong-Jones, and Miranda (2022, p. 279) conclude their book with two
definitions of observability, where the second one is a refined version of the first initial defini-
tion.

”QObservability for software systems is a measure of how well you can understand
and explain any state your system can get into, no matter how novel or bizarre.
You must be able to comparatively debug that bizarre or novel state across all
dimensions of system state data, and combinations of dimensions, in an ad hoc
iterative investigation, without being required to define or predict those debugging
needs in advance. If you can understand any bizarre or novel state without needing
to ship new code, you have observability.

]

If you can understand any state of your software system, no matter how novel or
bizarre, by arbitrarily slicing and dicing high-cardinality and high-dimensionality
telemetry data into any view you need, and use the core analysis loop to compara-
tively debug and quickly isolate the correct source of issues, without being required
to define or predict those debugging needs in advance, then you have observability.”
(Majors, Fong-Jones, and Miranda 2022, p. 279)

This definition again refers to the internal state of software, as described earlier. However,
their definition of internal states suggests, that not the complete internal state needs to be
observable, but only some relevant parts. Which parts are relevant is highly context dependent,
and can be influenced by the stakeholders and their questions. If a stakeholder’s questions can be
answered by observing a certain subset of the internal state, then for this stakeholder the system
is observable. Telemetry data as a term is introduced, which describes specific data used for
communicating the internal state as a new output of a system. By turning this internal data into
an output of the system, the definition of Kadlmén (1960) is met, as no introspection is needed.
This practice is confirmed by Niedermaier et al. (2019b, p. 37). The second refined definition
also heavily focuses on how to work with the telemetry data, and how to debug issues, which
is aligned with the focus shift to workflow-centric observability recommended by Blumen and
Sigelman (2019). High-cardinality and high-dimensionality telemetry data is mentioned, which
will be further explored when discussing storage systems in section 4.5.4. The last key aspect
is that observability should enable answering questions that were not known in advance, and
without deploying new code, which has also been formulated by Mansouri-Samani and Sloman
(1993, p. 21) A lack of this ability can lead to ad-hoc and incomplete troubleshooting solutions
as identified by Niedermaier et al. (2019b, p. 45).
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Sridharan (2018) does not provide a single definition of observability but list several key
aspects of it.

1. 7Observability might mean different things to different people. For some, it’s
about logs, metrics, and traces. For others, it’s the old wine of monitoring in a
new bottle. The overarching goal of various schools of thought on observability,
however, remains the same—bringing better visibility into systems.” (Sridharan
2018, p. 2)

2. ”Logs, metrics, and traces are useful tools that help with testing, understanding,
and debugging systems. However, it’s important to note that plainly having
logs, metrics, and traces does not result in observable systems.” (Sridharan
2018, p. 2)

3. 7Observability is a feature that needs to be enshrined into a system at the time
of system design |[...] As such, observability isn’t purely an operational concern.”
(Sridharan 2018, p. 3)

4. 7Observability isn’t a substitute for monitoring, nor does it obviate the need
for monitoring; they are complementary. [...] Observability is a superset of
both monitoring and testing, it provides information about unpredictable failure
modes that couldn’t be monitored for or tested [...] It provides not only high-
level overviews of the system’s health but also highly granular insights into the

implicit failure modes of the system. [...] Monitoring, on the other hand, is best
suited to report the overall health of systems and to derive alerts.” (Sridharan
2018, pp. 5-6)

5. "The degree of a system’s observability is the degree to which it can be de-
bugged.” (Sridharan 2018, p. 8)

Characteristics 1 and 3 highlight the different perspectives on observability, confirming the
sociotechnical nature of observability, and the importance of considering the different stakeholder
needs, as described in section 4.1. With characteristics 1 and 2 they introduce the three pillars
of observability: logs, metrics, and traces. They highlight the importance of these signals, but
also view them critically, similar to Majors, Fong-Jones, and Miranda (2022). Later on, they
argue that the pillars can be expanded by considering exception trackers, such as Sentry' and
profiling data (Sridharan 2018, p. 2). The OpenTelemetry project adapted this expanded view
of observability, by announcing support for profiling signals in March 2024%. Current versions
of Sentry are using OpenTelemetry internally®. The importance and flaws of the three-pillar
model require further investigation, which will be conducted in section 4.4. In characteristics 4
and 5 they describe the relationship between observability, monitoring, testing, and debugging.
Monitoring and testing are seen as part of observability, but not the whole. Observability
supports where monitoring fails due to too coarse views, or when unknown failure modes occur
in production, which have not been tested for. All in all, they describe observability as a property
of a software system. This is in line with the recently introduced arc42 quality model by Starke
(2023). They describe observability as a quality attribute under the operable property*, and
relate it to the qualities of analysability and testability. They view traceability as a separate
quality attribute®, confirming that observability is different and more than just tracing.

"https://sentry.io/

“https://opentelemetry.io/blog/2024/profiling/

30ne example where it is stated that OpenTelemetry is used to power Sentry: https://docs.sentry.io/
platforms/javascript/guides/node/opentelemetry/

‘https://quality.arc42.org/qualities/observability

Shttps://quality.arc42.org/qualities/traceability


https://sentry.io/
https://opentelemetry.io/blog/2024/profiling/
https://docs.sentry.io/platforms/javascript/guides/node/opentelemetry/
https://docs.sentry.io/platforms/javascript/guides/node/opentelemetry/
https://quality.arc42.org/qualities/observability
https://quality.arc42.org/qualities/traceability
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The Cloud Native Computing Foundation provides a definition of observability in their glos-
6
sary®.

” Observability is a system property that defines the degree to which the system can
generate actionable insights. It allows users to understand a system’s state from
these external outputs and take (corrective) action.

Computer systems are measured by observing low-level signals such as CPU time,
memory, disk space, and higher-level and business signals, including API response
times, errors, transactions per second, etc. These observable systems are observed
(or monitored) through specialized tools, so-called observability tools. |...]

Observable systems yield meaningful, actionable data to their operators, allowing
them to achieve favorable outcomes (faster incident response, increased developer
productivity) and less toil and downtime.

Consequently, how observable a system is will significantly impact its operating and
development costs.” (CNCF Glossary on ” Observability”)

This definition is in line with the previously discussed definitions, and highlights the im-
portance of actionable insights, and the impact of observability on operating and development
costs. The definition also highlights the importance of external outputs, which are the telemetry
data, and the specialized tools, which are the observability tools. Furthermore, the definition
also mentions the importance of both low-level and high-level signals. The definition is more
focused on the business impact of observability, and the outcomes that can be achieved by hav-
ing an observable system. This is in line with the focus on business value and winning allies for
observability as described by Majors, Fong-Jones, and Miranda (2022).

Adapting and combining these definitions, a definition for observability can be formulated.

Observability is a fundamental property of a software system that must be intention-
ally considered during system design. It enables different stakeholders to understand
the system and answer key questions by utilizing telemetry data through appropriate
workflows. Monitoring and testing are integral parts of observability, both benefiting
from and contributing to it.

4.3 Observability Mindset

Having now defined observability, its stakeholders and their questions, the journey to implement
observability can begin. The first step is to adopt an observability culture and mindset, which
is identified as a challenge by Niedermaier et al. (2019b, p. 43). Based on the previously derived
definition of observability in section 4.2, observability is a property of a software system that
must be intentionally considered during system design. Not considering observability early on
can lead to some challenges identified by Niedermaier et al. (2019b). These include a lack
of a central point of view, where some components are not observable resulting in blind spots.
Sigelman et al. (2010, pp. 1-2) confirm this by reporting that these blind spots can severely lower
the effectiveness of observability solutions, further confirmed by Sridharan (2018, p. 27). Or
ineffective reactive implementations, where observability is only implemented after an incident
has occurred. Thus, it is recommended to consider observability early on in the development
process, and to design it into the system.

A counter-example where observability was only considered later in a project can be observed
by Google’s Dapper tracing system, described by Sigelman et al. (2010). Dapper was developed

Shttps://glossary.cncf.io/observability/ Accessed in October 2024; https://web.archive.org/web/
20241005144757 /https://glossary.cncf.io/observability/
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after the system it was supposed to make observable, and was concluded to be hugely successful.
However, there are some key aspects to consider on why Dapper was successful, which may not
be applicable to other projects. First, Google is a company with a huge amount of resources’,
and could thus afford to put a lot of resources into developing Dapper, and instrumenting or
modifying their software components. Secondly, the paper describes Googles software to be very
homogenous, meaning that components are developed in a similar way (Sigelman et al. 2010,
p. 2). Thus, modifications in the limited core libraries used for RPC communication allowed for
an almost global tracing solution. For heterogeneous systems and smaller companies with less
resources available, this approach is not feasible. There are still some insights to be extracted
from this success story for scenarios where observability can not be considered early on. It is
recommended that the system be kept as homogeneous as possible, with the use of consistent
programming languages, libraries, frameworks, and deployment strategies. This allows for small
changes in core libraries to have a big impact on observability coverage. Another interpretation
of this learning is that once an observable software stack for one service or project is found, this
same stack can be used for future implementations. Another insight is to not start instrumenting
from the outside, but to start with the core functionality and services of a system, which the
author mentioned again in a podcast with Blumen and Sigelman (2019). This will provide the
opportunity to gather the most important data first, and use it to debug the business-critical
parts of the system faster, and will provide great leverage for arguing with stakeholders for
further investments into observability, or winning allies for observability as described by Majors,
Fong-Jones, and Miranda (2022).

In one of the earliest stages during software engineering, the elicitation of requirements,
observability already starts to be of importance. When defining requirements, apart from the
functional requirements, non-functional requirements should be defined. These non-functional
requirements can take the form of quality attributes, such as defined by Starke (2023). Using the
user registration example from listing 1, end users might expect the registration process to be
fast, and reliable. Mapping these non-functional requirements to quality attributes, the system
should be performant®, and reliable’. Mishra (2014, p. 4923) highlighted these two quality
attributes when talking about quality of service problems in distributed systems. Mapping
these further to the code sample, the response time of the registration process is relevant for
performance, and the error rate of the registration process is relevant for reliability. By defining
these quality attributes, the system can be designed with these in mind, and observability can
be designed into the system. Observing and monitoring the response time and errors of the
registration process will result in two metrics that are directly related to the quality of user
experience. Thus, formulating alert rules based on these indicators will ensure that triggered
alerts always relate to the user experience quality and do not report irrelevant symptoms. An
irrelevant symptom-based alert would be to alert on the CPU usage of the registration service, as
this does not directly relate to the quality of user experience. Allocating on-call resources for an
alert, which is not affecting end users, is a waste of resources and can lead to alert fatigue where
operators start to ignore possibly relevant alerts due to them being buried in irrelevant alerts
(Majors, Fong-Jones, and Miranda 2022, p. 128; Niedermaier et al. 2019b, p. 44). However,
the traditional monitoring of CPU usage should still be done, as an alert on degraded user
experience combined with a warning on high CPU usage can provide a more complete picture of
the situation to the operator. The just described process is recommended by Majors, Fong-Jones,
and Miranda (2022) and is inspired by Site Reliability Engineering (SRE) practices, documented
by Beyer et al. (2016). In the study conducted by Niedermaier et al. (2019b, p. 46), SRE is
mentioned by multiple interview partners as possible solutions to challenges and requirements in

"In the 2024 Forbes Global 2000 ranking, Alphabet, the parent company of Google, is ranked tenth https:
//wwu.forbes.com/lists/global2000/; in 2010 Google was ranked 102 https://money.cnn.com/magazines/
fortune/fortune500/2010/full_list/101_200.html

Shttps://quality.arc42.org/qualities/performance

‘https://quality.arc42.org/qualities/reliability
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observability. The SRE practices are based on the principles of Service Level Indicators (SLIs),
Service Level Objectives (SLOs), and Service Level Agreements (SLAs). SLAs were mentioned
in interview D.1, and it was unclear, how these SLAs can be monitored. This confirms that
SRE concepts are relevant in practice. SLIs are the metrics that are relevant to the quality of
user experience, such as the response time, or errors, of the registration process. SLOs are the
targets for these metrics, such as the response time should be below 500ms, and the error rate
should be below 1%. In monitoring terms, an SLO is the threshold for an alert rule. SLAs are
agreements or contracts with clients or customers, where it is defined what happens if the SLOs
are not met. There are two ways to formulate an SLI/SLO, time-based or event-based (Majors,
Fong-Jones, and Miranda 2022, p. 133). Time-based is based on time windows, such as the
95th percentile, or in other words 95% of all requests, of the user registration endpoint should
complete faster than 500ms in a one-minute window. Whereas event-based SLIs are based on
events, such as the percentage of individual valid requests longer than 500ms should be below
5%. Due to the granular non-aggregated nature of event-based SLIs, they are more flexible and
represent the user experience quality better (Majors, Fong-Jones, and Miranda 2022, p. 133).
The formula on how to calculate an event-based SLI, in the range of [0, 1] is'°:

__good events

SLI = (4.1)

valid events

The concept of valid events is used instead of total events because a request failing with a
bad request or unauthenticated error is not a valid event for the SLI of the user registration
process. The differentiation between a good and a bad event can in this example be done by
the HTTP status code or the response duration of an individual request. For more guidance
on defining SLIs and SLOs, or further concepts building upon them, such as error budgets and
burn alerts, the reader is referred to the book by Majors, Fong-Jones, and Miranda (2022) or
the Google SRE book by Beyer et al. (2016). These introduced concepts and practices enable
monitoring to focus on user experience quality and guarantee relevant alerts. Having these non-
functional quality requirements defined for a feature, and monitoring them in production, allows
stakeholders to clearly answer one of the key questions defined in section 4.1: ”is it working?”, by
having a method to define the working state and quantify it. However, by utilizing event-based
SLIs, a technical requirement for observability is introduced, which is the ability to observe
individual events. Additionally, stakeholders are now required to ask themselves a key question
during planning, design, development, review, and testing, which this concept defines as the
observability mindset:

How can I observe if this is working in production?

Ohttps://cloud.google.com/blog/products/management-tools/sre-error-budgets-and-maintenance-windows
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4.4 Three pillars of Observability

The three pillars of observability, logs, metrics, and traces, are a common concept in the observ-
ability space. Previously mentioned literature, such as Sridharan (2018) and Majors, Fong-Jones,
and Miranda (2022), used these pillars or derivations of them in their descriptions of observ-
ability. Interview D.2 and D.5 additionally confirmed that some pillars are used in practice.
As an industry example, the company Grafana Labs!' markets their observability stack as the
"LGTM Stack”. The letters represent one pillar, except ”G” which represents Grafana itself,
and their products are named such that they start with the respective letter, logs with Loki,
metrics with Mimir, and traces with Tempo. In order to understand why these pillars are so
prominent, the pillars will be explained in more detail. UML class diagrams of the pillars are
presented in Figure 4.1 and Figure 4.2 after the explanations, but might support understanding
the explanation if viewed concurrently.

Logging is the most basic pillar of observability, as it is the easiest to get started with (Srid-
haran 2018, p. 18). When learning a new programming language, the first thing one learns
is how to print to the console?, the most basic form of logging. In this form, logs are text,
that are printed to the standard output of a program. A study focusing on logging practices
in open-source software, conducted by Yuan, Park, and Y. Zhou (2012, p. 104), finds that on
average every 30 lines of code contain a log statement, which speed up analysis of failures in
production by 2.2 times. This low barrier to entry and impact makes logging a popular choice
for observability. Interviews D.2 and D.5 confirm that the practice of logging is wide spread in
practice and the advantages it provides. However, the impact of logging can be enhanced by
using structured logging (Beyer et al. 2016, p. 186; Almog 2023, pp. 177-178; Gomez Blanco
2023, p. xvii; Majors, Fong-Jones, and Miranda 2022, pp. 55-57). Compared to unstructured
logging, where an arbitrary text is logged, structured logging enforces log messages to be in a
specific format (Majors, Fong-Jones, and Miranda 2022, pp. 55-57). Compare the following two
log messages:

2024-09-23 12:45:32 [INFO] User john_doe logged in with IP 192.168.1.10 and
< sessionID abc123

time=2024-09-23T12:45:32 level=info event=user.log_in user.username=john_doe
— 1p=192.168.1.10 session.id=abc123

While both messages contain the same information, the second structured log message formatted
using the logfmt format'® provides advantages over the first unstructured log message. It is
easier to parse for machines, as the structure is defined by the format, not by the log message
itself. This makes it easier to search, filter, and analyze logs. These structured messages are
also more consistent, as all messages are formatted in the same way and share common keys.
The logfmt format additionally is still human-readable, which is important if the logs are
directly read by humans without a special log viewer, such as is the case when writing to the
standard output. An alternative to logfmt is JSON, which is also machine-readable, but less
human-readable. As a developer writing a log statement, an ergonomic logging library should
abstract the formatting of the log message away, and provide a simple API to log events with a
static body and variable metadata. This brings the advantage that JSON could be used for log
transport to a central system, while logfmt could be used to print to the standard output for
local development. The log message, or body, should be a static string and contain no variables,
as this makes it easier to search for the log message. Standardizing the log levels and keys used

Uhttps://grafana.com/
2https://en.wikipedia.org/wiki/%22Hello, _World!%22_program
Bhttps://brandur.org/logfmt
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in the key-value pairs is also recommended, as this makes it easier to search for logs. There are
other best practices for effective logging, such as logging context or using correlation IDs, which
will turn your logs into detailed traces (Gomez Blanco 2023, p. 38).

Traces are aggregations of highly structured log events, which are called spans (Gomez Blanco
2023, pp. 34, 38; Sigelman et al. 2010, p. 3). By enriching a log message with certain metadata
and employing additional constraints, a span can be formed (Majors, Fong-Jones, and Miranda
2022, pp. 64-65; Gomez Blanco 2023, p. 38). To recap, the minimal structured log event
consisted of a timestamp of occurrence and a body. Using this minimal log event, adding more
fields, a minimal span can be constructed. The body of the span is repurposed to contain
the name of the span, which is a human-readable short name of the operation that the span
represents. An example of a span name is ”GET” for an HTTP GET request. In structured
logging, variables in the log body are considered bad practice, for tracing systems the span
name can contain variables. However, tracing best practices recommend keeping this name as
low cardinality as possible!* (Gomez Blanco 2023, pp. 45, 89, 97). The HTTP GET request
example might be represented as ”GET /api/v1/users/{userID}”, also called the HTTP route.
The route identifier itself is a low-cardinality variable, but including the requested user identifier
would make the span name a high-cardinality variable. The timestamp of occurrence from the log
event is expanded by adding either an end timestamp or a duration, which are interchangeable.
While log events represent a single point in time, spans represent a duration of time. In the
HTTP request example, log messages would be printed at the start, indicating method and
route, and at the end, indicating response code and duration, while only one span is needed to
represent the whole request. Spans need a context to be constructed into traces. Each span has
a unique span identifier and an optional parent identifier. A root span is the span that starts
the trace, has no parent, and all other spans of one trace are children of this span (Sigelman
et al. 2010, p. 3). To link spans together, the parent identifier is used which allows multiple
spans to form a tree structure, or a directed acyclic graph (Sambasivan, Fonseca, et al. 2014,
p. 5; Sridharan 2018, p. 24). Optionally, a trace identifier can be added to the span, which is
the same for all spans in a trace, which simplifies searching for all spans in a trace, and smarter
collection strategies. Additional key-value pairs can be added to the span, where similar best
practices as for logging apply, such as keeping keys consistent and low cardinality. By applying
these modifications to log events, a trace can be constructed from spans. This shows the close
relationship between highly structured logs and traces, and how enriching logs can lead to traces
(Gomez Blanco 2023, p. 34). This describes traces in a single process, distributed traces are
traces that span multiple processes, possibly over multiple machines. While in single process
traces, the context can be passed around in memory and thread-local storage, in distributed
traces the context needs to be passed over the network (Sambasivan, Fonseca, et al. 2014, p. 9).
If this context is propagated and respected by all components, a trace becomes a distributed
trace. Interviews highlighted that tracing is the least used pillar, as compared to logs it is harder
to get started with, and in general is just more complex.

Metrics are the last of the three common pillars of observability and are aggregated data
points, which are collected or emitted at regular intervals (Gomez Blanco 2023, p. 113). They
represent a summary of the system state at a certain point in time. While logs and traces focus
on individual events, metrics focus on aggregated data. As an example, a detailed event might
be created every time an item is inserted into an in-memory queue, while a metric emitted
every minute shows the absolute number of items in the queue. While this would be a metric of
type gauge, the OpenMetrics'® and OpenTelemetry'® specifications describe additional metric

Yhttps://opentelemetry.io/docs/specs/semconv/http/http-spans/#name
https://github.com/OpenObservability/OpenMetrics/blob/main/specification/OpenMetrics.md
https://opentelemetry.io/docs/concepts/signals/metrics/#metric-instruments
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types. Counters are metrics that are incremented and never decremented, such as the number
of requests received. Gauges, or Up-Down-Counters, are metrics that can be incremented and
decremented, such as the number of items in a queue. Histograms are metrics that count the
number of events that fall into certain buckets, such as the response time of a request, or the
size of a request. These are abstractions over the simple metric, which can be represented as a
numeric value, name, timestamp, and key-value metadata. To store these metrics, time series
databases, such as Prometheus, are used, which store the metric value, timestamp, and meta-
data, and allow for querying and visualization of the data (Majors, Fong-Jones, and Miranda
2022, pp. 9, 187; Sridharan 2018, p. 21). Interviews D.1, D.2, D.5 highlight that metrics are
commonly used for different use cases.

Span
Timestamp: start Metric
Log

Number: duration Timestamp: timestamp
Timestamp: timestamp

String: name Number: value
String: body

Optional<ID>: parent_span String: name
Map<String, String>: metadata

ID: span Map<String, String>: metadata

Map<String, String>: metadata

Figure 4.1: Minimal representation of the three pillars of observability as an UML class diagram.
An expanded form is presented in Figure 4.2.

This overview of the three pillars is very minimal and summarized in Figure 4.1. Enriching
these data structures with more structured information can improve the value of the data (Cassé
et al. 2022, p. 298). In isolation, the pillars are limited in use. A metric showing a growing task
queue does not answer why it is growing. A logged error does not show the context in which the
error occurred. A traced HTTP request does not include detailed information about the request
payload, or the service load at the time. By combining these pillars, a more complete picture
of the system can be drawn. To combine pillars, some modifications to the data structures are
needed. Log messages should be enriched with context from traces, such as the trace and span
identifiers. Exemplars enrich metrics with trace identifiers, to show concrete examples that were
aggregated into the metric value (Boten and Majors 2022, p. 47). A request duration histogram
metric can be enriched with sampled trace identifiers, which can be used to find the traces that
lead to the histogram value. These exemplars unlock the ability to drill down from a high-level
metric to a detailed trace (Sridharan 2018, p. 28). Not all metrics can provide exemplars, such
as a CPU usage metric, as it is not related to a specific request (B. Li et al. 2021, p. 14). Trace
spans could be enriched with embedded log events, which provide more detailed information
about the events that occurred during the span. However, if logs are already correlated with
traces, this might not be necessary. By aggregating multiple log messages or trace spans, new
metrics can be derived. Spans are not marked with levels, as logs are, as this can break the
tree structure if a child span has a higher level than the parent span, and is then dropped. An
expanded view of the three pillars is shown in Figure 4.2. A key insight here is that by enriching
and combining the pillars with more information, they can be traced back to a timestamped
event, with specific additional metadata. These highly structured and arbitrarily wide, in the
sense of many attributes, events are what Majors, Fong-Jones, and Miranda (2022, p. 52) argue
are the core building block required to build an observable system. Thinking in events and
using them for observability, compared to time-driven metric-based monitoring, is not a new
idea, as can be seen by literature such as Mansouri-Samani and Sloman (1993, p. 10). However,
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Event ” w
Timestamp: timestamp

Traceable Event Metric
Map<String, String>: metadata
ID: trace_id String: name
ID: span_id Number: value
Optional<List<Exemplar>>: exemplars
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Span Log Exemplar
Optional<ID>: parent_id String: body ID: trace_id
String: name ID: span_id
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Figure 4.2: Expanded representation of the three pillars of observability. A key observation
is here, that all pillars can be traced back to a timestamped event, with additional metadata.
Each pillar adds certain fields, such as a log body, or a trace context, to the event. In an
implementation, the actual object may just consist of a singular map, with all fields included.

it only recently gained more traction in the industry with papers such as Dapper by Sigelman
et al. (2010), and following open-source implementations, as stated by Majors, Fong-Jones, and
Miranda (2022, p. 74).

These three pillars describe data structures, and not practices or workflows. As seen with
unstructured and structured logging, there are different maturity levels of logging, similarly,
other pillars can show different maturity levels. This maturity can be seen in the metadata
available, data quality, and coverage. Just having logs, metrics, and traces does not result in
an observable system, as described by Sridharan (2018, p. 2), Majors, Fong-Jones, and Miranda
(2022, pp. 8, 18, 250), and Gomez Blanco (2023, pp. xvii, 12-13). They recommend thinking
more in terms of "telemetry data” or "wide events” instead of the three pillars. More telemetry
data types can be considered, such as the previously mentioned profiling data, or exception
trackers. When considering additional pillars, one needs to be careful if the new pillar is not
just a subset of one of the existing pillars. For example, exception trackers are very closely
related to structured logging and traces, as exceptions are logged with context about how they
occurred, and can be traced back to the root cause. Exceptions occurring during a span can
be attached as metadata or logged. Profiling is related to tracing and metrics, however, profiles
provide a more detailed view of the system during a time window and are decoupled from the
context propagation mechanisms of traces, thus making them a possible new pillar.

When to use which pillar is highly dependent on the context and the questions that need
to be answered. In a distributed system, there are some clear advantages or disadvantages of
each pillar. Logs are very easy to get started with and can easily be used in local development
without extra tooling, at least in a basic form (Sridharan 2018, p. 18). This also means that
logging is well integrated into many platforms. Logs printed to standard output streams often
are collected by default by platforms such as Kubernetes or cloud providers. Due to standardized
log levels, they can be toggled on and off easily when needed. Debug log levels can be used to
log whole request payloads, which can be crucial for debugging (Sridharan 2018, p. 18). As
they can be decoupled from context propagation, they can be used to log events that are not
part of any logical piece of work, such as application startup logs, where configurations could
be logged. They have disadvantages as well. Logs are not structured by default, and there is no
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standard for metadata keys. If full request payloads are logged, this can lead to privacy issues,
as sensitive data might be logged (Sigelman et al. 2010, p. 5). Not correlating logs and traces has
disadvantages. Multiple parallel requests can lead to interleaved log messages, which can make
it hard to follow the flow of a single request. If logs are written to a standard output stream
and collected line-by-line, a multi-line log message can be split into multiple log messages, this
however is more of a problem in unstructured logging or lacking features in log collection tools.
Sampling log messages to reduce load can lead to missing context, and thus missing information
if implemented incorrectly (Sridharan 2018, p. 19). Not sampling can lead to a high volume
of logs, which can be expensive to manage. Metrics are fitting for monitoring the high-level
health of a system, as they provide an overview of the system (Sridharan 2018, pp. 21-23).
They are easy to aggregate and visualize and can be used to set alert rules. Compared to
logs or traces, the overhead of metrics stays consistent with rising application load (Sridharan
2018, p. 22). When a system is experiencing more requests, the number of logs and spans
will rise, while the number and rate of metrics emitted stay the same (Sigelman et al. 2010,
p. 7). They are resistant to sampling, as aggregations are done during collection (Beyer et al.
2016, p. 149; Majors, Fong-Jones, and Miranda 2022, p. 208). Their consistent overhead and
compact representation make it possible to store metrics for longer times and to use them for
long-term analysis. However, they bring crucial disadvantages. Metrics are aggregated data
and thus lose the context of the individual events. They show symptoms, not causes, such as
a growing queue, or failing requests, but not why this is happening. Metrics can fail when
formulating questions with additional constraints, such as ”show the request rate of this certain
API key”. This is due to the storage in time series databases, which encourage the usage of
low cardinality metadata (Sridharan 2018, p. 23). Traces are the most detailed pillar, and
provide the most context. They provide a deep view into a logical piece of work, such as a
request, and show the flow of the request through the system. Questions where metric time
series databases, such as the previously mentioned API key question, fail can be answered by
traces. A span provides implicit timing information, where two log lines would be needed to
provide the same information. Compared to logs, traces are easier to sample, as whole logical
pieces of work can be sampled, and not individual events (Fonseca, Freedman, and George Porter
2010, p. 1). However, traces have disadvantages as well. For some practitioners, they are the
newest and most complex pillar and require the most effort to get started with. Similar to logs,
they have a high volume of data and can be expensive to manage. If sensitive information is
attached to a span, this can lead to privacy issues (Sigelman et al. 2010, p. 5). As spans have
no standardized levels or configuration like logs, it is not easily possible to attach full request
payloads to spans, as this would lead to an even higher volume of data. While spans provide
implicit timing information, they sometimes cannot answer why something was slow. A trace
can show that a database operation was the bottleneck of a request, but fails to convey that this
was due to a high CPU load on the database server. Trace context propagation can be complex,
and if not done correctly, can lead to spans not being linked correctly.

In conclusion, the three pillars of observability are a good starting point, but thinking bigger
and considering event-based observability is recommended (Majors, Fong-Jones, and Miranda
2022). When to use which pillar is highly dependent on the context and the questions that
need to be answered (Sridharan 2018, p. 13). As traces provide the critical context propagation
mechanism, this observability concept recommends focusing on distributed tracing and comple-
menting its disadvantages with other pillars. The three pillars are not exclusive and should be
combined to provide a more complete picture of the system. Using trace context and exemplars,
traces, logs, and metrics can be correlated. New metrics can be derived from traces and logs.
The pillars are not practices or workflows and should be seen as data structures. Each pillar’s
maturity level can vary, and enriching these data structures with more structured information
can improve the value of the data. They are not a substitute for observability and should be
seen as a starting point.
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4.5 Implementation

Now that the theoretical groundwork for observability has been established, it is possible to
commence discussions regarding the technical implementation of observability. As defined in
section 4.1, the stakeholders and their questions were identified. As shown in section 4.1, stake-
holders other than developers and operators have an interest in the telemetry data produced,
and the insights derived from it. However, the implementation and maintenance of observability
as a technical task remains the responsibility of the developers and operators. A significant
challenge in implementing observability is the introduced overhead, which can be considered to
have two dimensions: mental and runtime.

Mental overhead describes how much the in section 4.3 introduced mindset and following
technical implementation overhead negatively influences the daily work of stakeholders. Symp-
toms of high mental overhead caused by observability implementation can surface by a delay in
feature implementation caused by the need to implement observability, or by a high number of
lines of observability code cluttering the code base. For operators, mental overhead can surface
by a high amount of time spent on maintaining or tweaking the observability stack (B. Li et al.
2021, p. 14). In general, a high mental overhead caused by the observability stack will result in
a negative attitude towards observability and can lead to observability being seen as a burden,
and not as a tool to improve the system. If not even developers and operators are allies of ob-
servability, the system will never be observable (Majors, Fong-Jones, and Miranda 2022). Other
stakeholders mainly profit from observability but do not have to deal with the mental overhead of
implementing and maintaining it. A top-down pressure to implement observability will not lead
to a successful implementation, stakeholders need to cooperate and keep the mental overhead
for all parties as low as possible. Interview D.2 further confirms that implementing observability
should be easy and should only introduce small amounts of mental overhead. Literature such
as Sigelman et al. (2010, p. 2) argue that application developers should not be aware of the
observability infrastructure to reduce fragility, further confirming that a low mental overhead is
beneficial.

Runtime overhead describes how much the observability-related modifications negatively
influence the runtime of the system (Mansouri-Samani and Sloman 1993, p. 37; Cinque, Corte,
and Pecchia 2022, p. 304). Symptoms of high runtime overhead caused by observability imple-
mentation can surface by an increase in cost to operate the system, which can be caused by
increased resource consumption of the system and the additional observability stack, or costs
for external observability services. Runtime overhead can also show by a negative influence
on the system’s quality attributes, such as performance or reliability. Request handling could
slow down, or if parts of the observability stack become unavailable, the system could become
unavailable, if not implemented correctly. Gathering, storing, and analyzing complex telemetry
data produced by the system is something observability newly introduced into the system. This
implicitly introduces runtime overhead during collection and requires additional resources to
be provisioned for storing and analyzing the telemetry data. If the runtime overhead is too
high, the system might not be able to meet quality requirements, or the costs of operating the
system might increase. In general, a high runtime overhead caused by the observability stack
will result in a negative attitude towards observability from a top-down perspective. This can
make it harder to win allies for observability as well. Stakeholders concerned with implementing
observability need to be aware of the runtime overhead they introduce and need to cooperate
to keep this overhead as low as possible. Again, interview D.2 confirms that runtime overhead,
especially if impacting end users, should be kept as low as possible. Additionally, a survey
conducted by Knoche and Hasselbring (2019, p. 13) further confirms that runtime overhead
needs to be carefully considered. Sigelman et al. (2010, p. 4) also confirm that a low runtime
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overhead was important when developing Dapper, as otherwise other stakeholders would have
been reluctant in using it.

When implementing observability, decisions, tools, and methods need to be made or selected
with these overhead types in mind. In some cases, as will be highlighted, these two overhead
types can be in conflict. Reducing runtime overhead can lead to an increase in mental overhead,
and vice versa. Such cases need to be handled with care and weighed against the quality
criteria of the software, and the expertise of the team. These overhead types do not influence
the previously worked out theory and pillars, however, they influence the implementation of
the observability concept in practice. As an example, the structured log pillar still keeps the
mentioned advantages, disadvantages, and importance for the observability concept; its mental
overhead is determined by the logging library chosen, and the density of log statements; its
runtime overhead is determined by the log collection and storage system chosen, and the volume
of log messages produced. The same applies to the other pillars and the combination of them.
Redundancy between the pillars is therefore even more discouraged, as it increases the runtime
overhead without providing additional value. The following sections will discuss the technical
implementation needed to achieve observability in more detail and highlight the aspects to be
considered when implementing observability.

4.5.1 OpenTelemetry

OpenTelemetry has been mentioned multiple times in this work already, and is a key player in
the observability space. It is an incubating open-source project of the Cloud Native Computing
Foundation (CNCF)!7, meaning it is considered stable and has been successfully used in pro-
duction environments, since August 2021. It is a collection of APIs, SDKs, and tools used to
instrument, generate, and collect telemetry data. They describe telemetry data as signals, and
rely on the idea of the three pillars'®, but also consider additional signals, such as profiling data.
The project is a merger of the OpenTracing and OpenCensus projects, which merged in 2019.
OpenTracing was focused on distributed tracing, while OpenCensus additionally included met-
rics. OpenTelemetry focuses on the bigger picture and the structured wide event observability
concept (Majors, Fong-Jones, and Miranda 2022). It does not cover the observability journey
from start to finish, only the initial phases of instrumentation and telemetry data transport.
Using the provided APIs, libraries, and applications can be instrumented with concepts from
the three pillars. The APIs themselves do nothing, only combined with a configured SDK these
signals can be exported. Using the push-based OpenTelemetry Protocol (OTLP), the signals
can be exported to a compatible receiver. This approach provides flexibility and backward com-
patibility, as the metric signal could also be exported using a pull-based Prometheus-compatible
collector. At this point, the scope of OpenTelemetry ends, it does not provide storage, analysis,
or visualization of the telemetry data. The advertised vendor neutrality comes from the fact
that source code is instrumented once using the OpenTelemetry APIs, and the required signals
are exported in a fitting format to different storage solutions. What the project does provide
is the OpenTelemetry Collector, which acts as a telemetry data gateway. This collector will
further be investigated in subsection 4.5.3.

When considering alternatives!? to OpenTelemetry, caution needs to be taken. Two cate-
gories of alternative candidates can be identified: Silos or Vendors (Majors, Fong-Jones, and
Miranda 2022, pp. 8, 73). Silos are alternatives that focus on a sub-part of the observability
journey, such as only tracing, or only metrics. Prometheus?’ is a popular open-source mon-
itoring and alerting toolkit, which focuses on metrics. It is pull-based and uses a time series

"https://www.cncf.io/projects/opentelemetry/
Bnttps://opentelemetry.io/docs/concepts/signals/
https://stackshare.io/opentelemetry/alternatives
Onttps://prometheus.io/
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database to store the metrics. It does not support other telemetry types but provides a com-
prehensive collection solution. Due to its popularity, OpenTelemetry adopted similar metric
concepts, and thus OpenTelemetry metrics can be used with Prometheus. It is not an alter-
native to OpenTelemetry, its concepts have been adopted by OpenTelemetry and still is an
option for storage of metrics emitted by OpenTelemetry instrumented applications. Jaeger?!
is a popular open-source distributed tracing system, which focuses on tracing. Different storage
options are supported, such as Elasticsearch, Cassandra, or Kafka??. It is OpenTelemetry com-
patible and can be used as a storage solution for traces emitted by OpenTelemetry instrumented
applications. It also is not an alternative to OpenTelemetry, and except for providing storage
for traces, does not provide any advantages over OpenTelemetry. Zipkin?® is another popular
open-source distributed tracing system, which focuses on tracing. The same applies to Zipkin as
to Jaeger. These are called silos because they focus only on one sub-part of the telemetry data
types supported by OpenTelemetry. Their features have been adopted into the standard, or
compatibility is provided, and are thus superseded by OpenTelemetry. Vendors are alternatives
that provide a full observability stack, such as Datadog?!, New Relic?®, Dynatrace®, or
Honeycomb?’. Open-source solutions such as Uptrace®®, Signoz?’, or Skywalking?®’ are
also available. Major public cloud providers provide their own observability solutions, such as
AWS X-Ray?!', or Azure Monitor??. There are more vendors, and the listed ones are listed
in no particular order. While these vendors provide custom instrumentation libraries and agents,
they are either able to ingest telemetry data in OpenTelemetry format, or bridges are provided.
This makes them compatible with OpenTelemetry, and thus not alternatives, but additional op-
tions for storage and analysis of telemetry data. Of course, it can make sense in some scenarios
to buy observability solutions from vendors, as they provide a full end-to-end experience. For a
detailed comparison of different vendors compatible with OpenTelemetry, the reader is referred
to Janes, X. Li, and Lenarduzzi (2023). For further guidance on the buy or build decision, the
reader is referred to Majors, Fong-Jones, and Miranda (2022). If enough resources are available,
and OpenTelemetry does not meet the needs, a custom instrumentation and collection strategy
could be developed.

In cases where a developer community has accepted and adopted other solutions, these so-
lutions can and should be used. For example, logging in Java can be done using the SLF4J33
API, a facade over multiple logging implementations. In this case, the SLF4J API can be used,
and the underlying logging implementation should be configured to export logs in OpenTeleme-
try format. For metrics, and recently for tracing, the Micrometer®* library provides a similar
facade over multiple implementations. Similarly, this facade can be used, and the underlying
implementation should be configured to export metrics and traces in OpenTelemetry format.
Another, however out of scope, example for tracing in the Rust ecosystem is the tracing® crate,
which allows developers to instrument functions with spans. However, this is not distributed
tracing, as context is not propagated automatically, and an exporter for OpenTelmetry can be
configured. These cases show that there are alternatives to OpenTelmetry when instrumenting

https://www. jaegertracing.io/

Znttps://www. jaegertracing.io/docs/1.62/deployment/#span-storage-backends
*https://zipkin.io/

Zhttps://www.datadoghq. com/

https://newrelic.com/

*ohttps://www.dynatrace.com/
https://www.honeycomb.io/
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Pnttps://signoz.io/

3%https://skywalking.apache.org/
3'https://aws.amazon.com/xray/
32https://azure.microsoft.com/en-us/services/monitor/
33http://wuw.s1f4j.org/

3https://micrometer.io/

3https://tracing.rs/
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your code. Similarly to the silos mentioned before, they are compatible with OpenTelemetry
and only deal with one sub-part of the scope OpenTelemetry covers. Their usage is only rec-
ommended, if the ecosystem around the chosen stack has adopted such facades and satisfying
compatibility to OpenTelemetry is given.

For the focus and scope defined in section 1.2, OpenTelemetry is thus the recommended
choice for implementing observability, as it is open-source, an industry-standard, vendor-neutral,
CNCF backed project, and all alternatives either do not cover the full scope of OpenTelemetry
or are compatible with it (Majors, Fong-Jones, and Miranda 2022, pp. 75, 110, 181; B. Li et al.
2021, p. 13). OpenTelemetry also matches requirements found in interviews such as interview
D.2, where it was mentioned that instrumentation should ideally be independent of the systems
used for further processing, in other words, vendor-neutral. For these reasons, the technical
implementation of this observability concept will rely on OpenTelemetry.

4.5.2 Instrumentation
Black and White-box Observability

In the original definition from Kalman (1960, p. 497), the internal state of an observable system
was derived from its external outputs. As defined in section 4.2 and section 4.4, these external
outputs are expanded with telemetry data which needs to be gathered or emitted from a system
to make it observable. Directly exposing parts of the internal state as external telemetry data
output is what turns black-box observability into white-box observability (Sridharan 2018, p. 6;
Picoreti et al. 2018, p. 778). Viewing a black-box component from the outside only allows for
observing the inputs and outputs. No information about the internal state is provided. Software
or hardware probes, as defined by Mansouri-Samani and Sloman (1993, pp. 38-39), observing
the data flowing in and out of the component can be installed. For a service answering HTTP
requests, probes can record incoming requests, measure execution duration, and record the re-
sponse. Placing such probes is called instrumentation. Majors, Fong-Jones, and Miranda (2022,
p. 121) state that ”[glood instrumentation drives observability”. In a white-box component,
there are more options when placing such probes. They can directly be inserted into the ap-
plication’s source code, and can enrich emitted events with meaningful context and metadata
(Mansouri-Samani and Sloman 1993, pp. 38-39; Sigelman et al. 2010, p. 4). Considering the
HTTP service from the previous example, handling a request may require calls to an external
database over the network. If the service is a black-box, database calls are observable as network
traffic, but the correlation between the HTTP request that caused the database call, and the
database call itself, is not directly observable. If the HT'TP request is performed against the
path ”/api/v1/users/123”, and an SQL SELECT statement containing the user identifier 123 is
sent to the database during the duration of the request, the correlation maybe could be rebuilt
in some scenarios. In other scenarios, or under high load with many interleaved requests, this
correlation might be impossible to rebuild. In general, there is no guaranteed way to recon-
struct these correlations in black-box observability. Compared to white-box components, this
correlation can be propagated internally, and emitted telemetry data can reflect this correlation.
Considering the two overhead dimensions for these abstract approaches, no certain conclusion
can be drawn. Mental overhead initially seems to be higher for white-box observability, as
the developer needs to think about what to instrument, and how to instrument it. However,
this depends heavily on how those software probes have to be placed by the developers. The
mental overhead for black-box observability initially seems lower, but depending on the method
chosen to observe the component’s inputs and outputs, overhead for operators can increase.
If there is no efficient way to disable software probes in white-box components, the runtime
overhead increases, as every execution is probed and resources are shared with business logic
code (Mansouri-Samani and Sloman 1993, p. 39). For black-box components, the input and
output observer can be disabled, but even if enabled, the component itself is not influenced
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by the observer. However, clients can perceive the component as slower, as the observer in-
troduces additional latency. Both approaches, if not implemented properly, can introduce high
overhead on both dimensions. White-box observability offers key advantages, such as enriching
telemetry data with meaningful internal state, and propagating context for easy correlation of
emitted events. Thus, white-box observability is chosen for the technical implementation of this
observability concept, which is recommended by Majors, Fong-Jones, and Miranda (2022) and
Sridharan (2018).

Before diving deeper in how to perform white-box instrumentation, there are scenarios where
black-box observability is the more sensible or only option (Sridharan 2018, p. 6). In a scenario
where the source code of a component is not available, or the component is a third-party service,
black-box observability is the only option. If the component is a legacy system, or a system that
is not maintained anymore, black-box observability is the more sensible option. Ignoring such
components in the system can lead to blind spots. In certain instances, these blind spots may
not present a significant issue, particularly if only observable components invoke the unobserved
component. Considering a traced request chain, the called unobserved component would still
result in the client producing a span for the call. However, if the blind spot is early in the
request chain, downstream calls lack the critical root cause of their invocation, or if the blind
spot calls other observable services, or produces messages on a message queue, the original
root context is not propagated and lost. In such cases, black-box observability can be used to
observe the inputs and outputs of the unobserved component. Concrete implementations can
use probes placed in gateways, service meshes, or sidecars. B. Li et al. (2021, p. 20) mentioned
service mesh tracing with sidecars in their study, but highlighted that none of the interviewed
companies employed this strategy. Applications composed of HTTP APIs or RPC services can
split business logic from communication logic. An API Gateway might handle authentication,
authorization, and rate limiting, and then forward the request to the business logic component.
This API gateway can emit telemetry data about the request, and the response, and can be
used to observe the inputs and outputs of the unobservable business logic component. However,
if the gateway already handles such important tasks for the system, it too should be viewed as
a white-box component and should be instrumented generally. Service meshes and sidecars can
additionally be used to instrument side effects, such as published messages, or database calls.
However, both of these approaches fail to correlate cause and effect, and can only be used to
observe the inputs and outputs of the unobserved component. This small excursion was needed,
as practitioners in interviews have highlighted that they need insight into components that are
outside their control. In general, black-box observability should be used as a last resort, as some
observability is still better than none.

Instrumentation Probes Placement

For white-box observability, the problem is now where, and how to instrument with probes.
Beginning with the where to instrument: every code entry point should be instrumented. An
entry point is a piece of code, as close as possible to your application code, that resembles a piece
of work needed to process a request (Sambasivan, Shafer, et al. 2016, p. 2). Request handling
services, such as an HTTP API or an RPC service, have entry points in the form of request
handlers. Applications can be developed such that work related to the handled request is done
after a response is sent. Asynchronous workers processing messages from a message queue have
entry points in the form of message handlers. Scheduled jobs have entry points in the form of
job handlers, which can be viewed as a special form of message handlers. All applications have
entry points when the application is started, and optionally when the application is stopped.
These entry points should be instrumented. Context propagated in-band should be respected
by the instrumentation. In-band means that the context is passed along the same channels as
the work itself (Fonseca, Freedman, and George Porter 2010, p. 2; Sambasivan, Shafer, et al.
2016, p. 3; Blumen and Sigelman 2019, p. 101). This is needed to enable a simple and reliable
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correlation of emitted events. A coordinator thread that distributes work onto worker threads
needs to propagate the context of the bigger work unit being processed, such that telemetry
data emitted from the worker threads can be correlated. In distributed systems, this needs
to be done to correlate all performed work of a logical request chain distributed over multiple
services. Sambasivan, Fonseca, et al. (2014, pp. 4, 9) present three approaches to identifying
causally-related activities: metadata propagation, schemas, or black-box inference. They state
that metadata propagation, which this concept labels in-band context propagation, provides the
most benefits, but requires white-box instrumentation and needs to be included in the design of
the distributed system. The other approaches do not present these requirements, but introduce
challenges in the form of writing complex schemas, or introduce limitations in terms of sampling
or properly attributing causality. This propagation requires that service edges are instrumented
(Sridharan 2018, p. 25). Edges, or hops, are the points where work is handed over from one
service to another, or in the same service from one thread to another (Cinque, Corte, and Pecchia
2022, p. 298; Sridharan 2018, p. 24). If the distributed system is viewed as a graph, edges are the
connections between the nodes, which represent service instances. This observability concept
requires that entry points and edges are instrumented with in-band context propagation. An
edge from one component will enter another component at an entry point. Similarly, the way an
entry point is reached describes an edge. Using these two rules, both can be found inside a system
or component. Additionally, instrumenting forks is recommended, where forks describe paths
taken in the application’s control flow, such as conditional branches (Sambasivan, Fonseca, et al.
2014, p. 5; Sridharan 2018, p. 24). It is not necessarily required to instrument forks, as they can
be inferred from the entry point and edge instrumentation. As an example, a service interacting
first with a cache and only if a cache miss occurs with a database, does not need to instrument
the if statement after the cache interaction, as a following interaction with the database indicates
a cache miss. Instrumenting all entry points enables emitting events for each individual request
in a non-aggregated manner, which is required to implement event-based SLIs as described in
section 4.3 and recommend by Majors, Fong-Jones, and Miranda (2022) and Beyer et al. (2016).
Additional instrumentation can be added to gather more domain-scoped knowledge, such as
instrumenting the steps of a complex algorithm with spans or recording high-level aggregated
metrics for business-critical indicators. No generalization can be performed here, but the same
guidelines as for the pillars and general instrumentation apply.

By formulating some requirements on the telemetry data emitted, and deriving the fitting
pillar for the emitted data, the first part of how to instrument was derived. Considering a
request-response service, where a request is received, processed, and a response is synchronously
sent, the entry point here is the code executed for handling the request. Due to the requirement
of in-band context propagation, this service needs to respect the context passed to it for all
emitted telemetry data during the request handling. Additionally, the start point and duration
of the request handling is of interest, due to this information being important for SLIs regarding
performance and outcome. A trace span is a fitting pillar here, as combined with distributed
tracing, the context is propagated in-band, and the start point and duration of the request
handling can be measured using just one emitted event. Some metadata about the request
payload size or information about the client can be attached as metadata to the span. For
detailed information about the request and response, such as the full payload, which is required
for deep debugging, logs are the fitting pillar. All logs emitted should contain the trace context,
such that they can be correlated with a trace or to view all logs that belong to a certain request,
spread over multiple services. As in the request and response sensitive information could be
included, the feature of log levels is used to toggle the logging of the full payload on and off. In
staging environments or for certain requests, the full payload can be logged, while in production
environments or for other requests, the full payload is not logged. Due to logging being disabled
in some cases, and the possibility of sampled traces, client-side aggregated metrics should be
emitted. These metrics can include a counter for the total amount of requests handled, enriched
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with metadata about the invoked method and response status, or histograms about the request
handling duration or payload size. While these metrics can be derived from trace spans and logs,
in scenarios where sampling is used, the metrics provide a more reliable source of information
(Beyer et al. 2016, p. 149), and deriving these metrics from other signals is computationally
intensive (Sridharan 2018, p. 23). Having these metrics allows for monitoring the request rate,
error rate, and duration (RED) metrics of a service, which Sridharan (2018, pp. 7-8) and
Beyer et al. (2016) recommend. As described in section 4.3 monitoring such metrics does not
directly tell if the user experience is in a degraded state, but can be used as additional warning
alerts. Sridharan (2018, p. 7) additionally recommend monitoring the utilization, saturation,
and errors (USE) of system resources, as was described with the example CPU usage alert in
section 4.3. These can not be derived from event data, and their gathering is decoupled from the
request handling. If the application should emit these metrics, or an agent deployed on the host,
depends on the situation at hand. When the same host is used for multiple services, an agent
can provide a more complete and less redundant picture of the host utilization. This requires
that it is possible to derive on which host an application is executed, to correlate resource USE
metrics with application telemetry data. For edge instrumentation, similar rules apply. Spans
and trace context propagation should be used to record a detailed execution trace and correlate
work distributed among multiple services. Logs can record debug information about payloads.
Metrics can record aggregated information about the RED metrics to protect against sampling.
Forks in control flow can be instrumented using log statements if needed. In conclusion, traces
provide the backbone of instrumentation as they propagate the context between components
and are the most structured telemetry event, while metrics support traces with unsampled pre-
aggregated high-level data, and logs provide leveled and detailed information that utilizes the
context propagated by tracing.

Instrumentation with OpenTelemetry

OpenTelemetry provides a set of APIs and SDKs to instrument applications. For instrumenta-
tion, the APIs are of relevance, as they map the creation of telemetry data to code. The SDKs
are used to export the telemetry data. The API provides interfaces for managing spans, metrics,
and logs?®. While metrics and traces are directly supported, logs are additionally, for backward
compatibility reasons, interfaced with established structured logging libraries, and OpenTeleme-
try provides a bridge to these libraries. Mapping the described entry point instrumentation to
OpenTelemetry with an example HTTP service is shown in listing 2. Context is extracted from
the request headers using the World Wide Web Consortium (W3C) trace context standard?®7,
and a span is constructed. If no context is present, a new root trace is started, by creating a span
without a parent. The span is enriched with metadata about the request and response, errors
are attached to the span, and the span is ended when the response is sent. Logs are used to log
debug information, such as full requests and responses. A histogram metric records the request
count and duration distribution, another metric would record errors but is omitted for brevity.
This enables the RED metrics and protects against trace sampling. The example is written
in Python, due to its simplicity, but due to the standardization introduced by OpenTelemetry
the concepts are the same for other languages. An actual implementation might perform ad-
ditional actions. This proves that OpenTelemetry is fitting in instrumenting the entry point
and respecting in-band propagated trace context. Due to standardized context propagation and
APIs, this allows for instrumenting HTTP services in any language or framework, thus fitting
for heterogeneous environments.

Edge instrumentation follows a similar fashion. A standardized method for in-band context
propagation, such as W3C trace context, is chosen and inserted into payload metadata. For

36 As of September 2024 the OpenTelemetry APIs are not yet stable for all signal types in all programming
languages https://opentelemetry.io/status/
3Thttps://www.w3.org/TR/trace-context/


https://opentelemetry.io/status/
https://www.w3.org/TR/trace-context/

34 4.5. IMPLEMENTATION

HTTP requests this is headers, gRPC supports this via metadata, and messaging systems, such
as Apache Kafka, support this via message headers. Using the OpenTelemetry APIs, the ac-
cording spans, logs, and metrics are created from the client’s perspective. For the called service,
an entry point will be called, and it has to implement regular entry point instrumentation. In-
strumenting both client and server allows for viewing latency between request sent and request
processing. Additionally, it helps in ordering telemetry events when the clocks of the services
are not synchronized. A client edge span will always start before the server entry point span.
This idea is supported by Sigelman et al. (2010, p. 4) and Sambasivan, Fonseca, et al. (2014,
p. 6).

This covers how to map OpenTelemetry to the three pillars. Thinking bigger in structured
wide events, OpenTelemetry trace spans are what most closely resemble the wide events (Majors,
Fong-Jones, and Miranda 2022; Sridharan 2018). The structured nature of the span events is
further reinforced by using the OpenTelemetry semantic conventions®, which describes best
practices and defines common attribute keys for spans. By complying with this standard, the
emitted span events from different applications, projects, or even companies share a common
structure, and developers can be onboarded more easily. Considering additional pillars, such as
detailed method-level profiling, more time needs to pass to see how OpenTelemetry will support
these. Until then, key methods can be instrumented with spans, and the profiling data can
be derived from these spans. In garbage collected runtimes, such as the Java Virtual Machine
(JVM) or Go runtime, spans can show, but not explain, a delay caused by garbage collection,
which a profile could highlight better, but with the trade-off of not being request scoped (Majors,
Fong-Jones, and Miranda 2022, p. 128). Runtime metrics for garbage collection related tasks
can be emitted and correlated using the time frames of the spans showing a non-explainable
delay. For more guidance and best practices, the reader is referred to the semantic conventions,

and for general guidance to the OpenTelemetry documentation”.

How to instrument

The second part of the how to instrument is asking of how the probes are inserted into code.

Manual instrumentation is the first approach to instrumenting applications where, as shown
in listing 2, probes are manually inserted directly into the code (Mansouri-Samani and Sloman
1993, p. 39). Developers are tasked with inserting instrumentation in between the business
logic. It provides the most flexible approach, as developers can fine-tune emitted events to the
business needs. Mental overhead is very high, as developers need to consider instrumenting
during development thoroughly. This can lead to a high density of instrumentation code and
can clutter the business logic, as can be seen in listing 2. Runtime overhead can be low, as
OpenTelemetry instrumentation are no-ops if not exported’. Additionally, OpenTelemetry
events are exported asynchronously, and thus do not block the business logic, a practice adopted
from Dapper (Sambasivan, Fonseca, et al. 2014, p. 6). Thus, if enabled, the runtime overhead
depends on the amount of telemetry data emitted.

Library instrumentation is the second approach to instrumenting applications (Mansouri-
Samani and Sloman 1993, p. 39; Sambasivan, Fonseca, et al. 2014, p. 5). The example in
listing 2 could also be implemented as a middleware or interceptor in a web framework. Where
middleware and interceptor describe source code that is executed before and after every request,
and in this case are used to observe the request and response. This approach is less flexible,
as the emitted events are not fine-tuned to the business needs, but to the framework. This

3¥nhttps://opentelemetry.io/docs/specs/semconv/

3%nttps://opentelemetry.io/docs/

4OMetrics as an example: ”All language implementations of OpenTelemetry MUST provide a No-Op” from
https://opentelemetry.io/docs/specs/otel/metrics/noop/ accessed on 2024-09-28
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lowers mental overhead for developers dramatically, and shifts it to the authors of libraries and
frameworks. However, an author of an HT'TP or gRPC library is more familiar with the inner
workings and terminology of the channels used and is able to provide more standardized and
structured telemetry data using the OpenTelemetry semantic conventions. Runtime overhead is
similar to manual instrumentation. Dapper by Sigelman et al. (2010, p. 2) uses this approach
and concluded to be successful in their homogeneous scenario.

Automatic instrumentation is the third approach to instrumenting applications. Mansouri-
Samani and Sloman (1993, p. 40) split this approach into multiple categories. They suggest
automatically instrumenting object-code, an intermediate representation of the source code; or
alternatively instrumenting the operating system kernel. As their definition is at this point over
30 years old, the definition needs to be updated to modern software development practices.
This concept defines automatic instrumentation to be the insertion of instrumentation probes
into the source code, an intermediate representation, or in dynamic languages at runtime using
techniques such as monkey patching (Eder, Winzinger, and Lichtenthéler 2023, p. 99; Boten
and Majors 2022, pp. 66-67; Gomez Blanco 2023, pp. 40, 53). Kernel instrumentation will be
handled separately in this concept. An example of automatic instrumentation of source code
is the currently work in progress and unmaintained*! Go package instrgen??. This package
can be used to automatically instrument Go source code with OpenTelemetry instrumentation
before compilation. For this approach, similar to library instrumentation, the mental overhead
for developers is low. However, due to the fact that instrumentation and library are developed
separately from each other, additional mental overhead when testing if the instrumentation
works as expected, or updating any components is introduced. Runtime overhead can be very
low, as an artifact completely without instrumentation could be compiled, or only selected
instrumentation points can be inserted during source code modification. If instrumentation is
enabled, the runtime overhead is the same as previous approaches, however, the start time of
the application is increased, if the instrumentation changes need to be applied during startup.
Instrumenting intermediate representations, or dynamic instrumentation at runtime, can be done
using JVM agents, which can modify the Java byte code during runtime, or Node. js monkey
patches which can modify loaded JavaScript during runtime. OpenTelemetry provides support
for these instrumentation types using a Java agent?? or Node. js auto instrumentation?*. Similar
to the automatic instrumentation of source code, the mental overhead for developers is low, but
the mental overhead for testing and updating is higher. Runtime overhead is higher, as the
instrumentation is done at runtime, and can introduce additional latency to the business logic.
Primarily, the start times of applications are impacted as the instrumentation changes need to
be applied during startup.

Kernel instrumentation is possible via a feature of the Linux Kernel: the extended Berke-
ley Packet Filter (eBPF)*. eBPF allows for dynamically extending kernel functionality and was
released into the Linux Kernel in March 20146, While offering other use cases, this work focuses
on observability, eBPF offers to instrument the kernel such that telemetry data can be emit-
ted. Applications interacting with the kernel, such as performing a network request, can thus
be instrumented, without any changes to the application’s source code. While this approach
closely resembles black-box instrumentation, using kernel instrumentation more insight into the
internal state of the application code is possible, and some more correlations can be performed
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reliably. This blurs the line between white and black-box observability and is thus labeled gray-
box observability in this concept. Similar to black-box and automatic instrumentation, mental
overhead here initially seems lower, but is reintroduced in separation of development and instru-
mentation, potentially going out of sync. Runtime overhead is also similar. A key disadvantage
of black-box and kernel instrumentation, rendering this approach non-viable for this concept,
is that developers are unable to enrich emitted telemetry data with additional business-related
metadata as recommended by literature such as Majors, Fong-Jones, and Miranda (2022) or
Sridharan (2018, p. 25). OpenTelemetry provides an eBPF profiler*” and a work-in-progress Go
instrumentation using eBPF*®. Other open-source projects, such as Grafana Beyla’® are also
available. Using eBPF for observability is still in an early stage and requires deeper exploration,
which is out of the scope of this work.

In summary, the where instrumentation should be placed has been answered, and different
approaches on how to place these probes have been discussed. These approaches are: black-
box, kernel (gray-box), automatic (white-box), library (white-box), and manual (white-box)
instrumentation. black-box and kernel instrumentation offer the lowest impact to implement-
ing observability, as they lack the key feature of enriching events with custom metadata, as
recommended by Majors, Fong-Jones, and Miranda (2022) and Sigelman et al. (2010), and in
some scenarios fail to correlate events as shown in previously. All white-box approaches offer
these abilities but require changes in the source code or during runtime. In terms of men-
tal overhead, library instrumentation introduces the lowest overhead, as the instrumentation
is done by library authors and stays up-to-date with library changes. While all dynamic in-
strumentation approaches offer an initial low mental overhead, it is hidden in tasks such as
searching for the correct instrumentation, testing if it works as expected, and keeping it up-to-
date with the instrumented libraries. Manual instrumentation offers the most flexibility, but
introduces great mental overhead, if instrumentation is not successfully encapsulated, which
would turn this approach into a form of library instrumentation. In terms of runtime overhead,
automatic instrumentation has the biggest negative impact on application performance, due to
increased startup times. black-box instrumentation with sidecars or gateways introduces extra
infrastructure components which raise cost and add more network hops to the request path. If
these components are used anyway, the extra overhead introduced would be low. Kernel in-
strumentation offers a lower runtime overhead if implemented correctly, as no additional hops
are introduced, and instrumentation can be done separately from the application code during
startup. Both manual and library instrumentation offer the same runtime overhead as instru-
mentation is included in the artifact directly, thus depending on implementation details such
as the number of events emitted. To rank the approaches in these three dimensions, impact,
mental overhead, and runtime overhead, the in Table 4.1 shown ranking is used.

Based on this ranking, library instrumentation is the preferred option. It encapsulates the
mental overhead away from application developers while keeping the runtime overhead low.
However, only a few libraries are instrumented. The OpenTelemetry documentation for Java>’
lists as of September 2024 only three natively instrumented libraries. For TypeScript®! only
one instrumented library is listed. For this reason, Majors, Fong-Jones, and Miranda (2022,
pp. 76-77) recommend starting with automatic instrumentation and enriching it with business-
relevant metadata, which is possible. This concept also recommends starting with automatic
instrumentation and looking for library instrumentation where possible. If the high runtime over-
head of automatic instrumentation is confirmed to be problematic for your software’s quality
attributes, manually instrumenting key components is recommended. When manually instru-

4"https://github.com/open-telemetry/opentelemetry-ebpf-profiler
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Instrumentation Approach | Impact | Mental Overhead | Runtime Overhead
Manual (white-box) High High Low

Library (white-box) High Low Low
Automatic (white-box) High Low to Medium Low to High
Kernel (Grey Box) Medium Low to Medium Medium
Black-box Low Low Low to Medium

Table 4.1: Instrumentation approaches are compared in three categories: Impact, Mental Over-
head, and Runtime Overhead. A high impact for implementing observability is preferred, while
both overhead types should be kept low. Approaches are compared to each other, and catego-
rized into three categories: High, Medium, and Low. Reasoning and examples for how these
rankings were derived are presented in the text. The wide range of possible runtime overhead
caused by automatic instrumentation is due to the wide range of possible automatic instrumen-
tation approaches.

menting, consider extracting instrumentation into shared libraries, effectively turning it into
library instrumentation (Majors, Fong-Jones, and Miranda 2022, p. 115). In scenarios where
black-box observability is the only or more sensible option, as previously presented, kernel in-
strumentation is preferred over pure black-box options.

Excursion: Instrumenting Infrastructure

In the previous sections, the focus was on instrumenting application code, which the focus
and scope of this work are as defined in section 1.2. While the application code represents
the business logic, it is surrounded by additional infrastructure supporting it (Majors, Fong-
Jones, and Miranda 2022, p. 13). Interviews D.3 and D.4 confirmed this. The example of API
Gateways was previously mentioned for observing black-box components, and it was argued
that these components should be observable per default. It is also possible to consider the
reverse example, in which the business logic component is deployed as a white-box observable
component, and a non-observable API Gateway is set up before the business logic component.
While errors or delays inside the business logic component will be reported, errors and delays
occurring before even reaching the business logic component will never be reported. Mapping this
example to a serverless architecture on AWS, the business logic component can be represented
as a Lambda function, with an API Gateway in front of it. Even more AWS components,
such as Content Delivery Networks or authentication mechanisms, might be placed in front of
the business logic code contained in the lambda. End users may report errors which never
show up in the observability data because the errors occurred due to a misconfiguration in the
gateway and not due to errors in the observable component. Additionally, end users may report
slow response times, but the observable component shows fast execution, and the fact that the
Lambda function took 40 seconds to cold start is not visible. This is not only a problem in the
public cloud, but also in complex on-premise setups. Here, gateways or load balancers could be
blind spots in the request chain. While this work’s focus is on observability in application code,
it can be argued that in some cases the surrounding infrastructure is bigger and more complex
than the application software itself. Again, the in section 4.3 presented observability mindset
applies here, when choosing a deployment architecture, observability should be a key factor.
When choosing a public cloud or components of it, such as AWS Lambda with API Gateway,
observability needs to be evaluated early. For AWS, consider using AWS X-Ray®? for tracing,
and CloudWatch®® for logs and metrics. The AWS API Gateway supports initiating X-Ray
tracing®® and propagating trace context to other services. While AWS Lambda code is a white-
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box and can be instrumented by developers, the Lambda execution environment is a black-box,
which can hide critical information such as delays due to cold start times, or timeouts. AWS
Lambda also supports emitting AWS X-Ray trace information®®, including the period before
code deployed in Lambda gets invoked. For open-source or on-premise setups, components such
as NGINX"® support OpenTelemetry®’. B. Li et al. (2021, p. 21) state in their study, that
”data fusion for trace analysis”, i.e., combining application and infrastructure telemetry, is an
open challenge for the interviewed companies. In summary, the observability mindset should be
applied to infrastructure components as well, and observability should be evaluated early in the
decision-making process.

4.5.3 Collection
Collection Strategies and Architecture

In section 4.2 and subsection 4.5.2 telemetry data was defined as an extra external output
emitted by observable systems. The in section 4.4 defined three pillars, logs, metrics, and
traces, which were generalized to structured wide events. These emitted events need to be
collected to allow for further processing. Emitted telemetry data can match or, in worst-case
scenarios, even surpass the amount of data created and transferred by business logic. For this
reason, literature describes the collection and processing of telemetry data as a general big data
problem (Alhamazani et al. 2015, pp. 1-2; B. Li et al. 2021, pp. 1, 3, 20, 23). Sigelman et al.
(2010, p. 8) state that in 2010 Google’s Dapper system sampled only every 1024th request, and
still produced more than 1 terabyte of tracing data per day. For general guidance in big data
problems, the reader is referred to other literature, but adopting this view in the context of
observability is recommended. Working with telemetry data introduces other possibilities or
constraints. One new possibility is that collection of telemetry data can be done in two ways:
push-based or pull-based.

Pull-based collection describes a collection mechanism where the collection component ac-
tively requests telemetry data from an observable component (Boten and Majors 2022, p. 134).
Examples of pull-based telemetry data collection are the Prometheus scraping mechanism where
applications provide an HTTP server exposing the collected metrics, or log scrapers collecting
logs from containers or files.

Push-based collection describes a collection mechanism where the observable component
actively sends telemetry data to a collection component (Boten and Majors 2022, p. 134). Ex-
amples of push-based telemetry data collection are the OpenTelemetry Collector, which receives
telemetry data in OTLP format from applications using the OpenTelemetry SDKs. Another
example is push-based metric exporters for time series databases, such as InfluxDB"®.

In comparison, both approaches have advantages and disadvantages depending on implemen-
tation. Pull-based collection requires the collection component to have access to the telemetry
data emitted by the application, which is possible if both systems are operated in the same
network. However, if both components are separated by a network boundary, the observable
component would need to expose the telemetry data to the collection component. This can
be mitigated by using a collector inside the network boundary, which collects the telemetry
data and then either is exposed as the only component, or preferably pushing the telemetry
data to the target component. In systems relying on short-lived application instances, such as
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serverless functions, or Kubernetes setups with dynamic auto-scaling configurations, the collec-
tion mechanism may miss telemetry data and additionally needs to be aware of the instance
life cycle, primarily the creation of new instances. Push-based mechanisms do not have these
limitations but require that the application component knows how to push data to the target
system. Dynamic application lifecycles and short-lived application instances can manage to pub-
lish telemetry data at the required times, such as shutdown. Additionally, a collector component
can perform the data transformation from telemetry data to a format required by the target
system, such as database insert statements (B. Li et al. 2021, p. 2). For these reasons, this
observability concept suggests preferring push-based telemetry data collection with an optional
collector component. A high-level overview of this architecture is presented in Figure 4.3.

Il Telemeiry Data Flow Direction T 77T TTTT 7T e
System Network External Network
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gpplication B | 1« 2P Collector B | i« »{Black Box 3 |

Figure 4.3: Deployment diagram of telemetry data collection using an optional collector compo-
nent in scenarios where application network and telemetry data target network are separated.
The telemetry data target could be a storage system, but it is undefined if communication
happens directly with the storage system or a further collector component. A collector either
scrapes data from services, or the services push it to the collector. The external telemetry data
target then fetches the data from the collector if possible, or preferably the collector pushes the
data to it. The decision to pull or push can be made for each step separately.

OpenTelemetry supports this by specifying the push-based OpenTelemetry Protocol (OTLP).
It is primarily specified and implemented via gRPC and protobuf, but supports HT'TP transport
or JSON encoding as well. The SDKs implement exporting telemetry data via this protocol and
their different transports. Additionally, OpenTelemetry provides the OpenTelemetry Collector®?
(Majors, Fong-Jones, and Miranda 2022, p. 76; Boten and Majors 2022, p. 234). It supports
gathering and receiving telemetry data in multiple formats, processing it, and exporting it to
different or multiple targets. Examples of receiving telemetry data are the OTLP protocol,
but also Prometheus style scraping of targets, or from message queues. Processing of teleme-
try data includes enriching it with additional metadata, batching, or deriving more telemetry
data, such as metrics from trace spans. Exporting can be done again using the OTLP format,
or alternatively, the collector can directly insert telemetry data into databases, or write it to
a message queue. There exist alternatives to the OpenTelemetry Collector, such as Grafana
Alloy®!, and the usage of a collector component is optional if the capabilities are not required.
Some recommendations can be formulated for common scenarios. In general, the effort required
for an application service to export telemetry data should be as low as possible, and heavy lifting
should be performed by the collector component. This is required in order to keep the runtime
overhead of instrumentation and data export low. Additionally, this means that data should be
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exported asynchronously and not block the business logic thread (Sridharan 2018, p. 25). In a
cluster environment, such as Kubernetes, the telemetry data target, such as a storage system,
can be operated inside the cluster. A collector could still provide benefits such as data enriching,
or batching. If the telemetry data target is outside the system’s network boundary, a collec-
tor provides a central point for authentication, and reduces the overhead for the services. In
serverless environments, such as AWS Lambda, OpenTelemetry5? and AWS5? provide options
to start a collector inside the function’s runtime. This allows for the function to push telemetry
data to the collector, which then can forward it to the target. For other serverless functions
environments, such as Azure Functions®®, no such options are provided. Similar to auto in-
strumentation, as discussed in subsection 4.5.2, starting a collector has a negative impact on
function startup. Depending on the system’s quality requirements, a case by case comparison
needs to be performed for starting a collector inside a serverless function. Thus, if possible,
either avoid the collector completely and push directly to the target system in OTLP format or
operate a separate collector.

Collection reliability needs to be considered when designing a telemetry data collection
architecture (Majors, Fong-Jones, and Miranda 2022, p. 234). So far, a reduction in runtime
overhead has always been preferred over the reliability of telemetry data, such as emitting teleme-
try data in separate threads to not block the main execution thread. Depending on the system
under observation, and stakeholder requirements, a collection mechanism that potentially can
lose data may not be fitting for the use case. Sridharan (2018, p. 18) provide examples for such
scenarios, such as if telemetry data is used for business-critical decisions, or used for billing. In
such cases, there may be other options better suited for complementing or implementing ob-
servability, which focus on telemetry data reliability. For the scope defined for this observability
concept, it is more important to choose low-overhead implementations and accept potential data
loss. This is confirmed and highlighted in interview D.2. In other words: it is preferred that
the observed system potentially can keep working if telemetry data is about to be lost. The
risk of data loss in the collection phase can be mitigated by introducing persistent message
brokers, configuring the collector in a high availability mode, and monitoring components for
lost telemetry data. In the following, the topic of sampling will be discussed, which introduces
wanted data loss during collection, which might also be incompatible with the requirements, but
as will be shown, is required for implementing observability at scale (Majors, Fong-Jones, and
Miranda 2022, p. 223; Sigelman et al. 2010, p. 2).

Sampling

Sampling from signal processing or control theory, as defined by Kélman (1960, p. 483),
describes recording a signal at discrete points in time. In the software observability context,
the telemetry data stream emitted can be viewed as the signal, and sampling is adapted to
only record a certain subset of telemetry data emitted, which are called samples (Sridharan
2018, p. 19; Sambasivan, Fonseca, et al. 2014, p. 11). In the definition of the three pillars and
structured wide events in section 4.4, sampling was already mentioned. To recap, traces are well
suited for sampling as either a full trace can be sampled or dropped, while logs only provide this
capability if enriched with trace context information. Metrics are protected against sampling,
as they are emitted or collected at a fixed rate. Theoretically, emitted metrics can be further
sampled by dropping collected metrics in push-based architectures, or increasing the collection
interval in pull-based architectures. The decision to sample or not to sample can not be generally
answered, as it depends on the use case and the system’s requirements.
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Advantages of sampling are mainly related to the reduction of runtime overhead intro-
duced by observability (Sridharan 2018, p. 19; Majors, Fong-Jones, and Miranda 2022, p. 209;
Mansouri-Samani and Sloman 1993, p. 11; Sigelman et al. 2010, p. 6; Gomez Blanco 2023, p. 179;
Beyer et al. 2016, p. 174; Aceto et al. 2013, p. 2100; Fonseca, Freedman, and George Porter 2010,
p. 1; Sambasivan, Fonseca, et al. 2014, p. 11). Depending on the point in time of the telemetry
data life cycle, this reduction can be seen in a reduction of storage space, network bandwidth,
or processing power required. Not sampling telemetry data can cause the resource consumption
of observability to exceed the resource consumption of the system under observation (Majors,
Fong-Jones, and Miranda 2022, p. 207).

Disadvantages of sampling are mainly introduced challenges and limitations in the analysis
of telemetry data (Sridharan 2018, p. 19; Aceto et al. 2013, p. 2100; Sambasivan, Fonseca, et al.
2014, p. 18). Depending on the sampling strategy chosen, important telemetry data, or parts
of it, can be missed, which can lead to a loss of context and the inability to reconstruct the
full picture of a system’s behavior, or even to detect a failure. This is similar to the problems
introduced by an unreliable data collection mechanism. A user’s report of a failing data import
job can not be detected or reconstructed if the telemetry data of the job had been dropped.
Sampling can also introduce bias, which can lead to incorrect conclusions about the system’s
behavior. This is especially important if telemetry data is used to derive business-critical metrics
or decisions. While sampling reduces the runtime overhead of observability, it raises the mental
overhead. During instrumentation, sampling needs to be considered, if a reduction in computa-
tional resources of instrumented applications is desired. When implementing a telemetry data
collection pipeline, sampling strategies need to be configured by operators. Sampling needs to
be considered during analysis, as the results can be biased or incomplete.

Sampling strategies can be formulated with these advantages and disadvantages in mind,
and introduce a trade-off between the reduction of runtime overhead and the disadvantages of
sampling. Sambasivan, Fonseca, et al. (2014, pp. 11-13) suggest different categorizations for
sampling strategies depending on two factors: coherence and decision time. Other literature
confirm these categories or introduce sampling strategies which fall into these categories (Zhang
et al. 2023; Sigelman et al. 2010, p. 8; Majors, Fong-Jones, and Miranda 2022; Gomez Blanco
2023; Fonseca, Freedman, and George Porter 2010; Sridharan 2018, p. 27). Coherent sampling
strategies sample either the whole telemetry data of a request or none of it. While non-coherent,
or unitary, sampling strategies perform a sampling decision for every individual telemetry data
event emitted. These coherent strategies are only possible if correct trace context propagation
is implemented, and only possible on telemetry data that contains the trace context. Traces
provide this out of the box, while logs need to be enriched with trace context information.
Non-coherent strategies require no context propagation and thus are easier to implement, but
can lead to incomplete traces or logs for a given request. Partially sampled telemetry data for
a request can lead to false assumptions made during analysis. Due to already recommending
context propagation, this observability concept recommends coherent sampling strategies. While
non-coherent sampling strategies can fully be implemented during instrumentation, coherent
sampling strategies are further separated into categories depending on sampling decision time,
which has an effect if the sampling strategy is relevant during instrumentation or collection.
Sambasivan, Fonseca, et al. (2014, pp. 11-13) suggest categorizing coherent sampling strategies
into head-based and tail-based strategies, which other literature such as Majors, Fong-Jones,
and Miranda (2022, p. 215) also uses.

Head-based coherent sampling strategies make a sampling decision at the beginning of a
request. Only information known at the beginning of the request can be used to make the sam-
pling decision. For example, this information can be the request’s source, the request’s target,
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or the request’s type. However, the request’s outcome or the request’s duration can not be used
to make the sampling decision. To guarantee coherence, the binary sampling decision needs
to be propagated in-band with the telemetry data trace context. The for this concept recom-
mended in-band W3C trace context propagation supports this via the trace-flags field in the
traceparent header®. Performing the sampling decision up-front and propagating it through-
out the telemetry data life cycle enables instrumentation to replace computationally intensive
telemetry data collection with a no-op if the telemetry data is not sampled (Sigelman et al. 2010,
p. 6). While all sampling strategies performed during collection reduce the runtime overhead in
terms of storage, this strategy is especially suited for reducing the runtime overhead in terms of
data collection and instrumentation overhead. Disadvantages of this sampling strategy are that
the sampling decision can not be based on the request’s outcome or duration, which could be
of key interest when observability is used for anomaly or error detection. Dapper by Sigelman
et al. (2010, p. 2) implemented a head-based coherent sampling strategy, and argue that with
the load that Google experiences, an error that occurs once, will occur multiple times, and at
some point will be sampled. Depending on how the sampling decision is made, this strategy can
lower the bias introduced, as requests are sampled uniformly, and not based on their outcome
or duration, which would bias the sample towards failing or long requests.

Tail-based coherent sampling strategies make a sampling decision at the end of a request.
This enables the sampling decision to be based on information gained during the request, such
as the request’s outcome or the request’s duration. Depending on the factors contributing to the
sampling decision, this approach can be more complex to implement. Certain scenarios introduce
additional complexity. Consider a request that gets handled by a request-response service, which
before concluding the request emits an event to a message broker for later processing. The
trace now is complete and reports a success to the client, a tail-based sampling strategy now
drops this sample as it was successful. However, further work is done by a service consuming
the message from the message broker, which needs to respect the sampling decision made by
the request-response service. If the message processing fails, the telemetry data could either
be also dropped, or a new sampling decision could be made, which would cause the trace to
be incomplete. This scenario shows additional complexity introduced by tail-based sampling
strategies but also shows the different approaches for attributing causes: trigger or submitter
preserving (Sambasivan, Fonseca, et al. 2014). OpenTelemetry supports both approaches using
trace relationships and span links®. For further information on these approaches, the reader
is referred to Sambasivan, Fonseca, et al. (2014), as the decision depends on the concrete use
case at hand. Tail-based sampling strategies can introduce bias, as the sampling decision can
be based on the request’s outcome or duration, favoring failing or long requests. However, this
strategy can be more suited for anomaly or error detection, as the sampling decision can be
based on the request’s outcome. If metrics, business critical or not, are derived from biased
tail-based sampled telemetry data, the results can be skewed or incorrect, while head-based
sampling also would be incorrect, but not selectively biased. A coherent tail-based sampling
strategy requires that a central collector receiving all spans of a trace is configured to make the
sampling decision. Alternatively, some other mechanism must be aware where partial traces
are temporarily stored, and perform the sampling decision (Sambasivan, Fonseca, et al. 2014,
p. 13). While other sampling strategies do not present that requirement, and thus require no
load-balancing strategy based on trace identifiers. Additionally, a tail-based sampling strategy
requires that services always emit telemetry data to the collector, even if the telemetry data
is not sampled. Thus, tail-based sampling strategies reduce the storage overhead, but not the
instrumentation and collection overhead. This strategy even raises the mental and runtime
overhead needed to configure and operate the components needed for tail sampling, such as a
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load-balanced central collector.

The sampling decision does not need to be made with a static probability. Introducing a
low sample rate due to high traffic on the main components, and using the same sample rate
on less used, but still important, components can lead to a loss of important telemetry data.
Sigelman et al. (2010, p. 7) Sridharan (2018, p. 13), and Majors, Fong-Jones, and Miranda
(2022, p. 210) suggest adaptive sampling strategies, which adjust the sample rate based on the
traffic or the importance of the component. B. Li et al. (2021, p. 3) listed adaptive sampling in
their suggestions for further improvements in distributed tracing. For example, if the observed
system is under heavy load during a work day, the sample rate is set very low. During night
times, as the traffic decreases, the sample rate is automatically increased. Other approaches
to adaptive sampling are based on previous events (Majors, Fong-Jones, and Miranda 2022,
p. 211). If a failing request is not sampled due to a head-based sampling decision, the following
requests can be sampled with a higher probability. These adaptive approaches can be applied
to both head and tail-based sampling strategies and can be used to reduce the disadvantages
of sampling, such as missing telemetry data. They however introduce additional complexity to
the sampling decision and can lead to incorrect conclusions if not implemented correctly. Some
of these approaches also require a central collector, such as if multiple service instances are
instrumented, but a global threshold for the rate of emitted telemetry data is desired.

Sampling strategies in practice depend on the use case and the system’s observability
stakeholder requirements. OpenTelemetry supports coherent sampling strategies, with in-band
trace context and state propagation for head-based, and predefined processors for the Open-
Telemetry Collector for tail-based sampling strategies®”. This tail-sampling processor can also
be configured to use adaptive sampling based on rate limits. The decision on which sampling
strategy to use is mainly decided by two factors: which overhead needs to be reduced, and what
questions need to be answered by the telemetry data. This concept recommends to always use
coherent sampling strategies, if needed, due to arguments presented previously. If the runtime
overhead of instrumentation and data collection is to be reduced, a head-based sampling strategy
is recommended. A tail-based sampling strategy is recommended if the instrumentation runtime
overhead is not a concern, and telemetry data is mainly used for anomaly or error analysis. In
scenarios with very little traffic, no sampling is always preferred. These sampling strategies
mainly apply to trace data, as coherent log sampling is only possible if trace context is enriched
in the logs. This concept suggests no sampling for metrics. Due to the possibility of easier trace
sampling, a previous recommendation can be reinforced: focus observability data on traces, and
use logs sparingly.

4.5.4 Storage
General Considerations

So far, applications are instrumented and emit structured telemetry data using OpenTelemetry.
Using the OTLP protocol, the telemetry data has now reached the collector component, which
performed additional processing and is now ready to transmit the data to other systems, for
example persistent storage. The primary task of this system is to store the telemetry data
and make it available for querying. Telemetry data produced can have many applications, as
presented in subsection 2.2.5. Majors, Fong-Jones, and Miranda (2022, p. 261) and Sridharan
(2018, p. 20) present two main categories for telemetry data usage: observability and business
intelligence. For this work more relevant observability use cases, introduce a recency bias, as
observability-related questions mainly consider the current or very recent state of the system

5"https://github.com/open-telemetry/opentelemetry-collector-contrib/tree/main/processor/
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(Majors, Fong-Jones, and Miranda 2022, p. 262; Sigelman et al. 2010, p. 2; Sambasivan, Fonseca,
et al. 2014, p. 6). Therefore, a storage system for telemetry data that addresses observability-
related queries must be capable of rapid ingestion and analysis, while not necessitating the
long-term storage of data. Business intelligence use cases require long-term storage and do not
necessarily require fast query times. OpenTelemetry does not provide or specify a storage system
for telemetry data, as presented in subsection 4.5.1, it only specifies the instrumentation and
transmission of telemetry data. Therefore, the choice of a storage system for telemetry data is
up to the team implementing it.

The initial decision to be made is whether to operate a self-hosted storage system or to
utilize a managed service. Managed services, which were previously discussed in the context
of vendor alternatives to OpenTelemetry, not only provide storage but also encompass other
services such as querying, visualization, and alerting. Self-hosted storage systems require more
effort to set up and maintain, but provide more control over the data and the system. Of course,
it is possible to rent a managed database service and use it as a hosted storage system, again
reducing mental overhead, and providing more control over the data. In practice, this decision
might be influenced by organizational constraints.

The second decision is whether and how to silo the telemetry data. While this concept
encourages thinking in wide structured events as telemetry data, OpenTelemetry splits this
data into three pillars during instrumentation and collection. This split can be used to silo
the data into different storage systems, which can be optimized for the specific data type. For
example, logs can be stored in a log management system, metrics in a time series database, and
traces in a specialized trace storage system. However, splitting the strongly correlated telemetry
data at the point of storage can make it harder to correlate the data during analysis. Given that
logs are enriched with trace context, but traces are stored and queried separately, it is necessary
to manually join the data during analysis, slowing down the process. Majors, Fong-Jones, and
Miranda (2022) argue that working with telemetry data should allow for rapid exploration,
which Blumen and Sigelman (2019) confirms by formulating efficient workflows on telemetry
data is a key factor for success. Therefore, this concept recommends not storing telemetry data
in silos, or only if a fitting query and correlation abstraction is provided.

The query capabilities of the storage system need to be explored early, to decide if the
storage system is suitable for the use case. The key question here is if all stakeholder questions
can be answered with the storage system. As an example, can the storage system only query
traces by simple filters and by trace identifier, or can it also perform more complex queries, like
aggregating multiple traces in order to derive a metric? The query capabilities of the storage
system are crucial for the usability of the system, as they limit the possible workflows on the
data. Searches and queries on some systems are non-deterministic, which can lead to unexpected
results.

Telemetry data is not modified, a telemetry event represents an immutable fact, the data
is append-only (Majors, Fong-Jones, and Miranda 2022, p. 191; Sridharan 2018, p. 17). This
property is important for the storage system, as it can be used to optimize the storage and
querying of the data. However, telemetry data may be received out of order, and the storage
system must be able to handle this. Telemetry data can be deleted after a certain time or moved
to another long-term storage system.

If the storage system does not provide a visualization or alerting system, integration with
other systems is necessary. Grafana®® is a possible open-source option for visualization and
alerting and can integrate with different storage systems. Other options exist and should be
evaluated based on the requirements of the use case. Observability vendors provide combined
and integrated storage and analysis solutions, which can be used as a managed service.

%®nhttps://grafana.com/
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Technical Considerations

The storage system must be able to handle the presented general considerations. Additionally,
there are some special technical considerations that must be taken into account when choosing
a storage system for telemetry data. Telemetry data is highly structured, as presented in sec-
tion 4.4, but the dynamic metadata, which contains most of the important information, can not
just be stored as more columns in a traditional relational database (Majors, Fong-Jones, and
Miranda 2022).

When the definition of observability was derived in section 4.2, Majors, Fong-Jones, and
Miranda (2022, p. 279) described telemetry data as ”high-cardinality and high-dimensionality
telemetry data”. Revisiting the in section 4.4, described wide telemetry events, these two proper-
ties describe how the metadata of a wide structured event is structured. High-dimensional data
means that the data has many keys, distributed over many events, or even within a single event.
The OpenTelemetry semantic conventions already describe a set of keys that are recommended
to be used in certain contexts. Developers have the ability to enrich the telemetry data with
additional keys, and should not be hindered by the amount of keys they can use. However, the
set of keys should be known, as dynamic keys can make it harder to query data. Dynamic data
should be stored in values. High-cardinality data describes this dynamic data, in concrete, the
number of unique values a key can have (Boten and Majors 2022, p. 47). Some fields inherently
have a low cardinality, like the HTTP method, which can only have a limited set of values. Other
fields, like the full URL path, can have a high cardinality, as there can be unpredictably many
paths. A storage system for telemetry data must be able to deal with high-cardinality and high-
dimensional data, as it is a core property of telemetry data (Majors, Fong-Jones, and Miranda
2022, p. 279). Historically, time-series databases have been used to store metrics, which Boten
and Majors (2022, p. 47), Sridharan (2018, p. 23), and Gomez Blanco (2023, p. 46) describe to
be problematic as they can not efficiently handle high-cardinality data. A storage system for
telemetry data thus must be able to handle high-cardinality and high-dimensional data during
ingestion and querying.

Columnar storage systems are a recommended choice for storing telemetry data, as they
can efficiently represent the wide nature of telemetry data. Majors, Fong-Jones, and Miranda
(2022, p. 190) confirm this, and recommend the open-source databases ClickHouse® or Apache
Druid™ for storing telemetry data, when building a self-hosted storage system.

ClickHouse

ClickHouse is an open-source columnar database management system developed by ” ClickHouse,
Inc.”, with as of September 2024 37 thousand stars on GitHub"!. It is designed for Online Ana-
lytical Processing (OLAP) and thus optimized for append-only and read-heavy workloads. The
recommendation from Majors, Fong-Jones, and Miranda (2022, p. 190) is additionally reflected
by the ClickHouse presented use cases’?, documentation”, and blog posts’®. These show that
ClickHouse officially supports ingesting and storing OpenTelemetry data via the OpenTelemetry
collector, and visualization via an officially supported Grafana plugin”. The plugin allows for
visualizing and correlating traces and logs via trace context and additionally supports writing
custom queries for all telemetry data types. SigNoz, an observability vendor, uses ClickHouse
as the storage system for their open-source observability platform (Parmar et al. 2023, p. 6;

%nttps://clickhouse.com/
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Majors, Fong-Jones, and Miranda 2022, p. 190). Uptrace’™, another observability vendor, also
uses ClickHouse as the storage system for their platform”. B. Li et al. (2021, p. 15) surveyed
a company operating and observing over 3000 services, which uses ClickHouse as the storage
system for their telemetry data. This first-party support, integration to visualization tools, such
as Grafana, and proven usage in the observability space make ClickHouse the preferred option
to Apache Druid. Queries are written in a SQL dialect, which is an advantage, as no new query
language has to be learned. Using these queries, singular telemetry events, such as traces, logs,
or metrics, can be retrieved, or new aggregated metrics can be derived. The database supports
all presented requirements from general and technical considerations. If a custom storage sys-
tem is to be built, ClickHouse is the recommended choice for storing telemetry data (Majors,
Fong-Jones, and Miranda 2022, p. 190).

4.5.5 Analysis and Visualization

Depending on the storage system chosen in subsection 4.5.4 different analysis and visualization
tools can be used. In this section some common tools are presented, explained, and advantages
and disadvantages are discussed. The presented methods are not exhaustive, and there are many
other tools available that can be used for telemetry data analysis and visualization. Majors,
Fong-Jones, and Miranda (2022, pp. 26, 40, 83, 97, 249) show that with observability tooling,
curious but non-expert users can explore and analyze telemetry data as well as experts. A similar
experience confirms this view, as Sigelman et al. (2010, p. 12) state that after introducing Dapper
to Google engineers, they were surprised by the amount of new and unintended use cases that
were discovered by curios stakeholders, due to their decision to open the raw telemetry data
to everyone in the company. Which Majors, Fong-Jones, and Miranda (2022, pp. 25, 40, 83,
257, 272) and Niedermaier et al. (2019b, p. 48) describe as ”democratization” of telemetry data,
debugging, and troubleshooting. Blumen and Sigelman (2019) highlight the need to think about
workflows when talking about observability. They argue that now with standardized telemetry
data, it is more important to think about how to work with the data and efficiently analyze it.

Visualization

Visually presenting telemetry data can help understand the data and finding patterns or anoma-
lies. X. Zhou et al. (2021, p. 258) conclude in their study that fitting visualization techniques
for trace data can help in identifying different kinds of faults. B. Li et al. (2021, p. 25) also
concluded their study, stating that most commonly visualization and statistic-based metrics are
used to analyze telemetry data. Due to this confirmed strength of visual analysis, it is impor-
tant to choose the right visualization tool for the job. Using the in section 4.4 described three
pillars of observability, some visualization approaches are available for telemetry data matching
a pillar.

Metrics describe time-series data, timestamped numerical values. There are many ways to
visualize metrics, and the choice of visualization should depend on the kind of data and the
question that should be answered. A metric query pattern is to query a singular metric by
name, and group results by a certain metadata attribute, such as the resource name, or the
region. If the current state of a metric is of interest, such as the current resource utilization,
or health status, only the most recent value needs to be queried and visualized. In other cases,
where the development of a metric over time is of interest, a time-series chart can be used to
visualize the metric over time. Here in a given time range, the metric values are aggregated in
certain time intervals, such as one minute, and visualized in some kind of chart, with time on
the x-axis. The aggregation function can be chosen, such as average, max, or last value. For
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longer time ranges, this aggregation is necessary to reduce the amount of data that needs to
be visualized. If exemplars are available, which Boten and Majors (2022, p. 47) recommends,
they can be integrated into the visualization. As an example, if the HTTP request duration is
visualized as a time-series chart, exemplars can be inserted into the chart as clickable points,
showing the request details, and allow jumping to the trace view of that request.

Structured logs are events with a timestamped and structured payload. The structured
payload can include information from traditional logging, such as log level, and message, but
also arbitrary additional metadata. Due to logs being traditionally printed to the standard
output on a line-by-line basis, this still is a common way to visualize logs. Log viewers, such
as Grafana, show logs as a list or table of log events, with the timestamp, and message, colored
by log level. Full text search on log messages can be performed, which was traditionally done
with unstructured logs, with structured logs, the log message should be static, and additional
important metadata is highly structured and can be used for filtering and grouping. Another
way to visualize logs, also included in Grafana, is to derive a log volume metric from the logs.
By counting the number of log events, grouped by log level, in a certain interval, a bar chart
can be created, showing the number of logs on a certain level emitted in a time frame. This can
help to cut down on the amount of logs that need to be read, as times when a lot of error logs
are emitted can easily be identified. Figure E.1 shows how the log and log volume visualization
can look in Grafana.

Traces describe a tree-like structure of spans, where each span represents a unit of work with
a duration. The tree-like structure is formed by parent-child relationships between spans, where
the root span has no parent set, and all other spans have a parent span. Trace visualizations
can be complex if viewed for the first time, as the tree structure can be deep and wide. The
commonly found trace representation, as found in tools such as Jaeger and Grafana, shows a
singular trace in a form similar to a Gantt chart (Sambasivan, Fonseca, et al. 2014, pp. 14-17;
Cassé et al. 2021, p. 41; B. Li et al. 2021, p. 15; Sakai and Takahashi 2022, p. 1). Sambasivan,
Fonseca, et al. (2014, p. 15) additionally, show that graphs can be used to visualize traces,
where nodes represent spans, and edges represent parent-child relationships. In Figure 4.4 a
simple UML sequence diagram presents a request flow in a distributed system. A client sends
a request to an instrumented service, which stores data in a database, sends a message to a
message broker, and responds to the client. Another instrumented service asynchronously to
the initial request reads the message from the broker and processes it.

HTTP Message Consumer
. i Database | ' ' -
Service ! : ! Broker : Service

Save r.
Confirm ----- :

Publish >

' : Consume

1 1

: : Process
| |

' '

----Response ----

Figure 4.4: Example simplified UML sequence diagram of a distributed system. Colored com-
ponents indicate instrumented observable components, regular dashed components are not in-
strumented. Activation duration does not represent real values. This example sequence is used
in Figure 4.5 and Figure 4.6 to explain how trace views are constructed.
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From this sequence diagram, a trace graph can be constructed, as shown in Figure 4.5. Only
instrumented services emit span events, and thus the trace graph starts at the HTTP service
with an entry point span, and non instrumented components remain as blind spots in the trace
graph, only visible as edge spans emitted by the instrumented components. This trace graph
view in the minimal form hides important information, such as ordering and duration of spans.

HTTP
Process

Request

Publish

Figure 4.5: Example trace graph of a distributed system. The tree is constructed from the
sequence diagram in Figure 4.4. Every node represents a span, and every edge represents a
parent-child relationship. Only some activities are now represented as spans, as only a subset of
the components are instrumented. An arrow a — b indicates that span a is the parent of span
b. The root span is in this case the first, left most, span in the tree. Connection styling or node
size can be used to represent information such as duration or error status, but is not done here.

The Gantt chart like trace view in Figure 4.6 shows the parent-child relationships of the
spans, but additionally the temporal ordering and duration of the spans. The root span is at
the top, and spans are ordered by start time from left to right. As can be seen in the example,
the root span is the entry point but does not need to match the whole request duration, as
asynchronously executed spans can start after the root span has finished. A real example from
Grafana is shown in Figure E.2, which shows a different trace than the one constructed in this
example.

HTTP Service HTTP Request
HTTP Service

HTTP Service Publish

% Consumer Service Process

Figure 4.6: Simplified example trace view of a distributed system, similar to the ones generated
by tools such as Jaeger or Grafana. The trace view is constructed from the sequence diagram in
Figure 4.4 and the trace graph in Figure 4.5. It is similar to a Gantt chart, where the root span
is at the top, and spans are ordered by start time from left to right. The duration of each span
is represented by the horizontal length of the span. Parent-child relationships are indicated by
indentation and arrows of service names. Figure E.2 shows a real trace view from Grafana, but
does not represent the same example sequence.

These views represent a singular trace, and allow for human-readable inspection of the trace.
Bottlenecks can be identified by finding the longest span by duration on the critical path. The
Gantt chart allows identifying actions executed in serial or parallel, which can help in optimizing
the system. Additional metadata attached to spans, such as error status, SQL queries, or HTTP
status codes, can be integrated into the visualization. Creativity is the limit when visualizing
traces, and depending on the use case or experience of the user, different visualizations can be
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more helpful. Users more familiar with profiling visualizations, such as flame graphs, might
prefer this kind of visualization for traces.

Cassé et al. (2022, p. 229) argue that viewing a singular trace does not allow for understanding
the bigger picture. Sambasivan, Fonseca, et al. (2014, p. 15) also present visualizations of
multiple traces at once, combining or comparing the information contained. Tools such as
Jaeger and Grafana only allow for simple comparison of multiple traces, but focus more on the
single trace view. Combining traces that represent the same span structure and just differentiate
in the values of duration or metadata can be helpful in identifying patterns or anomalies. If for
the same kind of request, different trace structures can emerge, such as is the case if cache hits
prevent a database query, the combination of traces can be more complex. Combining multiple
spans and aggregating them into a metric allows for the same visualizations as metrics. By
either extracting parent-child relationships or analyzing metadata, a dynamic service map can
be created, showing dependencies and data flow between components in the distributed system
(B. Li et al. 2021, p. 16; Sigelman et al. 2010, p. 11; B. Li et al. 2021, pp. 3, 16-17). Tools such
as Jaeger and Grafana with Grafana Tempo provide such a service map. Nodes and edges in the
service map can be colored or scaled by metrics, such as request duration, error rate, or request
count, which allows for a quick overview of the system’s health.

Analysis

Apart from visualizing telemetry data, other analysis methods can be used to gain insights
into the system. In subsection 2.2.5 some examples of analysis methods are presented, such as
anomaly detection, root cause analysis, or performance optimization. The presented methods
mainly focused on telemetry data in trace format, further supporting the importance of trace
data in observability. Blumen and Sigelman (2019) argue that with the standardization of
telemetry data, it is more important to think about workflows and how to work with the data.
Majors, Fong-Jones, and Miranda (2022, p. 279) describe a key workflow as ”arbitrarily slicing
and dicing [...] telemetry data into any view you need, and use the core analysis loop to [...]
correctly isolate the correct source of issues [...]” in their observability definition. Building or
selecting the correct tools and workflows for analysis determines how much value can be extracted
from telemetry data. Depending on the stakeholders and questions, as presented in section 4.1,
different methods should be used. Different storage systems, vendors, or tools provide different
methods out of the box, which can jump-start the process.

All presented visualization methods are also analysis methods, as they help to understand
the data and find patterns or anomalies. As shown in subsection 2.2.5, automated analysis
methods can be used to find anomalies or bottlenecks in the system. Dependencies extracted
from trace data visualized as a service map can be used to validate architecture decisions, perform
conformity checks (Sigelman et al. 2010, p. 5), or identify key components. Sambasivan, Shafer,
et al. (2016, pp. 4, 6, 12) present a comparison between different tracing systems and their
analysis capabilities, later generalize these management tasks into guidance, and further into
concrete guidance. The reader is referred to their work for a more detailed explanation of the
guidance. Presented tracing systems, such as Dapper, were influential when OpenTelemetry was
developed, and the guidance can be applied to OpenTelemetry as well. The flexibility provided
by OpenTelemetry allows for adopting the telemetry signals to the use case at hand. This concept
still recommends using standard versions of OpenTelemetry signals, to allow for interoperability
and tooling support. Presented visualization and automated analysis techniques provide the
basis for providing answers to, both concrete and aggregate, questions that stakeholders might
have.

Analysis methods available are dependent on decisions made, such as the sampling strategy,
or the chance of data loss in collection pipelines. Biased data can lead to biased analysis results,
and thus it is important to understand the data collection process and the data itself. Business
critical decisions made from telemetry data need to account for bias and data loss.
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Internal open culture and access to telemetry data can help in finding new creative ways to
analyze the data, as shown by Sigelman et al. (2010, p. 12). This concept recommends working
with tools that allow for insightful visualizations and further analysis, such as deriving metrics
from traces in order to define alerts on SLIs and SLOs, as discussed in section 4.3. This has an
impact on the choice of storage system, as some systems do not provide the capability to answer
aggregate questions on trace data without additional processing during ingestion. One such
system is Grafana Tempo’®, which is a storage system for distributed traces, that deals with
storing and querying traces using TraceQL, a query language similar to PromQL for metrics.
Majors, Fong-Jones, and Miranda (2022, p. 190) mentioned this as an option for trace storage
in comparison to ClickHouse, but highlighted that as of 2022, it could not answer aggregate
questions on trace data, as ClickHouse does. At the time when this concept chose ClickHouse
as the preferred storage system, Tempo provided no option for aggregating trace duration and
thus was excluded from the choice. This is a key requirement when answering questions about
latency-related SLIs. As of October 2024, Grafana Tempo has added experimental support
for aggregating traces in TraceQL queries”™. Further investigation is needed if this feature is
sufficient for the use case at hand, and the non-deterministic queries®® of Tempo is acceptable
for the stakeholders.

4.6 Evaluation

In this section the previously presented observability concept is evaluated. Based on the chosen
methods in chapter 3 and the in section 4.5 introduced two dimensions of overhead, the eval-
uation is structured into two parts. First, the runtime overhead is evaluated, followed by the
mental overhead and impact of the observability concept.

4.6.1 Runtime Overhead

Inherently by doing more work per request, the observability concept introduces a runtime
overhead. This overhead can show in different ways but generally will increase the cost to operate
the system. Due to increased resource consumption, such as CPU and memory, more resources
are needed to perform the same work without observability. Furthermore, depending on the tech
stack and chosen methods, runtime overhead can impact other key performance indicators, such
as startup time. In serverless environments, this can lead to increased latency, which can impact
the throughput of the system. A general increase in latency due to observability must also be
evaluated, as this can have an impact on the system’s ability to adhere to the defined quality
attributes. In the following, detailed summaries of the CPU, and memory overhead presented
as percentages describe the relative increase in resource consumption compared to the baseline
without observability.

Java & Java Services

Both services, product and session service, are implemented in Java with Spring Boot and
instrumented using the OpenTelemetry Java auto instrumentation agent. During startup of the
services, this agent modifies the byte code of the application to add instrumentation code to
library calls. For these simple services, this auto instrumentation already instruments all entry
points and edges that this concept requires. Further metadata is not attached to the telemetry
data. In the following, core insights from Table C.1 and Table C.2 are extracted. The product
service experiences an increase in CPU utilization of around 29.8% and an increase in memory
utilization of around 24.0%. The session service experiences an increase in CPU utilization of
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around 20.1% and an increase in memory utilization of around 43.8%. In absolute terms, both
services consume around 115Mib or more memory. The latency in the 50th percentile increases
by around 10.7%, and in the 99th percentile by around 77.5%, while in the 95th percentile, the
increase is only around 14.4%.

Java & TypeScript Services

In this scenario, the session service, which is called by the product service, is replaced by an
implementation in TypeScript. It is implemented using the NestJS framework and is instru-
mented using the OpenTelemetry JavaScript auto instrumentation agent. The telemetry data
emitted by this implementation and instrumentation is not identical to the Java services but
matches the in this concept required data. This replacement proves, that the concept can be ap-
plied to heterogeneous tech stacks, as both services are implemented in different languages and
frameworks, but still emit compatible telemetry data in a unified format. Before this scenario’s
instrumentation is compared, the baselines between both scenarios are compared in Table C.3.
It can be observed, that introducing the TypeScript service increases the latency in the 50th
percentile by around 15.4% and in the 99th percentile by around 50.4%, even without instru-
mentation. In the following core insights from Table C.4 and Table C.5 are extracted. The
product service experiences an increase in CPU utilization of around 34.3% and an increase
in memory utilization of around 52.7%. This time, the absolute increase in memory for the
product service in Java is 185Mib. The TypeScript session service experiences an increase in
CPU utilization of around 117.8% and an increase in memory utilization of around 110.3%, or
in absolute terms around 107Mib. The latency in the 50th percentile increases by around 39.0%,
and in the 99th percentile by around 361.3%, while in the 95th percentile, the increase is even
higher and around 411.1%. It is to be noted, that for the scenario with two Java services, the
mean (13.3%) and 50th percentile (10.7%) latency were relatively close together, while in this
scenario with a Java and TypeScript service, the mean (108.1%) and 50th percentile (39.0%)
are further apart. This indicates that the increased latency is not evenly distributed across all
requests, but that a subset of requests experiences a much higher increase in latency. Looking at
the maximum request duration for both scenarios, the Java services have an increase of around
33.3%, while the Java and TypeScript services have an increase of around 213.3%.

Summary

Implementing observability introduces significant runtime overhead, which impacts system per-
formance through increased CPU and memory consumption. This results in higher operating
costs and can also degrade key performance metrics. The increase in latency can impact the
throughput of the system and the ability to adhere to defined quality attributes. In the Type-
Script service scenario, the introduced overhead is even higher, compared to the Java service
scenario. It is to be noted, that in both scenarios, the default automatic instrumentation is
used, without any further configuration or optimization.

4.6.2 Mental Overhead and Impact

In the synthetic benchmark, the mental overhead of instrumentation is low, as expressed
in changes needed to the application. As both services are only performing a very simple task, in
a dynamic language, with commonly used libraries, the automatic instrumentation is effective.
Additionally, as these services have been developed with observability from the start, all decisions
made could be made with observability in mind.

Starting with minimal auto instrumentation in a standard Java service, two changes are
needed: embed the OpenTelemetry Java agent into the container image, and configure the
agent to send telemetry data to the collector using at least two environment variables. If custom
enrichment or emission of telemetry data is needed, the OpenTelemetry Java API needs to be
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included in the project and used to add the desired telemetry data. No SDK is needed, as the
auto instrumentation already includes the SDK.

In the TypeScript service, similar changes are required. Two dependencies need to be added
to the project, the API, and the auto instrumentation. Using the same environment variables
as in the Java service, the auto instrumentation can be configured to send telemetry data to the
collector.

This synthetic setup does not reflect the complexity of a real-world application but shows
that the mental overhead of adding observability to a service using auto instrumentation can be
low.

Apart from instrumenting the applications, additional infrastructure is required to collect
and store the telemetry data. Depending on the storage and analysis solution chosen, this can
vary. For this minimal setup, the configuration of the observability components is around 140
lines of configuration, including docker-compose files, and configuration files for the collector
and Grafana.

In real-world applications, the mental overhead differs from the synthetic benchmark, and
can vary depending on decisions made. In Appendix D the results of interviews with stakeholders
are presented. Using these interviews, the in chapter 3 defined projects can be evaluated on the
mental overhead and impact of the in this work presented observability concept.

Practitioners interviewed in D.3 and D.4 express that in the real-world, auto instrumentation
is not always sufficient or possible. Having to perform tweaks to the auto instrumentation, or
manually instrument parts of the application, can be necessary. This results in higher men-
tal overhead, confirming the in Table 4.1 presented statement that automatic instrumentation
brings a medium mental overhead. Depending on the deployment environment, introducing
observability-related components, such as the collector and storage solution, can also introduce
a high mental overhead. An example of this is in project PI, where a mistake made in configur-
ing the collector led to the ClickHouse database being filled with data, which resulted in a loss of
telemetry data, and additional work to clean up the database. In project P2, practitioners who
were guided in implementing this concept expressed that understanding the concept, in theory,
was easy, but making the right implementation and infrastructure decisions were overwhelming
without detailed guidance. From these interviews and experiences, it can be derived that the
main mental overhead in real-world applications comes from instrumentation not working as
expected, and the operation of the observability components.

In projects P4 and P8, Practitioners highlighted in interviews D.3 and D.4 that the sug-
gested instrumentation of applications may not be enough. This is highlighted by the fact that
both practitioners either benefited from a switch to AWS X-Ray, or expected that a switch would
have been beneficial. This AWS service and tracing solution is compatible with OpenTelemetry,
but introduces further mental overhead in the form of understanding the service and its config-
uration. Furthermore, considerations had to be made when mapping OpenTelemetry data and
configuring proprietary AWS context propagation. However, instrumenting applications with
OpenTelemetry was still performed in P3 and resulted in a satisfactory outcome when combined
with platform-provided spans.

All interviews conducted after observability relying on distributed tracing was implemented,
expressed that the observability concept had a positive impact. Even if the distributed traces
were not considered as the main advantage, such as in interview D.5, where the improved and now
easier-to-correlate logs were highlighted. However, the full positive impact in a real-world high-
load production environment could not be evaluated. Additionally, interview D.4 highlights,
that while the concept was implemented, it did not allow for answering questions related to the
client-felt latency, as only server-side components were instrumented.

In interview D.5, it is mentioned that the chosen combination of ClickHouse and Grafana
did not provide the desired ergonomic experience.
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Chapter 5

Conclusion

5.1 Summary and Contributions

In chapter 1 it was stated that more software systems are developed as distributed systems, as
developing in the public cloud is becoming more popular (Mishra 2014, p. 4922; Lindsay et al.
2021, p. 1860; Sfondrini, Motta, and Longo 2018, p. 177). Some advantages or constraints were
presented on why teams choose to develop a distributed system. Industry studies concluded
that this move to distributed systems is not without its challenges. Mishra (2014, pp. 4922,
4924) state, that it generally is challenging to develop distributed systems, and provide concrete
challenges that are faced by developers, such as debugging, monitoring, or in general, observ-
ability. (Micro)service architectures are a popular way to develop distributed systems, as they
provide a way to scale the development and deployment of software systems, but do not solve
the increased complexity and observability challenges (Knoche and Hasselbring 2019, pp. 1, 14).
This work focused on the observability challenges that are faced when developing distributed
systems. More specifically, the focus was set on heterogeneous application observability, i.e., the
ability to observe the behavior of self-developed software components, which can be developed
and deployed using different technologies, in a distributed system. The research questions in
section 1.3 were formulated as follows:

RQ1 What are the current methods for achieving unified application observability in heteroge-
neous distributed systems?

RQ2 How can data flow in a heterogeneous distributed system be observed to evaluate the
system’s health and performance?

Using the methods defined in chapter 3, such as literature synthesis, prototyping, and eval-
uation using synthetic and real-world scenarios, answers to these questions were explored. The
main findings and contributions of this work are:

A literature synthesis, combined with technical exploration, on the topic of application
observability in distributed systems.

Synthesized definition of observability, and on the technical aspects of it.

An observability concept for distributed systems, focusing on distributed tracing.

A prototype implementation of an observable distributed system using OpenTelemetry for
distributed tracing.

Insights into the observability concepts impact and overhead.
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5.1. SUMMARY AND CONTRIBUTIONS

Additionally, a draft of a Go library for distributed tracing using OpenTelemetry, called
gotel', was developed and made open-source using the MIT license. The following enumeration
provides an overview of the essential elements and principles underlying the observability concept
for heterogeneous distributed systems, as developed in this work.

1.

Stakeholders and questions: Not only developers and operators have an interest in
observability, other stakeholders can profit as well, and might ask other questions. Devel-
opers and operators are responsible for the implementation and operation of observability,
and need to be given the resources to do so. A key question shared by all stakeholders is
"Is it working?”. (section 4.1)

. What is observability: Observability is a fundamental property of a software system

that must be intentionally considered during system design. It enables different stake-
holders to understand the system and answer key questions by utilizing telemetry data
through appropriate workflows. Monitoring and testing are integral parts of observability,
both benefiting from and contributing to it. (section 4.2)

Adopt the observability mindset: Start observability early, during requirements gath-
ering, and design. Define the "yes” part of the ”Is it working?” question early, using
techniques such as SLIs and SLOs. During all phases of software engineering, ask yourself
"How can I observe if this is working in production?”. (section 4.3)

View the three pillars critically: The three pillars of observability are structured
logs, metrics, and traces. Wide structured events are the backbone of these pillars, which
correlate closest with the trace pillar. Know the strengths and weaknesses of each pillar,
and use them accordingly. Ensure that the pillars are not independent, but work together
to provide a complete picture, by using techniques such as trace context propagation and
exemplars. (section 4.4)

. Instrument your code: White-box instrumentation is the most powerful way to observe

your system, but requires changes to the application code. Prioritize traces for the provided
trace context propagation, structured logs for detailed debugging information and forks,
and metrics for high-level overviews and protection against sampling. Spans should be
emitted for all entry points and outgoing edges of the application. Prefer instrumented
libraries over automatic instrumentation. Enrich emitted telemetry data with metadata
such as business context. Isolate instrumentation code into shared libraries in order to
keep the application code clean. Utilize kernel instrumentation to turn black-boxes into
gray boxes. Ensure key infrastructure components are instrumented. (subsection 4.5.2)

Collect telemetry data: Push telemetry data to a centralized location. If needed, utilize
a collector component close to your application instances. Employ coherent sampling
strategies to reduce the amount of data collected. Choose sampling strategy, such as head
or tail based, depending on the use case. Be aware of the implications reliability issues
and sampling can have on the following analysis. (subsection 4.5.3)

Store telemetry data: Use a fitting centralized storage system for telemetry data. Only
store telemetry data in silos if later analysis allows for easy correlation, and does not
hinder your observability workflows. Be aware that the chosen storage system can limit
later analysis capabilities, and choose accordingly. (subsection 4.5.4)

Explore telemetry data: Curiosity is key when exploring telemetry data. Visualize
data in a way that is easy to understand, and allows for quick insights. Explore and
understand visualization options available for each pillar. Use the three pillars together to

"https://github.com/NicolasBissig/gotel
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get a complete picture, such as by correlating traces with logs, or deriving new metrics.
(subsection 4.5.5)

9. Monitor and alert: Monitor the system using the three pillars of observability. Use the
SLIs and SLOs defined earlier to create meaningful alerts. (section 4.3 and subsection 2.2.5)

10. Use OpenTelemetry: For instrumentation and collection, use OpenTelemetry. Open-
Telemetry is a vendor-neutral, open-source project that allows for standardized instru-
mentation and collection of telemetry data matching the three pillars of observability.
(subsection 4.5.1)

5.2 Discussion

Observability Concept Discussion

The presented observability concept, prototypes, real-world projects, and evaluation provide
answers to the research questions. Practitioners describe in interviews presented in section 4.6
and Appendix D the impact of observability on their daily work. They confirm, that applying
these guidelines can help to improve the observability of a distributed system by providing tools
to answer their questions. Requirements presented in, for example, interview D.1 and interview
D.2, have been considered in the concept and prototype implementation. However, interviews
conducted after applying the observability concept partially to some real-world projects, show
that not all requirements, such as ease of use, have been met. Especially the parts of missing
library instrumentation combined with less than ideal automatic instrumentation agents, and the
increased operational overhead of observability components, have been mentioned as challenges
introducing a high mental overhead. For the here chosen Grafana and ClickHouse storage and
analysis stack, improvable ergonomics have been highlighted, confirming the need to put more
emphasis on exploring and defining efficient workflows for observability data analysis (Blumen
and Sigelman 2019; Majors, Fong-Jones, and Miranda 2022). The positive impact identified
in the interviews is consistent with the findings of the existing literature and studies, which
demonstrate that observability based on distributed tracing has a beneficial effect in contexts
beyond the scope of this study.

Results of the synthetic benchmark presented in section 4.6 and Appendix C show that there
is a significant overhead introduced by the observability concept. In the worst-case for the same
workload, a service with observability enabled consumed more than twice the resources compared
to the service without observability. While this worst case was observed in a scenario with a
service implemented in TypeScript, the overhead was less significant for Java implementations,
where the overhead was around 1.2 to 1.5 times. This is a significant drawback, as it can
increase the cost to operate the system, as more resources have to be provisioned. In the worst-
case scenario with a TypeScript service, client-felt latency in the 95th percentile increased by
around four times. However, in the Java scenario, the increase in the same percentile was
around 1.15 times. Depending on the use case, this increase in latency can be worse than
the increased cost, as users might be sensitive to increased latency. When taking these results
into account, some additional factors need to be considered. The synthetic benchmark was run
on a single machine, and the observability components were run on the same machine as the
services, which can impact the results. In a real-world scenario, the observability components
could be run on separate machines, which would reduce the impact on the services. Requests
in the synthetic benchmark had a maximum latency of around 30 milliseconds, in real-world
scenarios, the runtime overhead might be less significant. Additionally, no optimizations were
made to the observability components, which could reduce the overhead. Sigelman et al. (2010)
and Majors, Fong-Jones, and Miranda (2022) state that for observability at scale, sampling
needs to be employed, which can reduce the overhead. A coherent head-based sampling strategy
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could be employed to reduce the overhead, while still providing meaningful data. In their
work, Sigelman et al. (2010, p. 7), present results that show that Dapper introduces an average
latency increase of around 16.3% if no sampling is employed. This result is in line with the
results of the synthetic benchmark with Java services. They additionally present the average
latency increase with different coherent head-based sampling probabilities, which show that just
sampling every second request reduced the overhead to around 9.40%. At the time, Dapper
sampled every 1024th request, which reduced the overhead to near zero (Sambasivan, Fonseca,
et al. 2014, p. 11). Eder, Winzinger, and Lichtenthéler (2023, pp. 101, 104) implemented their
micro benchmarks for AWS Lambda functions with Node. js, similar to the TypeScript services
in the synthetic benchmark. Their results show an average increase in server-side execution
duration of 24.19% for OpenTelemetry. This result shows that in the overhead for TypeScript
services can be lower than observed in the synthetic benchmark. All of these steps can mitigate
the runtime overhead but will increase the mental overhead, as more decisions have to be made.

In conclusion, the theoretical observability concept combined with technical recommenda-
tions, such as OpenTelemetry and ClickHouse, provides a way to make a heterogeneous dis-
tributed system observable, but requires more fine tuning and exploration to be fully effective.
As the concept recommends considering observability from the start, introduced runtime over-
head expressed in increased latency and resource consumption can be mitigated by evaluating
the impact of observability on the system early, and making informed decisions on how to imple-
ment it on critical paths. Choosing a standardized instrumentation and collection framework,
such as OpenTelemetry, was crucial for guaranteeing that the observability concept is applicable
to heterogeneous distributed systems.

Answers to the Research Questions

The first research question, ”What are the current methods for achieving unified application
observability in heterogeneous distributed systems?”, has been answered by literature synthesis
in chapter 2 and the technical exploration in chapter 4. Both showed that the three pillars of
observability, structured logs, metrics, and traces, are methods for achieving observability in dis-
tributed systems. Recent literature, such as Majors, Fong-Jones, and Miranda (2022), highlights
that viewing these pillars critically and thinking more of wide structured events for observability,
is key (section 4.4). They highlight that distributed tracing, a form of wide structured events,
and the benefits of it, such as the ability to correlate logs and metrics, are crucial for observability.
The additional technical exploration concluded that OpenTelemetry is a good choice for imple-
menting observability with distributed tracing, as it provides a standardized way to instrument
and collect telemetry data (subsection 4.5.1). By employing this open-source vendor-neutral
standard, combined with standardized trace context propagation such as W3C Trace Context,
and push-based telemetry collection using the OTLP protocol, unified application observability
can be achieved in heterogeneous distributed systems (subsection 4.5.2; subsection 4.5.3). In
conclusion, the current method for achieving unified application observability in heterogeneous
distributed systems is distributed tracing with OpenTelemetry.

The second research question, “How can data flow in a heterogeneous distributed system
be observed to evaluate the system’s health and performance?”, has been answered by the observ-
ability concept presented in chapter 4. If the guidelines presented in the concept are followed,
then at every entry point and edge between services, a span is emitted (subsection 4.5.2). These
emitted spans respect trace context propagated in-band, such as W3C Trace Context. Using
concepts, such as parent-child relationships or span links, the emitted spans can preserve the
data flow in the system. Utilizing analysis and visualization techniques on this trace data, such
as service maps, dependencies, and data flow can be analyzed (subsection 4.5.5). As the emitted
traces and metrics contain information about the data flow, such as timing information, or errors
encountered, the system’s health and performance can be evaluated. In conclusion, data flow in
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a heterogeneous distributed system can be observed using distributed tracing, and the concept
presented in this work provides guidelines on how to do it.

5.3 Limitations

The answers to the research questions and the presented observability concept have limita-
tions. In section 1.2 a scope was defined, which limited the research to the observability of
self-developed software components in a distributed system, with a focus on service architec-
tures. In chapter 4 some excursions outside the defined scope were made, such as black-box
instrumentation or basic instrumentation guidelines for infrastructure components. These ex-
cursions were made to provide a more complete picture of observability in distributed systems,
but are not exhaustive. There exist other kinds of distributed systems, such as distributed oper-
ating systems or mainframes, which were not considered in this work. Thus, if the observability
concept is applicable to systems outside the defined scope is not known. While the focus defi-
nitely was on distributed systems, the observability concept could be applied to non-distributed
systems as well. However, the benefits of distributed tracing, such as the ability to correlate logs
and traces, are less pronounced in non-distributed systems. In the context of non-distributed
systems, the observability concept may be disproportionate, given that the additional overhead
it introduces may not be justified. Sridharan (2018, p. 24) argue however, that any complex
system can benefit from tracing-based observability.

The evaluation of the observability concept in section 4.6 has limitations. Certain limitations
were already mentioned in the discussion of the results. A real-world impact of the observability
concept, combined with optimizations, such as sampling, was not evaluated. Thus, the realistic
runtime overhead of the observability concept is not known, however, the synthetic benchmark
showed a significant overhead in worst case scenarios.

Interviews conducted after introducing the observability concept highlighted further limi-
tations in section 4.6. Practitioners had not enough time and real incidents to evaluate the
observability concept fully. Thus, the full impact of the observability concept on the daily work
of practitioners is not known, but practitioners highlighted that the introduced changes already
had a positive impact on their work.

The suggested concept and implementation focus on the server-side of a distributed system.
Client-side instrumentation, such as instrumenting web clients or binaries deployed on user
machines, was not the focus of this work. During the development of the concept, client-side
instrumentation was explored, but no results of this exploration were presented. Guidance on
how to instrument clients cannot be given, however some parts of the observability concept
still apply here. Distributed tracing can start on the client, as was done in the in section 3.3
presented synthetic benchmark. Using standard in-band context propagation, telemetry data
from clients and servers can be correlated. New challenges arise when instrumenting clients,
such as privacy and security concerns, as tracking clients can be seen as a privacy violation,
or allowing for pushing telemetry data into the system can be seen as a security risk. Thus,
this observability concept is not directly applicable to client-side instrumentation, however, if
clients are to be instrumented, the concept could be used as a starting point, and server-side
observability must not be violated.

5.4 Future Work

This work additionally provides a foundation for further research on observability in distributed
systems. Further work can be done in order to work on the presented limitations or to expand
and build upon the presented observability concept. In the following, a non-comprehensive list
of ideas for future work is briefly presented.
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Question Patterns of Stakeholders

Explore question patterns of stakeholders in more detail and generalize them. This
work presented a few question patterns of stakeholders in section 4.1, and generalized them into
the common question ”Is it working?”. However, more question patterns can be explored and
generalized outside the context of this work. Using interviews with a bigger sample size, more
diverse stakeholders, and different domains, more question patterns could be found.

Evaluate common methods to formally define these questions. Using the found ques-
tion patterns, a common method to formally define these questions can be explored. In this
work, questions have to be formulated using the ClickHouse SQL variant. However, a domain-
specific language (DSL) could be developed to define these questions more easily. Less techni-
cally inclined stakeholders could benefit from an easier method to define their questions, such
as a natural language interface using artificial intelligence with large language models (LLMs).
An idea here could be to enrich a chatbot with context from the observability data and allow
stakeholders to ask and answer questions using natural language.

Combine Observability with Service Level Objectives

Provide an ergonomic way to define and monitor Service Level Objectives (SLOs).
In section 4.3 the importance of considering observability from the start was highlighted, as
this unlocks the ability to define impactful alerts using SLIs and SLOs from SRE (Beyer et al.
2016). The telemetry data collected by the observability concept provides the data needed to
evaluate event-based SLIs, such as reliability and latency. However, an ergonomic way to define
and monitor these SLOs is missing.

Explore if existing telemetry data is sufficient to define SLOs. Evaluate if the existing
telemetry data collected by the observability concept is sufficient to define and evaluate real-
world SLIs and SLOs. If not, explore what additional telemetry data is needed to do this.

Improve Instrumentation

Contribute to open-source libraries for better observability support. In subsec-
tion 4.5.2 and Table 4.1 it was highlighted that library instrumentation provides the best trade-
off between mental and runtime overhead. However, it was also mentioned, that not a lot of
libraries and frameworks provide OpenTelemetry instrumentation out of the box, and instead
rely on automatic instrumentation. Contributing to libraries and frameworks to provide better
observability support can reduce the mental overhead of observability.

Improve and explore alternative automatic instrumentation approaches. The auto-
matic instrumentation approaches provided by OpenTelemetry, which were used for implemen-
tation, had limitations that were highlighted in section 4.6. Additionally, automatic instrumen-
tation agents, introduce runtime overhead expressed as an increased startup duration. Exploring
alternative automatic instrumentation approaches, such as source code instrumentation during
compilation, could avoid this overhead. Such an approach could also mitigate issues found in
the evaluation, such as broken instrumentation when TypeScript code is bundled into a single
file. When evaluating other approaches, the hidden mental overhead of the approach should be
considered.

Explore kernel instrumentation more. Kernel instrumentation was mentioned in subsec-
tion 4.5.2 as a way to turn black-boxes into gray boxes. It was used in the synthetic benchmark
in chapter 3 and section 4.6 to enable observability into the K6 client, a black-box. Exploring
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kernel instrumentation more, could provide more observability into infrastructure, legacy, or
third-party components. A big disadvantage of kernel instrumentation is that no approach was
found to enrich kernel instrumentation with business context. Exploring and improving kernel
instrumentation would allow for observability independent of the programming language and
framework used.

Explore and improve instrumentation and data export in AWS Lambda functions.
In section 4.6 Practitioners mentioned that instrumentation in AWS Lambda functions is dif-
ficult. Exploring and improving instrumentation and data export in AWS Lambda functions
could provide better observability in serverless environments. Key aspects to consider here are
the choice of programming language, kind of instrumentation, and data export. A compari-
son between AWS Lambda and other serverless Functions as a Service offerings could provide
insights into how to improve observability in serverless environments in general.

Expand the gotel library. The gotel library was developed as a draft in this work and
provides a way to instrument Go services using OpenTelemetry. It was evaluated using an
experimental real-world project. Currently, the gotel library only allows for setting up the
OpenTelemetry SDK, and basic tracing instrumentation of HT'TP clients and handlers. Before
expanding the gotel library, the limitations of a library approach should be evaluated and com-
pared to other approaches. If the library approach is chosen, the gotel library could be expanded
to provide more instrumentation, such as for databases, or to provide more ergonomic ways to
define instrumentation.

Explore approaches for infrastructure instrumentation. In subsection 4.5.2 a short
excursion outside the defined scope was made into the instrumentation of infrastructure com-
ponents, such as AWS components, or NGINX. In section 4.6 practitioners highlighted that
real-world applications consist of more than just services, and that observability of infrastruc-
ture components is important. Exploring instrumented infrastructure options in more detail,
and providing detailed guidance on how to instrument infrastructure components, could provide
a more complete picture of observability in distributed systems.

Explore client instrumentation. The observability concept presented in this work focused
on server-side instrumentation. However, in section 4.6 practitioners mentioned that client-side
instrumentation is also important. A possible example was performed using kernel instrumenta-
tion in the synthetic benchmark in chapter 3 and section 4.6. In real-world projects, clients can
be binaries deployed on user machines, or web clients. Exploring client instrumentation more,
and guiding how to instrument clients, could provide a more complete picture of observability
in distributed systems. Instrumenting clients however introduces additional challenges, such as
privacy and security concerns, which need to be considered.

Improve Collection

Design and test concrete data collection pipelines for different use cases. In sub-
section 4.5.3, general considerations for data collection were presented. During implementation,
different data pipelines were needed for different use cases, such as Kubernetes or Serverless.
The designed pipelines can not be published due to disclosure agreements. Designing and testing
concrete data collection pipelines for different use cases, such as Kubernetes or Serverless, could
provide more insights into how to collect telemetry data in these environments. Still, in the
observability concept presented guidelines for data collection apply to these environments.
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Evaluate the impact and effectiveness of different sampling strategies during collec-
tion. The synthetic benchmark in section 4.6 showed a significant runtime overhead introduced
by the observability concept. As a possible mitigation, a coherent head-based sampling strategy
could be employed. Evaluating the impact and effectiveness of different sampling strategies dur-
ing collection, such as head or tail based, could provide insights into how to reduce the runtime
overhead of the observability concept. However, the impact of sampling on the reliability of
the collected data should be considered. Experiments could be concluded, on what kinds of
anomalies or failures can or cannot be detected with different sampling strategies.

Improve Ergonomics and Data Exploration with Workflows

Improve ergonomics with telemetry data stored in ClickHouse. In subsection 4.5.4
the storage of telemetry data in ClickHouse was presented. A practitioner in interview D.5 men-
tioned that the ergonomics of the Grafana plugin for ClickHouse could be improved. Improving
the ergonomics of the Grafana plugin for ClickHouse, or developing a custom user interface, could
provide a better experience for practitioners. Using the standards defined by OpenTelemetry,
such as Semantic Conventions, could provide a more out-of-the-box experience. Packaging the
technical observability stack, such as ClickHouse, collector, and Grafana, into a single docker
container for local development, could provide a more seamless experience for practitioners. Im-
proving these ergonomic aspects could reduce the mental overhead of observability and increase
the impact, but requires careful consideration of workflows and user needs.

Integrate observability data into IDEs. A possible workflow for development stakeholders
includes working with observability data and source code side by side. Integrating observability
data into IDEs could provide a more seamless experience for developers. Direct correlation from
and to code, such as highlighting code paths that are slow, or showing traces that are related
to a specific code path, could provide more insights into the system. For an association of
observability data with source code, the OpenTelemetry Semantic Conventions could be used.
One approach could be to include line numbers in telemetry data, while another approach could
be to extract information from source code to correlate telemetry data with source code.

Explore and define efficient workflows for observability data analysis. The previ-
ous two ideas highlight that the ergonomics of observability data analysis can be improved by
improving or establishing workflows. In general, exploring and defining efficient workflows for
observability data analysis could provide more insights into the system. Blumen and Sigelman
(2019) and Majors, Fong-Jones, and Miranda (2022) highlight that workflows are crucial for
observability data analysis, now that OpenTelemetry provides a standardized way to collect
telemetry data. The workflows should be tailored to the needs of the stakeholders, and provide
a way to answer their questions. Vendors such as Grafana or Honeycomb provide workflows for
observability data analysis, which could be used as a starting point.

Implement analysis techniques using ClickHouse. In subsection 4.5.5 some analysis
techniques were presented, such as service maps. The Grafana ClickHouse plugin currently only
supports basic queries and visualizations of telemetry data. Implementing different analysis
techniques, such as service maps or flame graphs, using ClickHouse, could provide more insights
into the system, and improve ergonomics, and workflows. These additional features require that
they correspond to defined workflows and provide an ergonomic experience.

Evaluate workflows for working with multiple traces or comparisons of different time
slices. In subsection 4.5.5 it was mentioned that working with multiple traces or comparisons
of different time slices can be difficult, and current tooling only supports basic versions of these
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workflows. Evaluating workflows for working with multiple traces, or comparisons of different
time slices, could provide more insights into the system.

Test observability data or test with observability data. This idea is split into two parts.
First, observability was defined as a system property which needs to be considered during system
design in section 4.2. Thus, verifying that the observability data collected is correct and that the
system is observable, could be integrated into the development process. By not only asserting
the correct behavior of the system but also asserting that the system emitted correct telemetry
data, during a test run, the system can be verified to be observable. Second, telemetry data
could be used to verify the correctness of the system. A complex end-to-end test performing
asserts on the client side may be limited in its ability to assert correct system behavior. By
using telemetry data, such as traces, in tests, the system can be verified to be correct.

Evaluate automated analysis techniques using observability data. In subsection 4.5.5
it was mentioned that automated analysis techniques, such as anomaly detection or root cause
analysis, could be employed to provide more insights into the system. In subsection 2.2.5 some
literature was highlighted that provides insights into these techniques. Workflows can be im-
proved if these techniques are integrated into the observability data analysis.

Further Evaluate Impact on Real-World Systems

Evaluate runtime overhead in real-world scenarios. The synthetic benchmark in sec-
tion 4.6 showed a significant runtime overhead introduced by the observability concept. However,
the impact of the observability concept on real-world scenarios is not known. Evaluating the
runtime overhead in real-world scenarios could provide more insights into the impact of the
observability concept.

Evaluate the impact of observability on the daily work of practitioners. In section 4.6
practitioners mentioned that the observability concept had a positive impact on their daily work.
However, the full impact of the observability concept on the daily work of practitioners is not
known. Evaluating the impact of observability on the daily work of practitioners, such as the
mean time to detect (MTTD) or mean time to resolve (MTTR) incidents, could provide more
insights into the impact of the observability concept.

Use synthetic incidents to evaluate the impact of different pillars. By setting up
scenarios with synthetic incidents, the impact of observability on incident response can be eval-
uated. Comparing the time to detect and resolve incidents with or without observability, could
provide more insights into the impact of the observability concept. Additionally, evaluating the
impact of only partial telemetry data available could provide more insights into the impact of
the different pillars of observability. By limiting the telemetry data available, such as only logs,
metrics, or traces, the impact of the different pillars can be evaluated.

Optimize for Performance

Optimize and evaluate the observability concept for performance. The synthetic
benchmark in section 4.6 showed a significant runtime overhead introduced by the observability
concept. Optimizing the observability concept for performance, such as by optimizing the ob-
servability components, or by employing sampling strategies, could reduce the runtime overhead.
However, the impact of these optimizations on the mental overhead should be considered.
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5.5 Conclusion

This work presented an observability concept for heterogeneous distributed systems, focusing
on distributed tracing. Using the methods, such as literature synthesis and prototyping on
synthetic and real-world scenarios, answers to the research questions were explored. Evaluation
of the observability concept showed a positive impact on the daily work of practitioners, but
also highlighted limitations and points to improve. Concrete answers to the research questions
were provided, and a foundation for further research on observability in distributed systems was
laid. Thus, the chosen approach and methods were successful in finding answers to the defined
research questions in the defined scope.
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User Registration Code
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// File: UserService. java
@Service
ORequiredArgsConstructor
public class UserService {

private final UserRepository userRepository;
private final KafkaProducer kafkaProducer;

public User registerUser(User user) {
// Save user to the database

User savedUser = userRepository.save(user);

// Publish a Kafka message after registration

kafkaProducer.sendMessage ("User registered with ID:

— savedUser.getId());

return savedUser;

// File: UserController. java
ORestController
@RequestMapping("/api/users")
ORequiredArgsConstructor
public class UserController {

private final UserService userService;

Q@PostMapping("/register")

public ResponseEntity<User> registerUser(@RequestBody User user) {

User registeredUser = userService.registerUser (user);

return ResponseEntity.ok(registeredUser) ;

+

Listing 1: Simplified Java Spring Boot code for user registration
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Appendix B

Instrumentation for HTTP Request
Handling
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from opentelemetry import trace, metrics

import logging

import time

from opentelemetry.trace.propagation.tracecontext import TraceContextTextMapPropagator

from business_logic import handle

tracer = trace.get_tracer("http-server")
meter = metrics.get_meter("http-server")
histogram = meter.create_histogram(
"http.request.duration", "The latency of HTTP requests",

ms

)

def handle_request(request):
start_time = time.time()
context = TraceContextTextMapPropagator().extract(carrier=request.headers)

with tracer.start_as_current_span(
"HTTP", context=context, start_time=start_time

) as span:
span_id = span.get_span_context().span_id
span.update_name (f"{request.method} {request.routel}")
span.set_attribute("http.url", request.url)
# other attributes omitted for brevity

# log the request body on debug level with the span context
logging.debug(
"http.request.received", # static log body message
extra={"span_id": span_id, "request": request},

# handle the request
try:
response = handle(request)

span.set_attribute("http.response.status_code", response.status)
# other attributes omitted for brevity

logging.debug(
"http.response.sent",
extra={"span_id": span_id, "response": response},

histogram.record(
time.time() - start_time,

{
"http.method": request.method,
"http.route": request.route,
"http.response.status_code": response.status,
1,

)

# other metrics or attributes omitted for brevity

return response
except Exception as e:
span.record_exception(e)
logging.error(
"http.request.failed",
extra={"span_id": span_id, "error": e},
)
# recorded metrics for failed request omitted for brevity
# span 1s automatically closed and emitted

Listing 2: Python code with OpenTelemetry and logging instrumentation of HTTP request
handling. For every handled request, the entry point function creates a new span, which respects
the in-band propagated context contained in the request headers. A logger with debug level
is used to print detailed information about requests and responses. Metrics are collected to
measure the RED metrics for the request handling. All information of the metric is contained
in the trace span, but the metric protects the information against sampling. If an unexpected
exception occurs, it is recorded in the span and optionally logged with an error level.
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Appendix C

Benchmark Results

C.1 Java & Java Services

Metric Product (Java) | Session (Java)
CPU Baseline 4.83% 3.03%

CPU Instrumented 6.27% 3.64%
Increase (CPU) +29.8% +20.1%
Memory Baseline 492 MiB 258 MiB
Memory Instrumented 610 MiB 371 MiB
Increase (Memory) +24.0% +43.8%
Increase (Memory) Absolute | +118 MiB +113 MiB

Table C.1: Runtime overhead of the observability concept in Java services, expressed as the
increase in resource consumption.

Category Baseline | Instrumented | Increase
Mean 796.92 ps | 902.93 ps +13.3%
50th percentile | 766.94 ns | 848.99 ps +10.7%
90th percentile | 915.47 ps | 1.01 ms +10.5%
95th percentile | 970.11 ps | 1.11 ms +14.4%
99th percentile | 1.29 ms 2.29 ms +77.5%
Max 10.04 ms | 13.38 ms +33.3%

Table C.2: Runtime overhead of the observability concept in Java services, expressed as the
increase in latency.
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C.2 Baseline comparison of Java & Java and Java & TypeScript

Services

Category | Java & Java | Java & TypeScript | Increase
Mean 796.92 ps 919.69 ps +15.4%
50th 766.94 1s 876.75 s +14.3%
90th 915.47 ps 1.06 ms +15.5%
95th 970.11 ps 1.17 ms +20.3%
99th 1.29 ms 1.94 ms +50.4%
Max 10.04 ms 9.64 ms -4.0%

Table C.3: Baseline comparison of latency between Java & Java and Java & TypeScript services.
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C.3 Java & TypeScript Services

Metric Product (Java) | Session (TypeScript)
CPU Baseline 4.87% 3.93%

CPU Instrumented 6.54% 8.56%

Increase (CPU) +34.3% +117.8%

Memory Baseline 351 MiB 97.0 MiB

Memory Instrumented 536 MiB 204 MiB

Increase (Memory) +52.7% +110.3%

Increase (Memory) Absolute | +185 MiB +107 MiB

Table C.4: Runtime overhead of the observability concept in Java & TypeScript services, ex-
pressed as the increase in resource consumption.

Category Baseline | Instrumented | Increase
Mean 919.69 ps | 1.92 ms +108.1%
50th percentile | 876.75 ps | 1.22 ms +39.0%

90th percentile | 1.06 ms 4.35 ms +310.4%
95th percentile | 1.17 ms 5.99 ms +411.1%
99th percentile | 1.94 ms 8.95 ms +361.3%
Max 9.64 ms 30.18 ms +213.3%

Table C.5: Runtime overhead of the observability concept in Java & TypeScript services, ex-
pressed as the increase in latency.
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Appendix D

Interviews

D.1 Interview with CW

I1Q1: Describe your role and years of experience in the software development industry.
1. Project Manager with 4 years of experience in the software development industry.

11Q2: What overarching questions do you ask a running software system?

1. In general, I care most about: Functionality, user-friendliness, reliability, and security.

2. Is there a status page where I can see the health of important components in the system?
For me, a binary yes or no is enough, with coarse partitioning in components such as the
backend, frontend, application, and database.

3. Is the system working? Can a user interact with the system as expected? Are there errors,
or slow pages?

4. Is the system reliable and available? How often do outages occur? How do we guarantee
availability?

5. Are there any standards, such as ISO norms, regarding observability?

I1Q3: You as a project manager interact more with clients, what kinds of questions do they
bring that you need to answer?
1. What kind of metrics, or telemetry, is collected from the system? Such as system metrics,
application metrics, or business metrics.
2. What kinds of logs are collected, and how are they stored? Privacy concerns are often
raised here concerning GDPR.
3. Is the system monitored in real-time? How are issues detected in real-time? Can we detect
performance issues before they affect the user?
4. How to detect errors, and how to categorize them? How long does it take to resolve errors
of different categories? How are we alerted about errors?
5. Can clients access dashboards? Can less technically inclined people read the dashboards?
6. Are there SLAs? How are they monitored? How are they enforced?

11Q4: And especially from a project management view, what kind of questions occur here?

1. Can we detect problems that could impact project timelines? How do we detect them?

2. What kind of KPIs do we need to monitor to understand if client wishes are met? For
example, if clients want a system that scales, what do we need to monitor to guarantee
this?

3. Can we manage problems and risks proactively? How do we detect risks early? Is there a
process for how to react to alerts?

4. If teams are big, how can we improve communication between sub teams? Can the warning
system inform all relevant parties? How can we ensure that issues are resolved quickly?
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5. Why do we need to consider observability early? How is observability included in the
development pipeline? How can it help find issues early?

6. Can we monitor a system such that we can correlate causalities? Can these be detected
automatically?

D.2 First Interview with LK

I12Q1: Describe your role and years of experience in the software development industry.
1. Full-Stack Software Engineer and Technical Lead with 7 years of experience in cloud ap-
plication development.

12Q2: Your role includes more than just development work, depending on what hat you have
to wear (e.g., developer, operator, etc.), what kind of questions do you ask a software system?

1. Developer: Where in the code do failures occur? What input has caused the failure?

2. Developer/Operator: If there are no failures, are there any suspicious behaviors in the
system (e.g., long-running queries that can be optimized, schedules that are not running
at all?)

3. Operator: Is every part of the (distributed) application running without failures?

4. Operator: How many invocations do certain code paths receive? How long do invocations
take?

12Q3: Which of the three pillars of observability have you used before, and how was the
experience?

1. Logs

(a)

Very easy to get started and very easy to understand, even without a lot of experience,
the first thing you learn when you start developing is how to print to the console,
which essentially is logging.

Gives insight into known situations, but code needs to include logging statements to
be useful.

Can be used locally without any additional setup as logs can be printed to the stan-
dard output, which is helpful when developing and testing locally.

Often, logs were only added to code after an issue had occurred, and critical infor-
mation was lacking, so logs were added, and the application was redeployed. Then
either the issue was replicated, or it had to be waited for to occur again.

In distributed systems, logging becomes more complex, and it is hard to correlate
logs from different services. In some systems, manual context propagation was im-
plemented, which added a lot of overhead to the development process.

For storage and retrieval of logs, a centralized log storage system has proven to be
very useful, as it allows for easy searching and filtering of logs. For this Grafana
Loki has been used in the most recent projects. This however introduces additional
complexity, as logs have to be shipped to the central storage. In certain environments,
such as Azure Functions, this was harder than expected. Platform-level logs, such as
timeouts or errors that occurred before or outside the application code, were missing
in Loki.

2. Metrics

(a)
(b)
()

Metrics have been used to monitor the high-level health of a system and define thresh-
olds for alerts.

Similar experience as with logs, as the most useful metrics were often missing when
resolving issues and had to be added retrospectively.

Metrics about resource consumption (CPU, memory, disk) are often provided by
the underlying platform, such as Kubernetes. This reduces the need to add custom
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metrics for these resources.

12Q4: What is important to you when instrumenting your software?

1. Ease of Use: Instrumentation should be easy to do, and not require a lot of additional
work. If I can focus on implementing features, and not on adding instrumentation, that is
a big plus. Ideally, the code is automatically instrumented on maybe the language level,
or by a framework. Generally, it should be as easy as writing a console.log statement,
if it has to be in the code I write. This also applies to further steps, such as exporting or
gathering the data.

2. Performance impact: End users should not notice that instrumentation is present.

3. Vendor Neutral: Instrumentation should be independent of the storage system. It
should be possible to use different tools to browse and inspect the signals after they have
been exported.

D.3 Second Interview with LK

I3Q1: Please describe the context of the project P3 in which we applied the observability
concept.
1. The core of the project consists of a TypeScript service implemented with NestJS.
2. Initially, the service was deployed in a Kubernetes cluster, and later migrated to AWS
Lambda in order to reduce costs.

13Q2: 1 mainly supervised and guided you during the implementation of the observability
concept, please share how this experience was for you, considering that for some parts you had
to work independently.

1. The initially new concepts, such as distributed tracing, were easy to understand.

2. The OpenTelemetry documentation is a mess, there is a lot of information, but it is hard
to navigate. For some parts, such as instrumenting applications in Kubernetes, there are
many ways to do it, and for me, it was hard to decide which one to use.

3. The deployment strategies for the collector were not clear to me initially, and, here the
guidance was very helpful. In Kubernetes, the whole thing made sense to me at the end,
but in Lambda the collector was more of a burden.

4. In Lambda there are also many ways to automatically instrument an application, and
there even is a dedicated OpenTelemetry distribution of AWS, which differentiates from
the guidance provided by OpenTelemetry. In the end, the compiled JavaScript code in
the Lambda package had to be bundled into a single file to keep the deployment small for
reduced cold starts, which completely broke the automatic instrumentation. Together we
developed a workaround for this, using an instrumented middleware for NestJS.

5. In general, the automatic instrumentation of the application turned out to be way more
effort than expected but was required as the libraries used are not instrumented by default.

6. Due to how Lambda freezes the execution environment after a request, exported spans
sometimes arrived late or with an incorrect duration.

I3Q3: [Initially in Kubernetes you used Grafana Cloud and its storage options, but with the
migration switched to AWS services, such as CloudWatch and X-Ray. What was the reason for
this switch?

1. When migrating to AWS Lambda, it was discovered that putting, for example, an API
Gateway in front of the Lambda function, resulted in blind spots, as some requests did
not even reach the instrumented application.

2. Just enabling X-Ray tracing and using AWS services for storage, provided a more complete
picture of the system, and was easier to set up.
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3. Additionally, this switch had the benefit, that all data is now in a central place, and not
split between AWS and Grafana Cloud.

4. As AWS X-Ray uses non-W3C trace context propagation, the instrumentation had to be
adjusted for this.

13Q4: How helpful is the new telemetry data, and how are you using it?

1. In general, the new telemetry data is very helpful, as it provides a more complete picture
of the system.

2. Currently, I am still in the exploration phase of the new data and have not yet set up SLIs
or SLOs based on the new data.

3. I enjoy that traces give me a detailed view of how the request has flown through the
system, and due to correlation IDs, I can easily see which logs belong to which request.

4. I can now more quickly see where in my system a request has failed or experienced a long
latency. X-Ray for example also provides information about Lambda cold start times,
which would have been invisible with only instrumented Lambda code in Grafana Cloud.

5. For scheduled jobs, these traces also provide a lot of value, as I can now see how long they
take, and if they are running at all.

D.4 Interview with AG

14Q1: Describe your role and years of experience in the software development industry.
1. Software Engineer with around 3 years of experience in cloud application development.

14Q2: You are currently exploring best practices for software developed in serverless environ-
ments in project P4. What are your main goals in this project?
1. T am mainly exploring how to develop software such that you can benefit from the advan-
tages of serverful or dedicated hosting options, and serverless offerings.
2. Both approaches have advantages and disadvantages, and I am trying to find a way to
combine the best of both worlds.

14Q3: What is your experience with observability in serverless environments?
1. Most serverless platforms provide some platform-level metrics, such as CPU, memory, and
invocation count, which are very useful.
2. Logs emitted to the standard output are also captured by the platform and can be viewed
in the platform’s console.
3. More observability features can be configured for an additional price, such as X-Ray tracing
in AWS.

14Q4: Your prototypes are mainly implemented using the Go programming language. What

are your experiences with the Go programming language and its observability ecosystem?

The Go programming language is very easy to get started with.

There is good support for structured logging.

With other signal types I am less experienced in Go.

Based on your input, tracing was considered, and I have started to explore the Open-

Telemetry ecosystem for this. However, there seems to be no easy and standard way to

automatically instrument Go code reliably.

5. Manually setting up the OpenTelemetry SDK and instrumenting the code is a lot of work,
and then I still would be required to instrument all outgoing paths of the application.

WD =
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I4Q5: We used the in this work introduced gotel library to at least introduce basic HTTP
tracing to your Go prototypes. How was your experience with this library?
1. The library abstracted away the SDK configuration and made it easy to get started with
OpenTelemetry.
2. For tracing HTTP requests, the library was very easy to use and provided a lot of value.
3. However, this is at the moment the only functionality provided by the library, and for
other instrumentation, I again would have to manually do it.

14Q6: How did the emitted traces support you in understanding the behavior of your proto-
types?
1. As I was more interested in client felt latency, and work performed outside the application,
the traces did not provide a lot of value.
2. However, they still provided insight into what amount of a client felt latency could be
attributed to the application, and what was caused by external services.
3. Perhaps, with a more integrated tracing approach, such as AWS X-Ray, which also traces
AWS services, the traces would have provided more value.
4. Alternatively, the clients used to test the prototypes could have been instrumented, to
provide more detailed traces including the client-side latency.

D.5 Interview with MS

I5Q1: Describe your role and years of experience in the software development industry.
1. Software Engineer, Tech Lead, and Team Lead with 16 years of experience.

I5Q2: With what kind of telemetry data or signals have you worked in the past, and which of
those had the most value for you?
1. Logs
(a) Mostly in an unstructured and non-correlated way.
(b) Often, this was good enough, when there was a low load, and logs over multiple
services at least arrived in the correct order.
(c) A deep system knowledge was required to understand the logs and to correlate them
across services, as you had to know which service participated in a request.
(d) Often had to be added retrospectively and were not available when needed.
2. Metrics
(a) Visualizing metrics has supported me in understanding the health of the system.
(b) Bottlenecks, expressed for example in a high amount of consumer group lag, were
easy to spot.
(c) Also had to be added retrospectively and were not available when needed.

15Q3: Before the concept was applied to the project P1, the concept was partially explained,
especially distributed tracing. How did you perceive this explanation, and did you initially see
the benefits?
1. T have not yet worked a lot with distributed tracing before, but the explanation was easy
to understand.
2. Often, trace views were initially a bit overwhelming, as they contained a lot of information,
but after some time, I got used to it.
3. On paper, the benefits were clear, but I had to see how it would work in practice.

I5Q4: After I instrumented the core services in the project and set up Grafana with Click-
House, how did you perceive the new telemetry data?
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. Due to organizational constraints, I did not have a lot of time to explore the new data,

but the benefits were now clear.

. I did some exploration, and for me the main advantage was that logs are now enriched

with trace IDs, which makes it easy to correlate logs across services.

. Other than just the correlation of logs, the distributed tracing also brought a better way

to spot bottlenecks in the system and to see how long requests take.

. I'think that the true benefit will show when we actually have to resolve issues in production,

and I am sure that the new data will help us to resolve issues faster.

. The workflow with Grafana and ClickHouse was not the most ergonomic and required

some time to get used to.
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Grafana Screenshots
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> 2024-10-07 14:09:41.963 ik

> 2024-10-07 14:09:41.956 - A
> 2024-10-07 14:09:41.721 HikariPool-1 - Starting
> 2024-10-07 14:09:41.698 No LoadTineNeaver

> 2024-10-07 14:09:41 464 HHHODOE26 : S
> 2024-10-07 14:09:41.434 KHHOBAT2: A
> 2024-10-07 14:09:41.365 HHHOOE204: Pr
> 2024-16-07 14:09:41.198 Root Webppl.
> 2024-18-07 12:09:41.198 Initializing Spring embedded NebapplicationContext
> 2024-10-07 14:09:41.171 Star rvlet engine: [Apache Toncat/10.1.28]

> 2024-10-07 14:09:41.171 Star [Toncat]

> 2624-10-07 14:09:41.152 Tomcat initialized with port 8980 (http)

ess running for 5.661)
Tt 8880 (RLLp) with context path '/
iew 15 enabled by default. Therefore, database queries may be performed during view rendering. Explicitly configure spring.jpa.open-in-view to dissble this warning

& JTA platforn integration)

se

Figure E.1: Screenshot of ClickHouse log view in Grafana. The graph at the top is the log
volume grouped by log level represented as a bar chart. Log lines are displayed on a line-by-line
basis, colored with log level, and display additional metadata, such as the trace ID.
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Figure E.2: A trace stored in ClickHouse displayed in Grafanas trace view representing a Gantt
chart. Each bar represents a span, the width of the span represents the duration, and the color
represents the service. White markers in the span indicate the critical path of the trace.



