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Abstract
Distance cameras have gained large popularity in the last years. With more than 24 million
Microsoft Kinect units sold and the proliferation of 3-D sensors for biometric authentication,
these cameras have reached the mass market. Distance cameras capture an image in which
each pixel encodes the distance to its corresponding point in the scene. This opens up new
application possibilities which are difficult or even impossible to implement with normal
gray-level or color cameras. These new applications are particular useful if they can be
implemented with low-cost consumer 3-D cameras. However, this is problematic as these
sensors have only limited accuracy compared to professional measurement systems and are
thus not yet sufficient for many applications.
In this thesis, several aspects that affect the accuracy of time-of-flight and structured
light cameras are discussed.
The calibration of cameras, i. e. the calculation of an exact camera model, is of major
importance. The estimation of these models requires point correspondences between the
scene and the camera image. Whenever high accuracy is required, it is recommended to use
calibration patterns such as checkerboards. This thesis introduces two methods, which find
checkerboards more reliably and accurately than existing algorithms.
The evaluation of the measurement errors of distance cameras requires reference values
that are considerably more accurate than those of the camera. This thesis presents a
method that allows using a terrestrial laser scanner to acquire such data. However, before the
reference data can be used for error analysis, it is necessary to transform the measurements of
both sensors into a common coordinate system. For this purpose, an automatic method was
developed that reliably calculates the unknown transformation based on a single calibration
scene. The accuracy of this approach is confirmed in several experiments and clearly
exceeds the accuracy of the competing state-of-the-art method. In addition, it is possible to
generate reference distance images with this method, which can subsequently be used for
the evaluation of distance cameras.
Time-of-flight (ToF) cameras have some error sources that are characteristic for this
measurement principle. In order to be able to better compensate for these errors, it is first
necessary to investigate the nature of these errors. This thesis also presents a comprehensive, standardized evaluation of the systematic errors of ToF cameras. For this purpose,
six experiments are defined, which are subsequently carried out with eight ToF cameras.
The evaluation of these experiments shows that the characteristic errors are differently
pronounced with the investigated cameras, but nonetheless, can be observed even with the
most recent models.
Finally, a new calibration method for structured-light sensors is proposed, as well as
an algorithm which refines parametric models of objects. The calibration method allows
calculating a complete sensor model based on two or more images, even if the projected
pattern is unknown. This is particularly necessary if the sensor does not use a regular
projector, but emits the pattern with a diffractive optical element. This part of the thesis also
presents a novel refinement method for parametric models that uses the developed camera
model. The evaluation results show that the proposed method computes more accurate
model parameters than state-of-the-art fitting algorithms.

Zusammenfassung
Distanzkameras haben in den letzten Jahren eine rasante Verbreitung erfahren. Mit mehr
als 24 Millionen verkauften Einheiten der Microsoft Kinect und der immer weiteren Verwendung von 3-D Sensoren zur biometrischen Authentifizierung sind diese Kameras im
Massenmarkt angekommen. Distanzkameras erzeugen ein Bild, in dem jeder Pixel die
Distanz des korrespondierenden Punkts in der Szene codiert. Dadurch ergeben sich neue
Anwendungsmöglichkeiten welche mit normalen Grauwert- oder Farbkameras nur schwer
oder gar unmöglich zu realisieren sind. Diese neuen Anwendungen sind vor allem dann
attraktiv, wenn sie mit preiswerten, serienmäßig produzierten 3-D Kameras umgesetzt
werden können. Bisher ist dies jedoch problematisch, da diese Sensoren im Vergleich zu
professionellen Messsystemen nur über eine begrenzte Genauigkeit verfügen.
In dieser Arbeit werden mehrere Aspekte, welche die Genauigkeit von Time-of-Flight
Kameras und Structured-Light Kameras beeinflussen, diskutiert.
Die Kalibrierung von Kameras, das heißt die Berechnung eines genauen Kameramodells,
ist dabei von zentraler Bedeutung. Die Berechnung dieser Parameter erfordert Punktkorrespondenzen zwischen einer Szene und dem Kamerabild. Bei besonders hohen Ansprüchen
an die Genauigkeit der Kameraparameter ist die Verwendung von Kalibriermustern, wie
z.B. Schachbrettern, sinnvoll. In dieser Arbeit werden zwei Methoden vorgestellt, welche
Schachbretter zuverlässiger und genauer als bisher existierende Algorithmen finden.
Zur Untersuchung der Messfehler von Distanzkameras sind vergleichsweise wesentlich
genauere Referenzwerte notwendig. Diese Arbeit prsentiert eine neue Methode mit der
Referenzwerte mit einem Laserscanner gemessen werden können. Um die Laserscannerdaten jedoch zur Fehleranalyse verwenden zu können ist es notwendig die Messungen
beider Sensoren in ein gemeinsames Koordinatensystem zu transformieren. Hierfür wurde
eine automatische Methode entwickelt, welche die Transformation auf Basis einer einzigen
Kalibrierszene berechnet. Die Genauigkeit des Ansatzes wird in mehreren Experimenten
bestätigt und übersteigt die Genauigkeit der Vergleichsmethode deutlich. Darüber hinaus können mit dieser Methode Referenzbilder zur Analyse von Distanzkameras erzeugt
werden.
Time-of-Flight Kameras haben einige, für dieses Messprinzip charakteristische, Messfehler. Um diese besser kompensieren zu können ist es notwendig die Art dieser Fehler
zunächst genau zu untersuchen. Diese Arbeit enthält die bisher umfassendste, standardisierte Analyse der systematischen Messfehler von Time-of-Flight Kameras. Hierfür werden
zunächst sechs Experimente definiert, welche nachfolgend mit acht Time-of-Flight Kameras
durchgeführt werden. Die Auswertung dieser Experimente zeigt, dass die charakteristischen
Fehler bei den untersuchten Kameras verschieden stark ausgeprägt sind, selbst jedoch bei
den neusten Modellen zu beobachten sind.
Zuletzt wird eine neue Kalibriermethode für Structured-Light Kameras vorgestellt, sowie
ein Algorithmus, welcher mithilfe des Sensormodells Objekte in der Szene genau detektiert.
Die Kalibriermethode erlaubt es, auf Basis von zwei oder mehr Bildern, ein komplettes
Sensormodell zu berechnen, selbst dann, wenn das projizierte Muster unbekannt ist. Dies ist
vor allem dann notwendig, wenn der Sensor keinen regulären Projektor verwendet, sondern
das Muster mittels eines diffraktiven optischen Elements ausstrahlt. Neben der Kalibrierung
der Sensoren stellt diese Arbeit auch ein neuartiges Verfahren vor, welches eine genauere
Bestimmung von Modellparametern von Objekten in der Szene erlaubt als es mit den bisher
etablierten Methoden möglich ist.
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Chapter 1
Introduction
Even though commercial range cameras have been available for more than a decade, they
are rarely used in commercial products. One of the few exceptions that have hit the mass
market are the two Microsoft Kinect sensors. Microsoft has developed two models, one
based on structured light and one based on time-of-flight, which both have been sold as an
add-on to their gaming console.
These 2.5-D sensors also opened the door to a broader community of researchers, whose
focus was not set only on developing new range sensors, but also on using this modality in a
large variety of research fields and applications. Multiple research groups have experimented
with these cameras to improve the capabilities of robotic systems or autonomous vehicles,
to automate industrial processes, develop assistance systems for medical scenarios or even
for automating docking procedures in space.
More recently, a new device has been presented that has the potential to make 2.5-D
sensing technology available to an even broader community: the Apple iPhone X1 . The
mobile phone is equipped with Apple’s TrueDepth sensor, which effectively resembles a
structured light camera2 . The sensor’s major use case is to provide geometrical features for
user identification, but due to its API countless other applications can be developed.
However, even recent range cameras have only limited accuracy due to trade-offs
between accuracy and computational complexity, approximations made to reduce manufacturing costs or theoretical limitations. Additional reasons for the relatively small acceptance
of these sensors include potential high costs, their low image resolution or immature camera
software development kits. This work studies multiple aspects that influence the accuracy
and presents methods for improving the accuracy of the measurements.
In the context of a generic application that uses data from a range sensor, multiple
aspects have to be considered. A general requirement for calculating distance information
with range cameras is an accurate camera model. This model is used, for example, when
calculating the 3-D coordinates of a specific point in space from its corresponding distance
measurement. Thus, inaccurate model parameters affect the overall performance of the
application negatively already during data acquisition. This thesis describes how accurate
model parameters can be estimated with calibration features derived from checkerboard
patterns and how these patterns can be detected accurately. To this end, two algorithms for
highly accurate, automatic detection of checkerboard patterns are proposed.
1
2

Apple Inc., 16.11.2017, https://www.apple.com/de/iphone-x
CNET, 16.11.2017, https://www.cnet.com/news/apple-face-id-truedepth-how-it-works
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Another characteristic of range cameras is their measurement accuracy. This information
is especially important if a certain degree of reliability of the measurements has to be
guaranteed for a certain application. In order to evaluate the measurement errors, accurate
reference data is necessary. A common approach for generating reference measurements is
to employ a range sensor that is expected to provide an accuracy that is at least a magnitude
higher than the accuracy of the evaluated device, e.g. a laser scanner. However, before the
reference data can be compared to the camera’s measurements it is necessary to transform
the measurements into a common coordinate system. This unknown transformation is
typically estimated based on one or more calibration scenes prior to the data acquisition.
This thesis presents a method, that recovers the spatial relation between a camera and a laser
scanner automatically based on a single calibration scene. The ability to generate accurate
reference information enables multiple possibilities, e.g. the error analysis of range cameras,
the development of error compensation methods or the fusion of 3-D data from different
sensor modalities.
The measurement errors of range cameras depend on a number of different factors:
the measurement principle, sensor temperature, scene illumination, surface reflectivity and
other conditions. Depending on the camera, these errors can accumulate to up to multiple
centimeters for distances of only a few meters. Time-of-flight cameras are particularly
known to suffer from multiple characteristic errors out of which some depend on the camera
itself whereas others depend on the scene properties. In this thesis, the so-called systematic
errors of this imaging modality are investigated in order to gain a better understanding
of their nature. This enables researchers to develop more effective algorithms for compensating these errors in both generic applications and application-specific scenarios, like
dimensioning tasks, automated quality control or indoor navigation. This study follows a
novel, standardized evaluation protocol that makes the comparison between different sensor
models possible. In total, the performance of eight established and more recently developed
time-of-flight cameras is investigated in six experimental setups.
Another approach for increasing the measurement accuracy consists of employing
custom algorithms for calculating distance measurements. This is particularly beneficial
if additional knowledge on the scene is available, e.g. shape information of the observed
objects. An example of such an application could be a parcel dimensioning method that
exploits the fact that the observed object can be modeled as a cuboid. In such a scenario, the
geometric properties of the expected object can be used to calculate more accurate distance
measurements for all pixels that belong to the cuboid.
This thesis presents a method for structured light cameras that is capable of refining
parametric models of objects in the scene. Unlike typical block matching algorithms, the
proposed algorithm does not only consider small image patches to calculate single distance
measurements, but simultaneously considers the complete image information that belongs to
a particular object in the scene. An important requirement for this method is the knowledge
of an accurate model of the structured light camera that contains both the intrinsic and
extrinsic parameters as well as the used structured light pattern. To this end, a novel
calibration method for commodity structured light cameras, like the Microsoft Kinect V1, is
presented. The combination of the proposed calibration and refinement methods enables the
usage of off-the-shelf structured light sensors in applications that require a higher accurate
measurement accuracy than the original distance calculation algorithms can provide.

1.1. Contributions

3

In summary, this thesis discusses four different aspects that influence the measurement
accuracy of structured light and time-of-flight cameras and how some of these negative
effects can be reduced. Furthermore, it also presents a method for refining initial model
parameters of 3-D objects for structured light cameras. The individual scientific contributions that have been published in the course of the PhD program are listed in Section 1.1.
Section 1.2 describes the structure of this work.

1.1

Contributions

In the course of this thesis, multiple contributions to the field of calibration, calibration
pattern detection, error analysis of range cameras and the application of range cameras have
been made. In this section, key aspects of the individual contributions are summarized.

Camera Calibration with Checkerboard Patterns
Accurate camera models are a fundamental requirement for precise distance measurements.
Commonly, these camera models are estimated based on keypoints that have been derived
from calibration patterns.
Chapter 2 presents two automatic checkerboard detectors that find keypoints more
than two times more accurate than competing state-of-the-art methods. Furthermore, the
respective evaluation sections also investigate the impact of the improved detection accuracy
on the calibration results. This chapter also includes a study of different lens models and how
they affect the calibration results. Both algorithms have been presented in two conference
papers [Plac 14, Fuer 16a].

Laser Scanner to Camera Calibration
The evaluation of range cameras or 3-D computer vision method requires accurate reference
data. Obtaining these measurements is oftentimes a challenging task, especially as the
reference data is expected to be at least a magnitude more accurate than the used sensor. A
potential device for capturing reference data is a terrestrial laser scanner. However, before
the point clouds that are acquired by such a scanner can be compared to the camera data
it is required to transform all measurements into a common coordinate system. To this
end, a new method for calculating the spatial relation between a laser scanner and a 2D or
2.5D camera has been developed. This algorithm builds on established algorithms from
stereo camera calibration in to order to compute the coordinate transformation based on
a single calibration scene [Fuer 17a]. The proposed approach enables a fast and simple
calibration the unknown parameters at an accuracy that is up to three higher than the results
of the competing method. Furthermore, the applicability of the method for range camera
evaluation is demonstrated by studying the characteristics of two range cameras.

Evaluation of the Systematic Errors of Time-of-Flight Cameras
Most time-of-flight cameras measure distances by illuminating the scene with modulated
light and analyzing the phase offset between the emitted light and received light. This
measurement principle is known to suffer from a number of characteristic effects that

4
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deteriorate the measurement accuracy. In the past, researchers and camera manufacturers
have studied these errors and developed methods that compensate for some of these effects.
However, with most cameras, at least some of the known characteristic errors can still be
observed.
To the best of our knowledge, no comprehensive study of the measurement errors of
established time-of-flight has been conducted. Thus, a new, standardized evaluation protocol
has been developed to quantify six characteristic effects. This protocol has been followed to
create a comprehensive study of eight Time-of-Flight cameras. The results of this evaluation
have been published and will enable future researchers to better understand the measurement
errors in application scenarios and also support the development of new error compensation
methods [Fuer 16b].

Error Compensation for Time-of-Flight Cameras
Obtaining reliable distance measurements with time-of-flight sensors requires a careful
calibration of the sensor. This includes the intrinsic calibration as well as the creation of a
model of the characteristic errors of the sensor.
The proposed method addresses both aspects: with the new calibration pattern it is
possible to capture both features for intrinsic and distance calibration simultaneously.
Furthermore, the method presents new expressive features that are used in combination with
random regression forests to calculate an accurate error model.
Multiple aspects of the proposed method have been evaluated, including the performance
for two time-of-flight sensors, the impact of different random forest parameters and the importance of the individual features. This work has been presented at a conference [Fuer 17b].

Calibration of Structured Light Cameras
Structured light sensors can be modeled as a stereo camera. Such systems consist of two
cameras whose coordinate system is related by a coordinate transformation. The difference
between a stereo camera and a structured light sensor is that one of the cameras is replaced
by a projector. When modeling this projector as a camera, then this virtual camera “sees”
the static pattern that is emitted into the scene.
The calibration of a stereo system requires point correspondences between the two
cameras. With custom structured light setups, a common approach consists of projecting a
known image with the projector and to detect its features in the camera image. However, the
custom calibration of commodity structured light cameras is considerably more challenging
as these systems do not use regular projectors but diffractive optical elements. With such
devices, the emitted pattern cannot be controlled and, furthermore, is not available to the
user of the camera.
The accuracy of the resulting model parameters is validated in a thorough evaluation.

Refinement of Geometric Primitives with Structured Light Cameras
In many scenarios it is required to fit parametric models, e.g. planes, to segments of a point
cloud. However, the limited accuracy of structured light cameras also limits the accuracy of
the resulting model parameters.

1.2. Thesis Outline
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With the proposed method it is possible to refine a set of initial parameters based on
the observed image information without relying on the inaccurate 3-D point measurements.
The refinement method is driven by the idea, that it is possible to simulate the projection
and the observation of the sensor’s dot pattern for known parametric models. By computing
the similarity between the simulated view and the observed image and adjusting the model
parameters such that the similarity increases one can calculate more accurate parameters.
This refinement method requires that all parameters, including the emitted pattern,
are known and thus requires a custom calibration of the sensor. The algorithm has been
published alongside with the above-mentioned calibration method for structured light
cameras [Fuer 18].

1.2

Thesis Outline

The thesis is structured in four parts that deal with different aspects of range cameras: their
intrinsic calibration, how a laser scanner can be used to generate reference measurements,
characteristic measurement errors of time-of-flight cameras and the calibration of structured
light cameras including an application of the resulting model.
Chapter 2 describes how a camera can be modeled and provides information on how the
model parameters can be calculated from calibration patterns. Furthermore, this chapter
presents two algorithms for automatic checkerboard detection. Aside from a quantitative
evaluation of the methods, this part of the thesis also presents insights on how the camera
lens should be modeled.
Chapter 3 presents an algorithm for calibrating a laser scanner to a camera. These setups
are useful for example for generating colored meshes of the scanned scene or for generating
ground truth distance information for range cameras. The latter is used as a scenario to
present the applicability of the method. The evaluation of this method contains a study
of the performance of the calibration method as well as an error analysis for two range
cameras.
Chapter 4 contains a comprehensive analysis of systematic measurement errors of
time-of-flight cameras. In total, eight sensors are evaluated with respect to six different
characteristic errors.
The first part of Chapter 5 presents a novel calibration method for structured light
cameras that can even be employed if the emitted dot pattern can neither be controlled nor
accessed. The second part describes how the resulting camera model can be used to find the
parameters of geometric primitives accurately.
Chapter 6 provides an outlook on future research directions and possible extensions to
the methods that are discussed in this work. This work concludes with a summary of the
thesis in Chapter 7.
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Chapter 1. Introduction

Chapter 2
Camera Calibration with Calibration
Patterns
A camera model maps a point from the 3-D world onto a point on the image plane of
a camera. A common representation for cameras is the pinhole model. Knowing the
parameters of this model enables a multitude of computer vision applications, including
3-D imaging [Hans 13], simultaneous localization and mapping (SLAM) [Take 17], scenereconstruction [Newc 11], object dimensioning [Leo 17], augmented reality [Orts 16] and
many other tasks.
The goal of camera calibration is to obtain the parameters of a camera model, e.g. the
pinhole camera model. Camera calibration has been an active research area for the past
years, with contributions both in the field of target-based and target-less calibrations. In
the first case, so-called calibration targets are used as reference objects to enable both a
simple but also accurate calibration. The downside of calibration targets is that their usage
is elaborate and not necessarily intuitive. Still, in applications that require highly accurate
calibrations, target-based approaches are preferable as calibration patterns can be detected
more reliably and accurately than arbitrary scene features. The calibration of range cameras
is such a scenario, as even small miscalibrations decrease the accuracy of the distance
measurements. Consequently, this work considers only target-based approaches.
This chapter contains information on the complete calibration pipeline. Section 2.1
contains a summary of the mathematical background of the pinhole camera model, information on the calibration process and a survey on calibration patterns alongside with their
respective detection methods. Section 2.2 describes ROCHADE [Plac 14], a checkerboard
detector which has been specifically designed for the calibration of range cameras. OCPAD,
the detector presented in Section 2.3 is an extension of ROCHADE and enables even more
accurate calibrations, especially for cameras with strong lens distortion [Fuer 16a].

2.1

Camera and Lens Models

Cameras are commonly modeled with a pinhole camera model. With this model, light from
a point in the scene passes through a pinhole and hits a photosensitive surface, for example
the sensor of a camera. This section reviews some important aspects of the pinhole camera
model, lens models and camera calibration which are required throughout this work. For a
more detailed introduction to camera models and calibration, please refer to [Hart 04].
7
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For simplification, it is assumed that scene coordinate system, which is also known
as world coordinate system, is identical to the camera coordinate system. Based on this
assumption, the projection of a point in the scene x onto a point p̃ on the image plane can
be modeled directly with the so-called camera matrix K,

 
fx 0 u0
x



y .
p̃ = Kx = 0 fy v0
(2.1)
0 0 1
z
Here, fx and fy represent the focal length in x- and y-direction. The principal point is
defined as (u0 , v0 ). Note that this model assumes that all pixels are rectangular and thus
does not contain a skew parameter. For most cameras, this is a valid simplification [Hart 04].
Furthermore, this representation of the camera does not consider the properties of the
camera’s lens yet. In some cases, for example if high accuracy is not crucial or the distortion
by the lens is very limited, this approximation is valid. However, in most cases the pinhole
model is extended by an additional lens model which covers the distortion of the lens.
For this extension, the matrix-vector representation of the pinhole model is rewritten
into separate equations.


fx x + u0 z
p̃ =  fy y + v0 z 
(2.2)
z
Normalizing the homogeneous coordinate p̃ yields p and the individual pinhole camera
equations for the image coordinates u and v.
 x
 
  
fx z + u0
f x x0 + u 0
u
p=
=
=
(2.3)
fy yz + v0
fy y 0 + v0
v
If a point is distorted by the lens, then it is not projected onto the (u, v)| coordinate of the
ideal pinhole model, but onto a different position (u0 , v 0 )| . This offset is calculated with a
lens model L and applied before calculating the image coordinates,

  0
fx (x0 · L(x0 , y 0 )) + u0
u
=
.
(2.4)
0
0 0
fy (y · L(x , y )) + v0
v0
The lens model must be selected according to the characteristics of the lens. For lenses
with only little distortion, the Brown-Conrady model is typically applied [Brow 66]. The
original model LB approximates the distortion of the lens based on the distance of a point
from the image center. Distortion is modeled with an even order polynomial up to the order
of four with ki as weights for the individual coefficients.
LB (x0 , y 0 ) = 1 + k1 r2 + k2 r4 ,

with r2 = x02 + y 02 .

This model is commonly extended to the order of six and augmented with terms to model
tangential distortion. The influence of tangential distortion is controlled with the parameters
p1 and p2 .


1 + k1 r2 + k2 r4 + k3 r6 + 2p1 y 0 + px20 (r2 + 2x02 )
0 0
LB (x , y ) =
(2.5)
1 + k1 r2 + k2 r4 + k3 r6 + py10 (r2 + 2y 02 ) + 2p2 x0

2.1. Camera and Lens Models

(a)
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(b)

(c)

(d)

Figure 2.1: Examples for calibration images with checkerboards. Figures (a-c) show the
pattern from different perspectives. Figure (d) provides feature points in the lower right
corner of the image to improve the accuracy of the lens model.
Nonetheless, even the extended version of the Brown-Conrady model is not suitable for
every lens. Additional lens models, for example designed to fit wide-angle or fish eye lenses
more accurately, have been proposed in literature [Kann 06, Chtc 08, Gade 13].
Whenever the Brown-Conrady model is not capable of representing the lens distortion,
the so-called general model LG will be used. This model approximates the distortion based
on the angle θ between an optical ray and the principal axis. According to the evaluations
of Chtchetinine [Chtc 08], using a polynomial with three even-order terms can be expected
to yield high accuracy:
LG (x0 , y 0 ) = 1 + k1 θ2 + k2 θ4 + k3 θ6 ,


with θ = arctan x02 + y 02 .

Note that both models assume that the center of distortion coincides with the principal point.

2.1.1

Intrinsic Calibration

During calibration, the unknown parameters of the camera and lens models are calculated.
A popular algorithm for this task is the method by Zhang [Zhan 00], which estimates the
parameters based on a set of images that contain a planar calibration pattern. Next to this
method, other approaches or algorithms which exploit different calibration targets have been
proposed [Kann 06, Tsai 87].
In this work, all cameras are calibrated with Zhang’s method. For a detailed introduction
to the method, please refer to the original work.
The algorithm requires a planar calibration pattern, for example a checkerboard pattern
as shown in Figure 2.1. A general requirement is that the calibration pattern provides a
certain number of keypoints whose relative positions to each other are known in advance. In
the case of a checkerboard pattern, these keypoints are the corners of individual checkerboard
quads. Additionally, the number of keypoints must be sufficiently large to allow an accurate
estimation of the pattern’s plane.
In order to avoid degenerate configurations and to constrain the optimization problem
sufficiently, the calibration pattern needs to be captured at different poses or from varying
perspectives. The estimation of the lens model puts an additional constraint on the distribution of calibration features. As distortion typically becomes more severe towards the
image border, best results are achieved if the calibration features are distributed uniformly
throughout the image, including features close to the image border.
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2.1.2

Calibration Patterns and their Detection

Different patterns have been proposed for calibration. Depending on the calibration algorithm and the type of the camera, these patterns must fulfill certain criteria. For some
calibration algorithms, a three-dimensional pattern may be required or allowed [Tsai 87],
while other methods require planar patterns [Zhan 00].
An important requirement of calibration patterns is that their keypoints can be found with
high accuracy. This typically requires that the keypoints themselves must be invariant to perspective transformations. Ideally these keypoints are also invariant to other transformations,
which for example can be caused by lens distortion. [Mall 07].
Additionally, the sensor resolution can impose constraints on the design of the calibration
patterns. While the structure of checkerboards is still recognizable even in low-resolution
images, it may be impossible to detect complex calibration features like self-identifying
markers. Depending on the application, the construction effort of the calibration pattern
can be an important criterion. Due to the high accuracy requirements, constructing threedimensional calibration objects can become very costly in contrast to two-dimensional
patterns, which can be created with consumer-grade printers.
Most popular for camera calibration are checkerboard patterns as they satisfy all the
above-mentioned criteria. Commonly only the inner corners of the checkerboard patterns are
used as they can be detected very accurately and reliably due to their symmetric properties.
Multiple algorithms for detecting these patterns exist in literature, out of which some are
available independently or as part of toolboxes or larger frameworks.
MATLAB® contains a complete toolbox for camera calibration, similar as Bouguet’s
camera calibration toolbox1 . Scaramuzza et al. published the Omnidirectional Camera
Calibration toolbox (OCamCalib) which contains an automatic pattern detector [Scar 06].
The Parallel Tracking and Mapping toolbox (PTAM) also contains calibration functionality
along with a pattern detector [Klei 07]. The popular computer vision framework OpenCV2
has a detector which is based on the work of Vezhnevets3 . This publicly available implementation uses a combination of multiple thresholding and morphological operations to
separate the checkerboard pattern into its individual quads. By merging the previously
separated quadrangles, the inner corners of the pattern can be obtained as well as outliers
can be filtered out. Rufli et al. improved this approach by increasing the robustness of
the detector with respect to lens distortion [Rufl 08]. Both algorithms rely on OpenCV’s
sub-pixel refinement method, which can be considered as an edge-based refinement method.
These approaches assume that the borders of checkerboard quads project to straight lines in
the image domain. However, this constraint is violated if the scene is not only projected, but
also distorted by the camera lens [Mall 07].
Instead of analyzing quad-like structures, Bennet and Lasenby [Benn 14] suggest to
search for corners by filtering with a specific kernel. Sun et al. [Sun 08] propose to find
checkerboard corners by analyzing a ring-shaped neighborhood at each pixel. This approach
is driven by the idea that the intensities along that ring alternate exactly four times at all
pixels that are close to checkerboard corners. Both approaches can be expected to work for
medium- to high-resolution cameras. However, kernel or ring sizes of more than ten pixels
1

http://www.vision.caltech.edu/bouguetj/calib doc
http://opencv.org
3
http://graphicon.ru/oldgr/en/research/calibration/opencv.html
2
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will cause misdetections with low-resolution cameras like time-of-flight (ToF) sensors as
some checkerboard quads may only be represented by very few pixels.
Another approach for finding the inner corners of checkerboards consists of calculating
the intersections of lines along the edges of checkerboard quads as proposed by [Wang 07],
[La E 10] and [Hans 14]. This approach requires that the lines can be detected reliably,
which may fail with medium or strong lens distortion.
The previously listed methods assume that the complete pattern is visible. Dao et al.
present an approach that relaxes this requirement and allows the occlusion of the calibration
pattern [Dao 10]. Furthermore, their method does not require planarity of the pattern such
that it can be used for surface reconstruction.
Camera calibration is also possible with other patterns whose dimensions are known,
for example circle-based patterns [Kann 06]. Under perspective transformations circles
generally become ellipses which needs to be considered when calculating their keypoint
coordinates. More critical to camera calibration is the fact that circles and ellipses are not
invariant to nonlinear distortions caused by lenses, which is disadvantageous for cameras
with considerable distortion [Mall 07].
In some cases, for example stereo calibration, the orientation of the calibration pattern
has to be determined uniquely. For checkerboards, this is typically achieved by choosing
different numbers of keypoints in x- and y-direction. Alternatively, this ambiguity can also
be resolved by adding additional markers to the calibration pattern like done by Strobl
and Hirzinger [Stro 11]. This problem can be avoided completely by using self-identifying
markers [Fial 08, Atch 10, Form 11, Berg 11, Bird 16]. Recent studies indicate that there
exist cases in which such markers may lead to more reproducible calibration results, e.g.
[Berg 11]. However, the complex layout of these markers also requires a certain image
resolution for a robust detection of the pattern.
The focus of this work is set on applications that involve range cameras, like ToF or
structured light sensors, which currently have only a limited sensor resolution. With these
cameras, checkerboard patterns have shown to give best results with respect to detection
accuracy and the wide range of distances at which the pattern can be captured.

2.2

Checkerboard Detection with ROCHADE

ROCHADE is a checkerboard detector which has been specifically designed for finding
calibration features for the accurate calibration of range cameras. In the special case of ToF
cameras, the detection is particularly difficult due the small image size, inhomogeneous
illumination of the scene and potentially due to strong lens distortion. A state-of-the-art
calibration pattern detector should be capable of dealing with such scenarios, or more
specifically fulfill the following criteria:
Detection rate Out of a set of images that contain a calibration pattern, ideally all patterns should be detectable, even with low-resolution images or inhomogeneously
illuminated scenes.
Robustness w.r.t. lens distortion Strong lens distortion changes the appearance of the
pattern, e.g. straight lines become curved.

12

Chapter 2. Camera Calibration with Calibration Patterns
Input Image

Gradient
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Figure 2.2: The processing pipeline of ROCHADE.
Robustness w.r.t. pattern pose Strong perspective distortions due to oblique viewing angles make an automatic detection more difficult.
Keypoint accuracy The accuracy of the keypoint locations directly influences the outcome
of the calibration.
User-friendlyness Runtime and configurable parameters should be kept at a minimum.
ROCHADE has been designed according to the above-mentioned criteria. It consists
of two sequential steps, the initial detection of the inner corners at pixel accuracy, and the
refinement of the keypoint positions to sub-pixel accuracy. In Section 2.2.1 the initialization
phase is detailed. The refinement is introduced in Section 2.2.2. A thorough evaluation of
the method with respect to the above-mentioned criteria is presented in Section 2.2.3.

2.2.1

Initial Detection of the Pattern

During the initial phase of the method, the coordinates of the inner checkerboard corners
are calculated up to pixel accuracy. The underlying idea of the method is to find graph
representations of connected components in the image, which can be compared to the known
graph of the known calibration pattern. The complete detection pipeline is visualized in
Figure 2.2. In the following sections the individual steps are outlined.
Subsampling
The first step in the pipeline is an optional downsampling of the input image. Depending
on the dimensions of the input image, this step can be included to effectively reduce the
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(a) Gradient at
inner corner

(b) Scharr filtered
image
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(c) Closed gradient
image

Figure 2.3: Closing for Scharr-filtered edge-strength images. The small gradient magnitude
at the position of the checkerboard corner is removed by applying closing to the gradient
image.
processing time. Note that the subsampled version of the input image is only used during
the initialization phase and not in the refinement step.
Gradient Calculation
In this work, the gradient of the image is calculated with a 3×3 Scharr kernel. To this end,
the image is filtered in x- and y-direction with Gx and Gy respectively:




3 0 −3
3
10
3
0
0 .
Gx = 10 0 −10 , Gy =  0
(2.6)
3 0 −3
−3 −10 −3
The magnitude of the gradient is given by the L2 norm of the individual gradient components
in x- and y-direction. This kernel has been selected due to its better rotational symmetry
properties compared to the Sobel filter [Scha 00].
If the checkerboard quads are not aligned with the image axes, which is the typical case,
then it can be observed that the gradient becomes small at the true positions of the corners
as visualized in Figure 2.3. This is problematic as the following processing steps require
that the gradients at the inner corners of the pattern can be identified reliably. By applying
closing with a 3×3 kernel to the edge strength image, these local minima can be removed
reliably (see Figure 2.3c).
Local Thresholding
The goal of the thresholding step is to separate the edges of checkerboard quads from
the homogeneous inner regions. True checkerboard edges yield large gradient values,
whereas the image noise in the homogeneous checkerboard fields causes only low-magnitude
gradients. Thus, the true edges can be identified by comparing the gradient at the current
pixel with the gradients of the pixel’s neighbors. First, the range of gradient values within
the 9×9 window centered at the current position is obtained. If the current pixel’s gradient
is smaller than t percent of this window’s value range, the resulting pixel is set to false.
Otherwise, the resulting pixel is set to true, indicating that this pixel may belong to the edge
of a quad. In practice, setting the threshold t to 60 % has proven to work well.
The outcome of this filtering procedure depends on the position on the checkerboard.
Gradient pixels that belong to actual edges will be set to true. In contrast, pixels which are
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(a) Input image

(b) Scharr filtered image

(c) Thresholded gradients

(d) Conditionally dilated

(e) Centerline image

(f) Saddle point mask (dilated)

(g) Candidate components
(dilated)

(h) Detection result

Figure 2.4: Individual steps of the detection pipeline of ROCHADE. Note that figures (g)
and (h) have been dilated to increase the visibility of small details.

close to quad edges will be set to zero, as their intensities fall below t percent of the range
of intensities in their neighborhood. Pixels in homogeneous areas will become either true or
false, depending on the scene illumination and the level of image noise.
The effect of this step is visualized in Figure 2.4c. In this binary image, the contours of
the individual checkerboard quads are clearly separated from the homogeneous regions of
the pattern.

Conditional Dilation
Sensor noise may cause discontinuities at the quad contours which may ultimately lead
to detection failures. An effective method to close small gaps or holes in binary images
is dilation. A common definition for dilation is, that all pixels that have at least one valid
neighbor, are considered as valid. In this particular case, this behavior is not desired due to
its strong impact on isolated pixels. In this work, this effect is avoided by increasing the
number of required valid pixels in the neighborhood to six pixels.

2.2. Checkerboard Detection with ROCHADE
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Centerline Computation
The goal of this step is to create a representation of the checkerboard component which
can be translated into a graph. To this end, the skeletonization and thinning approach of
Niblack et al. [Nibl 92] is used. The resulting centerline image contains the centerlines of
all connected components of the previous computing step. Thinning reduces the width of
the centerlines to one pixel while ensuring that the connectivity within the components is
preserved. The result of this step is visualized in Figure 2.4e.
Saddle Point Extraction
For each candidate component, a set of vertices at the positions of the checkerboard corners
needs to be generated. Potential vertices for a single component can be identified directly in
the centerline image. In this image the edges of a graph can be identified as pixels which
have no more than two valid neighbors in their 8-neighborhood. In contrast, a pixel with
more than two neighbors represents a potential vertex. The position of every potential vertex
is stored in a new mask image as shown in Figure 2.4f.
Combination of Saddle Points & Graph Generation
The goal of this step is to generate graph representations of connected components which
potentially represent the searched checkerboard structure.
Ideally, the true checkerboard component contains only a single vertex at each checkerboard corner. However, in most cases, due to image blur and image noise, this is not true. In
the example shown in Figure 2.4f, multiple saddles have been found for most corners.
Consequently, saddle points which represent the same checkerboard corner are clustered
if they are within a certain distance dc to each other. Choosing a generally applicable value
for this parameter is difficult. Too small values for dc can cause multiple vertices for single
corners, while large values may merge the vertex candidates of two different checkerboard
corners. This issue is solved by iteratively as visualized in Figure 2.2. During each iteration,
a certain dc is used to combine neighboring saddle points. If valid checkerboard candidates
are produced during an iteration, then the process stops. Otherwise, dc is increased by a
pixel. In practice, evaluating radii between 2 and 5 pixels has proven to be sufficient.
Based on the set of candidate vertices, a graph is constructed by traversing the centerline
image. For each pair of adjacent vertices which do not have another candidate vertex along
their shortest connecting path, a new edge is added to the graph.
Checkerboard Verification
Candidate graphs can be verified by their number of vertices and their adjacency structure.
In this step, it is assumed that there exists a candidate that matches the graph of the searched
checkerboard. Thus, all candidates whose number of vertices does not match the number
of inner corners can be discarded directly. By comparing the adjacency structure of the
remaining candidates to the known checkerboard graph, potential valid detections can be
identified.
In Figure 2.4f two candidate graphs are shown. All remaining structures which may
accidentally have the right amount of vertices are removed in the verification step. In this
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example, the correct checkerboard candidate is shown in gray. The vertices of this graph are
located at the inner corners of the checkerboard as illustrated in Figure 2.4h.

2.2.2

Refinement of the Corner Coordinates

During refinement, the coarse position of the initial corners is refined to sub-pixel accuracy.
The underlying principle of the refinement approach is that if one fits a polynomial surface
to the intensities in the neighborhood of a corner, then the corner’s position equals the
position of the saddle point of the polynomial. Accordingly, this method is considered
to be a surface-based refinement approach, and consequently, invariant to lens distortion
[Mall 07].
Each initial corner coordinate (x, y) is processed separately. As a first step, the input
image is smoothed with a cone filter to obtain the filtered image I c . The kernel Kc for a
cone filter with a window half-size of ωc is given by


p
K c (i, j) = max 0, ωc + 1 − (ωc − i)2 + (ωc − j)2 ,
(2.7)
where i, j ∈ {0 . . . 2ωc }. Next, a polynomial surface is fitted to an image patch which is
centered at the initial corner position. The size of the patch is specified by its half size ωp .
The bivariate, quadratic polynomial P surface is given by
P (x, y) = a1 x2 + a2 xy + a3 y 2 + a4 x + a5 y + a6 .

(2.8)

The unknown coefficients of this polynomial are obtained by solving the least-square
problem
ωp
ωp
X
X
argmin
(P (xi , yi ) − I c (xi , yj ))2 ,
(2.9)
a1,2,...,6

i=−ωp j=−ωp

with xi = x + i and yj = y + j. Note that the half size of the filter kernel ωc directly affects
the accuracy of the surface fit. Ideally the kernel smooths the strong intensity gradient
sufficiently such that it can be approximated with a polynomial while preserving the saddle
point. In practice, ωc is set equal to ωp .
With checkerboards, the symmetric shape at the quad corners causes saddle points in the
polynomial. Thus, it is possible to find the sub-pixel accurate corner position by analyzing
the extrema of the fitted polynomial.

2.2.3

Evaluation

Important characteristics of a checkerboard detection algorithm are its detection rate and its
detection accuracy which is indicated by the accuracy of the resulting calibration. Achieving
good results in these categories is particularly difficult with low-resolution images, like
amplitude images of ToF cameras.
In this evaluation, the performance of ROCHADE is studied with the focus set on
these properties. The results of two established detection algorithms, namely OpenCV’s
checkerboard detector and the detector of OCamCalib [Scar 06], are used as baselines.
The used evaluation data sets aim to represent different camera characteristics which
occur in realistic setups: low and high image resolution, inhomogeneous and homogeneous
illumination and varying lens distortion. For each setup, specific challenging datasets have
been captured.

2.2. Checkerboard Detection with ROCHADE

17

Figure 2.5: Three sample image pairs of the Mesa SR4000 wide baseline image set. The
top row shows the images from the first camera. The bottom row shows the corresponding
images from the second camera. Images are enlarged with nearest neighbor interpolation.
Detection Rate
Detection rate measures the number of detected patterns in a set of images. Three different
data sets have been captured for this experiment: two stereo camera setups and a single
camera setup. The two cameras of the stereo setups are positioned such that the automatic
detection of the checkerboards is particularly challenging. This is achieved by a large
baseline and a common field of view that is comparably close to the cameras. In practice,
this requires that the angle between the viewing directions of the cameras is obtuse. In such
scenarios, at least one of the cameras captures the calibration pattern at an extreme pose,
and thus makes an automatic detection of the pattern more difficult.
For all cameras, a checkerboard with 6×9 inner corners and an edge length of 5 cm is
used. The data sets are publicly available and can be downloaded from the project website4 .
The first dataset consists of two Mesa SR4000 ToF sensors5 . The cameras are set up
with a large common field of view and a baseline of approximately 1 m. Each sensor has a
resolution of 176×144 pixels, considerable lens distortion and inhomogeneous illumination.
The sensors provide amplitude and distance images of the scene, of which the first are used
in this evaluation. Three image pairs of this sequence are shown in Figure 2.5. For this
camera ωc and ωp are set to 2 pixels.
Two IDS UI-1241-LE grayscale cameras6 have been used to capture the images of the
second data set. Each image has a resolution of 1280×1024 pixels with negligible lens
distortion. Similar as in the first setup, a wide baseline of approximately 2.2 m is chosen.
Due to the higher image resolution ωc and ωp are adjusted to 5 pixels.
The third dataset is captured with a single GoPro Hero 3 camera7 at a resolution of
4000×3000 pixels. The wide-angle lens of this camera introduces strong lens distortion,
4

http://www.metrilus.de/rochade
Mesa Imaging AG, Zürich, http://www.mesa-imaging.ch
6
IDS Imaging Development Systems GmbH, Obersulm, http://www.ids-imaging.com
7
GoPro, http://gopro.com
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Table 2.1: Successful checkerboard detections for ROCHADE, OpenCV and OCamCalib
[Scar 06].
Camera Setup
Total images
Stereo Mesa SR4000 setup
103
Stereo IDS uEye setup
100
Single GoPro Hero 3
100

OpenCV
8
100
73

OCamCalib
50
100
100

ROCHADE
91
100
96

thus making an automatic detection of the checkerboard more difficult. For this camera, the
parameters ωc and ωp are set to 10 pixels.
Table 2.1 lists the results of the detection rate experiment. Of the 103 image pairs in
the Mesa SR4000 dataset, ROCHADE is able to detect both checkerboards in 91 image
pairs, whereas OcamCalib finds 50 pairs and OpenCV’s detector finds only 8 pairs. The low
image resolution causes the quad separation and recombination approach implemented in
OpenCV to fail. The extended approach used in OCamCalib is able to increase the detection
rate but still finds 45 % less checkerboard pairs than ROCHADE.
The baseline approaches greatly benefit from the higher image resolution of the IDS
cameras. The combination of large image dimensions and negligibly small lens distortion
simplifies the pattern detection. In this experiment, all evaluated methods are able to find
the patterns in all image pairs.
In the more challenging GoPro dataset, ROCHADE is able to find 96 out of 100
checkerboard patterns. Due to the high image resolution, both baseline approaches have
higher detection rates than in the Mesa SR4000 dataset. OpenCV’s detector is able to detect
73 of the patterns. Due to its improved detection pipeline, OCamCalib finds all patterns of
this dataset.
Detection Accuracy
Accurate corner positions or reference distances are required for evaluating the detection
accuracy of the algorithm. In the context of checkerboard detection, obtaining true groundtruth is difficult as there is no direct method to obtain checkerboard positions at an accuracy
which is at least a magnitude higher than the expected accuracy of the method. Synthetic
images can help, but the generation process may model the true image acquisition process
only to a limited extend.
In this evaluation, a different approach is chosen to circumvent the problem of groundtruth corner positions. To this end the metric distance between two adjacent corners is
measured with a stereo camera setup. By comparing these measurements to the known
dimensions of the checkerboard, it is possible to assess the algorithm’s detection accuracy
indirectly.
The required intrinsic and extrinsic parameters are obtained with OpenCV’s stereo
calibration method, which is based on Zhang’s calibration algorithm [Zhan 00]. For each
stereo setup, two sets of calibration parameters are calculated: the first with keypoints
detected with ROCHADE, and the second with keypoints detected by OpenCV’s detector.
The used checkerboard has 6×9 inner corners and an edge length of 5 cm. In this experiment,
OCamCalib’s detector is omitted as it relies on the same refinement strategy as OpenCV
and thus should produce identical results.
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Figure 2.6: Mean absolute measurement errors for different camera setups with respect to
the number of used calibration images.
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Two separate data sets are used per camera setup: the calibration images and the
evaluation images. First, the intrinsic and extrinsic parameters are estimated based on
a subset of the calibration images. Next, these parameters are used to obtain the 3-D
positions of the checkerboard corners in the evaluation images. By comparing the distance l
between adjacent corners and the true edge length l0 , the detection accuracy can be measured
implicitly. The average absolute measurement error µD for a checkerboard with Ne edges
and a set of Ni images is given by
µD

Ni X
Ne
1 X
|lj,n − l0 | .
=
Ni Ne j n

(2.10)

Three different stereo setups are used to evaluate the detection accuracy with respect to
sensor resolution and lens distortion.
The first setup consists of two Mesa SR4000 ToF sensors which have already been
used in the previous experiment. The measurement errors for the calibrations based on
ROCHADE and OpenCV are shown in Figure 2.6a and Figure 2.6b. Two observations can
be made from these plots. First, using more than 20 calibration image pairs does not increase
the quality of the extrinsic parameters due to the limited accuracy of the sensor. Second, the
average measurement error with ROCHADE is approximately 0.71 mm whereas OpenCV’s
error accounts for ≈1.85 mm.
The second sensor is an Ensenso N108 stereo camera. The individual cameras capture
images at a resolution of 752×480 pixels with only little distortion. For this camera ωc
and ωp are set to 5 pixels. The evaluation results for this sensor are shown in Figure 2.6c
and Figure 2.6d. The combination of a smaller opening angle and higher image resolution
allows more accurate measurements than the previously studied Mesa SR4000 cameras.
For more than 30 calibration images the errors for ROCHADE and OpenCV stabilize at
approximately 0.21 mm and 0.53 mm respectively.
The third setup consists of the same two IDS UI-1241-LE cameras which have already
been used in the detection rate experiment. Again ωc and ωp are set to 5 pixels. The used
lenses have a similar opening angle as the Ensenso N10 sensor, but images are captured at
almost twice the resolution. This results in more accurate keypoint detections, as shown
in Figure 2.6e and Figure 2.6f. Similarly as in the detection rate experiment, OpenCV’s
detector greatly benefits from the higher image resolution. Being able to use more intensity
information per corner allows a more accurate approximation of the gradient, and thus a
more accurate refinement of the initial corner coordinate. In this experiment, the accuracies
of the two evaluated detectors are almost identical.
Common to the three setups is that the choice of the detector has only limited impact on
the accuracy of the stereo calibration. This becomes apparent as the resulting measurement
accuracy for a particular detector varies only slightly, independent of which detector has been
used for calibration. However, in all examples, the measurement accuracy is considerably
higher if ROCHADE is used to find the keypoints. Another observation that can be made
from the plots is that the calibration results become almost stable once more than 20 image
pairs are used. Still, it is important to mention that this number depends on the number of
calibration features per image. As a consequence, more images might be required if the
calibration had less features.
8
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(b)

Figure 2.7: Strong lens distortion examples. Severe lens distortion, like with the GoPro
Hero5, can prevent the capture of keypoints close to the image corners. With this camera,
it is not possible to capture checkerboard corners that close to the image corners if it is
required that the complete checkerboard is visible.

2.3

Checkerboard Detection with OCPAD

Capturing a set of calibration images that enables the estimation of an accurate camera
model is a challenging task, especially for non-trained users. Depending on the calibration
algorithm, multiple requirements have to be met such that all characteristics of the camera
are captured in the calibration data.
One of the requirements (see Section 2.1.1), namely equally distributed keypoints,
becomes particularly important for wide-angle cameras which commonly suffer from strong
lens distortion. This distortion can make it impossible to capture keypoints close to the
image borders and thus lead to inaccurate lens model parameters. A camera which is
affected by this problem is for example the GoPro Hero59 . The images in Figure 2.7 show
two checkerboards which are either centered or on the left side of the field of view. With
these examples, it becomes apparent that it is not possible to capture calibration features that
are close to the image corners if the detector requires that the complete pattern is visible.
A solution to this problem is to weaken the latter requirement. Being able to robustly
detect parts of the pattern brings several benefits:
• Reduced constraints with respect to pattern pose. Strongly tilted patterns exhibit
strong perspective distortion, with distant checkerboard quads becoming very small.
Yet, extreme poses can improve the accuracy of the intrinsic parameters
• Less limitations due to lens distortion and more accurate lens model parameters. Obtaining calibration features close to the image borders and corners becomes possible,
and thus enables more accurate model estimates.
• Increased user-friendliness. A more tolerant detection algorithm facilitates the calibration image acquisition.
The Occluded Checkerboard Pattern Detector (OCPAD) [Fuer 16a] is based on ROCHADE
but has the ability to find checkerboards which are either partly outside the field of view or
9
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. . . Preprocessing . . .

(a) Input image

(c) Graph of the candidate
component

(b) Candidate connected
component

(d) Two components after quad
filtering

(e) Result

Figure 2.8: Selected intermediate steps of OCPAD. An input image (a) is processed with the
graph extraction pipeline of ROCHADE (b) to obtain checkerboard candidates (c). After
several filtering steps (d), a robust error-tolerant subgraph matching algorithm finds the
largest possible section of the calibration pattern that can be detected reliably (e).
partly occluded by other objects in the scene. In either case, the same problem of finding
the largest-possible section of the calibration pattern must be solved.
As with ROCHADE, a graph-representation of the found checkerboard component is
used as starting point. Instead of relying on an error-free detection of this component,
additional processing steps in combination with an error-tolerant sub-graph matching
algorithm are employed to obtain the largest possible subgraph of the complete pattern.
After finding a valid candidate graph, its vertex coordinates are regarded as initial corner
coordinates and refined to sub-pixel accuracy as described in Section 2.2.2.
The additional steps, which a performed on the candidate components and their graphs
are detailed in Section 2.3.1. The employed error-tolerant sub-graph matching algorithm is
introduced in Section 2.3.2. The results of a comparison between OCPAD, ROCHADE and
other detectors is presented in Section 2.3.3.

2.3.1

Initial Detection with OCPAD

The initial detection of checkerboard candidates is identical to ROCHADE except for the last
step, namely the checkerboard verification. With OCPAD, this particular step is extended to
find the largest possible part of the checkerboard based on the graph representation of the
candidate component.
Figure 2.8 depicts selected intermediate steps of OCPAD’s processing pipeline. In the
first step, all connected components that potentially represent a checkerboard, are extracted.
During verification, all candidate components, e.g. Figure 2.8b, are transformed to graphs.
Several filtering and consistency checks ensure that invalid vertices and edges are removed
from the candidate graph (Figure 2.8d). After correspondences between the known model
graph and the remaining candidate graph have been established via error-tolerant sub-graph
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matching, accurate corner positions can be obtained as shown in Figure 2.8e. Next, the
individual steps of OCPAD are discussed in detail.
Filtering Based on the Properties of Graph Candidates
Depending on the amount of scene clutter the number of candidate graphs can be very large.
In this step the number of candidates is greatly reduced by removing all candidates with too
few vertices. The number of detected vertices and ultimately corners directly influence the
accuracy of the pose estimates for the calibration pattern. In practice, the candidate graph
should contain at least 50 % of the number of nodes of the model graph.
Spatial Consistency Checks for Graph Candidates
The second filtering step reduces the amount of candidate graphs based on properties which
are evaluated in the image domain. Here, wrong candidates can be identified by analyzing
the distances between the nodes of the graph.
A lower bound for the minimum distance between adjacent vertices is given by the
half-size of the refinement window size (see Section 2.2.2). Thus, all candidates that have
multiple edges which are shorter than this lower bound can be discarded. In practice, all
candidates with more than 4 invalid edges are discarded.
Furthermore, a valid candidate graph should reflect the regular structure of checkerboard
patches. Such outliers can be identified by verifying whether the standard deviation of the
edge lengths is smaller than the mean edge length.
Quad Filtering
Diagonal edges and isolated edges, like visible in Figure 2.8c, are not part of the model
graph and thus cannot be mapped to the candidate graph. Ideally, all edges and vertices are
part of a 4-cycle, which encloses a checkerboard quad. Thus, all nodes which are not part of
a checkerboard quad are removed.
Component Selection
During filtering, the initial candidate graph can become disconnected (Figure 2.8d). Finding
an unambiguous mapping between disconnected graphs and the model graph is difficult,
if not impossible (depending on the candidate graph). In this work, all disconnected
components, except for the largest component, are removed from the candidate graph.
The mapping between the remaining graph and the model can still be ambiguous.
However, in the context of intrinsic camera calibration, this is not an issue. Here, the only
requirement, that has to be fulfilled, is that the candidate graph reflects the model graph’s
structure correctly.
Sub-Graph Matching
In this phase the mapping between the candidate graph and the model graph is calculated.
For error-free graphs, this mapping can, for example, be obtained with the VF2 algorithm
by Cordella et al. [Cord 04]. In this scenario, it cannot be guaranteed that the candidate
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(a) Iteration 1

(b) Iteration 2

(c) Iteration 3

Figure 2.9: Binary search for sub-graph matching. Figures (a-c) visualize three iterations
of the binary search strategy. The model graph is shown in gray. The detected graph
is superimposed in black. Dashed circles represent vertices which are included in the
respective iteration. Blue and red denote successful and failed matches respectively. The
anchor vertex is encircled solidly.
graph is free of outliers. In order to still find the largest common sub-graph, an iterative,
error-tolerant matching algorithm is employed. A detailed description of this algorithm is
found in Section 2.3.2.
Based on the resulting mapping, correspondences between the 2-D image coordinates
and 3-D object coordinates of the checkerboard can be generated and used for calibration.

2.3.2

Error-Tolerant Sub-Graph Matching

The goal of the matching algorithm is to find the largest common sub-graph between a
model graph Gm and a potentially error-prone detected graph Gd . Matching sub-graphs is a
difficult task, especially if the existence of a perfect mapping cannot be guaranteed. In this
particular application, wrongly detected edges and vertices require robustness to errors in
the detected graph. An example for a wrongly detected graph is shown in Figure 2.9a. Here,
the checkerboard’s model graph and detected graph are shown in gray and black respectively.
In this example, the detected graph has an diagonal edge which cannot be found in the
model graph. Thus, an algorithm without error-tolerance, e.g. the VF2 algorithm [Cord 04],
cannot find a mapping between the two graphs.
In this section, an algorithm for finding the largest possible, non-injective, non-surjective
mapping between two graphs is detailed. To this end, two consecutive search strategies are
applied: binary search applied to sub-graph matching and region growing.
During the matching procedure, sub-graphs of the detected graph are required in order
to find the largest common subgraph. Thus, it is necessary to define how a sub-graph Gi of
Gd can be obtained. By starting from an anchor vertex va ∈ Gd and selecting its N closest
vertices, a sub-graph Gi is calculated. Here, the distance between vertices is given as the
number of edges that connect them. The choice of the anchor vertex va directly affects the
number of vertices that can be matched. If one of the vertices, which are connected to the
diagonal edge of the graph shown in Figure 2.9a, was chosen to be va , then the diagonal
edge would be included in all |Gi | ≥ 3, and thus cause the algorithm to terminate early.
Ideally, va should be set to a vertex which is surrounded by vertices that truly represent a
checkerboard-like structure.
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Algorithm 1: Binary search for error-tolerant matching
Data: Model graph Gm , Detected graph Gd
Result: Mapping M between Gm and Gd
i ← 0; N ← |Gd |; Ni ← N
a ← f indAnchor(Gd )
// Find the anchor vertex
D ← computeDistancesT oAnchor(Gd , a) // Get distances from anchor
while true do
Gi ← getSubgraph(Gd , D, Ni )
// Get a subgraph of Gd with Ni nodes
Mi ← V F 2 match(Gi , Gm )
// Match Gi to model graph Gm
i←i+1
if validM apping(Mi ) then
// If the matching has been successful
−i
Ni ← round(Ni−1 + 2 N )
M ← Mi
else
Ni ← round(Ni−1 − 2−i N )
if Ni >= Ni−1 then
break

Multiple strategies for finding the best anchor vertex have been investigated. Two
possible methods of selecting va are choosing the vertex which is closest to the center
of mass of Gd (in image domain) or the vertex that minimizes the sum of all shortest
distances to all other vertices. Both methods share a common drawback: a large number
of wrong vertices on one side of Gd can cause va to be outside of the valid checkerboard
region of Gd . A good heuristic for obtaining a good anchor vertex consists of choosing the
vertex that maximizes the number of quad-cycles in its neighborhood. This quad-density
is obtained via breadth-first search up to a depth of 6. This method reduces the influence
of non-checkerboard vertices effectively under the assumption that there exists a large
connected component in Gd that represents the pattern correctly.
The fundamental idea of binary search applied to sub-graph matching is similar to
regular binary search, e.g. for searching values in sorted arrays. In the context of this work,
a sub-graph Gi of the detected Graph Gd shall be matched to the checkerboard’s model
graph Gm . In each iteration, the size of Gi is either increased or decreased, depending on
whether the previous candidate has been matched successfully. Next, the details of the
algorithm are discussed based on the pseudo-code provided in Algorithm 1 and the example
shown in Figure 2.9. During initialization, the anchor vertex va (solidly encircled) and the
distances of all vertices to the anchor are obtained. The number of vertices Ni of the current
iteration’s sub-graph Gi is initialized with N0 = |Gd | = 15. In this example, G0 cannot
be matched to Gm due to the diagonal edge, therefore N1 is set to b15 − 2−1 N e = 8. G1
can be matched to Gm , as visualized in Figure 2.9b. Consequently, the number of nodes of
G2 is increased to bN1 + 2−2 N e = 12. As G2 can be matched to the model graph, further
nodes are added to the subgraph, resulting in N3 = bN2 + 2−3 N e = 14. Matching G3 to
Gm fails as the G3 contains the diagonal edge (see Figure 2.9c), therefore the number of
nodes is decreased by 2−4 N . Iterations are continued until Ni converges.
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Depending on the shape of the detected graph, the binary search might not be able to
match all valid vertices. In the example shown in Figure 2.9c binary search will terminate
with a number of matched vertices between 12 and 14, depending on the order of vertices in
the vertex distance list. In order to find the remaining match-able vertices, a region-growingbased approach is employed. In an iterative process, un-matched vertices are added to the
candidate graph. Wrong vertices are identified and removed by verifying whether the new
candidate graph can still be matched to the model graph . This search strategy reliably finds
the remaining valid checkerboard vertices.
The concatenation of these search strategies ensures that the largest possible common
subgraph is found with reasonable computational complexity. The binary search phase
quickly finds large isomorph sub-graphs, whereas the region-growing phase refines the
mapping to include all possible, mappable vertices. The theoretical maximum number
of required iterations is proportional to the number of vertices of the detected graph. In
practice, due to the strong connectivity of checkerboard graphs, large parts can be matched
efficiently via binary search with much less iterations.

2.3.3

Evaluation

This section presents a thorough evaluation of OCPAD. The proposed method is compared to ROCHADE and other state-of-the-art detectors which are able to find partially
occluded checkerboard patterns. The experiments are based on multiple challenging data
sets which allow a comparison with respect to detection rate, calibration accuracy and
runtime of the algorithm. All cameras are calibrated with a custom implementation of
Zhang’s method [Zhan 00]. In contrast to the original method, this implementation also
supports other parametric lens models, e.g. the general lens model discussed in Section 2.1.
In the current, custom implementation, the original method has been extended such that
it also supports models other than the Brown-Conrady model.
Datasets
Several datasets are used for evaluating different properties of OCPAD. As a basis, the
publicly available wide baseline dataset of ROCHADE (see Section 2.2.3) is used. This
dataset is used to investigate the improvements of the method compared to its predecessor.
The algorithm’s ability to detect partially visible checkerboards and the consequential
impact on the calibration accuracy is evaluated on three additional datasets: two for calibration and one for evaluation. All datasets have been acquired with the color sensor of a
Bluetechnix Argos P310 ToF camera at a resolution of 1280 × 720 pixels. The strong barrel
distortion of the lens makes the detection of checkerboards particularly difficult.
Each of the calibration datasets consists of 162 images. The first dataset, named the full
data set, contains only non-occluded patterns which are completely within the field of view.
The second data set, called the full and partial data set, consists of both fully visible boards
and partially visible boards which are positioned close to the image border. For acquiring
the calibration data, a checkerboard with 9 × 6 inner corners has been used.
The third data set, denoted as evaluation data set consists of 45 images that show a
checkerboard with 12 × 17 inner corners. The images are captured such that there exist
keypoints throughout the whole field of view. The keypoints have been detected with
OCPAD and refined with the method included in ROCHADE.
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(b) Connected outlier
vertices

(d) Partially occluded, distorted
pattern

(c) Connected outlier
vertices

(e) Occluded pattern

Figure 2.10: Qualitative detection results of OCPAD. (a) During saddle combination, two
corner vertices are merged wrongly. Nonetheless, 42 of the 54 corners are detected correctly.
(b-c) Here, the checkerboard has not been separated correctly from the background which
causes ROCHADE to fail. In contrast, OCPAD finds all checkerboard corners. Figures
(d) and (e) show examples for partially occluded and distorted patterns. In both examples
OCPAD finds almost all visible corners
Qualitative Examples
Figure 2.10 shows several examples that demonstrate the robustness and performance of
the proposed method. The example shown in Figure 2.10a is taken from the Mesa SR4000
data set. Here, the saddle candidates of two neighboring vertices are merged wrongly. This
causes ROCHADE’s checkerboard verification step to fail. In contrast, OCPAD is able to
find 42 of the 54 checkerboard corners, which could be used for calibration.
The figures 2.10b and 2.10c are also part of the Mesa SR4000 data set. In these
examples, the candidate graph has not been separated from the background, which again
causes ROCHADE’s checkerboard verification to fail. In Figure 2.10b OCamCalib finds
only 26 corners due to foreshortening and the low image resolution. OCPAD is able to
detect the complete patterns in both examples.
Examples visualized in Figure 2.10d and Figure 2.10e show partly occluded checkerboard patterns. In the first example, the pattern is positioned at the image border in order to
obtain calibration features in the outer image regions. In the second example the checkerboard is truly occluded by an object. In both examples, OCPAD is able to find at least as
many corners as its closest competitor OCamCalib.
Detection Rate
The detection rate is one of the most important properties of a calibration pattern detector.
In contrast to the evaluation of ROCHADE, the detection rate is defined differently for
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detectors which are capable of also finding partly occluded patterns. Here, the number of
detected patterns is measured with respect to the number of missed corners.
In this experiment, OCPAD is compared to ROCHADE, OCamCalib and PTAM’s
pattern detector. The rates for different tolerance thresholds of missed checkerboard corners
are given in Table 2.2. Thus, a pattern is considered as being detected if 75 %, 90 % or all of
its corners have been found and refined successfully.
For the two least challenging data sets, IDS uEye and GoPro Hero 3, OCPAD and
OCamCalib find the patterns in almost all images.
The Mesa SR4000 data set contains the most challenging images of the ROCHADE
data set. Here, OCPAD benefits from ROCHADE’s robustness to low image resolution.
Furthermore, due to the more robust checkerboard verification technique, even higher
detection rates are feasible. Out of 206, OCPAD is able to find 200 complete patterns and
outperforms the other partial detectors by more than 10 %. With this data set, OCPAD is
also the only detector which finds all patterns at a tolerance threshold of 75 %.
Similar results can be observed with the full and partial data sets. Here, OCPAD either
has competitive results or outperforms the baseline methods. With the full and partial
dataset, OCamCalib benefits from the high image resolution, which results in slightly
more detections when requiring that all corners are detected. However, when reducing the
tolerance threshold, OCPAD consistently achieves higher detection rates.
Figure 2.11 shows a detailed study of the detection rate with respect to a particular
tolerance threshold for the two most challenging data sets: the Mesa SR4000 and the partial
and full data set. Each figure shows the detection rate of the OCamCalib, PTAM and
OCPAD with respect to the number of allowed missed corners.
Figure 2.11a clearly depicts OCPAD’s robustness to low image resolution. When
allowing the detector to miss 12 of the 54 checkerboard corners, OCPAD is able to find all
images of the MESA SR4000 data set. In contrast, OCamCalib’s performance saturates at a
tolerance threshold of ≈50 % and a detection rate of 191 patterns. PTAM’s pattern detector
is not able to find any patterns in this data set, most likely due to the low image resolution.
It was not possible to find a parameter set which allows improving the performance of this
method.
OCPAD and OCamCalib perform comparably well on the full and partial dataset as
visualized in Figure 2.11b. In this data set, more than two thirds of the checkerboard patterns
are partly outside the field of view, thus high detection rate are only possible with a certain
number of tolerated missed corners. In this experiment, the rates of all detectors increase
as the number of tolerated misses is increased, with OCPAD and OCamCalib performing
similarly well.
Calibration Accuracy
The goal of calibration is to estimate the camera’s model parameter as accurately as possible.
The evaluation of ROCHADE (Section 2.2.3) has shown that a low reprojection error does
not necessarily imply an accurate lens model throughout the whole field of view. In this
section, this accuracy is evaluated with respect to the distance of the image center in order
to demonstrate the advantages of including keypoints at the outer image regions.
The experimental setup is depicted in Figure 2.12. In this experiment, the challenging
full and full and partial data sets are used for calibration. First, Ni images are randomly
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Figure 2.11: Detection rates for two datasets. The plot shows the number of detected
patterns for different tolerance thresholds for missed corners. (a) shows the results for the
Mesa SR4000 data set. Here, OCPAD is able to detect all patterns when allowing that up to
12 corners may be missed. (b) shows the results for the full and partial data set.
Calibration data

Evaluation data
Repeat Nk times

Sample Ni images

Calibrate with lens
model L

Evaluate errors w.r.t.
distance from the
image center
Calculate average error of
Nk calibrations

Figure 2.12: Experimental setup for the calibration accuracy evaluation.
sampled from one of the calibration sets. Next, the intrinsic parameters and the parameters of
a lens model L are estimated based on this subset. The evaluation data set is used in order to
obtain accuracy measurements across the whole field of view. Individual measurement errors
are associated with the keypoint’s distance to the image center such that the degradation of
the accuracy towards the image border can be investigated.
The sampling-calibration-evaluation process is repeated for Nk = 25 times to reduce the
impact of the random calibration image selection. Finally, all error measurements are binned
according to their distance to the image center into 100 equidistant bins and averaged.
Figure 2.13 shows the experimental results for the Brown-Conrady and general lens
model for the two calibration sets. The model accuracy for the Brown-Conrady model can
be studied in Figure 2.13a and Figure 2.13b. Here, the reprojection error is clearly smaller
if partially visible patterns at the image borders are included in the calibration data. Without
keypoints close to the image border, the average reprojection error in the central image
regions ranges at approximately 1 px. For calibrations computed on the full and partial data
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Figure 2.13: Calibration accuracy for two lens models, with and without partially visible
patterns. The accuracy is evaluated in terms of the reprojection error with respect to the
distance from the image center. The figures show experimental results for calibrations
calculated on Ni = {10, 25, 50} images. Note the different scales of figures (a-b) and (c-d).
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Table 2.2: Detection rate results computed on the image sets of ROCHADE and new
data. Different thresholds tm for minimum required corners are evaluated. OCPAD excels
particularly on the challenging Mesa and Full+Partial datasets.

75%

90%

100%

tm

Mesa SR4000
Total images
206
ROCHADE
195
OCamCalib
131
PTAM
0
OCPAD
200
OCamCalib
180
PTAM
4
OCPAD
203
OCamCalib
182
PTAM
4
OCPAD
206

IDS uEye
206
205
206
165
205
206
192
206
206
192
206

GoPro Hero 3
100
96
100
31
100
100
57
100
100
60
100

Full
162
153
155
3
162
162
118
162
162
119
162

Full + Partial
162
44
46
3
44
95
73
104
127
84
128

set, the reprojection error in the central image region is up to 40 % smaller. However, the
accuracy of the calibrations strongly degrades towards the image border, indicating that the
lens model is not capable of modeling the lens accurately. This is also supported by limited
influence of the number of used images Ni . Nonetheless, including partially visible patterns
into the calibration process consistently leads to more accurate calibration results, even at
reduced image numbers.
With the Bluetechnix Argos P310 camera that has been used to capture this data set, the
general lens model is more suitable. Even with only fully visible calibration patterns from
the full data set, reprojection errors in the range of 0.25 px for the central image region are
possible if a sufficient number of images are used (see Figure 2.13b). However, similar as
with the Brown-Conrady model, much larger errors have to be expected in the outer image
regions. Using both fully and partially visible patterns in combination with the suitable lens
model is required to ensure reasonably low errors across the whole field of view as shown in
Figure 2.13d. Here, the reprojection error is consistently below 0.2 px, except for the most
distant pixels. Furthermore, good accuracies can already be achieved with a small number
of calibration images, which can greatly reduce the calibration effort.
Validity of Lens Models
This section evaluates whether a set of intrinsic and lens model parameters is accurate for
the complete image region or deteriorates towards the image borders. This section begins
with an exemplary discussion of a problematic calibration result which has been calculated
with keypoints detected by ROCHADE. In the second part, a more general setup is used to
visualize improvements which can be made when using OCPAD instead of ROCHADE.
In the first experiment, a single set of intrinsic parameters, estimated on 15 randomly
sampled images from the full and partial data set, is studied. For this calibration, the Brown-
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(a) Mask denoting invertibility of individual
pixels.
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Figure 2.14: Example of a non-invertible lens-model. The mask in figure (a) indicates the
model’s invertibility for individual pixels. The red line represents the horizontal scanline
through the principal point (marked with ’x’). The world coordinates and their corresponding
image coordinates are plotted in figure (b).

Conrady model is used to represent the lens. The reprojection error of this calibration is
0.28 px and thus would indicate a reasonably accurate calibration result.
In the context of this evaluation, a lens model is considered accurate if the mapping of an
image point to world coordinates and back results in the same coordinates. Thus, all pixels,
for which this property is violated by more than 1 × 10−4 px are called non-invertible. In
this section, the transformation to world coordinates is calculated by intersecting the viewing
direction of a pixel with a plane that is parallel to the image plane and one meter in front of
the camera.
The invertibility of all individual pixels, calculated on the above-mentioned calibration
result, is visualized in Figure 2.14a. Towards the image border, invertibility is not given
anymore. The shape of the invalid region indicates a dependency on the distance from the
principal point, which is defined as the center of distortion.
Figure 2.14b visualizes the distortion for the central scanline, or more precisely the
horizontal line through the principal point. The corresponding line in world coordinates
passes the point (0, 0, 1) by definition and is parallel to the respective line in the image
domain if tangential distortion is negligible. The plot shows the projections onto the plane
for the range from (−1.8, 0, 1) to (1.8, 0, 1). For each world coordinate along the horizontal
line, its corresponding x-coordinate in the image domain is plotted.
The coefficients of the lens model polynomial do not define a valid lens model throughout
the complete image region. With this model, a point at (−1.2, 0, 1) would be mapped onto
the image coordinate (73, 0). Intuitively, every other point that is further left than (−1.2, 0, 1)
should be mapped to x-coordinate that is smaller than 73. However, due to the wrong lens
model parameters, such points get mapped to larger pixel coordinates. Moreover, this
model maps multiple world coordinates to the same x-coordinate. The reasoning behind
this behavior is that the feature points, which are generated during image acquisition, do not
constrain the shape of the lens model sufficiently.

2.3. Checkerboard Detection with OCPAD

(a) Full data set
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(b) Full and partial data set

Figure 2.15: Average invertibility of lens models depending on whether partially visible
boards are included or not. Invertibility masks averaged over 25 calibration results. Each
calibration is based on 10 randomly sampled images from the respective data set. In this
experiment the Brown-Conrady model is used.

To avoid this problem, either more calibration features in the outer image regions are
required or a more suitable lens model has to be selected, e.g. the general lens model (see
Section 2.1). With the general model and its parameters estimated from the same set of
calibration images, all pixels are invertible.
In the following, the effect of using partially visible calibration patterns at the image
borders is investigated in detail. To this end, 25 sets of calibration parameters, computed
from the full and the full and partial data set, are compared to each other. Each set of
intrinsic parameters is calculated on 10 randomly sampled images from the particular data
set.
The results for the Brown-Conrady lens model are visualized in Figure 2.15, with the
pixel’s intensity indicating how often a particular pixel has been invertible. In this evaluation,
always invertible pixels are shown in white whereas non-invertible pixels are shown in
black.
The large black regions in the image corners, in particular at the left border, again
indicate that the Brown-Conrady lens model is not suitable for modeling the lens distortion.
However, the results for the two data sets show clear differences. When averaging over the
number of invertible pixels, approximately 91 % of all pixels are invertible when calibrating
with the full data set. In contrast, when sampling from the full and partial data set, on
average ≈97 % are invertible. Other experiments have also shown that the influence of the
number of images is limited, as also shown in Figure 2.13. Similar as in the calibration
accuracy experiment, the general lens model performs much better. Here, all pixels are
always invertible, independent of the input data set.
In summary it is important to note that a low reprojection error does not necessarily
imply high accuracy throughout the whole image. Instead, it is only valid to assume that the
calibration parameters accurately model the camera’s properties in the image region that
has been covered with calibration features. This is where OCPAD excels ROCHADE due to
its capability to detect patterns which are not completely contained in the camera’s field of
view.
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Table 2.3: Average runtime of three checkerboard detectors for different image sets.
Image set
Mesa SR4000
IDS uEye
GoPro Hero 3
Full Boards
Full + Partial Boards

OCamCalib
69 ms
604 ms
12431 ms
374 ms
412 ms

PTAM
437 ms
3891 ms
7310 ms
4605 ms
3760 ms

OCPAD
367 ms
379 ms
477 ms
361 ms
439 ms

Runtime
An important aspect which concerns the usability of the algorithm is the runtime. In this
experiment, the runtime of OCPAD is compared to OCamCalib and PTAM for all datasets.
The results are given in Table 2.3. The average runtime for OCPAD is in the range from
360 ms to 480 ms. As most processing is done on abstract representations of the calibration
image, the image resolution has only marginal influence on the total runtime. In contrast, the
processing time increases considerably for OCamCalib and PTAM as the image resolution
increases. This can be observed best when comparing the results for the Mesa SR4000 and
GoPro data sets.
The overall speed of OCPAD rather correlates with the difficulty of finding the mapping
between the detected and the model graph. As the amount of wrong nodes increases,
additional iterations in the region growing phase have to be expected, which ultimately
increases the runtime.

2.4

Conclusion

This chapter describes two checkerboard detection algorithms: ROCHADE and OCPAD.
Both methods are based on a robust graph extraction algorithm that transfers the image
representation of a checkerboard to a graph representation. Based on this abstract representation of potential pattern candidates, both algorithms find completely visible and, in the case
of OCPAD, also partly visible checkerboards. In a second step, the detected corner points
are refined with a new, surface-based refinement method that is robust to lens distortion.
The graph extraction method developed for ROCHADE allows the reliable detection of
checkerboards even in setups where other state-of-the-art detectors fail. These challenging
setups include heavily distorted images due to wide angle or fish-eye lenses, images of
checkerboards at extreme poses or low resolution images. Such situations are not only
academic in nature, but occur in a variety of applications, such as wide-baseline stereo
setups or the calibration of time-of-flight cameras.
The performance of the checkerboard detector is validated in multiple experiments. Here,
ROCHADE achieves comparable or superior results in terms of detection rate, especially
with low-resolution images. Furthermore, the proposed refinement method calculates more
accurate keypoint coordinates than its competitors, which ultimately influences the accuracy
of the pattern pose estimates.
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A drawback of ROCHADE is the requirement that patterns need to be fully visible. This
is problematic if lens distortion prevents the acquisition of patterns that cover the outer
image regions. Consequently, there are no keypoints in these regions of the image that
enforce an exact lens model.
OCPAD eliminates this problem by enabling the detection of checkerboards which
are not completely within the camera’s field of view. This further development inherits
ROCHADE’s performance in terms of detection rate and accuracy by building on the same
graph extraction and refinement method. However, by using a more flexible approach for
verifying graphs it becomes possible to also match candidate graphs that represent only
a sub-graph of the original pattern. To this end, a new error-tolerant sub-graph matching
algorithm is proposed. The matching algorithm robustly finds the largest-possible mapping
between a model graph and a detected checkerboard candidate graph.
Experimental results show that OCPAD achieves improved performance on the detection
of fully visible checkerboards due to its error-tolerant matching scheme. The benefits of the
method become even more apparent when estimating intrinsic parameters for cameras with
strong lens distortion. In such cases, the experiments indicate that more accurate calibration
results are to be expected if partially visible checkerboards are considered during calibration.
OCPAD is also compared to other state-of-the-art checkerboard detectors that are capable
of finding partially visible patterns. The results of these experiments also show that OCPAD
achieves at least state-of-the-art detection rates, especially for cameras with comparatively
low resolution.
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Chapter 3
Ground Truth Acquisition with Laser
Scanners for Range Camera Evaluation
Range cameras capture dense distance measurements of generic scenes at high frame rates.
This enables applications in which 2-D cameras or regular laser scanners do not provide the
required information at all or not fast enough. However, the high frame rate and image size
can only be achieved at the expense of measurement accuracy. As a first step before using
such cameras, it is therefore expedient to investigate the measurement errors.
Such an evaluation requires realistic ground truth data that either represents a specific
application scenario or general scenes. The typical requirement for ground truth is that its
accuracy is at least a magnitude higher than the evaluated sensor’s accuracy. In general,
there are two approaches for achieving the required accuracy: either by using external
hardware that is known to capture sufficiently accurate point clouds of the scene, or by
using carefully manufactured 3-D reference objects. Both approaches have their individual
advantages. External hardware, like laser scanners, can be used to create dense 3-D point
clouds of arbitrary scenes, but need to be calibrated to the camera in order to compare
corresponding range measurements to each other. The spatial relation between a camera and
a reference object does not necessarily need to be known in order to measure how accurately
the camera measures the shape of the object. However, this limits the evaluation to a specific
scene or a specific object.
Alternative approaches include the use of calibration targets like checkerboards. Checkerboards have the great advantage that they can be produced with very low costs. Unfortunately, checkerboards and other calibration targets are not suitable for generating expressive
ground truth for complex scenes. Furthermore, the accuracy of the position estimates of
calibration patterns depends on the distance between the pattern and the camera. Consequently, the position of distant patterns can be calculated less reliably than the position of
close patterns.
According to Nair et al. the different types of ground truth for range cameras can be
classified as [Grze 13]:
Weak ground truth This class includes ground truth that has been generated by acquiring
images of calibration patterns with the same camera.
Weak ground truth of another modality More accurate calibration pattern positions can
be obtained by using an external high-resolution camera or multiple cameras that are
calibrated to the evaluated sensor.
37
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Strong ground truth Highly accurate, expressive reference measurements of generic
scenes that have been obtained with external hardware like for example laser scanners.
This chapter aims at the generation of expressive, highly accurate, strong ground truth.
Using an external device always requires a careful calibration of the reference sensor to the
range camera. This chapter describes how the spatial relation between a laser scanner and a
camera can be calculated automatically from a single scene as proposed in [Fuer 17a]. The
approach exploits the intensity information that is associated with individual laser scanner
point measurements to render a virtual image of a dense point cloud. The intensity values
directly depend on the surface reflectivity at the measured point. This allows the accurate
generation of a calibration scene that contains multiple checkerboards. Finally, these virtual
images enable the usage of established pattern detectors and stereo calibration methods for
calculating the spatial relation between the two sensors.
It is important to note that this approach is not limited to the generation of ground truth
data for range camera evaluation but can also be used to calibrate a general 2-D camera to a
laser scanner. The algorithm does not require any of the depth information that is returned
by the camera. Moreover, the algorithm explicitly ignores the camera’s depth information
in order to avoid the impact of the camera’s inaccurate distance measurements.
In the context of range camera evaluation it is possible to reuse the image rendering
pipeline, that is used during calibration, for generating reference distance images. Thus, a
typical camera evaluation experiment consists of the following steps: first, multiple data
sets, including a single calibration scene are captured with a fixed setup. In the second step,
the spatial relation between the camera and the laser scanner is calculated automatically
with the proposed approach. Finally, the spatial relation and all non-calibration scenes are
used to generate reference distance images that can be compared to the measurements of
the camera.
Other researchers have already presented methods for calibrating a laser scanner to a
camera. Section 3.1 provides an overview on these methods and also presents the differences to the proposed algorithm. In Section 3.2 the calibration method itself is discussed.
Section 3.3 contains a thorough evaluation of the method and demonstrates its applicability
to range camera evaluation. Section 3.4 concludes this chapter with a short summary.

3.1

Related Work

Typically two different kinds of laser scanners are used in combination with cameras: 2-D
laser line scanners and 2.5-D laser scanners. Depending on the type, different approaches
are required for calculating the spatial relation between the laser scanner and a camera.
Laser line scanners are popular in robotics applications for detecting people or obstacles
in the scene. Zhang et al. [Zhan 04] presented a method for calculating the spatial relation
between such a laser scanner and a camera based on multiple observations of a checkerboard.
More recently, Kassir et al. [Kass 10] have proposed a similar approach which is able to
find the calibration patterns both in the point clouds as well as in the calibration images
automatically. Zhou et al. [Zhou 14] have presented a different approach with increased
numerical stability by using plane-line correspondences. Furthermore, the new algorithm
requires fewer correspondences to constrain the estimation as [Zhan 04]. This is beneficial
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as each correspondence may require the acquisition of additional laser scanner data, which
is time-consuming.
Other laser scanners capture range information for multiple scan lines, for example
the Velodyne laser range finders1 , which is oftentimes used as reference system for autonomously driving cars. These laser scanners provide more information than single laser
line scanners, but do not yet provide dense point clouds of a scene. In the context of range
camera evaluation, dense point clouds are required such that there exists a reference distance
measurement for each pixel of the evaluated camera. Unnikirshnan et al. [Unni 05] published a toolbox for calibrating dense point clouds to a camera based on 15 to 20 different
scenes that show a calibration pattern. This toolbox does not yet contain an automatic
detection of the calibration target but requires the user to manually draw polygons around
each pattern. Geiger et al. [Geig 12] demonstrate how to calibrate a laser scanner to a
camera from a single scene that contains multiple checkerboards. In a first step, the spatial
relation is approximated based on correspondences between planar regions in the point
cloud and detected checkerboards in the camera image. In the second step, iterative closest
point (ICP) is used to refine the initial approximation. In contrast to this approach, the
proposed method exploits the amplitude information that is associated with each of the laser
scanner’s distance measurements to determine the position of the calibration patterns more
accurately then possible via point cloud registration.
All previously mentioned methods make use of basic, planar calibration patterns in
order to create correspondences for calibration. In contrast, Ha et al. [Ha 12] suggest
using a pattern with a triangular hole in order to further reduce the number of calibration
images to two images. Hoang et al. [Hoan 14] suggest using a similar pattern. In their work
the authors describe how the pattern can be used to obtain 3-D/2-D correspondences that
can be used to solve the perspective-n-point problem. Gong et al. [Gong 13] propose a
three-dimensional pattern that consists of three orthogonal planes. The authors describe how
the spatial relation between a camera and a laser scanner can be calculated from two shots.
This method is particularly useful as trihedral structures can often be found in man-made
environments, e.g. buildings. However, until now the method requires the manual selection
of the calibration planes.
The method that is proposed in this work requires three or more patterns, but these are
off-the-shelf patterns without particular manufacturing requirements. Using simple patterns
makes the usage of multiple patterns more economical. Furthermore, this enables calibration
setups that contain multiple calibration patterns at once and consequently reduces the time
required for capturing calibration scenes.
There exist also target-less calibration approaches that work on generic scenes. These
approaches are particularly useful in outdoor scenarios or in applications when the devices
have to be calibrated to each other very quickly.
Instead from calibration patterns, these approaches derive the required correspondences
from the scene. Moghadam et al. [Mogh 13] propose to use line segments that can be
found both in the camera image as well as in the point cloud. Taylor and Nieto [Tayl 12]
suggest that the direction of normal vectors in the scene can be used to derive color for
each 3-D point. In a second step, the calibration parameters are obtained by maximizing
the mutual information between the camera image and virtual images that are generated
from the point cloud. This optimization problem is solved via particle swarm optimization
1

http://velodynelidar.com
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and thus requires a reasonably accurate guess for the extrinsic parameters. Furthermore,
evaluating the cost requires the computationally expensive rendering of a virtual image for
each particle in each iteration. In contrast, the method presented in this chapter requires
only a single virtual image generation for the whole calibration process.
Pandey et al. [Pand 15] propose a similar approach as Taylor and Nieto. In their work,
the authors propose to use reflectivity information as cues for calculating color information.
In order to obtain a smooth cost function that can be optimized reliably, information from
multiple scenes is required. In comparison, the method presented in this chapter requires
only a single virtual image generation for the whole calibration process.
Scott et al. [Scot 15] have presented a calibration approach that is particularly interesting
in autonomous driving scenarios. In these scenarios, it is possible to capture sequences of
point clouds and images that do not overlap at a particular point in time but at an offset.
In their work, the authors present a method that retrieves the extrinsic parameters under
the assumption that there will be an overlap at some point in time and that the sensors are
rigidly mounted with respect to each other.
Levinson and Thrun [Levi 13] studied how the rigidity constraint between the sensors
can be verified while using the system. In their paper, the authors present a framework
that monitors the validity of calibration parameters and corrects the parameters once a
miss-calibration is detected. To this end, the calibration parameters are adjusted such that
edges in both the image and the point cloud are aligned.
In summary, by not relying on calibration targets it is possible to create more userfriendly and versatile approaches, but at the cost of achievable accuracy. With calibration
patterns, it is possible to use special detectors that are known to find the pattern locations
with very high accuracy, e.g. ROCHADE [Plac 14] or RUNETag [Berg 11], whereas this is
not feasible for generic scenes.

3.2

Laser Scanner to Camera Calibration

Finding the spatial relation between two cameras with overlapping fields of view can be
regarded as a solved problem. In addition, stereo calibrations that have been calculated
with sufficient, well-distributed features from calibration patterns are considered to be very
accurate. This chapter describes how the calibration between two different modalities,
namely a laser scanner and a camera, can be cast as a stereo calibration problem.
Classical stereo calibration requires corresponding keypoints that are typically derived
from pairs of images. In this calibration scenario, the first image is directly available from
the camera and ideally shows multiple calibration patterns. The second image is created by
generating a virtual view of the point cloud. Ideally, the perspective of the virtual camera on
the point cloud is identical to the perspective of the camera such that the complete calibration
scene is visible in both images. Section 3.2 (a) shows an example for a non-optimally chosen
point of view. In this particular case, the point cloud is captured from a perspective that
causes strongly perspective distorted and occluded calibration patterns.
Section 3.2.1 describes how calibration patterns can be found in unordered point clouds.
In the next step, described in Section 3.2.2, this information is used to approximately
align the coordinate systems of the point cloud such that the perspectives overlap. This
approach prevents potential occlusions very effectively. The image generation process and
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(a) Input point cloud

(b) Kinect V2 amplitude image

(c) Virtual image

(d) Virtual distance image

Figure 3.1: Example of a calibration scene. Figure (a) shows a visualization of the point
cloud generated by a point cloud viewer. (b) shows the calibration scene as seen by a Kinect
V2. Figures (c) and (d) show the virtual reflectance image and the virtual distance image
from the camera’s perspective.
the subsequent refinement of the coarse transformation via stereo calibration is detailed in
Section 3.2.3.

3.2.1

Calibration Pattern Detection

Stereo calibration relies on calibration patterns of known dimensions in order to solve the
scale ambiguity of the calibration results. This dimension information can also be used to
find the planes of the pattern in the point cloud. This section describes how an unordered
point cloud can be decomposed into separate planar segments which serve as candidates for
the planes of the calibration patterns.
The segmentation algorithm assumes that all points that belong to a particular plane
have their normal pointing into approximately the same direction. Thus, it is possible to
find all planar segments by finding all points with similar normals via region growing.
There exist multiple ways for calculating the direction of the normal vector of a specific
point. Unfortunately, these methods typically require that the neighbors of a particular point
are known, for example to calculate cross products or plane fits. With unordered point
clouds, like commonly returned by laser scanners, the required neighborhood relation is
not directly inherent to the data. In this work, the neighborhood of a point xi is defined
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by its No closest points in a L2 sense. By storing the point cloud in an appropriate data
structure, e.g. an Octree, it is possible to find all neighbors efficiently. Then, the normal ni
is obtained by fitting a plane to the point and all its neighbors with the method of Poppinga
et al. [Popp 08].
Typically laser scanner data exhibits only small amounts of noise. However, even
small levels of noise can affect the normal estimation severely if the noise of several point
measurements accumulates. Holz and Behnke have proposed a bilateral filtering method for
organized point clouds that can be adjusted to work with the above-mentioned neighborhood
definition [Holz 14]. The smoothed point x0 of x is given by
!
!
No
No
X
X
x0i = xi +
wij xj
1+
wij
,
(3.1)
j=0

j=0
(αkxi −xj k2 ) (βkni −nj k1 )

where wij = e

e

,

(3.2)

and xj denoting the j-th neighbor of xi . Each neighbor is weighted by wij which depends
on the Euclidean distance between the two points and the L1 -norm of the element-wise
difference of the normal vectors. The influence of the two components is controlled by α
and β respectively. These values need to be adjusted based on the scene content and units
that are used to represent points in the cloud. In this calibration scenario, all coordinates
are given in meters and only spatially limited scenes are used. Under these circumstances,
the two parameters can be set to 1. The segmentation approach does not directly consider
the individual 3-D points, but rather compares the directions of normal vectors. In order to
reduce the impact of measurement noise, the same smoothing approach is also applied to
the normal vectors.
Based on the previously calculated normal vectors it is possible to find all 3-D points
that belong to a plane via region growing. The iterative segmentation process is initialized
with a random point. In each iteration, the segment’s normal vector is compared to the
normals of all unsegmented neighbors of the segment. If the angle between the normal
vectors is smaller than a predefined threshold, then the point is added to the segment. The
segment’s normal is updated every time a new point is added by averaging the normals of all
supporting points. This region growing approach is implemented in a breadth-first manner
to enforce that planar segments grow in all directions equally fast. The similarity threshold
for normal vectors has to be chosen according to the point cloud’s density and measurement
noise. In this work, a conservative threshold of 10° has been chosen.
The final step of the pattern detection procedure consists of finding the calibration
pattern segments among all planar segments that have been found. To this end, the minimum
bounding boxes of all segments are calculated in two steps. First, candidate bounding boxes
are estimated via principal component analysis. Here it is assumed that if the segment is
truly a plane, then the third principal component is calculated accurately. In the second step
the two major axes are refined by finding the rotation angle that minimizes the range of
values of the x-component. Ultimately, the calibration pattern segments are identified by
comparing the dimensions of the known patterns to the two major axes of the bounding box.
A potential weakness of this approach is that each calibration pattern must be represented
by its own planar segment. This prevents certain calibration setups, e.g. attaching a flat
calibration pattern to a wall. In this case, the calibration pattern’s segment would be part of
the wall’s segment and consequently could not be detected by analyzing the bounding boxes.
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However, this or similar setups can be avoided easily by either using thicker calibration
patterns or by positioning them such that they stand out from the background as visualized
in Section 3.2.
Furthermore, it is recommended to position the patterns with large variations with
respect to their pose in order to constrain the calibration problem.

3.2.2

Estimation of the Initial Spatial Relation

The initial spatial relation is used to transform the laser scanner data approximately into the
coordinate system of the camera. Ideally, this means that a virtual camera, positioned at the
origin of the camera’s coordinate system would have the same perspective on the data as the
true camera.
The rigid body transformation that models the spatial relation can be estimated from
multiple corresponding 3-D points with Horn’s method [Horn 87]. A simple method for
obtaining such point correspondences is by calculating the centroids of the corresponding
patterns.
In the camera image, the centroid can be calculated from the known pattern dimensions
and the camera’s intrinsic parameters. There exist several methods to calculate the centroids
of the individual planar segments that have been extracted from the point clouds, for example
the mean of all supporting points or from the minimum bounding box.
This approach assumes that it is possible to map a certain calibration pattern uniquely
onto a planar segment. Unfortunately, this is only given if the dimensions of the calibration patterns are unique and if there are no outlier segments. In all other cases, the
correspondences have to be established first.
A straightforward approach consists of evaluating all possible permutations K of the
planar segments and Nc calibration patterns. The quality of a particular permutation is evaluated by calculating mean squared error between a centroid m(c) in the cameras coordinate
system and the potentially corresponding, transformed centroid m(p) of a planar segment.
Hence, the best initialization R∗i is the transformation that minimizes Equation (3.3), as it
maps the right segments onto each other.
R∗i

= argmin
K

Nc
X

(c)

(p)

R(mi ) − mi

.

(3.3)

i

This approach puts mild constraints on how the calibration pattern should be positioned.
Ideally, all six degrees of freedom of the rigid body transformation are constrained as much
as possible by the calibration patterns. These constraints are identical to the requirements
that have to be fulfilled for the calculation of accurate stereo calibration results. In practice,
this means that the calibration patterns should point into different directions and should be
positioned at different distances. In contrast, a planar scene that consists only of identical
calibration patterns would represent a degenerate configuration as it prevents the estimation
of a unique rigid body transformation.

3.2.3

Refinement via Virtual Image and Stereo Calibration

This section shows how to create a virtual image from the point cloud which is suitable for
stereo calibration. For this purpose, it is assumed that the point cloud was transformed with
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the initial transformation in such a way that it approximately corresponds to the coordinate
system of the camera.
In this step, the surface reflectivity value, that is available for each 3-D measurement, is
used to calculate intensity values for the virtual image. The magnitude of the reflectivity
values directly correlates to the surface reflectivity. This results in low values for all 3-D
measurements that belong to dark surfaces, whereas bright surface patches produce large
reflectance values. This fact makes it possible to find calibration patterns with high intensity
variations by using the reflectance values.
The generation of a virtual image requires the definition of a camera model Π for the
virtual camera. Depending on the camera’s resolution it is possible to directly re-use its
intrinsic parameters also for the virtual camera. However, there exist two cases in which
this approach is not recommended. If the camera resolution is very low, e.g. with some ToF
cameras, then not all of the available reflectance information can be used due to the limited
image resolution. In these cases it is recommended to increase the resolution to such an
extent that an accurate detection of the calibration pattern is guaranteed. The other extreme
is represented by a high resolution camera. In this case, it is possible that the point cloud is
not dense enough to provide reflectivity information for every pixel of the virtual image.
This issue can be avoided by limiting the resolution of the virtual image according to the
point cloud density.
A simple approach for generating a virtual image consists of projecting all points in
the scene onto the image plane and setting the pixel’s intensity values according to the
respective reflectances. However, this simple approach has a weakness: as soon as several
points are projected onto the same pixel coordinate, it is possible that points which are
actually occluded may overwrite the intensity information of valid points. This can be
prevented by ordering all points that are projected onto a single coordinate by their distance
to the camera. Then, only the reflectivity information of the closest or the Nc closest points
is used to calculate the color for that particular coordinate.
In practice, the set N of all points p that are projected via the camera model Π onto
particular image coordinates (u, v) are identified using the indicator function γ(u, v, p)

0 0

true if Π(p) 7→ (u , v ),
γ(u, v, p) =
|u0 − u| ≤ 0.5 ∧ |v 0 − v| ≤ 0.5 .


false otherwise

Hence, N is given by N = pj | γ(u, v, pj ) . By ordering all points in N by their distance
to the camera, it is possible to find all points that should contribute to the pixel’s color.
Finally, the intensity at a pixel in the virtual image V (u, v) is given by averaging over Nc
reflectance values C(pj )
Nc
1 X
V (u, v) =
C(pj ) .
(3.4)
Nc p ∈N
j

In this work, Nc has been set to 8 in order to allow smooth gray-level transitions at the edges
of checkerboard quads. There exist other methods for calculating the intensity values, for
example based on ray casting. However, these approaches are beyond the scope of this work
as they require additional processing steps, e.g. the generation of a mesh representation of
the point cloud.
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Next, a pattern detector is used to find the calibration patterns in the virtual image.
Here, corresponding patterns can be identified easily, even if the pattern dimensions and the
number of their features are not unique. Due to the approximately aligned images, simple
heuristics, like assigning those patterns to each other that have the largest overlap, can be
applied.
The resulting keypoints can now be used to calculate a refinement transformation R∗r
which corrects for alignment errors of the initial transformation R∗i . In this work, R∗r is
obtained via a non-linear optimization. By minimizing the reprojection error [Hart 04] given
in Equation (3.5) it is possible to jointly refine the spatial relation between the cameras and
the transformations that relate the coordinate systems of the cameras and the individual
calibration patterns. The reprojection error measures the offset between a 2-D point xi
and its corresponding point x̂i after being transform to the image domain of the first point
and vice versa. In this context, the models of the virtual camera and the true camera are
represented by Π and Π̂ respectively.
X
−1
R∗r = argmin
xi − ΠRr Π̂−1 (x̂i ) + x̂i − Π̂R−1
(3.5)
r Π (xi )
Rr

i

The final rigid body transformation that aligns the original point cloud to the camera’s
coordinate system is computed by concatenating R∗i and R∗r . With this transformation, it is
possible to also align other point clouds that have been captured with the same, calibrated
setup with the camera’s coordinate system. Furthermore, the image generation process can
be re-used to generate both gray-level and distance images that can be used for example
for range camera evaluation. In the case of distance image generation, the only required
adjustment is to replace the averaging of multiple reflectivity values with simply using the
distance to the closest point that is projected onto a particular pixel.

3.3

Evaluation

This section presents qualitative and quantitative results of the proposed calibration method
as well as how it can be applied to study the accuracy of range cameras. The performance
of the method is evaluated by calibrating a laser scanner to four cameras: a Microsoft
Kinect V2, a PMD CamBoard Pico Flexx, an Orbbec Astra and an Intel RealSense R200.
Of these cameras, the first two are time-of-flight-based, whereas the last two sensors are
structured-light cameras. The reference point clouds are acquired with a Leica ScanStation
P20.
With the ToF cameras, the amplitude channel is used to detect the calibration patterns
in the scene. In the case of the structured light sensors, the dot pattern projectors are
deactivated temporarily to capture an image of the scene that is free of the structured light
pattern.
The calibration method requires that the intrinsic parameters of the cameras are known.
Whenever possible, the factory calibrations that are provided by the respective camera
SDKs, are used. Such data is not available for the Orbbec Astra sensor, thus, it is calculated
manually based on 60 images that show checkerboards with a combination of ROCHADE
[Plac 14] and Zhang’s calibration method [Zhan 00].
The method that is most related to the proposed method is the calibration technique
by Geiger et al. [Geig 12]. This target-based approach calculates the spatial relation in
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two steps: an initialization and a refinement step. Due to the similarity of the initialization
steps, only the refinement approaches are compared. Geiger et al. propose to use the ICP
algorithm for refinement. In the original work, only 3-D points that belong to the calibration
patterns are considered.
Section 3.3.1 describes the general experimental setup and the used data sets. The qualitative results presented in Section 3.3.2 visualize the achievable accuracy of the presented
method. Section 3.3.3 presents a quantitative error analysis. The influence of the refinement
transformation that is obtained via stereo calibration is investigated in Section 3.3.4. Finally,
the applicability of the method is demonstrated by evaluating the measurement accuracy of
two range cameras in Section 3.3.5.

3.3.1

Experimental Setup and Data

The experimental data consists of 5 different scenes that have been captured with the same
fixed setup. Each point cloud contains ≈ 6.2 million 3-D points that are sampled from a
volume of approximately 230×150×95 centimeters. The first two scenes are called the
calibration scene and the evaluation scene and show multiple checkerboards at different
orientations:
• 6 × 5 inner corners, 66.67 mm corner spacing
• 6 × 7 inner corners, 50 mm corner spacing
• 6 × 9 inner corners, 44 mm corner spacing
• 8 × 7 inner corners, 50 mm corner spacing
All checkerboards are printed onto rigid boards to prevent errors from bending patterns.
In order to reduce the impact of temporal noise in the camera images, 100 consecutive
images are captured and averaged. The three remaining scenes contain various objects with
different shapes and surface properties, for example books, basketballs or wooden objects.
In this evaluation, these scenes will be referred to as the general scenes.
Before comparing observed and virtual images to each other, both images are normalized
to values between 0 and 1. This is particularly important as the value range of reflectance
values returned by the laser scanner does not match the value range of the cameras.

3.3.2

Qualitative Results

This section illustrates the performances of the two evaluated calibration methods qualitatively. First, each method is used to find the spatial relation between the laser scanner and
the range camera based on the calibration scene. In the second step, the calibration result is
used to transform the point cloud of the evaluation scene to the camera’s coordinate system.
Finally, the virtual image of the transformed point cloud is compared to the observed camera
image.
Figure 3.2 shows differences between the virtual image and the observed image for the
results of the two calibration methods. In this visualization, wrong calibration results cause
misaligned edges. This can be observed with the results of the baseline approach, denoted as
“ICP”. In figures 3.2 (a), (e) and (g) the corners of the checkerboard quads to not coincide,
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Proposed

(a)

(b)

(c)

(d)

(e)

(f)

(g)

(h)

Astra

RealSense R200

CamBoard Pico Flexx

Kinect V2

ICP

Figure 3.2: Qualitative calibration results for four range cameras for the baseline and the
presented approach. The overlays are calculated by subtracting the virtual image from
the camera image. The left column shows the results of the ICP-based method. The right
column has been generated with calibrations results of the proposed method. Misalignments
can be observed as “double edges” of checkerboard quads like shown in figures (a), (e) and
(g). In contrast, no misalignments can be identified with calibration results of the proposed
method.
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Table 3.1: Mean calibration error and standard deviation for four cameras in 2-D and 3-D
for two calibration approaches.
ICP 2-D
Proposed 2-D
ICP 3-D
Proposed 3-D
(px)
(px)
(cm)
(cm)
Kinect V2
1.172 ± 0.492 0.176 ± 0.084 1.113 ± 0.108 0.267 ± 0.064
CamBoard PicoF. 2.309 ± 0.509 0.305 ± 0.125 0.930 ± 0.124 0.319 ± 0.134
Astra
0.491 ± 0.232 0.418 ± 0.119 1.135 ± 0.444 0.126 ± 0.038
RealSense R200
1.124 ± 0.653 0.252 ± 0.121 0.880 ± 0.285 0.160 ± 0.109
Camera

and consequently cause high magnitudes in the difference images. In this experiment, the
CamBoard PicoFlexx is an exception. Due to its low resolution, it is impossible to detect
small calibration errors in the difference image (see Figure 3.2 (c)).
In comparison, the virtual images that have been generated with the calibration results
of the proposed method do not show any of these artifacts. Here, the virtual image and the
observed image align accurately and thus cause no large values in the difference images.
Note that all of the evaluated range cameras illuminate the scene for measuring distances.
This illumination is not necessarily homogeneous and moreover different from the laser
scanner’s illumination unit. Consequently, this causes the smooth color gradients that can
be observed in the difference images.

3.3.3

Quantitative Results

Stereo calibration results are typically evaluated by measuring the reprojection error. This
metric is also employed during the estimation of the refinement transformation and is defined
Equation (3.5). However, in the context of this evaluation, it only evaluated for existing
calibration parameters and not minimized.
The same evaluation approach can also be used to evaluate the accuracy of the proposed
calibration method. To this end, results that have been computed on the calibration scene are
evaluated using the evaluation scene. The results of this experiment are listed in Table 3.1.
Next to the reprojection error, the table also lists the misalignments in 3-D space in terms of
the mean absolute error. In this experiment, corresponding 3-D coordinates being calculated
from the known pattern dimensions and the intrinsic parameters of the cameras. With the
proposed method, the mean measurement error in 3-D ranges between 1 mm and 3 mm. In
contrast, errors of at least three times larger magnitude have to be expected when using
the ICP-based variant. The reason for the higher accuracy might be the usage of sub-pixel
accurate calibration features for refinement.
Furthermore, the reprojection errors of the proposed method are within the expected
range of typical stereo calibrations and compare well to the results of the stereo experiments
of the ROCHADE evaluation (see Section 2.2.3).

3.3.4

Impact of the Refinement Transformation

This section demonstrates the importance of the refinement transformation. The two
difference images shown in Figure 3.3 are calculated on the calibration scene data. Both
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(b) Initial and refinement transformation

Figure 3.3: Visualization of the importance of the refinement transformation. The difference
images shown in (a) and (b) allow a visual comparison of the potential misalignments
when relying only on the initialization and when using the full calibration approach. In this
example, the misalignments that can be observed in (a) are completely compensated by
the refinement transformation. After applying the refinement transformation no misaligned
edges can be found (see (b)) anymore.
images are generated by subtracting the observed image from two virtual views of the
point cloud. For generating the overlay in Figure 3.3 (a) only the initial transformation has
been used. In this example, the edges of the checkerboard quads are not aligned properly.
These inaccuracies stem from inaccurate centroid estimates, which in turn are the result on
inaccurate segmentation results.
These misalignments can be removed completely with the proposed refinement method.
Figure 3.3 (b) has been generated after applying both the initial and the refinement transformation. Here, all previously misaligned edges coincide accurately.

3.3.5

Application to Range Camera Evaluation

This section demonstrates the applicability of the calibration method to the problem of
ground-truth generation for range cameras. In this study, the distance measurement errors
of the Kinect V2 and the RealSense R200 sensors are investigated based on the general
scenes data set. The choice of these cameras also allows pointing out different errors that
are characteristic to either time-of-flight based cameras or structured light based sensors.
The individual scenes are set up such that the characteristic errors are clearly visible.
The errors of the two sensors are studied in two experiments. First, a single scene is
used to identify some of the typical error characteristics of the cameras. These results are
presented in Figure 3.4. In the second part, all three scenes are combined to study the
measurement errors with respect to the distance to a particular point in the scene. The
results of this experiment are shown in Figure 3.5. Figures 3.5 (d) and (h) plot the individual
measurement errors. The mean measurement error, calculated on 1 cm wide bins, is plotted
in black. The shaded gray region represents the standard deviation at the respective bin.
Next, the measurement errors of the two cameras are discussed individually in the following
two sections.
Kinect V2
The measurement errors of the Kinect V2 can be analyzed by comparing the measured
distances, shown in Figure 3.4 (b) to the reference measurements that have been captured
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(a) Imaged scene
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(c) Kinect V2 difference image

(b) Kinect V2 distance image
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(d) RealSense R200 distance image
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(e) RealSense R200 difference image

Figure 3.4: Error characteristics for the Kinect V2 and the RealSense R200. Figure (a)
shows a photograph of the scene. Figures (b) and (d) show the distance images of the Kinect
V2 and the RealSense R200 respectively. The difference images, shown in (c) and (e) are
calculated by subtracting the distance images from the virtual ground truth distances.
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(a) Kinect V2 scene 1

(b) Kinect V2 scene 2

(c) Kinect V2 scene 3
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(d) Kinect V2 errors

(e) RealSense R200 scene 1

(f) RealSense R200 scene 2

(g) RealSense R200 scene 3
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Figure 3.5: Measurement errors with respect to distance. Figures (a)-(c) and (e)-(g) show the
three scenes as seen from the Kinect V2 and the RealSense R200. Figures (d) and (h) show
the measurement errors averaged over 1 cm wide bins. The shaded gray regions represent
the standard deviation of the error in the respective bin. The red line shows the 0-level for
reference. The light blue shaded areas in the figures and plots highlight interesting parts of
the scene that are discussed in the text.

52

Chapter 3. Ground Truth Acquisition for Range Cameras

by the laser scanner. Figure 3.4 (c) shows the differences of the two distance images for all
pixels that lie in the common field of view.
Two characteristic errors of ToF cameras can be observed in the difference image. A
typical systematic error of ToF sensors is the so-called amplitude-related error [Fuer 16b].
This error can be observed best at continuous surfaces with varying texture, e.g. the pylon
in the back of the scene or the calibration target in the lower right corner of the image. In
the respective areas of the difference image, strong variations of the distance measurement
errors can be identified even though the actual distances change only gradually.
Multi-path is a severe problem for time-of-flight based cameras. This error occurs
when the light that is emitted by the camera is reflected multiple times before it returns
to the sensor [Dorr 11]. As a consequence, the light travels a longer distance than the
actual distance to the measured point and thus causes wrong distance measurements. In this
example, errors of multiple centimeters can be measured in the central image region. This
can also be read from Figure 3.5 (d). The highlighted area represents the central scene that is
most affected from multi-path (see Figure 3.5 (a-c)). This is a revealing observation, as the
Kinect V2 even combines phase measurements captured at multiple modulation frequencies
to reduce the impact of multi-path [Bamj 15]. In contrast, the distances to areas, that are
both well-illuminated and not affected multi-path, are measured with the expected accuracy
[Fuer 16b].

RealSense R200
The RealSense R200 shows the typical systematic errors of structured light cameras. Stereo
block-matching and a potential subsequent smoothing of the calculated disparities causes
the speckle-like pattern that can be observed in the background of Figure 3.5 (e). With
block-matching, corresponding pixel coordinates are found by comparing small image
patches from the two captured images to each other. Matching two patches that belong to a
pixel that represents the border of an object is difficult as the patches may differ in content
due to different perspectives of the two cameras. This effect becomes even more severe if
there is no overlap at all between the two camera images, e.g. at lateral faces of boxes.
The RealSense R200 is an active stereo camera, which means that it contains an emitter
that projects a pseudo-random pattern into the scene to enable block matching in textureless
image regions. Analogously to ToF cameras, this active illumination approach does not
work for surfaces that do not reflect the emitted pattern properly. Especially regions with
dark texture are affected by this issue, e.g. the calibration target in the lower left image
region.
The results of the second experiment illustrate another interesting characteristic of stereo
and structured light cameras (see Figure 3.5 (h)). With such cameras, the theoretically
achievable measurement accuracy decreases as the distance between the camera and the
object increases. Commonly only discrete disparity steps are calculated in order to speed
up the block-matching process. For larger distances, each discrete step represents a larger
range of distance values and such inevitably causes larger discretization errors [Kyto 11]. In
the plot, the mean measurement error increases steadily from approximately 1 cm for close
distance to ≈3.5 cm for background pixels.

3.4. Conclusion
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Conclusion

This chapter presents an automatic method for calculating the spatial relation between a
laser scanner and a camera via stereo calibration. In particular, the laser scanner is modeled
as a second, virtual camera that has a similar perspective on the measured point cloud as the
actual camera.
For achieving the best-possible accuracy, the method makes use of calibration patterns.
This enables the detection of the calibration patterns with state-of-the-art pattern detectors
and finally the automatic calibration of the two devices.
The evaluation results show both qualitatively and quantitatively that the calibration
method find the spatial relation between the laser scanner and the camera accurately. Moreover, the reprojection errors calculated on the evaluation data sets indicate that the method
achieves notably higher accuracies than the most closely related competing method.
Furthermore, several experiments demonstrate the applicability to range camera evaluation. The second part of the evaluation discusses the accuracy of two different types
of range cameras: the Microsoft Kinect V2 time-of-flight camera and the Intel RealSense
R200 structured light camera. Based on the accurate ground truth distance data, multiple
characteristic errors for the two range camera technologies are identified and discussed.
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Chapter 4
Accuracy of Time-of-Flight Cameras
Time-of-flight (ToF) cameras have established themselves in the academic, industrial and
entertainment environment. Well known sensors of this class include the Mesa Swissranger
cameras1 , PMD sensors, which have been used in Google Tango devices2 and the Microsoft
Kinect V23 . Especially the latter had significant impact on the research and entertainment
communities and has been sold more than 24 million times4 .
Most ToF cameras illuminate the scene with modulated light. By measuring the phase
offset between the emitted and the received light at every pixel, dense range measurements
can be obtained [Lefl 13]. This measurement principle has several advantages, for example
being independent of scene texture and the possibility to capture distance information at
high frame rates. However, this approach also suffers from drawbacks that deteriorate the
accuracy.
The resulting errors are oftentimes separated into two classes: scene-dependent and
systematic errors. The first class of errors depends on the scene itself, for example whether
there is an external illumination source that emits light at the same frequency as the camera,
or if the scene geometry enables multi-path interference [Dorr 11]. The second class
contains error sources which are inherent to the measurement principle and depend on the
camera itself. Thus, the overall measurement error is a combination of the systematic and
non-systematic errors.
This chapter presents an in-depth study of the systematic errors based on the work
presented in [Fuer 16b]. Some of these errors have already been analyzed for a particular
camera by various researchers, e.g. [Holl 10] [Foix 11], [Raus 14] and [Wase 17]. In contrast, this chapter presents a rigorous evaluation of eight different sensors with a common
experimental protocol. This includes both well-studied sensors, like the Kinect V2 or the
Mesa SR4000, but also less often used sensors, e.g. the Fotonic E70. This study allows
a direct comparison of the performances of the individual cameras with respect to six
systematic error sources.
Beyond that, the experiments are designed such that they can be performed with newly
developed cameras in order to investigate their performance in comparison to established
cameras. Likewise, this benchmark suite also allows evaluating the effectiveness of error
compensation algorithms that have been developed for example for a particular camera.
1

MESA Imaging AG has been bought by Heptagon, http://hptg.com/industrial/
Google Inc., https://get.google.com/tango/
3
Microsoft, https://developer.microsoft.com/en-us/windows/kinect
4
https://goo.gl/mF8Zpr
2
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Section 4.1 provides an overview on previously published studies that either investigate
the errors of individual cameras and methods that aim to compensate their negative effects.
Section 4.2 contains additional information on systematic measurement errors of ToF
cameras. Section 4.3 presents a thorough evaluation of eight cameras with respect to these
typical errors. The results of this study are discussed in Section 4.4. Section 4.5 concludes
this chapter.

4.1

Related Work

Most studies on the accuracy of range sensors are driven by a specific application scenario.
Rauscher et al. present a high-level comparison of five different range sensors with the
focus set on robotics [Raus 14]. Their study includes both ToF sensors and structured light
cameras. A similar study of the Kinect V2 has been presented by Fankhauser et al. [Fank 15].
The focus of this study is set on the applicability of the sensor in outdoor scenarios. General
comparisons of the structured-light based Kinect V1 and its successor, the time-of-flight
based Kinect V2, have been presented by [Lach 15, Wase 17].
Stoyanov et al. propose an evaluation protocol for the comparison of range cameras
independently of a particular application [Stoy 11]. In their study, the measurement accuracy
for three range cameras, namely the Kinect V1, the Mesa SR4000 and the Fotonic B70, are
presented. While this study provides insights on the overall performance of the cameras, it
does not give detailed information on the individual characteristic errors of the evaluated
sensors.
A popular review of the characteristic, systematic errors of ToF cameras has been published by Foix et al. [Foix 11]. One of these systematic errors is the so-called temperaturerelated error, which has been studied for example by Piatti and Fulvio for the Mesa SR4000
and the PMD CamCube 3.0 [Piat 12]. Another characteristic error source is the so-called
amplitude-related error, which depends on the reflectivity of the imaged surface as described
by Pfeifer et al. [Pfei 13].
Multiple authors reported that a considerable fraction of the overall measurement error
occurs due to internal scattering [Mure 07, Kavl 08, Kare 12, Pfei 13]. In this context,
Jamtsho et al. also presented results that indicate that the magnitude of the error may be
independent from camera’s integration time [Jamt 10]. Chiabrando et al. [Chia 10] claim
that it is not possible to observe internal scattering with the Mesa SR4000. However,
experimental results presented in this chapter indicate the contrary. Furthermore, the results
show that this error can be observed with all evaluated cameras.
Oftentimes the analysis of the measurement errors of a particular camera is motivated
by the development of error compensation methods. Lindner et al. [Lind 10b] fit bivariate BSplines to the measurement errors w.r.t. amplitude and measured distance in order to create
an error model that can be used to correct distance information. Similarly, Kuznetsova et al.
propose to use a kernel-based regressor to model distance errors of the Creative Senz3D
[Kuzn 15].
Instead of using generic regression methods, other researchers propose to use physically
motivated error models. Pattinson et al. model the error with multiple sinusoidal functions
for approximating the non-linear distance error, which is also known as wiggling [Patt 10].
Lichti et al. present an error-compensation method for different Mesa Swissranger models
which considers amplitudes, distances and several other sensor characteristics [Lich 12].
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Chow et al. applied a similar approach, extended by additional camera characteristics, to
the PMD CamBoard nano [Chow 13].
More recently, researchers proposed to learn the error characteristics directly from the
training data via machine learning. Reynolds et al. proposed employing random regression
forests to estimate a confidence value for single distance measurements [Reyn 11]. Song
et al. extended this approach by proposing additional features to calculate more accurate
confidence predictions [Song 14]. Instead of calculating confidence values, other researchers
propose using random regression forests to calculate error correction values for single
distance measurements [Fers 15, Fuer 17b].

4.2

Systematic Errors of Time-of-Flight cameras

This study contains an investigation of six systematic error sources that can be observed
with ToF cameras. These errors are typical for this sensor type and are caused by the
measurement principle itself, independently from scene characteristics. This property
enables a standardized experimental setup that ultimately allows a quantitative comparison
between different camera models.
Foix et al. [Foix 11] presented a comprehensive list of five of these error sources. This
list has been extended by Karel et al. [Kare 12], who added internal scattering to the class
of systematic errors, as this error characteristic depends more on the camera’s internal
properties than on the scene. The following subsections provide details on the six systematic
error sources which are investigated in this work.

4.2.1

Temperature-Related Errors

A well-understood error source of ToF cameras is the temperature of the individual components of the camera. Each sensor consists of multiple components, for example one or more
illumination units and the sensor itself. During data acquisition these components warm
up and thus change their characteristics. This causes distance measurements to drift as the
device warms up. The magnitude of this drift depends on the camera model. Small sensors
without heat sinks or only small casings tend to warm up faster than sensors in heavy-duty
industrial casings. Furthermore, some cameras internally compensate for warm-up effects
by adjusting the distance measurements according to the sensor’s temperature.

4.2.2

Temporal Variation

The distance measurements to a static point in the scene can vary noticeably over time. This
noise largely depends on the signal-to-noise ratio of the signal that is acquired at a single
pixel. Intuitively, this ratio becomes worse if either the illumination is insufficient due to
large distances, or if the surface has low reflectivity and consequently reflects only little
light back to the camera.

4.2.3

Integration Time-Related Errors

Time-of-flight cameras typically perform several phase measurements for calculating a
single distance value. How many measurements are taken and how long the sensor remains

58

Chapter 4. Accuracy of Time-of-Flight Cameras
Background

Lens

Sensor

Object

Figure 4.1: Visualization of internal scattering. In this example, incident light from a
highly reflective foreground object is scattered between the sensor and the camera’s lens.
The scattered light hits the sensor at several pixels and corrupts these pixel’s distance
measurements, e.g. the distance measurement to a distant low-reflectivity background.
sensitive for incoming light depends on the so-called integration time ti . By increasing this
parameter, more light is captured and consequently more accurate distance measurements
become possible. However, too long integration times may cause pixels to saturate or
increase the probability of motion artifacts in dynamic scenes.
With some cameras, the integration time can be adjusted to the particular requirements
of an application. Some cameras, e.g. the Mesa SR3100 and SR4000, even provide
auto-exposure functionality to adapt to changing scenes.
There exist multiple studies which demonstrate that this parameter can influence the
measured distance not only in terms of the signal to noise ratio (SNR) but also the magnitude
of the distance [Foix 11, Kare 12].

4.2.4

Internal Scattering

Some researchers have observed internal scattering with ToF cameras [Mure 07, Kavl 08,
Kare 12]. This scattering occurs within the camera, e.g. if any incident light is reflected
multiple times before it eventually hits one of the sensors pixels. This effect is illustrated
in Figure 4.1. In this example, light from a bright foreground object hits the sensor, gets
reflected back to the lens and finally hits the sensor at multiple, different pixels. Typically
low-reflectivity image regions are affected by this error, especially if the scene also contains
highly reflective objects. Distances to such dark surfaces are oftentimes measured only
with low confidence due to a bad signal-to-noise ratio, which becomes even worse due to
scattered light from bright objects.

4.2.5

Amplitude-Related Errors

Another characteristic measurement error that can be observed with ToF cameras is the socalled amplitude-related error. This effect is observed best on planar surfaces with strongly
varying reflectivity, for example a checkerboard. In such cases, the “texture” of the surface
can also be observed in the distance image even though the image should be homogeneous
[Lind 10b]. In extreme cases, the distance measurements at neighboring pixels can deviate
by multiple centimeters depending on the observed surface and sensor model. While the
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true origin of this error is unknown, it is believed that it originates from non-linearities that
occur during the sensor’s read-out phase [Lind 10a].

4.2.6

Non-Linear Distance Errors

The underlying model for calculating distances with ToF sensors typically assumes a
sinusoidal-shaped modulated light that is emitted into the scene. In practice, this signal
shape is oftentimes only approximated and thus causes a measurement error that oscillates
with respect to distance. With some cameras, these non-linear distance-dependent errors
even reflect the sinusoidal shape, which is assumed during distance calculated. Due to its
periodic shape, this error is also known as “wiggling” error [Lefl 13].

4.3

Camera Evaluation

This section contains evaluation results for eight different ToF cameras. In total, six
experiments have been conducted for investigating the characteristics of the individual
cameras with respect to the systematic errors discussed in Section 4.2. All experiments
have been performed with all cameras, except the integration time experiment, as not all
cameras allow adjusting this parameter. The evaluated cameras, alongside with additional
information regarding their adjustable parameters, are listed in Table 4.1.
The experiments have been set up in a room without daylight or any other additional
near-infrared light sources. Furthermore, the scene has been designed such that there are no
additional objects in or close to the camera’s field of view to minimize potential errors due
to multi-path effects.
All experiments, except the temperature-related error experiment, have been conducted
with fully warmed-up cameras. In practice, this means that each camera has been running
for up to two hours with fixed settings before starting an experiment. In this chapter, a fully
warmed-up camera is also considered as being in its steady-state.
During the experiments, all cameras are treated as black boxes and are evaluated in their
original state. As a consequence, no external illumination units have been used. Relying on
a shared light source for all cameras would increase the comparability of the sensor itself,
but would not provide insights on the overall performance of the whole camera. Moreover,
not all cameras use the same modulation frequencies and some even change the modulation
frequencies during the acquisition of a single distance image.
Whenever possible, the individual camera parameters have been selected according to
the criteria outlined in Section 4.3.1. The measurement drift during the warm-up phase of
the individual cameras is discussed in Section 4.3.2. The temporal variation of distance
measurements is studied in Section 4.3.3. The impact of the integration time is studied
in Section 4.3.4. Section 4.3.5 demonstrates how internal scattering affects the accuracy.
Finally, Section 4.3.7 evaluates the distance-dependent measurement errors of the individual
cameras.

4.3.1

Camera Configurations

Some cameras allow the user to adjust its parameters according to the scene. The most
relevant parameters for this evaluation are listed in Table 4.1.
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Table 4.1: Evaluated cameras and their controllable parameters.
Model
PMD CamCube 3.0
Mesa SR3100
Mesa SR4000
Creative Senz3D
Microsoft Kinect V2
Fotonic E70
Bluetechnix Argos P100
PMD CamBoard nano

Year
2010
2005
2008
2013
2013
2012
2013
2012

used fM
20 MHz
20 MHz
20 MHz
30 MHz
multiple
15 MHz
30 MHz
30 MHz

fM
3
3
3
7
7
7
3
3

ti
3
3
3
7
7
3
3
3

Filters
7
3
3
7
7
3
3
3

Distance drift (cm)

2.00
0.00
−2.00
−4.00
−6.00
0

20

40

60

80

100
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Time (min)

Figure 4.2: Averaged distance drifts for the CamCube 3.0 captured for two integration time
settings (dashed: 100 µs, solid 800 µs). The dotted line represents the steady-state distance
measurement.
If possible, the integration time ti has been adjusted according to the following two
criteria. First, the integration time should be as large as possible to ensure the most-accurate
distance measurements. Second, ti was chosen such that no pixels at the evaluated distance
range are saturated. The latter is verified by pointing the camera towards a white planar
surface that is positioned at the minimum distance of interest. Some sensors provide an
auto-exposure feature that automatically adjusts the integration time depending on the scene
properties. This feature has been disabled in order to make the cameras more comparable.
Some cameras have internal filters that process the raw distance image in order to
calculate a smoother and visually more appealing result. Some cameras allow the user to
adjust these parameters, e.g. the Mesa SR4000. Unless otherwise noted, these internal
features have been disabled.

4.3.2

Temperature-Related Errors

Multiple researchers have reported that the distance for a static point in the scene can drift as
the camera warms up, e.g. [Foix 11, Piat 12]. During operation, the individual components
of the camera, for example the illumination unit and the sensor itself, warm up and their
electrical characteristics change. These changes may for example affect the waveform of the
modulated light or the sensitivity of the pixels, and as a consequence influence the resulting
distance measurements.
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Warm-up effects must be avoided while analyzing the systematic errors of ToF cameras.
Thus, the warm-up behavior of each camera is studied ahead of all other experiments. To
this end, each camera is positioned in front of a matte white paper board. The distance
between the board and the camera is chosen such that the board covers the complete field of
view. The camera parameters are chosen according to the criteria listed in Section 4.3.1.
For studying the distance drift, average distance measurements are recorded for 120
minutes. Only the central 9×9 pixels are evaluated to avoid the influence of inhomogeneous
illumination. All distance measurements are averaged both spatially within the window and
temporarily over one second to reduce the influence of temporal noise. For each camera, a
so-called steady-state distance measurement is calculated as the average distance over the
last ten minutes.
The results of this experiment are shown in Figure 4.3. In each of the individual figures,
the solid black line represents the averaged distance measurements. For reference, the
steady-state distance is plotted as a dotted line. All distance measurements are normalized
by the steady-state distance measurements to highlight the drift independently from the
measured distance.
The warm-up behavior of the CamCube 3.0 has been recorded for two different integration times in order to demonstrate the correlation between the shape of the warm-up curve
and ti . The measurements for two different integration times are plotted in Figure 4.2. Here,
the dashed line represents the curve for ti being set to 100 µs and the solid line ti being set
to 800 µs. In this particular experiment, the maximum offsets as well as the shape of the
curves differ noticeably. This is an important observation which needs to be considered
when developing algorithms that compensate for the temperature-related drift. From this
experiment, the length of the individual warm-up periods is difficult to quantify as the
measurement errors differ only by small values for timestamps larger than 40 min. Also
note that this plot is only shown exemplarily to demonstrate this correlation, which may
also exist with other sensors. The influence of the integration time is studied in a separate
experiment and discussed in Section 4.3.4. Figure 4.3a shows again the measured drift for
ti = 800 µs for an easy comparison to the warm-up curves of the other evaluated cameras.
Figure 4.3b illustrates the warm-up behavior of the Mesa SR3100. In comparison
to the CamCube 3.0, the measurements drift rapidly until the internal fan starts in order
to keep the internal temperature of the sensor somewhat constant. Apparently the fan is
temperature-controlled and gets activated once an internal temperature sensor measures a
value larger than a pre-defined threshold. This causes the fan to start and stop periodically.
The resulting temperature variation also causes the distance measurements to oscillate. For
this experiment, the integration time has been set to 1000 µs.
The distance drifts for the Mesa SR4000 are plotted in Figure 4.3c. In contrast to the
SR3100, this camera does not have an internal fan. Consequently, the metal casing serves
as a heat sink that prevents the sensor from overheating. This explains why the time that
is required for the sensor to reach the steady-state, is considerably longer than with the
SR3100. With an integration time of 1000 µs, the distances stop to drift after approximately
40 min. However, it must be noted that the overall drift is up to a magnitude smaller than
the predecessor’s drift.
The Creative Senz3D shows a different warm-up behavior (see Figure 4.3d). The
jagged plot may indicate a look-up table based compensation method that corrects distance
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measurements depending on the sensor’s temperature. Based on this assumption, the “jags”
represent the resolution of the temperature sensor or the discretization of the look-up table.
The distance measurements of the Kinect V2 sensor drift only by less than two millimeters (see Figure 4.3e). The results indicate that the Kinect V2 reaches its steady-state after
approximately 15 minutes. Beyond that, the variation of the distance measurements is below
the expected measurement accuracy of the camera.
Similar as the Mesa SR4000, the Fotonic E70 sensor also uses its casing as heat sink.
However, this sensor requires more than 100 minutes until it reaches its steady-state. The
resulting warm-up curve, shown in Figure 4.3f, shows the same jagged shape as the Creative
Senz3D’s plot. Again, this indicates a look-up table based compensation method. For this
measurement, the integration time has been set to 400 µs.
The Argos P100 does not have an internal fan nor a metal casing that could serve as a
heat sink. Compared to the other results, the average distance measurements stop varying
from the steady-state distance already after approximately four minutes (see Figure 4.3g).
This either means that the sensor warms up very fast or that an internal compensation
algorithm corrects for the drift accurately.
In comparison to the other cameras, the CamBoard nano shows the highest noise levels
(see Figure 4.3h). This is probably due to the limited power of the sensor’s illumination
unit as its primary application is close-range gesture detection and thus not designed for
measuring larger distances. With an integration time of 1000 µs, this sensor reaches its
steady-state after approximately 18 minutes.

4.3.3

Temporal Noise

This section discusses the temporal noise of the individual cameras with respect to different
surface reflectivities. In this evaluation, temporal noise is assumed to be a combination of
all different noise sources that add up during a particular measurement, including Poisson
or shot noise or dark current effects. The goal of this experiment is to compare the sum of
all these negative effects, as this is the noise that the user of a ToF sensor is able to observe.
The temporal noise is measured at a distance of approximately 80 cm with three different
paper boards to simulate different surface reflectivities: a white, a gray and a black board.
The distance to the foreground is measured with the camera itself and the white board.
During the experiment, the different boards can be exchanged without altering their pose
with respect to the camera.
This experiment consists of two parts. In the first part, all cameras without internal filters
or with internal filters being disabled are compared to each other. The results of this part
are listed in Table 4.2. In the second experiment, the measurement noise is measured again
with internal filters being active. The results of this experiment are shown in Table 4.3.
With all cameras, the standard deviation of the distance measurements increases as the
observed surface gets darker, independently of whether any filters are active or not. This
can be explained with a decreased SNR. However, the results also show that the standard
deviation of the measurements can be effectively reduced by enabling smoothing filters.
Nonetheless, it is required to emphasize that these filters may reduce the noise, but may also
introduce new problems, like soft edges or motion artifacts.
Hansard et al. have reported that the SNR can be improved by increasing the modulation
frequency [Hans 13]. However, this may apply to a particular camera model, but does
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Figure 4.3: Warm-up experiment. Each figure shows the average distance to the ROI over
the course of 120 minutes. All distance measurements (solid black) are normalized by the
steady-state distance (dotted) to visualize the drift independent from the absolute distance.
Note the varying scale of the y-axis.
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Table 4.2: Temporal noise experiment with internal filters disabled
Model
CamCube 3.0
SR3100
SR4000
Senz3D
E70
Argos P100
CamBoard nano

White (m)
0.800 ± 0.007
0.806 ± 0.019
0.800 ± 0.005
0.798 ± 0.009
0.800 ± 0.008
0.801 ± 0.008
0.800 ± 0.002

Gray (m)
0.787 ± 0.008
0.801 ± 0.023
0.790 ± 0.006
0.789 ± 0.010
0.780 ± 0.008
0.791 ± 0.009
0.784 ± 0.003

Black (m)
0.761 ± 0.044
0.807 ± 0.165
0.781 ± 0.034
0.792 ± 0.051
0.771 ± 0.029
0.806 ± 0.050
0.760 ± 0.025

Table 4.3: Temporal noise experiment with internal filters enabled
Model
SR3100
SR4000
Senz3D
Kinect V2
E70
Argos P100
CamBoard nano

White (m)
0.800 ± 0.008
0.800 ± 0.002
0.797 ± 0.004
0.799 ± 0.001
0.798 ± 0.001
0.800 ± 0.002
0.794 ± 0.002

Gray (m)
0.793 ± 0.009
0.792 ± 0.002
0.792 ± 0.004
0.792 ± 0.001
0.784 ± 0.002
0.791 ± 0.002
0.776 ± 0.003

Black (m)
0.790 ± 0.054
0.788 ± 0.009
0.795 ± 0.020
0.797 ± 0.002
0.777 ± 0.001
0.780 ± 0.014
0.767 ± 0.031

not imply that a higher modulation frequency will generally lead to a better SNR across
different models. This can be observed with the SR4000 and the Senz3D. In this example,
the internal characteristics of the sensor appear to have a greater influence on the resulting
SNR than the actual modulation frequencies.
With some cameras it is possible to observe that the measured distance decreases as the
reflectivity gets lower, e.g. with the CamCube 3.0, the CamBoard nano or the Fotonic E70.
This effect is known as the amplitude-related error and investigated in Section 4.3.6.

4.3.4

Integration Time-Related Errors

Some cameras allow the user to adjust their integration time. This parameter controls the
time-span that is used to measure the distance to a particular point in the scene. With a
longer integration time, the accuracy of the measurements can be increased. However,
too long integration times can also cause problems such as oversaturated pixels or motion
artifacts in dynamic scenes. In the past, researchers have presented evaluation results that
indicate that this parameter can affect the measured distance. In this section, this effect is
studied for the six cameras that allow the adjustment of the integration time (see Table 4.1).
Each of the cameras is positioned in front of a white matte plane at a distance of
approximately 1 m. In order to reduce the impact of temporal noise, distance measurements
are averaged both spatially, within the central 9×9 window, and temporarily, over one
second. Every 10 min, the integration time is automatically changed to a different value. For
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Figure 4.4: Averaged drift of the distance measurements in the ROI for five different
integration times. Each setting is kept for 10 minutes. The according intervals are delimited
by dotted lines. The selected integration time can be read from the respective interval. Note
the differently scaled y-axes.
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each camera, four values for ti have been selected such that both too noisy but also saturated
pixels are avoided. These experiments are based on the setup of Karel et al. [Kare 12] and
extended to multiple cameras.
The results of the experiments are shown in Figure 4.4. Each individual plot shows
the averaged drift of the distance measurements. The drift is measured with respect to the
steady-state distance measurement (1 m). The individual periods for a particular integration
time are delimited with dotted lines. Each segment of the plot is labeled with the respective
ti value.
All plots have two characteristics in common. First, the measured distance changes
rapidly every time ti is changed. Second, after some time, the distance measurements
stabilize at a new steady-state distance, which depends on ti . These observations have also
been made in the warm-up experiment (see Section 4.3.2). This indicates that the distance
variations correlate with the camera’s internal temperature.
The results of the CamCube 3.0 evaluation, plotted in Figure 4.4a, show the described
behavior. Every time ti is changed, the measured distance changes rapidly. After the rapid
change, the distance continues to drift, similar as in the warm-up experiment. However,
the warm-up period of the CamCube 3.0 takes approximately 40 min, which exceeds the
10 min intervals for a particular ti .
A similar behavior can be observed with the SR3100. Figure 4.4b shows the same rapid
changes as the previous experiment. Analogously to the warm-up experiment, the camera
reaches its new steady-state after less than five minutes.
The distance measurements of the SR4000 also change whenever the integration time
is changed, however, only by values that are a magnitude lower than with its predecessor.
Due to the short 10 minute intervals it is difficult to measure the time that is required for the
measurements to stabilize again (see Figure 4.4c).
The results of the integration time experiment of the Fotonic E70, shown in Figure 4.4d,
have the same jagged shape as its warm-up plot. In this particular experiment, the integration
time is doubled after each 10 minute interval. Interestingly, this also results in approximately
twice as many “jags” in each interval, which indicates that the temperature of the sensor
changes faster. Ultimately, these observations indicate that the integration time related errors
correlate with the sensor’s temperature.
The experimental results of the Argos P100 and the CamBoard nano are shown in
Figure 4.4e and Figure 4.4f. Technically, both cameras have the same sensor to measure
distances. Nonetheless, the shapes of the two plots look very differently, probably due to
different illumination units, different warm-up characteristics of the casings or because of
different processing steps of the raw distance data. In these experiments, the Argos P100
shows large, rapid drifts, whereas the CamBoard nano drifts only by a third in magnitude
but for periods presumably longer than 10 minutes.
In summary, multiple conclusions can be drawn from the integration time experiments.
First, the selected integration time affects the magnitude of the measured distance with all
evaluated cameras. Furthermore, a certain time is required until the distance measurements
stabilize again. This behavior is very similar to the warm-up behavior discussed in Section 4.3.2, and thus may indicate that the integration time related error is highly correlated
to the sensor’s temperature. However, the total error is presumably a combination of several
effects, including different signal to noise ratios and potentially also amplitude-related
errors.
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Internal Scattering

Multiple researchers have observed internal scattering with ToF cameras. According to
Section 4.2.4, this effect can be observed best with a highly reflective object in the foreground
and a low-reflectivity background. In this experiment, the foreground is represented by a
white plane at a distance of approximately 80 cm. The plane is positioned such that it covers
the right half of the field of view. The background is approximately 2.5 m away from the
cameras and is covered with a black low-reflectivity molleton curtain. All pixels that belong
to the background yield only small amplitude values, which indicate that the background
is barely seen by any of the cameras. This layout aims to mimic the worst case scenario
for ToF sensors by maximizing the ratio between scattered foreground light and incident
background light.
Similar setups have already been used by Kavli et al. [Kavl 08] and Karel et al. [Kare 12]
to investigate the internal scattering characteristics of individual cameras and for evaluating
their scattering compensation algorithms.
For each camera, two mean distance images have been calculated from 1000 observations
each. The results of the experiments are shown in Figure 4.5. Each figure shows two
horizontal distance profiles along the central image row. The solid black line represents the
profile with the foreground plane being present. The dashed line shows the same scene with
no foreground object. If no internal scattering occurs, then the two profiles would match on
the left side of the plots.
Note that some sensors have filters to discard pixels with unreliable distance measurements. These filters typically analyze the amplitude values of a certain pixel. If the pixel’s
amplitude is too small, then the distance measurement is considered unreliable and thus
invalidated. This filtering option is available for the Fotonic E70 and the Argos P100 and its
effects are discussed in the respective paragraphs below. Apart from this filter, all camera
settings have been selected according to the criteria in Section 4.3.1.
Figure 4.5a shows the two horizontal profiles for the CamCube 3.0. With this camera,
the scattered light of the foreground object affects the whole background region and causes
measurement errors of more than a meter. It is also clear to see that the background region
that is close to the object border is affected most severely by internal scattering.
The two Mesa cameras show similar results (see Figure 4.5b and Figure 4.5c). However,
the errors with the SR4000 are not as severe as with the SR3100.
Figure 4.5d shows the profiles of the Senz3D. With this camera, the internal scattering
effects appear comparably small compared to the previously studied sensors. However,
the camera’s illumination unit is not sufficiently powerful to measure the distance to the
background, which leads to considerable measurement errors, especially in the outer badly
illuminated image regions.
The Kinect V2 data (see Figure 4.5e) shows the most severe measurement errors. With
the foreground object being visible, most background pixels return wrong distances. In
this example, even distances which are smaller than the distance to the foreground plane
are returned for the background region. The reasons for these effects are unknown as
the algorithm that calculates the distances is undisclosed. Additional information on how
multiple modulation frequencies can be used to calculate distance measurements can be
found [Free 14, Bhan 14].
The Fotonic E70 provides a confidence based filter that invalidates distance measurements that have been calculated on a small amount of incoming light. The default conserva-
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Figure 4.5: Internal scattering experiment. The plots represent the horizontal profile at the
center of the depth image. The solid and the dashed line show the measurements with and
without the foreground object present respectively. The dotted lines in (f) and (g) show the
profiles captured with amplitude-based confidence filtering being enabled.
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Figure 4.6: The pattern used for studying the amplitude-related errors.
tive threshold invalidates all pixels left of the foreground plane due to too little amplitudes
as shown in Figure 4.5e as a dotted line. When disabling this feature, one can see that the
camera is similarly affected by internal scattering as the other sensors.
The Argos P100 has the same amplitude-based filtering as the Fotonic E70, which
effectively invalidates all background pixels, as shown in Figure 4.5g. However, without
filtering being active, it becomes apparent that the camera suffers from internal scattering
just like the other sensors. Due to the large field of view of the camera, a small section of
the side wall of the room is visible on the far right side of the profile (starting from approx.
151 pixels). While the side walls of the room are measured somewhat accurately, one can
see that the dark background measurements suffer from errors of up to 50 cm. This error
might be related to the low amplitude values in this image region.
Figure 4.5h shows the profiles for the CamBoard nano. The results for this camera are
similar to those of the Senz3D. However, in this case, the internal scattering rather seems to
be a global component that affects all pixels similarly than a local component that mostly
affects pixels at the border of the foreground plane.

4.3.6

Amplitude-Related Errors

This experiment aims to analyze the amplitude-related distance errors. This effect causes
same distances to differ depending on the reflectivity of the object. The magnitude of this
error is believed to depend on the amount of light that is used for calculating the distance
for a single distance measurement, which is represented by the amplitude value.
In this work, the error is studied with two planar high-contrast patterns. The first pattern
is visualized in Figure 4.6 and consists of a black background with a white rectangular
patch in its center. The second pattern is the exact inverse. The setup is designed such that
the patterns can be interchanged without changing their pose with respect to the camera.
During data acquisition, the patterns are positioned orthogonally to the optical axis of the
observing camera. The distance between the object and the camera is chosen for each
camera individually to ensure that the pattern covers the complete field of view. Two
horizontal profiles are calculated for each pattern and each camera by averaging over 1000
consecutive frames.
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Figure 4.7: Amplitude-related error experiment. The two profiles have been captured with
the two patterns presented in Section 4.3.6. The solid line corresponds to the profile captured
with the pattern shown in Figure 4.6. The dashed line has been calculated from the inverse
pattern. The reference distance is shown in gray.
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In this experiment, three outcomes are possible. First, with an ideal camera, the two
profiles would coincide, with no distance changes at any of the transition from white to
black. In this case, neither amplitude- nor scattering-related errors would be observable.
Second, a strong amplitude-related error would let the black pattern regions with both
patterns appear closer to the camera than they actually are. In this case, the distances would
change rapidly at the transition from black to white. The third case occurs whenever internal
scattering is the dominant error. In this situation, the black pattern regions are pulled into
different directions dependent on whether the white regions are closer or further away from
the camera.
Figure 4.7 shows the experimental results for each camera. The two plots in each
figure represent the horizontal profiles measured for the two patterns, with the solid line
representing the pattern shown in Figure 4.6. The true distance to the calibration pattern is
obtained with a checkerboard pattern and visualized in gray.
The profiles of the CamCube 3.0 are a good example for a dominant amplitude-related
error. In Figure 4.7a, both black image regions appear closer to the camera than they actually
are. Furthermore, the sections of the profiles that represent either the white or black region
form approximately continuous profiles. With this camera, the difference between the white
and black pattern region is approximately 3.5 cm.
It has not been possible to capture expressive distance profiles with the SR3100 (see
Figure 4.7b). Multiple different integration time settings have been evaluated, including the
settings suggested by the camera’s auto-exposure feature. The reason for the noisy distance
measurements may lie in the inhomogeneous illumination of the field of view, which is
insufficient for measuring the distance to the black background of the first pattern.
The results of the SR4000 are shown in Figure 4.7c. The noise levels of this camera
are noticeably lower than with its predecessor. While clear amplitude-related measurement
errors cannot be identified in the result, it is still possible to observe strong measurement
errors at the transitions of the patterns.
The Senz3D is similarly affected by noise, which may partly be due to fixed pattern
noise. Again, large errors can be observed at the edges of the patterns. Based on the data, it
is difficult to judge how severe the camera is affected by amplitude-related errors.
The Kinect V2’s internal filters remove most of the measurement noise. Note that in
case of the Kinect V2, the pattern does not cover the complete horizontal field of view.
This would have required positioning the pattern closer to the camera, which has not been
possible as the camera discards all distances smaller than approx. 70 cm. With this camera,
no offset can be identified with the first pattern. In contrast, the black central region of
the second pattern is pulled away from the camera. The reason for this effect might be
internal scattering. In this case, the radially more distant, highly reflective pattern regions
influence the inner, low-reflective areas. Note that the sharp spikes are caused by single,
invalid distance measurements which greatly influence the average value.
All internal filters of the E70 had to be disabled for capturing the distance profiles
properly. None of the two profiles show a clear amplitude-related error (see Figure 4.7f).
Instead, one might rather argue that internal scattering is the dominating error as the distance
measurements at the outer black regions of the second pattern appear to be closer to the
camera than the bright central pattern region. In contrast, this observation cannot be made
with the first pattern’s profile, which supports the previous observation.
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Figure 4.8: Experimental setup for measuring the distance dependent errors.
The profiles for the Argos P100, shown in Figure 4.7g, are a good example for visualizing
the influence of scattering. Even though the dark image regions are both “pulled” towards
the camera, it is easy to see that the magnitudes are different for the two patterns. In
summary, this means that there is a certain amplitude-related error, but it is dominated by
internal scattering. This is also in accordance with the temporal noise experiments discussed
in Section 4.3.3.
Figure 4.7h shows the results of the CamBoard nano. It is very difficult to draw
conclusions from the plot due to the sensor’s strong fixed pattern noise. Additionally, the
illumination unit is insufficient for reliably measuring the distance to the black background
regions of the first pattern. However, one may argue that a small offset can be observed for
the first pattern’s profile, which indicates that the camera has a certain amplitude-related
error.

4.3.7

Non-Linear Distance Errors

Measuring the absolute distance error requires ground truth distance information. In this
experiment, this information is obtained via an additional high-resolution reference camera
(IDS UI-1241LE5 ) and a checkerboard pattern. The intrinsic cameras of all used cameras
are calculated with Zhang’s calibration algorithm [Zhan 00]. The extrinsic parameters that
relate the evaluated ToF camera and the reference camera are calculated from multiple
images of a checkerboard. The calibration patterns have been detected with ROCHADE
[Plac 14].
During the experiments, the calibration pattern is mounted onto a linear slider that is
controlled via the evaluation software. For each slider position, the pose of the checkerboard
is estimated from the high-resolution image and transformed to the coordinate system of
the camera. This pose allows the calculation of reference distance measurements for all
pixels that represent the calibration pattern. In this evaluation, only pixels that represent
white checkerboard regions are used to limit the impact of amplitude-related errors and a
low SNR.
The results of the experiments are plotted in Figure 4.9. The black line represents the
mean measured distance calculated from 1 cm wide bins. The standard deviation of the
measurement error within the respective bin is visualized in gray. All camera parameters
are set according to the criteria defined in Section 4.3.1.
5

IDS Imaging Development Systems GmbH, Obersulm, http://www.ids- imaging.com
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Figure 4.9: Non-linear distance error experiment. Solid lines show the average measurement
error within 1 cm wide bins. The shaded gray regions represent the standard deviation of the
measurement error for the respective bin. The dotted line shows the zero-level for reference.
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Figure 4.9a shows the results of the CamCube 3.0 measurements. The shape of the
plot may indicate that the measurement signal is actually periodic and consequently could
match the definition of the wiggling error. However, with the limited distance range of this
evaluation setup, this is difficult to judge with confidence. For evaluating larger ranges,
a different setup and varying integration times would be required. For this particular
experiment, an integration time of 200 µs has been used.
The error plot of the SR3100 (see Figure 4.9b), shows the distinct sinusoidal shape
of the wiggling error. In this experiment an integration time of 1000 µs has been chosen.
Depending on the distance, errors of more than 3 cm have been measured.
In contrast, the measurement errors and the measurement noise are considerably lower
with the more recent SR4000. In the resulting plot, shown in Figure 4.9c, only very small
errors can be observed. Nonetheless, the error seems to have a small periodic component,
which may be the remainder of an internally compensated wiggling error.
The measurement error of the Senz3D varies, but not as regularly as for example the
error of the SR3100. Nonetheless, it occurs probably due to approximations which are
made during the distance calculations as the curve’s shape is far from being random (see
Figure 4.9d).
Figure 4.9e shows the results for the Kinect V2. The plot shows the performance
of the internal filtering. In comparison, the variation of the distance measurements is
the smallest among all evaluated cameras. Due to multiple modulation frequency or a
sophisticated distance calculation algorithm, it is not possible to identify a distinct wiggling
error. Nonetheless, errors of up to 2 cm can be observed in the evaluated range.
The distance-dependent measurement errors of the Argos P100 do not show the “wiggling” characteristics, but instead show a rather constant measurement error in the range
from 1 cm to 1.5 cm (see Figure 4.9g). The plot also visualizes the show the comparably
limited working range of the camera. With an integration time of 2000 µs the working range
is limited to distances smaller than 1.5 m.
In contrast, it is possible to identify the characteristic “wiggling” shape in the error plot
of the CamBoard nano (see Figure 4.9h). For this experiment, an integration time of 2000 µs
has been used, which results in a working range of approximately 1.8 m. Within this range,
the error oscillates by more than two centimeters.
The last experiment concludes the evaluation of the non-linear distance errors. Each of
the evaluated cameras has its unique errors, which makes the development of a generic error
compensation difficult. Thus, either flexible, generic error compensation methods need to
be developed, or specialized approaches which are tailored to a specific camera model.

4.4

Discussion

One of the key insights of the study is that none of the evaluated cameras outperforms all
other competitors in all evaluated aspects. However, there are some cameras that perform
particularly well in specific experiments.
In comparison to all evaluated cameras, the distance measurements of the Kinect V2
and the Argos P100 drift only very little during warm-up. The experiments show that the
smoothing filters of the Kinect V2 and the Fotonic E70 reduce the amount of measurement
noise considerably. Thus, these filters can be activated whenever it is possible to assume that
the scene is static or changes only slowly in order to increase the accuracy. With all internal

4.5. Conclusion

75

filters disabled, the Mesa SR4000 performs best. The Mesa SR4000 also shows the smallest
drifts whenever the integration time is adjusted. This makes the camera particularly useful
in combination with its auto-exposure feature. Internal scattering can be observed with all
cameras in the evaluated worst-case scenario and oftentimes causes distance measurements
which are off by more than one meter. Currently, this issue can only be circumvented by
filtering out presumably unreliable measurements by analyzing the amplitude values. Such
filters are implemented for example in the Fotonic E70 and the Argos P100. Amplituderelated errors are another characteristic error of ToF sensors which are typically observed at
low reflectivity surfaces. Here, the Kinect V2 and the Argos P100 show the least sensitivity
to surface reflectivity. All cameras have a non-linear distance dependent error, however
with varying magnitudes. In this evaluation, the Argos P100, the Fotonic E70 and the Mesa
SR4000 achieved the best results.

4.5

Conclusion

With the proposed standardized evaluation protocol it was possible to evaluate eight different
ToF cameras with respect to six systematic error sources. The evaluation results show that
most of the cameras show the characteristic errors of this sensor type. However, between
the different models, the magnitude of the particular errors varies.
Some of the cameras compensate particular errors well. The Argos P100 and the Mesa
SR4000 for example compensate distance-dependent measurement errors very well, while
not compensating for integration time dependent drifts. The results of other cameras, like
the Creative Senz3D and the Fotonic E70, demonstrate how the influence of temperature
dependent drifts can be limited. The study also shows that internal scattering is very
problematic with ToF sensors, especially if the scene consists of high- and low-reflectivity
objects. All of the evaluated cameras are severely affected by this error source which may
cause measurement errors of more than one meter.
In summary, this chapter allows researchers and professionals to better understand the
characteristics of ToF cameras and helps to identify the reasons for potentially wrong measurements. Furthermore, the presented evaluation results support the development of new
error compensation methods by, first, giving insights on the individual error characteristics,
and second, by providing an evaluation protocol that can be used to assess the performance
of the method.
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Chapter 5
Geometric Primitive Detection and
Refinement with Structured Light
Cameras
Range cameras capture dense 3-D information of the scene. This information is commonly
provided as an organized point cloud, with the individual point measurements arranged
in a 2-D image array. However, dense 3-D point measurements are not necessarily the
best representation for all computer vision tasks. In applications with strong temporal
constraints, the large amount of 3-D data combined with potential additional information
from other image channels can quickly turn out to be a bottleneck. Examples for this
class of applications include SLAM algorithms. The efficiency of these algorithms can be
improved by first segmenting the captured point clouds into planar segments and using those
as input [Birk 10, Bisw 12, Tagu 13, Sala 14]. Other researchers have exploited planarity
of calibration patterns to find the extrinsic parameters between range sensors, e.g. ToF
cameras or laser scanners, and color cameras [Herr 11, Geig 12]. Abstract representations
of an object can also be used to calculate dense distance information for all points that
belong to the model. This enables to reconstruct missing depth measurements, for example
at object boundaries or specular regions, as suggested by [Moer 13].
Object dimensioning is another task that can benefit from abstract object representations.
However, the pixel-wise measurement errors of range cameras may affect the overall
accuracy of the application. Figure 5.1d visualizes the measurement errors of a structured
light camera exemplarily. In this example, an Orbbec Astra1 is used to capture an image
of a white ball. The mesh visualization of the captured point cloud clearly exhibits the
discretization errors of the range sensor. Furthermore, the boundaries of the sphere are
fringed due to occlusion artifacts and errors which are introduced during the blockmatchingbased disparity estimation. When using the 3-D points that belong to the ball to estimate a
sphere model, then these errors will limit the accuracy of the resulting parameters.
This chapter introduces a novel refinement method for structured light cameras that
improves inaccurate initial models by utilizing two aspects: first, the complete image
information that belongs to a particular model is considered simultaneously instead of
combing individual point measurements. Second, the known model shape is used to
implicitly constrain the refinement process.
1

Orbbec, Seattle, WA, USA, http://www.orbbec3d.com
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(a) IR channel w/o dot
pattern

(b) IR channel:
Observed dot pattern

(c) Distance image

(d) Mesh visualization

Figure 5.1: Discretization effects with structured light cameras.
The method is based on the idea that one can simulate the projection and observation of
the dot pattern of a structured light camera for a parametric model, e.g. a plane, sphere or
more complex objects. If the parameters describe the object accurately, then the simulated,
virtual view of the object matches the observed camera image. Thus, by comparing the
observed image and the virtual image one can assess the accuracy of the model parameters.
Consequently, more accurate model parameters can be calculated by adjusting the model
parameters such that the similarity between the two images increases.
Rendering virtual images requires the knowledge of all internal parameters that describe
the structured light camera: the intrinsic parameters of the camera, the intrinsic parameters
of the projector, the spatial relation between camera and projector and finally the emitted
dot pattern. These parameters are subject to user control for custom built structured light
sensors, which commonly consist of a camera and a video projector. During a calibration
phase, the parameters of the model can then be obtained. However, with off-the-shelf
range sensors, like the Microsoft Kinect V1, the Orbbec Astra or the Ensenso N10, these
parameters cannot be controlled, nor can the emitted pattern be modified. This particular
property adds additional difficulty to the calibration task as the projector cannot be used to
project calibration features into the scene.
In this work, a structured light camera is considered to be a system that consists of a
single camera and a projector. Systems that contain more than one camera will be called
active stereo cameras. These cameras typically use the emitted dot pattern only to enhance
scene texture to simplify the correspondence search in homogeneous image regions.
This chapter is based on the calibration and refinement method published in [Fuer 18].
The organization of the chapter is as follows. Sections 5.1 and 5.2 present related work
on the segmentation of point clouds and on the calibration of structured light sensors.
Section 5.3 contains a novel calibration method for such sensors. Section 5.4 presents
how three different geometric primitives can be found in the scene and how their models
can be refined. Section 5.5 presents extensive evaluation results of the calibration and the
refinement methods. Finally, Section 5.6 concludes this chapter and presents ideas for future
research.

5.1

Scene Segmentation for Organized Point Clouds

Scene segmentation and initial model estimation are two important preprocessing steps
for the proposed refinement method. In the particular case of point cloud segmentation,
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geometric primitives are often used to identify regions in the point cloud that belong to the
same object. Thus, segmentation and initial model estimation are two closely related tasks.
An established strategy for finding all segments in a point cloud consists of grouping
all point measurements that belong to the same surface, e.g. to the same plane. Poppinga
et al. propose an approach based on region growing that segments a point cloud into
planes [Popp 08]. In their work, the authors propose an efficient method for updating least
squares plane fits once a new point has been added to the respective segment. Holz and
Behnke extended this approach by a new multilateral filtering technique for organized point
clouds and a less accurate but more efficient plane estimation technique [Holz 14]. Trevor
et al. follow a similar approach but delay the plane fitting until the scene has been segmented
to reduce the number of required plane fits per point cloud [Trev 13]. Furthermore, the
authors describe how RGB information can be incorporated into the segmentation process.
Additionally, the authors propose to merge neighboring plane segments if their parameters
are similar. Both Georgiev et al. [Geor 11] and Zhang et al. [Zhan 16] present two stage
approaches for finding planar segments in a scene. First, 3-D line segments are extracted
along individual rows or columns of the image. In the second step, line segments that belong
to the same planar segment are identified and merged to form the final planar segments. In
[Feng 14], a graph-based segmentation approach with strong focus on real-time capability
is presented. In this approach, nodes are used to represent several neighboring point
measurements. By analyzing their planarity and their similarity to neighboring nodes it is
possible to identify large planar regions efficiently.
All above-mentioned methods use region-growing approaches to identify planar segments. In contrast, Borrmann et al. propose a hierarchical algorithm that uses the Hough
transform to find planes in the scene [Borr 11]. In order to achieve good segmentation
results with reasonable computational effort, the authors experiment with different new
accumulator designs.
Mörwald et al. address the limitation to simple parametric surfaces, like planes, and
decompose the scene into regions that can be modeled with B-Splines [Moer 13]. By
combining color and distance information it is possible to find more generic segments in the
scene. In their work, the authors use their method to reconstruct missing depth values, for
example at the object’s boundaries.
Additional methods for point cloud segmentation can be found in the survey paper of Nguyen and Le [Nguy 14] and in the recently published review paper of Wang
et al. [Wang 16].
In summary, all the described segmentation methods directly operate on the point-cloud
data and potentially on additional RGB information. However, in the case of structured
light cameras, additional information is available in form of the acquired infrared images.
This chapter describes a refinement method that can be used in combination with any of
the above-mentioned segmentation methods. This is particularly useful for all applications
that require a higher accuracy than the estimation methods that only consider sets of point
measurements, which itself may suffer from errors that stem from block matching.
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Calibration Methods for Structured Light Cameras:
State of the Art

There exists a large body of work on the calibration of structured light cameras which can
be categorized into two groups: target-based and target-less approaches. Methods of the
first group require a calibration pattern with known dimensions, for example a checkerboard,
whereas the second group tries to solve the same problem based on generic scenes or by
projecting the pattern with the projector.
Several target-based approaches share the same principle of projecting a calibration
pattern onto another printed calibration pattern and comparing their relative position. With
unknown or inaccurate calibration parameters, the patterns may be offset against each other
or distorted. Then, the parameters that describe the structured light setup are optimized by
minimizing the relative offsets between the patterns.
To this end, Audet and Okutomi propose to use a calibration target consisting of fiducial
markers [Aude 09]. In this example, half of the markers are printed onto a calibration
target, whereas the second half of the markers is projected by the projector. Chen and
Chien calculate the intrinsic parameters of a projector and its spatial relation to a camera
similarly [Chen 13]. In their approach, the authors describe how automatically generated
light patterns that are projected onto a calibration pattern can be used for calibration. Moreno
and Taubin have published a calibration toolbox for structured light cameras that uses a
checkerboard as reference object [More 12].
Other researchers have tackled the problem of calibrating a camera to a projector with
a large focus distance. In such setups, calibration patterns need to be very large such that
they can be detected in the camera’s image and are within the projector’s focused range at
the same time. In Yang et al. [Yang 11] and [An 16], this constraint is relaxed. Both works
propose methods that find the system’s parameters based on out-of-focus projections of the
calibration pattern.
On top of existing calibration methods, Ye and Song recently proposed a method for
refining an initial calibration result based on control points on a planar surface [Ye 16].
Using a calibration target can be impractical for various applications, e.g. if the system
has to be set up in the field by non-expert users. Yamazaki et al. presented a method for
estimating the spatial relation between the camera and the projector as well as the intrinsic
parameters of both devices [Yama 11]. The parameters are obtained by calculating and
decomposing the fundamental matrix. The required point correspondences are generated
by projecting custom patterns into the scene. Another target-less approach for setups with
at least two cameras and a projector have been proposed by Bird and Papanikolopoulos
[Bird 11]. However, dropping the requirement of a known reference object, or more specifically a calibration pattern, allows the calibration result only to be accurate up to scale.
For some applications, such a non-unique calibration result may be sufficient. However, if
metric distance measurements are required, then the scale ambiguity needs to be resolved
by observing a reference object of known dimensions.
A common requirement of all the above-mentioned calibration approaches is that the
user can control the projected image, like given in custom setups that consist of a camera
and a regular projector. Off-the-shelf sensors, like the Microsoft Kinect V1 or the Intel
RealSense R200, emit fixed dot patterns with infrared diodes in combination with diffractive
optical elements (DOE).
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Much less work has been dedicated on the research on calibrating black-box systems
like off-the-shelf structured light systems. Most related to the calibration approach presented
in this work is the method by McIlroy et al. [McIl 14]. In their work, the authors present
Kinectrack, a setup in which the position and rotation of a DOE emitter is tracked by an
infrared camera. In order to recover required system parameters, the authors present a
calibration approach that estimates the unknown emitted dot pattern and a generic model for
the projector. However, in the original work, only up-to-scale calibrations are calculated.

5.3

Calibration of Structured Light Cameras

Structured light cameras use a similar principle as stereo cameras to measure distances.
The distance calculation of both sensors is based on corresponding pixel coordinates of a
reference image and a second image. In the case of a stereo camera, the scene is observed
by two cameras. Thus, one of the two camera images acts as the reference image. Here,
the necessary correspondences result from pixels which represent the same 3-D point in the
scene. Instead of using two cameras, structured light sensors use a camera and a projector
that emits a known pattern into the scene. This pattern superimposes the scene and is
ultimately captured by the camera. In this case, the observed image is matched to the known
pattern.
In both cases, correspondences are obtained by finding corresponding image patches in
the two images. The problem of matching these image pairs has been studied intensively
and is still under investigation [Hirs 08, Bley 11, Fane 17].
Once the corresponding points have been calculated, pixel-based disparities can be
computed. The disparity at a particular pixel coordinate is directly related to the distance
between the camera and the object that the pixel represents and thus can be used to calculate
3-D coordinates.
However, the foundation of calculating distance measurements or point clouds lies in an
accurate model of the sensor itself. In this work, a structured light sensor is modeled as a
standard stereo camera, consisting of two pinhole cameras which may be extended by a lens
model, and a rigid body transformation that relates the two cameras.
The following sections describe a novel calibration procedure for off-the-shelf sensors
that calculates the parameters of the structured light sensor model and reconstructs the
unknown dot pattern of the DOE emitter. Figure 5.2 visualizes the individual steps of the
calibration method. The algorithm requires a set of calibration images and a set of intrinsic
parameters that describe the observing camera. Details on the required data are given in
Section 5.3.1. Section 5.3.2 outlines how the spatial relation between projector and the
observing camera can be estimated. Section 5.3.3 explains how valid intrinsic parameters for
the projector can be calculated. In the next step, outlined in Section 5.3.4, the spatial relation
and the intrinsic parameters are used to reconstruct the emitted dot pattern. Section 5.3.5
describes how virtual views of a scene can be generated based on the previously calculated
camera model. Finally, all calibration parameters are refined in an iterative optimization
process as detailed in Section 5.3.6.
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Figure 5.2: Calibration process. Starting from a set of calibration images and camera
intrinsics, the extrinsic parameters Rcp , the intrinsic parameters Πp of the projector and
the unknown dot pattern S are estimated. The resulting, optimized sensor parameters are
summarized in the camera model C

5.3.1

Calibration Data

In principle the calibration method is capable of recovering all above-mentioned parameters
based on two observations of two known, non-coplanar planes. Each observation of a
plane consists of an image of the dot pattern and a second image that is used to obtain
the parameters that describe the observed plane. To this end one can choose between
two approaches: a calibration pattern based approach and a distance measurement based
approach. Using the distance measurements of the sensor to calculate the plane parameters
will limit the accuracy of the resulting calibration as it will be directly affected by the
measurement errors of the sensor. Instead it is recommended to use a calibration pattern to
obtain a more accurate estimate of the observed plane.
The dot pattern is observed best when pointing the camera towards a homogeneous white
wall. A good calibration data set should contain multiple images that cover approximately
the working range of the camera. During the initial estimation of the sensor parameters only
two images of the data set are required. Later, in the optimization phase, all information
from the complete data set is leveraged to refine the sensor parameters. Please refer to the
evaluation section for the optimal amount of calibration images.

5.3.2

Estimation of the Extrinsic Parameters

The extrinsic parameters are used to model the relation between the coordinate system
of the projector and the observing camera. For stereo camera systems, this coordinate
transformation is commonly expressed by a rotation and a translation and can be summarized
as the rigid body transformation Rpc . Here, the subscript indicates the two coordinate
systems and the direction of the transformation.
Sensors like the Microsoft Kinect V1 or similar sensors have a fixed, rigid baseline and
allow some simplifications regarding Rpc . With these sensors, it is feasible to assume that
the optical axes of camera and the projector are parallel, which reduces the spatial relation
to a pure translation along the baseline b.
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Figure 5.3: Initial baseline estimation. The intersection of multiple rays r i is equivalent
to the origin of the projector. Corresponding points xi and x0i are calculated from known
planes P and P 0 respectively. The translation between the camera and the projector is called
the baseline b.
The baseline b is calculated based on two images, which observe two planes at different
distances. This setup is visualized in Figure 5.3. In this visualization, the projector emits
rays r i that hit either P or P 0 depending on whether the first image or the second image is
analyzed. These rays can also be calculated from two corresponding points xi and x0i in the
camera image. Intersecting a bundle of rays yields the center of projection of the emitter
with respect to the camera. This translation is equivalent to the baseline b.
Corresponding points in the observed camera images can be obtained via established
block matching techniques. Finding the 3-D coordinates xi requires known intrinsic
parameters and known planes. The camera’s intrinsic parameters can be calculated for
example with Zhang’s method [Zhan 00], if they are not available. The positions of the
planes can be calculated in advance based on a calibration pattern (recommended) or from
the distance measurements of the structured light camera.

5.3.3

Estimation of the Projector’s Focal Length

This section describes how the parameters of the projector’s pinhole camera model can be
calculated. The unknown parameters are the focal length, the principal point and the image
dimensions. In this work, it is assumed that lens distortion of the projector can be neglected.
Furthermore, the principal point is set to the image center, and the focal length is assumed
to be identical in x- and y-direction. Thus only the image dimensions and the focal length
need be defined.
In a later step, the projector model will be used to reconstruct the emitted dot pattern
from the observed camera image. Thus, for ensuring that each observed pixel can be mapped
to a projector image pixel, the image dimensions of the projector should be selected at least
equal to the dimensions of the camera image. In practice, the projector resolution is set to
be twice as large as the camera’s resolution to ensure that only little image information is
lost to interpolation errors when reconstructing the projector’s image.
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Figure 5.4: Focal length initialization. The projector’s focal length fp is computed from the
known camera intrinsics, a known plane and the initial baseline b. Shaded areas visualize
the two fields of view for camera C and projector P .
Next, the focal length shall be calculated such that all pixels seen by the camera are also
contained in the field of view of the projector. This is ensured by picking an image corner
p(c) that represents the projection of a 3-D coordinate x(c) that maximizes the distances to
the projector. This scenario is visualized in Figure 5.4. Let x(p) = (x(p) , y (p) , z (p) )| be the
corresponding point of x(c) in the projector’s coordinate system, and p(p) = (u(p) , v (p) )| its
projection on the projector’s image plane, then the focal length fp can be calculated from
the pinhole camera model defined in Equation (2.4):
u

(p)

 z (p)
x(p)
= fp (p) + u0 → fp = u(p) − u0 (p) =
z
x



(p)

u

W
−
2



z (p)
,
x(p)

(5.1)

with u0 being the x-coordinate of the principal point of the projector. In the example
depicted in Figure 5.4, u(p) is at the left border of the projector’s image plane and therefore
can be set to 0. With the proposed approach the distance of the plane P to the sensor directly
influences the resulting focal length. In general, a closer plane and consequently a wider
field of view will ensure that the emitted pattern can be captured completely. In practice, this
represents the recommended approach. The following section presents additional details on
how the ideal setup for calculating the projector’s focal length.
Finding the Optimal Plane for Initialization
In this section, different calibration setups and their impact on the resulting focal length
fp are studied. Figure 5.5 illustrates three different cases: the plane being too close to the
camera, an approximately optimally chosen plane and a plane which is too far from the
camera. In each figure, the field of view (FoV) of the camera and the true, unknown, FoV of
the projector is shaded gray. The calibration plane P1 is used to calculate an initial focal
length, which is used to define the virtual pinhole camera model of the projector. The FoV
of the virtual projector model is delimited by solid green lines. The shaded green area
visualizes the section of the projected dot pattern that can be reconstructed with a particular
focal length.
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Figure 5.5: Choice of the optimal calibration plane. The figures illustrate three cases: the
plane being too close, approximately optimal and too distant. The true fields of view of
the camera and the projector are visualized gray. The field of view of the virtual projector,
estimated on the calibration plane P1 is delimited with green lines. The reconstructible
pattern area is shaded green. Sections which cannot be reconstructed are shaded red.
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In Figure 5.5a the calibration plane is too close to the camera. In this example, the
estimated focal length is smaller than the true focal length and consequently results in a
FoV that is too large. Choosing such a setup ensures that the reconstructed dot pattern will
include all dot pattern information that can be obtained from multiple views of different
planes. Nonetheless, the reconstruction of the dot pattern will use only a smaller section
of the virtual projector image, thereby compressing the observed information onto fewer
pixels.
Figure 5.5b shows a setup with an optimal calibration plane. In this setup, the calibration
plane is chosen such that the left border of the camera’s FoV aligns with the left border of
the projector’s FoV. In practice hitting the ideal calibration plane distance is laborious as it
may require multiple manual adjustments of the camera setup until the ideal plane has been
found. In theory, however, this setup can be expected to reconstruct the most information of
the projected dot pattern.
The third case is visualized in Figure 5.5c. The focal length is estimated with P1 , which
is too distant from the camera. This results in an overestimated focal length or a FoV that is
too narrow to include the complete projected pattern. During the calibration optimization
phase, multiple images of different planes are used to improve the reconstruction of the
dot pattern. However, with this setup, information from closer planes, e.g. P2 , cannot be
incorporated as it is outside of the FoV of the projector. In the figure, this area is shaded red.
The ideal case can also be formulated mathematically. In this setup, the calibration
plane is assumed to be parallel to the image plane. Let z be the distance to P1 , x be the
x-coordinate where the two fields of view intersect, bx the x-offset between camera and
projector and γp and γc describe the half opening angle in x-direction of the projector and
camera respectively. All coordinates are given in the camera’s coordinate system, with the
superscripts being omitted for simplicity.
x
→ x = z tan γc
z
x + bx
tan γp =
z
tan γc =

(5.2)
(5.3)

Note that this formulation assumes that the translation between the projector and the camera
can be approximated by a pure translation in x-direction. Both equations describe the same
point in space with respect to either the camera or the projector. By inserting the first
equation into Equation (5.3), one can directly relate the two fields of view.
tan γp =

z tan γc + bx
bx
= tan γc +
z
z

(5.4)

Equation (5.4) contains two unknowns: the distance z and the opening angle γp . The one or
the other can either be found by manually adjusting the camera position w.r.t. the observed
plane until the above-mentioned condition is satisfied, or by approximating z based on the
specified working range in the camera’s data sheet.

5.3.4

Dot Pattern Reconstruction

This section describes how the static image that is emitted by the projector, can be reconstructed from a single image of a known plane. Let S denote the static projector image, I
the observed image and Rpc the spatial relation between camera and projector as estimated
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Figure 5.6: Virtual image generation. The 3-D coordinate xi is calculated by intersecting
(p)
(p)
the ray r i for the point pi with the plane P. This point is transformed to the coordinate
(c)
system of the camera, and finally projected with Πc to get pi . Knowing corresponding
points in image domains allows reconstructing the intensities of S.
in Section 5.3.2. The goal of the reconstruction is to calculate the intensity values for all
pixels of S from I.
(p)
Figure 5.6 visualizes the reconstruction for a single pixel pi of S from its corresponding
(c)
(c)
pixel pi in the observed image I. The corresponding point pi is obtained by intersecting
(p)
a ray r i with the known Plane P, transforming it to the coordinate system of the camera
(p)
and by projecting it onto the image plane. Thus, the intensity for a pixel coordinate pi is
given by




(p)
(c)
S pi , θ = interp I, pi





(p)
−1
= interp I, Πc Rpc Πp,θ pi
,

(5.5)

with Πp,θ denoting the projection of a 2-D point into the 3-D scene by intersecting its
viewing ray with a plane parametrized by θ. In this formulation interp (I, p) represents a
interpolation scheme that calculates the intensity value for a non-integer coordinate p from
an image I.
The dot pattern reconstruction can be extended such that it combines intensities from
multiple observed planes, e.g. by averaging the information or by taking the median of
several candidate intensities. In practice, this reconstruction serves only as a coarse estimate
that is refined in a successive optimization phase, thus using a single image is sufficient.

5.3.5

Virtual Image Generation

With estimates of the extrinsic parameters, all intrinsic parameters and the dot pattern of
the sensor it is possible to render virtual images of a parametric model. In this calibration
scenario, this scene consists of a plane whose parameters are stored in the vector θ. The
generation of a virtual image is the inverse process of the dot pattern reconstruction described
in Equation (5.5). In contrast to the pattern reconstruction, now the stored dot pattern is used
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as lookup image for calculating intensities for a virtual image V of a model parametrized
by θ.







(p)
(c)
−1
V pi , θ = interp S, Πp Rcp Πc,θ pi
(5.6)
Equation (5.6) shows a mathematical formulation of the rendering process, with Rcp being
the inverse of Rpc . Note that the image generation pipeline is not specific for a particular
set of parameters, but allows the adjustment of all parameters that either describe the scene
or the sensor. This property will be used to calculate refined sensor parameters in the
optimization phase. Furthermore, this formulation also allows rendering virtual images of
arbitrary objects for which an intersection method with rays can be implemented.

5.3.6

Parameter Refinement

This section describes how multiple images of a known plane can be used to improve the
initial parameters of a structured light sensor model C = (Rcp , fp , S). In the optimization
phase, the complete information from multiple views is combined, instead of relying only
on a small number of point correspondences or a single image.
The optimization is based on the idea that C describes the sensor accurately, then it
is possible to render an image of a known scene that is identical to the observed image.
Consequently, it is possible to obtain refined model parameters by adjusting the initial sensor
parameters such that the similarity between the observed and rendered images increases.
The refined sensor model C ∗ = R∗cp , fp∗ , S ∗ is obtained iteratively. Each iteration consists
of two steps. First, the current intrinsic and extrinsic parameters are updated via gradient
descent. In the second step, the updated parameters are used to reconstruct a new, updated
dot pattern.
The refined camera model C ∗ is obtained by minimizing the following cost function:
!
M
X


C ∗ = R∗cp , fp∗ , S ∗ = argmin
eRcp ,fp ,S I 0j , V 0j (θ j )
,
(5.7)
Rcp ,fp ,S

j

which measures the similarity between M pairs of virtual and observed images. Before
evaluating their similarity both images are normalized in order to limit the influence of
scene illumination. To this end, each pixel of an image I is divided by the mean value of its
neighborhood to obtain the normalized image I 0 . The similarity of the normalized observed
image and normalized virtual image for a particular set of model parameters is measured in
terms of the mean squared difference
eRcp ,fp ,S (I, V (θ)) =

N
1 X 0
2
(I i − V 0i (θ)) ,
N i

(5.8)

with N denoting the number of pixels. Updating the model parameters via gradient descent
requires the calculation of partial derivatives of the cost function. Here, there exist two
factors that complicate the use of analytic derivatives: the interpolation used during image
rendering and the neighborhood-based normalization. Thus, gradients can only be calculated
numerically by altering the current parameters by small deltas.
At the end of each iteration the dot pattern S is updated using the new intrinsic and
extrinsic parameters. To this end, M dot patterns are reconstructed from the calibration data
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Figure 5.7: Geometric primitive refinement. Parameters θ of an initial parametric model
are refined in an iterative process. By creating virtual views of the object and comparing it
to the observed image, θ can be adjusted such that the similarity increases and an optimal
parameter set θ ∗ can be obtained.
as presented in Section 5.3.4. By taking the pixel-wise median of all candidates, the updated
dot pattern is obtained
S 0 = median ([S 1 , S 2 , . . . , S M ]) .

(5.9)

The median filter is used to limit the impact of sensor noise on the dot pattern reconstruction.
Furthermore, this filter prevents that slightly inaccurate plane models and interpolation
effects wash out the distinct dots of the pattern.
Each iteration consists of the two, above-mentioned steps. The iterative process continues as long as the value of the cost function, or more specifically the dissimilarity between
the observed and rendered images, decreases by more than a predefinedthreshold between
consecutive iterations. The resulting sensor model C ∗ = R∗cp , fp∗ , S ∗ can be stored for
future use. Recalibration is not required unless the camera/projector setup is changed.
Typically, this does not occur for consumer structured light cameras. However, for the
Kinect V1, researchers have reported that the measured distance can change with respect to
the sensor’s temperature, which may indicate that the spatial relation varies with temperature
[Fied 13].

5.4

Geometric Primitive Detection and Refinement

This section describes an application of the sensor model that has been developed and
calibrated in Section 5.3. The goal of the method is to find model parameters for an object in
the scene as accurately as possible. This is achieved in two steps. In the first step, the region
that belongs to the object of interest has to be determined, for example via segmentation.
Next, a model is fit to the 3-D points contained in that particular region. The accuracy of
this model will be limited by the systematic errors of the structured light camera. Finally,
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the non-optimal model parameters shall be refined such that the resulting model represents
the object in the scene more accurately.
Figure 5.7 visualizes this process exemplary for the accurate detection of a sphere.
In this example RANdom SAmpling Consensus (RANSAC) [Fisc 81] is used to obtain a
parameter vector θ that contains the sphere’s radius and its position with respect to the
camera. Due to the random nature of RANSAC and the systematic measurement errors of
the camera, the initial parameter vector will not represent the sphere accurately. The core
idea of the refinement method is that if the parameter vector would truly describe the sphere,
then a simulated image of the projected dot pattern would be identical to the image that is
observed by the camera. Consequently, it is possible to adjust the initial model parameters
such that the similarity between the observed image and the simulated image increases.
This is implemented as an iterative optimization process which ultimately yields a refined
parameter vector θ ∗ .
Section 5.4.1 contains information on the initial detection of geometric primitives. The
details of the refinement method are presented in Section 5.4.2.

5.4.1

Initial Detection of Geometric Primitives

The decomposition of 3-D point clouds into separate segments is an active field in research,
especially since the rise of low cost 2.5-D sensors. The segmentation of a point cloud
is typically achieved by grouping all points which can be represented by a higher-level
parametric representation, e.g. by finding all points that belong to the same planar surface.
Depending on the particular segmentation method, the algorithm may return labels for
individual segments or a list of parametric models that have been found. A short summary
on segmentation methods has been presented in Section 5.1. In this section, the focus is set
on the calculation of parametric models that can be used as input to the proposed refinement
method. This is demonstrated exemplary for three models, namely planes, spheres and
cuboids.
Planes
The existing approaches are commonly grouped according to the plane estimation method
they use: RANSAC, 3-D Hough transform or region growing in combination with e.g. least
squares fitting. In this work the method proposed by Holz and Behnke [Holz 14], which
belongs to the third group, will be used. The results of the plane segmentation algorithm
will serve both as baseline and as initialization to the refinement method.
The segmentation method assumes that the point cloud is organized. In this context, the
term organized describes a point cloud that is arranged in a 2-D array, thus the neighbors of
a particular point are directly available. The authors propose two variants of their method in
order to trade off speed against accuracy. In this work, the focus is set on accuracy, thus the
slower but more accurate variant named “Probabilistic Plane Segmentation” is employed.
The method finds all planes in the point cloud via region growing. In each step, a point is
taken from a processing queue. Every time a point that fits the current model has been found
the model gets updated based on all previously found inliers. In a naive implementation
the costs of the plane estimation in the update step would scale with the number of points
that support the current plane. This can be avoided with the incremental least squares
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Figure 5.8: Choosing the right RANSAC tolerance threshold with respect to the discretization error of structured light cameras. Starting from the left, the figures show a sphere, the
corresponding depth image and two inlier sets for sphere models that have been estimated
with RANSAC. Using too small tolerance levels for the inlier set will exclude valid 3-D
points that belong to the sphere.
plane fitting approach proposed by Poppinga et al. [Popp 08]. With this method, planes are
calculated from a normal vector and the mean of all inlier points, with the normal being
obtained via eigenvalue decomposition of the covariance matrix of all supporting points.
The fact, that both the centroid and the covariance matrix can be built up incrementally
makes this approach particularly efficient.
After segmentation, each of the resulting plane segments can be represented by a mask
that indicates whether a point belongs to a particular plane. A common model for planes
is the Hesse normal form, which represents a plane in terms of a unit normal n and the
distance from the origin to the plane:
x| · n − d = x| · (nx , ny , nz )| − d = 0 .

(5.10)

In this work the parameters of a model shall be summarized in a single parameter vector θ.
Consequently, the parameter vector for planes contains four values (nx , ny , nz , d).
Spheres
Sphere detection can be implemented similarly as the previously discussed plane detection.
However, the discretization effects of consumer-grade structured light cameras make the
accurate detection of spheres particularly challenging. Especially if only small sets of points
are used for model fitting, these discretization errors may have a huge impact on the result.
This circumstance makes region growing based approaches impractical for sphere detection
whenever such errors have to be expected.
In this work, RANSAC is used to find spheres in point clouds. This approach enables the
calculation of both model parameters and inliers at the same time. The inlier threshold for
sphere detection has to be set depending on the expected distance between the camera and
the observed sphere as well as the expected discretization error. If the tolerance level is set
to a value smaller than the discretization error, then it might be impossible to find a model
that represents all supporting points of a sphere. The depth resolution of the Orbbec Astra
sensor is approximately 3 mm. Thus, setting the tolerance threshold to values significantly
smaller than 3 mm may cause non-ideal inlier sets. Figure 5.8 shows fitting results for
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two inlier thresholds. Depending on the used tolerance thresholds different amounts of
3-D measurements that actually belong to the sphere are considered as inliers or not.
Experimental results also show that smaller tolerance thresholds also do not automatically
result in more accurate model fits (see Section 5.5.5).
The resulting spheres are defined by their center coordinate (cx , cy , cz )| and their radius
r. Therefore, the parameter vector for spheres contains four values θ = (cx , cy , cz , r).
Note that there also exist other approaches, for example least squares fitting methods.
However, unlike RANSAC, these approaches are typically sensitive to outliers as they
enforce a model that minimizes the squares distances of all points to the sphere. In contrast,
RANSAC evaluates different model candidates and picks the candidate that fits the largest
subset of points, and thereby is capable of ignoring outliers. Nonetheless, if runtime is not
critical, then RANSAC could be used to obtain input data that is (almost) free of outliers for
a least squares fitting approach.
Cuboids
There exist several ways to define a cuboid in 3-D space. In this work, a cuboid is defined
by its dimensions and its position with respect to the camera’s origin. The cuboid is defined
in its own coordinate system with its borders being aligned with the axes of the coordinate
system. The spatial relation between the camera’s and the cuboid’s coordinate system is
modeled as a rigid body transformation. Thus, a cuboid has nine degrees of freedom: length,
width and height, three rotation angles and finally a 3-D translation vector.
The simple detector used in this work requires a seed value on the top plane of the
cuboid. Furthermore, it is assumed that the top plane and the supporting plane of the cuboid,
e.g. the floor, can be considered parallel. Starting from the seed value, the cuboid detector
finds the model parameters in several consecutive steps. First, the top plane and all its
supporting pixels are detected with the plane segmentation method by Holz and Behnke
[Holz 14]. For this task, the seed value is used as starting point for the region growing based
segmentation. Next, the minimum bounding box of all 3-D points that belong to the top
plane is calculated. The two major dimensions of the bounding box are used as length
and width of the box. In the third step, the height of the box is calculated by calculating
the distance between the top plane and the floor plane. The floor plane is estimated with
RANSAC with a predefined normal vector which is identical to the top plane’s normal.
Finally, the spatial relation is calculated from corresponding corner coordinates with Horn’s
method [Horn 87].

5.4.2

Parameter Refinement for Geometric Primitives

Geometric primitives are typically estimated directly from the 3-D data. Refining these
models based on the same data is challenging if no additional information is available.
This section presents a refinement method which operates directly on the observed infrared
image, instead of on solely the 3-D data which is returned by the sensor. By working directly
on the observed image it is possible to refine the model without the influence of systematic
errors of structured light cameras, like discretization artifacts that occur during the disparity
estimation.
The initial model provides prior knowledge on the shape and the position of an object in
the scene. The proposed method explicitly uses this knowledge to generate virtual views
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of the object. By comparing the virtual views to the observed image and adjusting the
parameters such that the similarity between the two images increases, one can optimize for
more accurate model parameters.
This approach directly builds on top of the framework that has been developed in
Section 5.3. The task of refining the parameters θ of an object in the scene is similar
to the refinement process of the sensor parameters. The optimization problem given in
Equation (5.7) can also be applied to find an optimal parameter vector θ ∗ by optimizing θ
instead of the sensor model C. Changing the optimization variables yields

θ ∗ = argmin eC I 0j , V 0j (θ j )
(5.11)
θ

with C being the sensor model and e(·) being the mean squared difference of two images.
During refinement, the refined models can be more complex than the planar scenes used
during calibration, e.g cuboids which contain lateral surfaces. This causes non-uniformly
illuminated pixels in the observed images. However, the image rendering process presented
in Equation (5.6) does not account for surface normal directions, thus causing less reliable
similarity measurements. Using the mean-normalized images I 0 and V 0 mitigates the
problem of inhomogeneous illumination.
In many cases the observed object does not fill the complete field of view, hence only a
small fraction of the image needs to be rendered and evaluated. Depending on the model
representation of the object it may or may not be possible to calculate its region in the image.
The Hesse normal form for modeling planes, for example, does not contain any information
about the position and the extent of a plane. In contrast, it is possible to find all pixels that
belong to a sphere by evaluating whether a viewing ray that belongs to a particular pixel
intersects the sphere. If the region of interest cannot be calculated from the model, then
additional information, e.g. in terms of a binary mask, is required for defining which image
information should be used to calculate refined model parameters.

5.5

Evaluation

This section contains a thorough evaluation of different aspects of the proposed calibration
method and the refinement algorithm. The challenge in this evaluation is that the true
calibration information is not available for off-the-shelf structured light sensors. However,
it is possible to evaluate own calibration results implicitly by comparing refined geometric
primitive parameters to its corresponding ground truth.
To this end, a reference calibration is calculated on a large calibration data set. Then,
the calibration data is used to refine plane models. All data sets have been acquired with an
Orbbec Astra sensor. This camera has similar characteristics as the Microsoft Kinect V1
and the Asus Xtion. Section 5.5.1 provides a details on the data sets that have been used
throughout this evaluation.
This setup enables the investigation of two groups of properties of the refinement method:
the performance with respect to scene characteristics and the influence of the individual
parameters of the algorithm.
The first group contains experiments that investigate the performance for planes at
varying distances (Section 5.5.2), with varying object (Section 5.5.3) or varying texture
(Section 5.5.4). The refinement method is also applied to spheres and cuboids to study its
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performance on more complex shapes (Section 5.5.5 and Section 5.5.6). With these models,
the refinement task becomes even more challenging as not only the parameters of the object
itself, but also the position needs to be optimized.
The second group of experiments studies the number of iterations that are used for
refinement (Section 5.5.7), required runtime (Section 5.5.8) and the impact of the calibration
data on the overall refinement performance (Section 5.5.9). By using only a subset of
the calibration data, it is possible to examine two important properties of the calibration
algorithm: the impact of the number of calibration images and how well calibration results
generalize to distances that have not been seen during calibration (Section 5.5.10).

5.5.1

Evaluation Data Sets and Reference Data

In total five different data sets have been recorded for this evaluation. The first data set
is called the calibration data set and consists of 25 images of a white wall. The wall is
captured at distances ranging from 0.7 m to 1.7 m with the optical axis being approximately
perpendicular to the planes. Ground truth plane information is calculated from checkerboards that are detected automatically with ROCHADE [Plac 14]. By temporarily disabling
the emitter during the acquisition of the checkerboard, it is possible to prevent that the
emitted dot pattern causes inaccurate pattern detections. Calculating 3-D plane models from
2-D calibration features requires known intrinsic parameters of the camera. The latter are
estimated with Zhang’s method [Zhan 00] based on calibration images.
The performance with respect to different scene characteristics is evaluated on four
different data sets. The walls data set contains 70 images of a white wall at distances ranging
from 0.65 m to 1.75 m. Ground truth plane parameters are calculated from checkerboards.
The texture data set consists of images that show six wooden boards with different
challenging surface textures. This data set is used to investigate the robustness of the
refinement method with respect to texture and surface properties. Analogously as with the
previous data sets, checkerboards have been used to obtain ground truth plane information.
Two additional data sets contain images of spheres and cuboids respectively. The spheres
data set consists of 40 images of a white, coated ball with a radius of 10.5 cm captured
from different perspectives. The cuboid data set consists of 40 images of a wooden box
with 32.4 cm × 26.4 cm × 10 cm. The box has been captured at different poses and from
different viewpoints, such that different faces of the boxes point towards the camera. During
the recording, the camera has been positioned such that the central pixel is always on the
top of the box in order to have a common seed point for the top plane across all images.
Within this evaluation, the following notation is used to describe the results: the angle
measured between the refined normal and ground truth normal is denoted by α. The
difference between the distance parameters of the refined and the ground-truth plane is
represented by ∆d. The subscripts i and r differentiate between the initial and refined
values. The optimization is performed solely on the observed infrared image without any
information from the checkerboard.
The initial model estimates are calculated with the methods described in Section 5.4.1.
During optimization, the generated and observed images are normalized with their mean
value. In this step, a window size of 11×11 pixels is used. By default, the number of
iterations for finding refined parameters is limited to 60. If the mean square error changes
by less than 10−5 between two iterations, the optimization terminates earlier.
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Figure 5.9: Normal angle and distance parameter errors w.r.t. distance between camera
and observed plane. Individual marks represent single plane measurements. Black and red
represent the results before and after refinement. The average error within 10 cm wide bins
is plotted with solid lines. The shaded areas visualize the respective standard deviations.

5.5.2

Distance Between Plane and Camera

In the first experiment, the impact of the object distance on the performance of the refinement
method is investigated. To this end the walls data set is used.
The plots in Section 5.5.2 show the error of the plane normal and the distance parameter
before and after refinement. Each plot shows the mean error and the standard deviation
calculated on 10 cm wide bins. The evaluation shows that the accuracy of the plane
parameters can be significantly improved with the presented method.
When refining the normal vector, a dependency between distance and potential refinement can be observed. In the close range, only small improvements are possible for
two reasons. The potential measurement accuracy structured light sensors is inversely
proportional to the distance. This results in comparatively accurate measurements of the
sensor and consequently leads to a more accurate initialization. Another reason is that the
projected pattern in this range is close to being oversaturated. The latter is not modeled
during rendering, thus making refinement more difficult. The potential for improvement that
can be achieved with the refinement method increases as the distance between the camera
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Figure 5.10: Refinement of plane parameters w.r.t. segment size. The plot shows the
refinement of the initial parameters in percent. The individual results have been calculated
on image regions covering a certain percentage of the images of the walls data set.
and the observed plane increases. Especially towards the end of the evaluated distance range,
it is possible to improve the accuracy of the normal direction by factors greater than two.
Figure 5.9b shows that the distance parameter of the plane model can be improved by
more than 30 % over the entire distance range. This result supports the assumption that more
accurate model parameters can be found if the complete image information that belongs to
a particular model is used to estimate its parameters.

5.5.3

Influence of the Size of the Plane Segment

This section studies the relationship between the number of pixels that are considered during
optimization and the resulting accuracy. The proposed method directly operates on the
intensities of all pixels that belong to an object. Therefore, having fewer pixels available
may result in less accurate refinement results. Vice versa, this also means that additional
image information makes more accurate results feasible.
This characteristic is evaluated on the walls data set, which contains images of planes
that fill the complete field of view. Different segment sizes are simulated by using only a
certain percentage of the central, rectangular image region. In this experiment, the segment
size is increased iteratively by 5 % until the complete image region is used for refinement.
The improvement of the normal direction and the distance parameter is averaged over all
refinement results for a particular segment size.
Figure 5.10 shows the results of this experiment. The plot shows that the accuracy of
the distance parameter can be improved by approximately 40 % across all segment sizes.
The reason for the good performance is believed to be the fact that all pixels that contribute
to the refinement process would be affected by a wrong distance parameter. In contrast,
a wrong normal direction would affect all pixels differently. This also explains why the
refinement performance of the normal direction decreases significantly for segments that
cover less than 40 % of the image region. With even smaller percentages only small or no
improvements regarding the direction of the normal vector are possible. In comparison, the
plane parameters of regions that fill more than 40 % of the image area can be improved by
approximately 30 %.
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(b) Infrared image

(c) Z-Image

(d) Segments

Figure 5.11: Scene with six differently textured plane segments. Figure (a) shows a topdown color photography of the scene, (b) shows the infrared image captured by the camera,
(c) shows the corresponding z-image (distances in meters) and (d) shows the plane segments
which are calculated during initialization. The results for the individual segments are given
in Table 5.1. The segments 1,3,5 and 6 have a low specularity, segment 4 is moderately
specular and segment 2 has high specularity.

5.5.4

Performance on Textured Surfaces

During application, the infrared camera cannot observe the surface texture directly, but only
overlaid with the emitted dot pattern. Consequently, the original surface texture cannot
be considered when rendering the virtual image, which ultimately makes the similarity
measurement more difficult.
This section investigates the refinement performance for surfaces with different textures
as pictured in Figure 5.11a. Figure 5.11 shows the images of the texture data set. The scene
consists of six wooden boards with different textures, including homogeneous and strongly
varied textures as well as matte and specular surfaces. Especially measuring the distances to
dark, specular surfaces is challenging and often results in low-confidence measurements
which are filtered out by the camera. This can be observed with the second board of the top
row in Figure 5.11c.
In this experiment, a plane is fitted to each of the segment independently. First, the
individual planes are detected with the method of Holz and Behnke [Holz 14]. Then, each
initial plane estimate is refined using only its respective image region. Again the ground
truth planes have been obtained with a checkerboard pattern ahead of the experiment. The
results of this experiment are listed in Table 5.1.
Segments 2, 5 and 6 have a dark surface, which makes it particularly difficult to see the
dots of the emitted pattern. Nonetheless, it is possible to refine the direction of the normal
vector by up to 28 % and the distance parameter by up to 60 %. On average, the proposed
method refines the direction of the normal vector by 24 % and the distance parameter even by
44 %, even though the observed planes are very close to the camera (0.7 m to 1 m, depending
on the plane).

5.5.5

Performance for Spheres

This section presents evaluation results for refining the parameters of spheres. Unlike
planes, spheres delimit the area they cover in the image implicitly with their parameters.
Consequently, no mask that indicates sphere pixels is required for refining spheres. This
experiment investigates two aspects: how well the radius parameter matches the true radius
and how well the resulting sphere model represents the image region of the sphere.
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Table 5.1: Normal and distance refinement for textured surfaces. alpha and ∆d are the
deviations from the reference normal and distance.
Seg.
1
2
3
4
5
6
Avg.

(a)

αi
1.68°
0.72°
1.37°
1.59°
1.33°
1.22°
1.32°

αr
1.35°
0.59°
0.95°
1.20°
1.01°
0.88°
1.0°

(b)

−19 %
−17 %
−31 %
−25 %
−24 %
−28 %
−24 %

∆di
0.66 cm
1.02 cm
0.50 cm
0.87 cm
0.85 cm
0.75 cm
0.76 cm

∆dr
0.35 cm
0.41 cm
−0.09 cm
0.74 cm
0.53 cm
0.34 cm
0.41 cm

(c)

−47 %
−60 %
−81 %
−15 %
−37 %
−54 %
−46 %

(d)

Figure 5.12: Qualitative examples from the spheres data set. Initial sphere estimates
are obtained with RANSAC with a distance threshold of 2.5 mm. The green overlays
represent the difference between the mask of the initial detection and the refined sphere.
In all examples the initial sphere position and radius have been refined to more accurate
parameters which truly match the observed image.

This evaluation uses the spheres data set. Figure 5.12 shows four qualitative examples
that illustrate how the refinement improves the model accuracy. During image acquisition,
the projector has been disabled temporarily in order to capture an infrared image with and
without projected dot pattern. In these examples, the initial model estimates have been
calculated with RANSAC and a tolerance threshold of 2.5 mm. In each figure, the difference
between the mask of the initial model and the refined model is shown in green. In all four
examples, the initial estimates were either slightly offset or overestimated the sphere’s
radius. With the proposed refinement method, these errors have clearly been reduced such
that the new masks fit the spheres more accurately.
Quantitative results of this experiment are shown in Table 5.2. The initial sphere estimates have been calculated with RANSAC for four different tolerance thresholds between
1 mm and 3.5 mm. In the second step, each of the initial sphere models has been refined.
From this experiment, two observations can be made. First, the results suggest using a
tolerance threshold similar to the depth resolution of the used sensor, as the best initial
estimates have been obtained with a threshold of 3 mm. Second, independent of the used
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Table 5.2: Mean errors and standard deviation for the initial refined sphere parameters.
Initial estimates are calculated with RANSAC for four different tolerance thresholds, and in
the second step, refined with the proposed method.
Threshold
1.0 mm
2.5 mm
3.0 mm
3.5 mm

(a)

Initial Error
2.161 ± 0.787 mm
0.933 ± 0.760 mm
0.787 ± 0.684 mm
0.931 ± 0.666 mm

(b)

Error after Refinement
0.966 ± 0.625 mm
0.455 ± 0.420 mm
0.531 ± 0.459 mm
0.493 ± 0.544 mm

(c)

Improvement
55 %
51 %
32 %
47 %

(d)

Figure 5.13: Qualitative examples of refined cuboids from the cuboid data set. The contours
of the initial and refined cuboid are outlined in blue and green respectively. The examples
show that a more accurate initialization leads to more accurate results. The box dimensions
and positions in (a) and (b) are refined noticeably. The refinement result in (c) shows an
improvement from the initial detection, but still has a small offset at the left contour. The
inaccurate rotation parameters (d) can only be corrected to some extent. However, the
dimensions of the box have been adjusted to more accurate parameters.
threshold, the initial estimates could be refined by more than 30 %. Here, the best refinement
performance of 55 % was achieved with the worst initialization results.

5.5.6

Performance for Cuboids

Refining cuboid models is interesting both from an algorithmic but also from an application
perspective. In contrast to planes or spheres, the cuboid model that is used in this work
requires nine parameters instead of four. During optimization, a larger number of parameters
may result in additional local minima, and therefore non-optimal results. From an application
perspective, cuboids represent an interesting shape as they can be used, for example, to
model boxes or parcels in order to automate dimensioning tasks.
This section evaluates the detection accuracy for the boxes of the cuboid data set. The
simple detection method presented in Section 5.4.1 is used to obtain initial estimates for the
cuboids. Then, each of the estimates is refined with the proposed approach. Figure 5.13
shows four examples of this data set exemplarily. In each figure, the contours of the initial
estimate are drawn in blue. Similarly, the refined model is drawn in green. In all examples,
the initial model could be improved such that the contours of the refined cuboid match the
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Figure 5.14: Mean squared difference vs. number of iterations.
true box contours more accurately than with the initialization. However, the refined results
do not perfectly match the true edges of the box, probably due to wrong local minima of the
cost function.
The accuracy of a cuboid model is assessed with the sum of the absolute differences of
the individual box dimensions. On average, the initial detections have an error of 0.94 cm.
With the presented refinement approach, this average error can be reduced by 30 % to
0.66 cm.
This evaluation studies only the accuracy of the dimensions. However, the refinement
approach also optimizes the position and rotation of a detected cuboid. If only the dimensions of a cuboid are required, then its position is only of secondary interest. Nonetheless,
in other applications that require an accurate localization of the camera, it is possible that
the spatial relation becomes equally or more important than the dimensions of the cuboid.

5.5.7

Maximum Number of Iterations

The maximum allowed number of iterations allows to trade off accuracy versus runtime.
In this section, the relationship between the similarity metric and the used number of
iterations is investigated. With the current, default parameters, the optimization terminates
if a maximum number of 60 iterations are reached, or if the similarity metric changes by
less than 10−5 between two consecutive iterations.
In this experiment, the average mean squared error for all images of the walls data
set is recorded for different numbers of iterations. Figure 5.14 shows the results of this
experiment. Within the first five iterations, the average dissimilarity between the rendered
and observed images is reduced by more than 30 %. It can also be seen from the figure that
the value of the cost function hardly changes beyond 30 iterations.

5.5.8

Runtime

There are several factors that influence the runtime of the refinement method: the number
of pixels that belong to a particular object, the maximum number of iterations and the
number of parameters that are required to model the object. Out of these factors, the
model complexity has the largest impact due to the numerical calculation of derivatives.
During each iteration, the derivative for each parameter is obtained by calculating the central
difference. In summary, each iteration requires the generation of two virtual images per
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parameter plus an additional virtual image to evaluate the dissimilarity with the updated
parameters.
This section presents runtime measurements for two different implementations. The
first implementation performs all calculations directly on the CPU, whereas the second
implementation utilizes the GPU to generate the virtual images. The runtime experiments
have been conducted with the walls data set, which contains a single plane that covers
the complete image. As the number of iterations can vary between images, only the time
required for single iterations is measured and averaged across all images.
The consumer notebook used in this evaluation is equipped with an Intel I7-4700
CPU and a Nvidia 750 GPU. On this machine, the CPU only variant requires on average
340 ms per iteration, which includes the generation of nine virtual images. By porting the
identical rendering pipeline to the GPU, it is possible to reduce the runtime for a single
iteration to 40 ms, which corresponds to a speedup by a factor of 8. There exist several
additional options to reduce the runtime even further. By using GPU-specific features, e.g.
interpolation methods or texture memory, it should be possible to additionally reduce the
time required for rendering a single image. Another option is to implement the complete
refinement process on the GPU in order to reduce the number of costly data transfer between
the host and the GPU.

5.5.9

Number of Calibration Images

Capturing calibration images is a laborious task, especially when using a calibration pattern
to obtain accurate reference data. This fact makes the minimum required number of
calibration images an important property of the calibration method.
In this section, different calibration results, generated from N = {2, 3, 5, 10, 15, 25}
images, are used to refine the planes of the walls data set. In order to obtain comparable
results it is required that each calibration approximately covers the whole range of operation
(0.65 m to 1.75 m). To this end, the images of the calibration data set are ordered by the
distance of the imaged plane to the camera, before sampling N images uniformly from the
whole distance range.
Figure 5.15 shows the mean squared difference between the observed and the final
virtual image, averaged over all images of the walls data set. As expected, more calibration
images will lead to a more accurate calibration result and consequently to a better refinement
performance. Nonetheless, it is possible to optimize plane parameters, even with calibrations
that have been calculated with very few images. The average improvement of the normal
direction for images of the walls data set is approximately 31 % if all calibration images are
used. In contrast, when using only two calibration images, only an average improvement of
26 % can be achieved. In this experiment, the performance w.r.t. the distance parameter has
been similarly sensitive to the number of calibration images. Here, the average improvements
are 38 % and 33 % respectively.

5.5.10

Importance of Calibrating the Whole Range of Operation

Another interesting property of the calibration method is how well its result generalizes to
distances that have not been included in the calibration data. For this evaluation, the calibration images are sorted by the distance between camera and observed plane, analogously
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Figure 5.15: Average similarity metric after refinement vs. number of calibration images
to the experimental setup in Section 5.5.9. Then, two calibrations are performed. The first
sensor model is calculated from all calibration images, which cover a range from 0.7 m to
1.7 m. This model will be referred as the full model. The second sensor model, called the
subset model, is estimated from calibration images that show planes in the range from 0.7 m
to 1 m.
During the experiment, all planes of the walls data set are refined with each sensor
model. Figure 5.16 visualizes the refinement performance for the two models with respect
to distance from the camera. The results show that both calibration results achieve a similar
performance, which means that the sensor model generalizes well to distances that have not
been covered during calibration.

5.6

Conclusion

This chapter describes a calibration method for structured light cameras and an application
for the resulting sensor model. Both methods have been developed to work with low-cost
off-the-shelf structured light cameras, like the Microsoft Kinect V1 or the Orbbec Astra.
With such cameras, refining the distance data is particularly difficult as these sensors do
not expose their internal parameters or the emitted dot pattern to the user. The proposed
calibration approach calculates the unknown model parameters of a structured light sensor
from two or more observations of a known plane. The chapter describes how a structured
light sensor can be modeled and details multiple individual steps which finally allow the
estimation and refinement of an exact sensor model.
The resulting sensor model contains the intrinsic parameters of the observing camera,
the projector, their spatial relation and the emitted dot pattern. Several applications can be
implemented based on this sensor model. This chapter also describes how this sensor model
can be used to implement a refinement technique for geometric primitives. The proposed
approach is based on the idea that it is possible to render a virtual image of an observed
object if its model parameters are known. Consequently, it is also possible to assess the
accuracy of the used model parameters by comparing the generated image with the observed
image. Based on this observation, it is possible to adjust the parameters of the model in
such a way that the observed image and the generated image become more similar.
Extensive experiments indicate that both the calibration method and the refinement
method yield accurate results. The refinement method is used to investigate the accuracy of
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Figure 5.16: Refinement performance for two different sensor models. The first sensor
model (red) has been calculated on the complete calibration data set, whereas the second
model (blue) has been computed only on calibration images within the range of 0.7 m to
1 m. Both sensor models achieve a similar refinement performance, independent of the
distance range of the calibration data.
the calibration results indirectly by refining the model parameters of different objects with
known dimensions. Several data sets, including images that show planes, spheres, boxes
and textured surfaces are used in these experiments. The evaluation results indicate that the
initial estimates of object models can be improved noticeably. For plane models, the initial
least squares fits can be improved by up to 60 %. Similarly, also more challenging models,
like spheres and cuboids can be improved by 50 % and 30 % respectively.
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Chapter 6
Outlook
Range cameras have the potential to enable new applications both in a consumer and in a
professional environment. However, a limiting factor which prevents a more extensive use
of these sensors is their accuracy.
In this thesis, different aspects that influence the measurement accuracy of range cameras
have been studied. In the following, new research directions and potential applications of
the theory and algorithms that were presented in the respective chapters are summarized.

6.1

Camera Calibration and Calibration Patterns

In the past, the computer vision community put a considerable amount of research into new
calibration methods that do not require special calibration patterns anymore but work on
generic scenes. This is a very interesting development as it allows an easy re-calibration
of cameras outside of lab or production environments. However, these approaches are not
considered as being as reliable as the calibration pattern-based approaches. Thus, further
research should include the optimization of pattern based approaches that allow a faster
calibration. The development of OCPAD aimed at simplifying the image acquisition process
by relaxing the requirement that the complete pattern has to be visible. However, this comes
at the cost of losing the unique mapping between the reference pattern and the detected
pattern.
In order to obtain a unique mapping, the pattern must consist of a uniquely identifiable
graph structure. By creating new, high-contrast patterns that can be transferred to a graph
representation, the proposed graph-based approach can be re-used to detect partially visible
patterns as well as their pose.
Alternatively, different aspects of the existing algorithm could be improved. The existing
verification strategy requires sub-graph matching. From an algorithmic perspective, this
is a computationally expensive task. In this context, further developments would include
improved matching algorithms that exploit the planarity of the graphs or transferring
the matching problem into a graph coloring approach. For both approaches there exist
specialized algorithms that can be expected to solve the matching problem more efficiently
than the current iterative scheme.
105
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Camera to Laser-Scanner Calibration

Laser scanners enable the simple acquisition of highly accurate reference measurements of
static scenes. Especially automatic calibration methods, like the approach presented in this
work, will help future researchers to use this modality more extensively to capture ground
truth.
At the point of writing, there is still a lack of large public data sets for range cameras
that do not only include range images but also accurate ground truth range information.
These data sets could be used in various research directions including object dimensioning,
object detection or segmentation. Large data sets would also be useful for the development
and evaluation of error correction methods if they show general scenes.
The method itself could be extended by a more efficient matching method for finding
corresponding checkerboards if the patterns cannot be distinguished uniquely by their
dimensions. Currently, the approach performs an exhaustive search in this step, which is
costly for scenes with many patterns.
Another potential extension would be a more sophisticated rendering pipeline for virtual
amplitude and distance images. By first calculating a mesh representation of the laser
scanner’s point cloud and then intersecting the individual rays of the virtual camera with the
mesh more realistic virtual images could be possible.

6.3

Range Camera Evaluation

The presented camera study provides a good overview on measurement errors that have
to be expected when using this modality. Future work may include experiments with
more recently released sensors to create an up-to-date comparison to previously evaluated
cameras.
Some sensors provide special capturing modes to increase the measurement accuracy for
strongly varied scenes. An example for this is the high dynamic range acquisition of scenes.
With time-of-flight cameras, this is typically implemented as a combination of two frames
that are captured with different integration times. In the current study, such acquisition
modes are disabled in order to increase comparability. However, future work could contain
new experimental setups that allow a comparison of such acquisition modes as well.
Another research direction could be the study of other classes of range sensors, e.g.
stereo cameras or structured light cameras. These sensors also have characteristic errors
that either depend on the measurement principle or environmental conditions.

6.4

Geometric Primitive Refinement with
Structured Light Cameras

Future researchers could focus on various aspects of this topic: the calibration itself, using
own algorithms for calculating the distance from the observed images or improving the
detection and refinement of objects.
The proposed calibration method for structured light cameras could for example benefit
from a lossless method for storing the reconstructed dot pattern. Currently, the pattern
is stored as a regular image whose pixels are calculated via interpolation. This could be
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avoided by choosing a continuous representation that is not limited to the structure of a 2-D
array.
The ability to create custom calibrations for consumer cameras also enables developers
to replace the original depth calculation algorithms with own, potentially more accurate
methods. A potential scenario for such an approach could be a dimensioning application
which calculates the dimensions of an object in two steps. First, the application provides a
low-accuracy real-time detection of candidate objects based on the original distance data.
Once the user has selected the object of interest, a custom high-accuracy method computes
distance data which is used to calculate the precise dimensions of an observed object.
Using custom methods to calculate distance information could also be promising for
active stereo cameras that illuminate the scene to increase the texture of homogeneous
surfaces to obtain dense distance images. A general problem of these sensors is that the
baseline between the cameras causes occlusions. However, when modeling such a sensor as
two structured light sensors, then it is possible to recover a certain amount of the missing
pixels, depending on the position of the projector.
Currently the proposed refinement method simulates the projection and the observation
of the dot pattern only to a very limited extend. In this context, a more realistic simulation
pipeline that also considers, for example the angle of incidence or occlusions that occur
due to the stereo basis, may lead to more realistic virtual images and thus more accurate
refinement results.
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Chapter 7
Summary
Within this thesis, multiple contributions to the fields of camera calibration, range camera
evaluation and applications of range cameras were presented. Below, the individual parts of
this work are summarized.
Calculating 3-D information with range sensors requires a mathematical model of the
camera. The goal of camera calibration is to obtain the parameters of such camera models.
There exist two different calibration approaches, target-less or target-based approaches.
Target-less approaches try to find the model parameters based on generic scene features
whereas target-based approaches use calibration patterns which are designed such that
they can be found with high accuracy. Thus, target-based calibration, for example with
checkerboard patterns, is preferred whenever reliable 3-D information needs to be acquired.
The two checkerboard detectors that are presented in this work have been developed
with a particular focus on the calibration of range cameras. Oftentimes, the image resolution
of such cameras is comparably low which makes the automatic detection of calibration
patterns particularly difficult due to the small amount of pixels that are available to represent
the individual features of the pattern.
Both algorithms cast the checkerboard detection problem as a graph matching problem.
To this end, several pre-processing steps are executed before a binary representation of the
checkerboard texture is obtained. Next, this binary representation is translated to a graph,
with vertices representing the corners of the checkerboard quads and edges representing the
contours of the quads. By verifying whether a graph matches the structure of the known
checkerboard, it is possible to identify true checkerboard candidates in the image. Once
the structure of the checkerboard has been detected approximately, the inner corners of the
pattern, which will later serve as calibration features, are refined to sub-pixel accuracy with
a robust refinement strategy that is both invariant to perspective and lens distortions.
The first algorithm, ROCHADE, requires that the complete pattern is within the field of
view of the camera in order to identify true detections. OCPAD relaxes this constraint by
using a more sophisticated graph matching method. The proposed error-tolerant sub-graph
matching algorithm improves two aspects of the original method. First, the error-tolerance
leads to an increased detection rate as the extracted candidate graphs are allowed to have
wrong vertices and edges. Second, the sub-graph matching aspect of the matching algorithm
enables the detection of partly occluded patterns or patterns that are not completely within
the field of view.
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Both algorithms are evaluated in detail with respect to their detection rate, detection
accuracy and the accuracy of the resulting calibration parameters. Here, the detection rates
of both methods exceed the state-of-the-art for low-resolution images by more than 30 %
for fully visible patterns. Similarly, OCPAD outperforms the state-of-the-art methods in
the special case of partially occluded checkerboard patterns. Furthermore, the experiments
demonstrate that the proposed refinement method is able to find checkerboard corners
considerably more accurately than the competitors. The performance of OCPAD has
also been evaluated for the calibration of cameras with strong lens distortion. With such
cameras, capturing well-distributed calibration features throughout the whole field of view
is challenging if not impossible if the detector requires that the pattern is completely visible.
The presented experiments show that OCPAD enables the acquisition of such calibration
data sets and also that these data sets yield more accurate lens model parameters.
The second part of this thesis deals with the calibration of a laser scanner to a camera
and how to use a laser scanner to generate reference distance data for range cameras. Laser
scanners are a popular source for reference measurements for the evaluation of range cameras
itself and algorithms that work on distance measurements of such sensors. A requirement
for the generation of such data is that the spatial relation between the scanner and the
camera is known. This information is typically calculated during the calibration phase,
either based on features derived from calibration patterns or from generic scene features. For
evaluation tasks, highly accurate calibrations are preferred, thus using calibration patterns is
recommended.
The automatic calibration approach that is presented in this work calculates the unknown
spatial relation based on a single calibration scene that contains multiple calibration patterns.
This is achieved by formulating the estimation of the unknown transformation as a stereo
calibration problem. In the first step, the algorithm identifies the calibration patterns in the
laser scanner’s unordered point cloud by their dimensions. Next, these positions and the
location of the patterns in the camera image are used to approximate the spatial relation
between the sensors. Applying this transformation approximately aligns the two coordinate
systems. Next, a virtual image is created from the point cloud. The pixel intensities
of this image are derived from the reflectivity data that is associated with the individual
point measurements of the laser scanner. The reflectivity values quantify the amount of
light that a point in the scene reflected back to the laser scanner, and consequently shows
strong variations for high-contrast calibration patterns like checkerboards. This fact makes
it possible to use automatic detection algorithms, like ROCHADE, to obtain calibration
features with sub-pixel accuracy. Finally, the features detected in the camera image and in
the virtual image are used as input to established stereo calibration methods to find spatial
relation between the sensors accurately.
The experimental results show that this approach calculates highly accurate calibration
parameters that are suitable for generating reference measurements for range cameras.
Furthermore, the calibration errors of the proposed method are up to three times smaller
than the errors of the baseline method.
Additionally, the method has been used successfully to generate ground-truth distance
data for the evaluation of two range cameras: the Microsoft Kinect V2 and the Intel
RealSense R200. In the course of the experiments, multiple error sources which are
characteristic to the different range sensing technologies are discussed.
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Time-of-Flight cameras are known to have several characteristic error sources which are
inherent to the measurement principle. Oftentimes, these errors are divided into two groups:
systematic errors and scene-dependent errors. Systematic errors occur independent of the
scene while the latter heavily depend on scene properties, e.g. geometry, illumination or
surface reflectivity.
This part of the thesis presents a standardized evaluation protocol that can be used to
quantify the systematic errors of time-of-flight cameras. In detail, this protocol includes
experiments regarding the warm-up behavior, temporal noise characteristics, integration time
related errors, amplitude related errors, internal scattering and nonlinear distance-dependent
errors.
In total eight cameras have been evaluated with the proposed evaluation protocol. The
results of this study enable a direct comparison of the sensors and, furthermore, allow
drawing multiple conclusions regarding the errors of this imaging modality in general.
In summary, the distance measurements of all cameras are affected by the sensor’s
temperature. In this experiment, drifts between a few millimeters and multiple centimeters
have been observed. Furthermore, the results of the Creative Senz3D and the Fotonic
E70 indicate that these cameras try to compensate for these temperature-related drifts by
applying correction terms from a lookup table. Similarly, the distance measurements of all
cameras drift whenever the integration time of the sensor is changed. More interestingly
the behavior of the Fotonic E70 shows the same characteristics as during the warm-up
experiment, which implies that changing the integration time also changes the internal
temperature of the sensor. Internal scattering occurs when incoming light is scattered
within the camera. This is particularly severe if the there is a strong variation of surface
reflectivities in the scene. The results of this experiment show that all cameras are sensitive
to this error source. Regarding the amplitude related error it is again not possible to draw a
common conclusion. Some cameras, e.g. the Bluetechnix Argos P100 do not show this error
characteristic whereas other cameras are severely affected. In this context, it should also
be emphasized that internal scattering can easily be interpreted as an amplitude-dependent
error. However, with the proposed setup, it is possible to differentiate between these errors.
Distance-dependent errors are again compensated by some cameras whereas others seem
to ignore it. In this experiment, the Fotonic E70 and the Microsoft Kinect V2 perform
particularly well, whereas older sensors, like for example the PMD CamCube 3.0 show a
very distinctive distance dependent error.
In conclusion, the experiments show that none of the evaluated cameras are robust to all
systematic errors that are studied in this evaluation protocol, however, some of the cameras
perform particularly well in certain experiments.
The last part of the thesis deals with the calibration of commodity structured light
cameras and an application of the resulting camera model. Commodity structured light
sensors typically do not expose their internal parameters, like the intrinsic and extrinsic
parameters and the emitted dot pattern, via their application programming interfaces. This
circumstance prevents the use of custom algorithms for calculating distance information
from raw images. In some applications, especially when high accuracy is required, this
would be advantageous.
The proposed calibration method is able to close this gap. Based on a minimum of two
calibration images of planar surfaces, this method is capable of estimating the intrinsic and
extrinsic parameters as well as reconstructing the unknown dot pattern. The foundation of
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the method is the fact that it is possible to model a structured light sensor as a stereo camera.
In this model, the projector is represented by a camera that “sees” the static pattern which
is emitted into the scene. Similarly as with standard stereo cameras, it is now possible to
triangulate between corresponding image coordinates of the pattern image and the observed
camera image.
During calibration, multiple steps are carried out. First, the extrinsic parameters that
relate the camera and the projector are approximated. In the second step, this information is
used to calculate pinhole model parameters for the projector. Based on these parameters
the unknown dot pattern is recovered. The dot pattern reconstruction process makes use
of the fact that it is possible to simulate the projection and observation of the dot pattern.
Conversely, it is therefore also possible to reconstruct the dot pattern provided that the
intrinsic and extrinsic parameters of the sensor as well as the parameters of the imaged
scene are known. Finally, all parameters are refined jointly based on multiple calibration
images via non-linear optimization.
This part of the thesis also presents a novel algorithm for refining parametric models
based on the developed sensor model. This approach follows a similar rationale as the dot
pattern reconstruction process: if the parameters of the sensor and the object are known and
accurate, then a simulated view of this object should be identical to the observed image.
Consequently, it is possible to optimize the parameters of an object iteratively such that the
similarity between the two images increases.
In practice, the accuracy of established fitting methods for parametric models like planes
or spheres is limited by the accuracy of distance calculation methods of the used range
sensor. In the case of structured light sensors, the common method for calculating distances
consists of finding small, corresponding image patches and triangulating between those.
In contrast, the proposed approach optimizes the model parameters based on the complete
image region that represents the object simultaneously.
Both the calibration method and the refinement method are evaluated thoroughly. The
evaluation shows that the calibration method is able to find accurate sensor model parameters
based on only two calibration images. However, more accurate model parameters are to be
expected with larger data sets. The results also show that the calibration results generalize
well to distances that have not been covered in the calibration data, which is an important
property for real-world applications.
The refinement method is evaluated with respect to different scene properties: distance
between the camera and the sensor, object size, surface texture and the refined model type.
The experimental results show that it is possible to refine parameters of planes by more
than 60 %, even for challenging surface textures and smaller image segments. The same
approach also performs well on more complex models like spheres or cuboids. For spheres
at distances ranging from 0.6 m to 1 m, the experiments show that the average error of
the initial radius estimates can be reduced from 2.2 mm to 1 mm, which represents an
improvement of more than 50 %. Similarly, the parameters of cuboids like boxes can be
refined. With the used dataset, the accumulated absolute error of the three dimensions of
the box at an average distance of 0.7 m has been reduced from 0.94 cm to 0.66 cm, which
corresponds to an improvement of approximately 30 %. It is worth emphasizing that this
metric only considers the dimensions of the objects but not their location. However, the
presented algorithm also refines the location and the rotation of the models which leads to a
more accurate localization of the object.
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