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Abstract—In this work, we introduce the framework for
visualization and interactivity for physics engines in realtime, for short VIPER. It is able to execute various physical
simulations, visualize the simulation results in real-time
and offer computational steering. Especially interesting in
this context are simulations running on remotely accessible
HPC clusters. As an example, we present a particulate flow
simulation consisting of a coupled rigid body and CFD
simulation, the chosen visualization strategy and steering
possibilities. Additionally, performance evaluations and
a performance prediction model concerning the update
rate for remote simulations in the context of the VIPER
framework are given.

I. I NTRODUCTION
Computational simulations have increased in popularity and importance over the last decades, as they offer
the potential to replace otherwise infeasible experiments
and to study, amongst others, physical, chemical and
biological effects. However, setting up such a simulation,
e.g. to reproduce an effect observed in the real world,
can be very time consuming, as the process of doing so
is highly iterative.
In order to speed up this process, multiple approaches are
available. Firstly, using modern hardware, it is possible
to create simulations, which can be executed in real-time.
Secondly, an interactive, real-time visualization scheme
can be implemented, giving the user a direct visual
feedback and, thus, enabling the premature detection
of potential errors and expectation deviations. Lastly,
the application of computational steering techniques [1]
is a promising option. Here, the simulation is directly
influenced at run-time, e.g. through the adaptation of
parameters, which has the potential to shorten the described cycle by a large amount.
As we have already demonstrated in our previous work, a
combination of these techniques is viable and reasonable
[2]. Yet, the presented application was limited to a
single simulation and visualization technique, namely the

simulation of spherical particles using OpenCL kernels
visualized through an instancing scheme. However, supporting a wider range of simulation, visualization and
steering techniques is highly desirable, where one of
the most important features is the support of simulations
running on remotely accessible compute clusters.
In the past, multiple projects have worked towards these
goals, e.g. [3], [4]. However, many of these projects are
targeting only one special application case, e.g. molecular dynamics [5], [6] or partial differential equations
[7]. Other frameworks rely heavily on various external
packages [5], [8] or support no or only very limited
computational steering possibilities [9], [10].
For our applications, however, we needed a framework which is maintained, compatible towards modern
applications and as abstract as possible from specific
third party packages and APIs. Furthermore, it had to
be suitable for various types of simulation, different
visualization strategies producing high quality images
and newer forms of computational steering, e.g. through
the usage of speech recognition and skeleton tracking.
Last but not least, real-time ability, robustness and a
high performance were integral requirements. As none
of the given projects supported these demands, we decided to implement the framework for visualization and
interactivity for physics engines in real-time (VIPER). In
this work, we (very) briefly present the framework, two
possible simulations, namely a remote rigid body and a
remote fluid simulation, the corresponding visualization
strategy, possible means and applications of steering and
a performance analysis of the framework considering
remote simulations.
II. T HE pe, waLBerla,

AND

VIPER F RAMEWORKS

The core part of our setup is the framework for
visualization and interactivity for physics engines in realtime (VIPER). It provides an interface between different
physical simulations, the visualization of their results

and the user, who can influence both through computational steering [11]. The framework itself fulfills the
requirements presented in section I, is multi-threaded
and able to target different simulation hardware, ranging
from a single CPU or GPU to a whole compute cluster.
Apart from the variety of supported options, the main
features of VIPER include an abstract, fast and versatile
data structure, easy extensibility, low overhead, high
robustness and a high maintainability.
In the concept of the framework, each type of simulation
or visualization is represented by a specialized module
following a given interface. Additionally, the framework
already provides the means of data exchange between
the different modules, thus unifying inter-module communication.
Concerning simulation, execution on the same workstation as the framework is usually preferred, as it is
simpler and introduces only a low overhead. However, in
some cases, real-time requirements can not be met like
this and, for larger simulations, utilizing a cluster becomes vital. Thus, supporting these kinds of simulation
is a basic requirement fulfilled by the VIPER framework.
For this work, we rely on two physical simulation
frameworks, namely the physics engine (pe) [12] and
the widely applicable Lattice-Boltzmann solver from
Erlangen (waLBerla) [13], where both of them were
developed by our group. pe is a framework for the
simulation of extremely large numbers of rigid bodies
while its main focus lies on tow points: firstly, high
precision computations, which allow for more reliable
results closer to the physical model and, secondly, massive parallelism using MPI, enabling the usage of large
compute clusters with very good scalability [14]. The
waLBerla framework targets large compute clusters as
well, also relying on MPI, but its main focus lies on
large scale simulations of liquids. To this end, mainly
the Lattice-Boltzmann method (LBM) is used, although
other methods are possible as well. Additionally, a
coupling between waLBerla and pe is possible, allowing
the simulation of rigid bodies in fluids.
While these frameworks could be directly integrated into
the VIPER framework, the implementation would be
limited to a single workstation due to current constraints
of the framework. Thus, it is necessary to incorporate
remote simulations, enabling execution on hardware
ranging from a single workstation to a whole cluster.
Obviously, communication is necessary and in our case
performed using the TCP protocol. Additionally, it has to
be adapted to the distributed memory structures resulting
from the simulation domain decomposition. To this end

either all data has to be collected by one process and then
sent to the framework, or each process has to take care of
sending its data directly. Furthermore, commands to the
simulation have to be distributed and processed on every
process at the same point of the simulation (consider e.g.
altering the gravity on different processes at different
time steps). So, in summary, either one process has
to be the communication interface for the framework,
distributing commands and collecting data, or each process communicates with the framework directly. Due to
performance considerations, we chose the second option.
For the synchronization of message processing, we
wanted to minimize performance impacts while still
keeping a reasonable response time. Thus, we decided
to implement a specialized method using asynchronous
communication [11]. It allows to hide most of the
communication overhead between simulation iterations
at the cost of a increased response time of 3 iterations.
III. V ISUALIZATION
When visualizing simulation results in the context of
remote simulations, there are basically three options.
Firstly, the results can be visualized directly on the
compute nodes the simulation is using [7]. The big
advantages of this approach are that the data does not
have to be synchronized with the main application and
that, due to the increased compute power available,
more sophisticated rendering approaches could be implemented. The downside, however, is that the resulting
images have to be synchronized, potentially resulting in
an increased communication effort for high resolution
and high quality images, and that data exchange with
other processes might be necessary, depending on the
actual rendering scheme. Additionally, many cluster architectures do not include graphics cards and, thus, the
simulation performance might be decreased by a large
amount. Secondly, the simulation data can be streamed
to a visualization cluster and rendered there [10]. Obviously, this again produces multiple output images, which
have to be transfered to the main application for merging
and display. While this approach enables the highest
quality of images and the simulation is not slowed down
considerably, further hardware, which might not be available, is required and the images still need to be collected,
again creating a possible bottleneck in slower networks.
Lastly, the simulation data can be streamed directly to
the main application, where it is visualized and displayed
[3]. Similar to the second option, the strain put on
the performance of the simulation is minimal. However,
visual results are expected to be less compelling and the

synchronization with one main application might quickly
become a bottleneck in terms of network and processing
performance. Yet, apart from a visualization workstation,
no additional hardware is required, neither graphics cards
on the cluster nodes nor a dedicated visualization cluster.
Considering these points, we decided to go with performing the visualization on the user’s workstation, mainly
due to the reduced hardware requirements and the fact
that the simulation is not considerably slowed down.
For the actual rendering, two components need to be
taken into account, namely the display of rigid bodies
and the visualization of fluid data. For both cases,
advanced ray tracing approaches would be preferable in
terms of image quality which, however, imposes serious
problems on the real-time requirements [11] and, thus,
faster approaches need to be implemented.
Concerning rigid bodies, two quite fast approaches are
the usage of geometry shaders and the incorporation of
an instancing scheme, where, however, both are limited
in producing convincing results [2]. Trying to strike a
good balance between visual quality and performance we
decided to implement a hybrid approach which works as
follows: For each object we want to draw, we render a
quad using the geometry shader. Obviously, the quad has
to be large enough to just fit the object to be rendered, but
not larger, as this would decrease performance. Then, in
the pixel shader, we apply a simple ray casting algorithm.
As only very few rays are required to be processed at
this stage, strictly speaking the number of screen pixels
included in the quad, it is quite cheap. For details on the
single intersection tests as well as the quad generation
please refer to [11].
Obviously, the described technique is reasonably efficient and features all advantages of a traditional ray
casting approach, but also shares the disadvantages, like
the absence of shadows, reflections and caustics. In
order to improve visual results, while maintaining performance, we chose to incorporate simple texturing using
spherical mapping and shadows using shadow maps with
percentage closest filtering. Additionally, instead of full
reflections, we decided to implement an environment
mapping technique combined with a sky box.
In addition to the techniques described, we chose to
implement a deferred rendering scheme [15], [16]. Here,
objects are not rendered directly to the frame-buffer, but,
instead, all relevant information is stored in intermediate
buffers. Then, after possibly applying additional steps,
a final image is composed using this information. The
main reason for this approach is the possibility to implement more advanced visual enhancing algorithms, like

e.g. screen space ambient occlusion, and the potential
performance improvements through omitting unnecessary shading operations.
For the visualization of liquids represented by a grid
structure, in our context a problem emerges. Considering,
for example, a medium sized simulation setup with 5123
cells, using one float per cell already results in 512 MB
of data to be transfered per update, or a necessary
throughput of 120 Gb/s for a target update rate of
30 updated per second. Even when applying a rather
aggressive compression (8 bit per value, c.f. section IV),
30 Gb/s are required. Consequently, synchronizing the
whole simulation domain, at least at interactive frame
rates, is not feasible at the moment. In order to combat
the described problems, multiple approaches are thinkable including more sophisticated compression schemes,
improved network hardware setups and pre-rendering
information on the single compute nodes. However, our
current target machines don’t feature any graphics cards
and, thus, the simulation performance would be reduced
by a large amount.
Consequently, we decided to implement another approach. To this end, we define a visualization plane
which is located inside the simulation domain and
usually perpendicular to the camera view vector, i.e.
parallel to the camera projection plane. The plane itself
is automatically updated, but can also be manipulated
by the user through computational steering. Rendering
the plane, we sample the quantity to be visualized from
a representation of the simulation grid, in our case a
3D texture with one pixel per fluid cell. Using this
approach, there is no need to update the whole domain,
but only cells that are located within a certain threshold
to the plane. For improved visual results, cell values
can be interpolated, in which case the threshold needs
to be increased accordingly. Obviously, for applying
this concept to the network communication as well, a
representation of the visualization plane has to be kept
up to date on every client. And, of course, compression
techniques, as described in section IV, can be applied as
well.
IV. C OMPRESSION
One possible approach to optimize performance of
remotely executed simulations is trying to improve network performance. In order to achieve this goal, we use
compression techniques when sending large amounts of
data. For this work, we chose to incorporate a rather
simple technique, which mostly serves as a proof of
concept. Of course, once the main pipeline is established,

Fig. 1.

Screenshot of four supported object types (sphere, box, capsule, cylinder)

more elaborate compression techniques can be implemented. However, the main advantage of the method we
are using is, that it strikes a good balance between visual
results, compression efficiency and overhead introduced
by compression and decompression. In detail, the method
we propose works as follows:
In general we want to be able to compress any value
using a given number of bits b. To this end, we divide
the range of possible values into 2b intervals and match
each value to the interval it is located in. This allows
to represent each value x through a single integer value
x̄, the index of the interval it is contained in. As this
number can be expressed using only b bits, compression
can be achieved through eliminating leading zeros and a
dense packing of consecutive values.
For this project, we apply this compression to all simulation data transfered, i.e. position, orientations, visualization values and object indices. Doing this, we
found that compression ratios of 40% to 60% are quite
realistic while still maintaining very good visual results.
Of course, the actual rates are subject to the used domain
partitioning, the required precision and the simulation
layout. Nevertheless, as also shown in section VII, a
substantial performance gain is possible.
V. S TEERING
For the steering part of our work, we support mainly
three types of interactive user input, namely keyboard,
speech recognition and skeleton tracking. Obviously,
special hardware and additional software is required.
Concerning the Keyboard interaction, we currently rely
on DirectInput 8, which is part of the DirectX API. The
skeleton tracking is realized using the Microsoft Kinect
system and the associated Kinect for Windows SDK.
Using these components, the extraction of the skeleton
data from the captured images is done directly by the
Kinect system. For the speech recognition, usage of
the Kinect system as input device is also possible and,
additionally, allows to utilize advanced techniques like

beam forming algorithms. Yet, basically any audio input
device is suitable for our application, which might be
useful when no Kinect sensor is available. The software
side is realized through an external C# program which
uses the Microsoft Speech SDK and communicates with
the VIPER framework remotely.
Using these means of input, we implemented several
steering applications. These applications include, but are
not limited to, selecting a single simulation object or
a group of simulation objects, controlling the camera
position, orientation and zoom with the user’s body, the
visualization of (material) attributes, the introduction and
adaption of external forces and gravity, the manipulation
of simulation parameters, attributes and materials, and
the adding and removing of simulation objects.
VI. S AMPLE S IMULATION
The first application we implemented is a basic rigid
body simulation (c.f. figure 2), relying on the pe framework presented in section II. Here, each MPI process of
the parallel executed simulation corresponds to one client
which exchanges data with a specialized module in the
VIPER framework posing as a server. Using this simple
client-server paradigm ensures a minimum impact on
the simulation performance. However, one exception has
to be made, namely the processing of server messages
which has to be synchronized between the clients, as also
described in section II. Concerning the actual communication, the main part is the transfer of simulation data
from the clients to the server. Here, each rigid body is
represented by a unique id, a global position, an orientation expressed by a quaternion and a visualization value,
which is basically a single floating point value extracted
from a given attribute, to be mapped to HSV color space
in the rendering process. This being the main share of
network traffic, optimization is advisable, which is, in
our case, realized by the compression technique from
section IV. Additionally, the propagation of information
from the server, e.g. for the various steering applications

Fig. 2.

Screenshot of a pe simulation where several spheres, capsules and boxes are falling into a box

named in section V, is also required. Here, we try to limit
the messages to the original commands and perform the
resulting changes concurrently on the clients and server,
thus minimizing message sizes and, thus, transfer times.
The second implemented application is a simulation
of rigid bodies moving inside a liquid (c.f. figure 3).
Here, the rigid bodies are again simulated using the
pe, whereas the liquid is handled by waLBerla, and
both engines are coupled. This setup is already used
by scientists from our physics department with the main
goal of examining swarm behavior of smaller organisms,
e.g. bacteria. Concerning the exchange of data, the
treatment of rigid bodies does not change and, thus, the
only required extension concerns the fluid. As already
described in section III, a synchronization of the whole
simulation domain, i.e. every single cell, is not feasible in
real-time contexts, which is why we use the visualization
plane method from section III.
VII. P ERFORMANCE R ESULTS
For our performance evaluations, we use a single
workstation with 2 2.40 GHz Intel Xeon E5620 CPUs,
24 GB RAM, 2 Nvidia Quadro 4000 graphics cards
and Gigabit LAN. Concerning software, we decided for
Windows 7 , Microsoft Visual Studio 2010, Boost 1.51,
the Kinect for Windows SDK v1.5 and the DirectX
SDK June 2010. For our measurements and the presented

performance prediction model, we regard a remote rigid
body simulation powered by pe. Obviously, this model,
which is described in detail afterwards, could be easily
extended to include the handling of fluid data, which we,
however, postpone to future work. The simulation itself
is running on the lima cluster located at the FriedrichAlexander University in Erlangen, Germany. It features
500 nodes, each equipped with 2 2.66 GHz Intel Xeon
5650 CPUs, i.e. 12 cores plus additional simultaneous
multithreading (SMT), and 24 GB RAM.
In order to assess how big simulations can get while
still providing real-time ability, we firstly want to present
a simple performance prediction model. To this end, it
is important to analyze which processes contribute to
the total performance and which of them are potential
bottlenecks. In our application, the following parts influence the time required for one update (up): Firstly,
any data describing objects has to be collected (col) and
sent (send) by the clients. Secondly, this data has to be
received by the host (recv), processed in such that it
is written to the internal data structures (proc) and be
streamed to the GPU (gpu). Lastly, an acknowledgment
has to be sent to the clients (ack), although this can also
be done after receiving and before processing the data.
Additionally, the time required for performing simulation
iterations (it) has to be taken into account.
Obviously, each of these operations is performed exactly

Fig. 3. Screenshot of a waLBerla simulation, where several capsules are located inside a box filled with liquid at whose top and bottom
opposing flows exist; additionally, the velocity in x direction is visualized

once per update. However, apart from the ack operation,
parallel execution is possible, where three groups of
operations, which may be performed concurrently, can
be isolated: on the host side receive can run parallel to
process and gpu, which, in turn, have to be synchronized
as they access the same data structure. Additionally, all
operations on the client side can again run parallel to host
operations. Combining these ideas, the time required for
one update can be approximated by
tup ≈ tack + max [t1 , t2 , t3 ] ,

with
t1 = trecv ,
t2 = tproc + tgpu ,
t3 = max (nit tc,it + tc,col + tc,send ) ,
c∈C

where C is the group of all clients and nit the number
of iterations performed per update step. Due to the
mechanism implemented to synchronize the processing
of messages on the client side it takes at least 3 iterations until a message is consumed [11], i.e. until an
acknowledgment is processed and a new update can be
performed. Yet, the acknowledgment usually only arrives
after a new iteration has been started, resulting in at least
4 iterations per update step in most cases.
Trying to get an estimate for the single components, we
conducted several benchmarks, where the results indicate
the following: One ack operation can be timed around
1 ms. The proc and col operations scale linearly with the
total number of objects n and can be approximated by
tproc (n) ≈ fproc n and tcol (n) ≈ fcol n/nclients , where
comp
fproc ≈ 12 · 10−5 , fcol ≈ 9 · 10−4 and fproc
≈ 15 · 10−5 ,
comp
fcol ≈ 9.5·10−4 for the uncompressed and compressed
cases, respectively. GPU transfer times scale linearly as
well and can be assessed by tgpu (m) ≈ fgpu m bmax
gpu ,
where fgpu ≈ 2.7, m is the total data size and bmax
gpu

is the theoretical bandwidth for one directional transfers
MB
given by bmax
for the used PCI-E2.0x16
gpu = 8000 s
interface. Concerning the send and recv processes, we
determined, that the message size seems to have to
greatest impact on the performance, as also illustrated in
figure 4. Here, we timed the performance for sending one
packet per client to the host and returning a simple acknowledgment, where asynchronous network operations
were used. Using these benchmarked values, the times
required for send and recv can be expressed by
nmobj
mrecv


trecv ≈ bench
=
b
(msend )
bbench nmobj
nclient

and
tsend ≈

msend
bench
b
(msend )

=

nmobj


nclient bbench

nmobj
nclient

,

respectively, where mrecv and msend are the message
sizes, n the total number of objects, nclient the number
of clients and mobj the memory required to represent one
object, in our case 32 B and 12 B for the uncompressed
and compressed case, respectively. The last component,
the time required for one simulation iteration, can unfortunately not be expressed generally.
To roughly validate the achieved performance assessment, we compare the actual update rates of our framework. As tit is difficult to determine, we chose to also
include update rates for runs with paused simulations,
i.e. nit = 0. We conducted measurements for different
configurations in terms of compression and number of
remote processes. As an example, we chose to present
an overview of the achieved update rates for 48 remote
processes in figure 5 and detailed values for the compression case in table I. From these values, it is evident,
that our approximation is not always spot-on, but already
gives a good overall impression. This holds also true for
other cases, where the differences between the theoretical

Fig. 4.

Fig. 5.

Collecting performance for varying message sizes and 24/48/96 processes

Overview of the achieved update rate with and without simulating as well as with and without compression

and the actual update rates differ more strongly, where
the mean deviation is around 40%. However, it also has
to be taken into account, that many important factors
vary a lot (e.g. figure 4). Furthermore, at least for our
test cases, the time required for one simulation iteration
seems to be the limiting factor for an actual application.
Additionally, the impacts on the expected run-times of
the simulation are acceptable.
In summary, our framework is able to achieve interactive
update rates for systems with up to one million objects, at
least given a suitably fast simulation. Utilizing our presented compression techniques enables great increases
in terms of update rates while keeping impacts on the
simulation to a minimum.
VIII. C ONCLUSION & F UTURE W ORK
We presented an overview of the VIPER framework
and, as two possible applications, the incorporation of
a rigid body and a fluid simulation, powered by pe
and waLBerla respectively. Additionally, a performance
evaluation and a performance prediction model for the
update rate of remote simulations were discussed. We

could show that simulations with up to one million rigid
bodies can be interactively visualized and steered via the
VIPER framework.
In order to further improve performance concerning
remote simulations, the optimization of the networking
and data processing speed may be a good starting point,
as they represent two possible bottlenecks. To this end,
more elaborate compression techniques are possible.
However, it might also be interesting to think about
techniques which boost the performance of the data
processing step, e.g. by, at least partly, circumventing
the internal data structures and performing the decompression directly on the GPU while rendering.
Another important field of research are visualization
strategies, which provide even better visual results while
still maintaining real-time ability. To this end, real-time
ray tracing and associated strategies might be one possible option. Additionally, for remote simulations, some
kind of pre-rendering of the data on the single compute
nodes might be interesting. This holds particularly true,
if a rigid body and a fluid simulation are coupled.
Here, the utilization of a voxelized representation of
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C OMPARISON OF THE PREDICTED AND THE REAL UPDATE RATE WITH COMPRESSION (fproc
= 15 · 10−5 , fgpu = 2.7 AND
comp
fcol
= 9.5 · 10−4 )

the simulation domain might lead to interesting results,
especially when combining with specialized compression
methods or representation forms like sparse octrees.
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“WaLBerla: HPC Software Design for Computational Engineering Simulations,” Journal of Computational Science, vol. 2,
no. 2, pp. 105–112, 2011.
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