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Abstract
As graphics processing units (GPUs) are being used increasingly for general purpose
processing, efficient tooling for programming such parallel architectures becomes
essential. Despite the continuous effort of programmability improvement in CUDA
and OpenCL, they remain relatively low-level languages and require in-depth architecture knowledge to achieve high-performance implementations. Developers have
to perform memory management manually to exploit the multi-layered compute
and memory hierarchy. This type of hand-tuned expert implementations suffers
from performance portability, namely, existing implementations are not guaranteed
to be efficient on new architectures, and developers have to perform the tedious
tuning and optimization repeatedly for every architecture. To circumvent this issue,
developers can choose to utilize high-performance libraries offered by hardware
vendors as well as open-source communities. Utilizing libraries is performance
portable as it is the library developer’s job to maintain the implementation. However,
it lacks programmability. Library functions are provided with pre-defined APIs,
and the level of abstraction may not be sufficient for developers of a certain domain. Furthermore, using library-based implementations precludes the possibility
of applying system-level optimizations across different functions. In this thesis, we
present a domain-specific language (DSL) approach that can achieve both performance portability and programmability within a particular domain. This is possible
by exploiting domain-specific abstractions and combining them with architecturespecific optimizations. The abstractions enable programmability and flexibility for
domain developers, and the compiler-based optimization facilitates performance
portability across different architectures. The core of such a DSL approach is its
optimization engine, which combines algorithm and hardware knowledge to explore
the optimization space efficiently. Our contributions in this thesis target system-level
optimizations and code generations for GPU architectures.
Today’s applications such as in image processing and machine learning grow
in complexity and consist of many kernels in a computation pipeline. Optimizing
each kernel individually is no longer sufficient due to the rapid evolution of modern
GPU architectures. Each architecture generation reveals higher computing power
as well as memory bandwidth. Nevertheless, the computing power increase is
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generally faster than the memory bandwidth improvement. As a result, good locality
is essential to achieve high-performance implementations. For example, the interkernel communications within an image processing pipeline are intensive and exhibit
many opportunities for locality improvement. As the first contribution, we present
a technique called kernel fusion to reduce the number of memory accesses to the
slow GPU global memory. In addition, we automate the transformation in our
source-to-source compiler by combining domain knowledge in image processing
and architecture knowledge of GPUs.
Another trend we can observe following recent architecture development is the
increasing number of CUDA cores and streaming multiprocessors (SMs) for computation. Traditionally, GPU programming is about exploring data-level parallelism.
Following the single instruction, multiple threads (SIMTs) execution model, data can
be mapped to threads to benefit from the massive computing power. Nevertheless,
small images that were considered costly on older architectures can no longer occupy
the device fully on new GPUs. It becomes important to explore also kernel-level
parallelism that can efficiently utilize the growing number of compute resources
on the GPU. As the second contribution, we present concurrent kernel execution
techniques to enable fine-grained resource sharing within the compute SMs. In
addition, we compare different implementation variants and develop analytic models
to predict the suitable option based on the algorithmic and architecture knowledge.
After considering locality and parallelism, which are the two most essential optimization objectives on modern GPU architectures, we can start examining the
possibilities to optimize the computations within an algorithm. As the third contribution in this thesis, we present single-kernel optimization techniques for the two
most commonly used compute patterns in image processing, namely local and global
operators. For local operators, we present a systematic analysis of an efficient border
handling technique based on iteration space partitioning. We use the domain and
architecture knowledge to capture the trade-off between occupancy and instruction
usage reduction. Our analytic model assists the transformation in the source-tosource compiler to decide on the better implementation variant and improves the
end-to-end code generation. For global operators, we present an efficient approach
to perform global reductions on GPUs. Our approach benefits from the continuous
effort of performance and programmability improvement by hardware vendors, for
example, by utilizing new low-level primitives from Nvidia.
The proposed techniques cover not only multi-kernel but also single-kernel optimization, and are seamlessly integrated into our image processing DSL and sourceto-source compiler called Hipacc. In the end, the presented DSL framework can drastically improve the productivity of domain developers aiming for high-performance
GPU implementations.
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1

Introduction

Computer architectures have evolved through generations of innovations in the past
decades. Driven by the continuous advancement in the design and manufacture of
complementary metal oxide semiconductor (CMOS) technology, transistors keep
getting smaller and the total number that can be put on a single chip keeps growing.
The trend has been predicted by Gorden Moore [Moo65], who suggested a doubling in
transistor density every two years. Nevertheless, as the current CMOS technology is
reaching its physical limits, an increasing gap between processor density and Moore’s
prediction can be observed [HP19]. In parallel with Moore’s law, another well-known
prediction is Dennard’s scaling [DGY+ 74]. It observed that as the transistor size
shrinks, the power density on a single chip stays constant, and transistors will get
increasingly power-efficient. This trend had been held until 2005, when transistor size
shrank below 65 nanometers. After that, the current leakage became heat dominant
that prevents transistors from getting more power-efficient. As a result, the scaling
of single-core frequency started to saturate, hitting the so-called power wall.

1.1 Rise of Multi-Core and Domain-Specific
Architectures
The breakdown of Dennard’s scaling triggered the paradigm shift towards multi-core
architectures. Instead of raising the clock frequency as in the single-core era, more
cores have been added onto the same chip to keep the raw computing power scaling
continuously. Nevertheless, this switch to multi-core architectures did not mitigate
away from the power problem. As more cores are being crammed into a single chip,
the thermal design power (TDP) becomes the bottleneck. Processor cores on the
same chip cannot be powered on at the same time, resulting in the so-called dark
silicon [EBA+ 11]. The projection is that more than 50% of a fixed-size chip must
be powered-off at 8 nanometers transistors size. Therefore, more power-efficient
architectures must be explored. For this reason, domain-specific architectures (DSAs)
have emerged due to their power efficiency and good performance scalability [HP19].
DSAs are often referred to as accelerators, which are tailored to compute patterns
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within a specific domain. In general, DSAs are less flexible than the general-purpose
architectures such as single- and multi-core central processing units (CPUs), but are
more programmable than architectures that are customized for specific functions
such as application-specific integrated circuits (ASICs). One prominent example of
domain-specific architectures is graphics processing units (GPUs).
GPUs were developed originally for computer graphics workload, driven by the
demand in the gaming industry. Graphics workload is compute-intensive and inherently parallel. GPU architectures employ a SIMT execution model to exploit
parallelism in a power-efficient yet still flexible manner. Compared to the single
instruction, multiple data (SIMD) execution model used in modern CPU’s vector
processing units, SIMT is more flexible since threads have their own register files,
and can better support different conditional control-flow path during execution.
Compared to the multiple instructions, multiple data (MIMD) technique used in
multi-core architectures where each processor core can compute its own data using
different instructions, SIMT is more power-efficient, since only one single instruction stream needs to be fetched and decoded. The massively parallel computing
capability of GPUs started drawing attention from other domains beyond computer
graphics. Nevertheless, early efforts to perform general-purpose computing on GPUs
(GPGPU) suffered from the highly specialized hardware, such as the lack of integer
data operands [OLG+ 05]. As GPU architectures rapidly have evolved, the limitations
have been identified and lifted gradually. With the introduction of Compute Unified
Device Architecture (CUDA) in 2007 by Nvidia [Nvi07] and the ratification of the
Open Computing Language (OpenCL) from the Khronos Group [Khr09], GPGPU
has become feasible for non-graphics programmers to benefit from the fast-growing
computing power.
The historic performance boost in GPUs has promoted the emergence of today’s
many data-intensive applications in a variety of domains such as medical imaging,
artificial intelligence, computer graphics, and scientific computing. In turn, the development in those domains continues to demand more computing power and drives
the development of GPU architectures at a stunning pace. Most high-performance
systems today use highly parallel architectures such as GPUs. More than 50% of the
top 500 supercomputers use many-core architectures and more than 20% of them are
GPU accelerators [Str20]. Figure 1.1 and Figure 1.2 depict the performance gap between high-end CPUs and GPUs on the market. As can be observed, compared to the
highest performance CPUs from Intel, the latest Nvidia GPUs can achieve more than
4 times single-precision peak performance and more than 5 times single-precision
peak performance per watt, respectively.
The performance and power efficiency have promoted GPUs as the de factor
accelerator option for many data-intensive computations such as medical imaging
registration and convolutional neural networks (CNNs) training. Nevertheless, it is
not easy to exploit the different levels of parallelism efficiently for GPU architectures.

2

1.1 Rise of Multi-Core and Domain-Specific Architectures
Theoretical Peak Performance, Single Precision
105

00

A60

RTX

00

G

TX

70
38

HD

HD

70 79
69 HD

0

TX

0
28

TX

TX

0
58

TX

Ti

TX

t
Ti

G

0
58
26
5-

99

90

26
5-

M

69

7

82

in
at

um

92

Pl
0

m

8
81

u
in

9

v3

99

-2

E5

6
-2

E5

69

v4

Pl

v2

-2

E5

00

M

60

at

v3

E

X
RT

n

I

)

0

Xeon Phi 7120 (KNC)

G

G

K4

H

68

G

G

sla

Te

0
0
915
910
oS
ro W FirePr
970
D 8 FireP

G
5
28

n

ta

TX
G

Ph
i

7
69

70
48

HD

88

HD

.

on

GFLOP/sec

TS

103

7
58

Ed

ta
Ti

I1

Xe

0

0

HD

G

V

(K
NL

Hz

70

X

n

90

10

an

ta
Ti

72

4

5
I2
M X
n
ta
Ti

INTEL Xeon CPUs

E
0
68

2

10

2
48

X5

2
49
X5

W

90
55

X5

X5

NVIDIA GeForce GPUs

0
69

AMD Radeon GPUs
INTEL Xeon Phis

2008

2010

2012

2014
End of Year

2016

2018

2020

Figure 1.1: Theoretical peak performance comparison, single precision [Rup20].
Theoretical Peak Floating Point Operations per Watt, Single Precision

RTX
102
25
MI X
an
Tit

HD

101

70
48

HD

HD

0

80

X6

GT

38

TS
0G

0

88

X

GT

0
28

X
GT

5
28

80
X5

GT

X
GT

99

E

0

9
-26

E5

-26

X
RT

an

Tit

00

I1
M

KN
L)

60

0(

MI

29

0

6
5-2

0
58

E5

ita
XT
GT

5
0
S91
910
0
o W FirePro
897 FirePr
HD
Xeon Phi 7120 (KNC)

70

HD

nX

V

i7

70 97
69 D 7
H
HD

0

an

Ph

70
69

K4

on

0

7
58

sla
Te

inum

Plat
4

Xe

GFLOP/sec per Watt

n

d. Tita
z E TX
GH G

Tit

00

A60

inum

Plat

0
818

2

928

v
99

26

v3
6
5-2

99

v3 E5

E

2
7v

9

INTEL Xeon CPUs
NVIDIA GeForce GPUs

100

2
48

X5

2
49

X5

2008

90

0
68
X5

0
69
X5

AMD Radeon GPUs

5
W5

INTEL Xeon Phis
2010

2012

2014
End of Year

2016

2018

2020

Figure 1.2: Theoretical peak performance per watt comparison, single precision
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GPU programming today remains a challenging task and is mastered only by a
small group of experts. Even for experts with deep architecture knowledge, the
implementations often suffer from the performance portability issue. Code tuned
for one architecture is not guaranteed to be efficient on another architecture, which
leads to low productivity during application development.

1.2 Improving Productivity in Parallel
Programming
In software engineering, productivity can be consensually defined as a ratio between
output and input [WD19]. There exist different notations and metrics to capture
output and input within different fields. In the scope of this thesis, we define output
as the quality of implementations (e.g., execution time, resource utilization) for all
targets of interest across the software evolution, namely the continuous improvement
and feature enhancement of the target applications. Input can be defined as the
cost of human effort (e.g., lines of codes (LoCs) written). In other words, increasing
productivity means minimizing the effort required to obtain efficient implementations
on the target platforms. Next, we highlight the challenges to achieve this goal, and
describe two commonly seen approaches employed by programmers today.
Challenges in Programming Parallel Architectures Accompanied by the transition to parallel architectures, the free lunch of performance improvement benefiting
from frequency scaling in the single-core era was over [SL05]. Today programmers
and compiler developers are responsible for performance optimization by exploring
parallelism at different levels for multi-core architectures. At a fine-grained level,
instruction-level parallelism (ILP) can be explored efficiently by modern processors and compilers with relatively little human effort by using techniques such as
instruction pipelining and register renaming. Furthermore, data-level parallelism
(DLP) can be explored to utilize the vector processing units equipped on modern
processors. Although certain compilers such as GCC are able to perform vectorization automatically, they can only detect a fixed set of code patterns (e.g., loop
structure). For loops with irregular patterns and complex dependencies, programmer
intervention is needed to rewrite the code in a more compiler-friendly manner to
assist these optimizations. This manual effort becomes a burden when coarse-grained
level parallelism such as thread-level parallelism (TLP) needs to be explored. Programmers often have to explicitly manage the computing threads, as well as their
shared memory accesses and synchronizations.
The challenge grows significantly when programming for accelerators such as
GPUs, where the multi-level memory hierarchy and compute units all require explicit
management by the programmer. Since GPU devices are used to accelerate parallel
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workload, it is generally combined with a host CPU to form a heterogeneous system.
The host is responsible for initializing and offloading parallel tasks to the device. In
this case, programmers need to manually partition their applications into sequential
and parallel parts, which can be executed on the host and device, respectively. In the
host code, programmers need to take care of the task such as device initialization,
buffer allocation, host and device communication, and kernel launch. For multikernel concurrent executions, programmers also need to control the asynchronous
kernel launch as well as memory read and write synchronizations. In the device code,
programmers need to optimize the computations for the multi-layered compute and
memory hierarchy, and take care of registers and shared memory usage. Modern
GPUs have an array of SMs that can each process thousands of hardware-supported
compute threads. Programmers cannot control all the threads explicitly. Instead,
they write kernels with specific instructions that can be recognized by each thread
during execution. The most used programming APIs for GPUs today are Compute
Unified Device Architecture (CUDA) and Open Computing Language (OpenCL). They
share similar syntax and both provide effective abstractions for the underlying GPU
architecture.
Hand-Tuned Expert Implementation To tackle the challenge of mapping algorithms to modern parallel architecture such as GPUs, experienced programmers
with deep architecture knowledge are hired to manually tune and optimize each
implementation for different target platforms. A typical workflow is as follows:
First, the programmer works out some reference implementations to guarantee the
correctness of the algorithm. Then, he or she starts to tune and optimize the code
for a given architecture, for example, by replacing some instructions to utilize the
vector processing units or by unrolling some loops for better ILP. After extensive
effort has been made, an optimized implementation can be achieved that executes
efficiently on the given platform. Problems arise when a new platform arrives, which
could be another architecture with an upgraded specification. The code obtained
previously is not guaranteed to run efficiently on this new platform. Consequently,
the programmer has to go back to the reference implementation and performs the
tedious tuning and optimization work again for the new architecture. This work must
be conducted for not only every new platform but also every algorithm change in the
future in case of a function upgrade or a feature enhancement. Therefore, this kind of
hand-tuned approach is performance non-portable [Per21]. Performance portability
is an important concept in high-performance computing, and it can be defined as
follows: To achieve a consistent level of performance across all target platforms,
(a) hard portability denotes that no code changes are needed. Here, hard means
generally applicable to all platforms. (b) software portability denotes no algorithmic
changes are needed. It means the software of the implementation requires no change.
(c) non-portable denotes both algorithmic and non-algorithmic changes are needed.
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To achieve high productivity, we expect an approach that requires minimal code
changes, namely hard portability. For this reason, many programmers choose to
turn towards high-performance library-based implementations.
High-Performance Libraries One approach to circumvent the performance portability issue is by employing high-performance libraries. Hardware vendors as well
as open source communities provide highly efficient implementations for commonly
used applications across many domains. For example, CUDA-X from Nvidia for AI
and HPC [Nvi21e], MKL from Intel for Math [Int21a], OpenCV for image processing
and computer vision [Bra00], and OpenBLAS for scientific computing [Xia21]. For
programmers without deep architecture knowledge and aiming for high-performance
implementations, utilizing external libraries is the easiest way to employ the hardware. The library-based approach is performance portable: Since users only need
to link the library into their implementations and call the desired function application programming interface (API). When porting for a new architecture, little
modifications are needed in the software since it is the library maintainer’s job to
optimize for different architectures. Nevertheless, utilizing library implementations
also incurs several disadvantages: First, the implementations typically have a rigidly
defined function interface that lacks programmability. We consider programmability
essential for high productivity during software evolution: Domain experts and algorithm developers often want to implement and fast prototype new functionalities
that are likely not yet available in a stable library implementation, because library
maintainers always give high priorities to the most commonly used functions. It is
possible to construct new algorithms using simple, primitive operators offered by the
libraries. However, doing so precludes the possibility of cross-function optimizations.
Each function in a library is a standalone implementation, and the behavior is defined
by its interface. For example, when using the CUDA Basic Linear Algebra Subroutine
(cuBLAS) library [Nvi21a], the input and output buffers to the functions should be
allocated on device memory. This prevents potential inter-kernel optimizations such
as locality improvement. For architectures such as GPUs, the inter-kernel optimizations at the system level can significantly boost the application performance. In
general, the more strict a function interface is defined, the less programmable an
implementation becomes.
Performance Portability and Programmability Trade-off By comparing the
hand-tuned approach with the library-based approach, we can observe a trade-off
between performance portability and programmability. In the hand-tuned approach,
the programmer has the flexibility to decide what to implement and how to optimize,
hence it is highly programmable. Nevertheless, the efforts have to be repeated for each
architecture, hence it is performance non-portable. In the library-based approach,
the user cannot change the behavior of the provided functions, hence it is not

6

1.3 Domain-Specific Language Approach

h

ig
H

Programmability

uc

od
Pr
tiv

Handtuned

DSL

ity

High

Medium

Library

Low
NonPortable

Software
Portability

Hard
Portability

Performance
Portability
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programmable. Nevertheless, the user does not need to worry about porting to new
architectures, hence it is performance portable. Figure 1.3 depicts the trade-off space
and the corresponding position each approach fits into. To achieve high productivity,
we need an approach that is both performance portable and programmable. In this
thesis, we present a domain-specific language (DSL) approach that can bring together
the best of both worlds.

1.3 Domain-Specific Language Approach
Algorithms in the same domain generally exhibit common properties such as compute patterns, memory access patterns, or data structures. These properties can
be exploited as domain knowledge to formulate a DSL approach. A DSL approach
separates the concerns of what to compute (algorithm) from how and where to
compute (optimization). It consists of a DSL and a domain-specific compiler. The
DSL provides programmability within a specific domain by exposing the common
properties to programmers as domain-specific abstractions (high-level operators).
These abstractions provide the flexibility of specifying user-defined functions, while
also capturing a sufficient amount of domain-specific information. This information
can be subsequently combined with architecture-specific knowledge to facilitate
a compiler-based architecture-specific optimization. The optimization is the key to
achieve performance portability.

7

1 Introduction
Domain-Specific Abstractions DSLs allow programmers to specify their algorithms using simple and concise descriptions. The descriptions focus on the algorithms and contain no details on optimizations. In the scope of this thesis, image
processing (in particular medical imaging and computer vision) is our primary domain of interest. Image processing functions can be categorized according to what
information contributes to the output [Ban08]. Subsequently, three commonly used
patterns can be identified: To compute each pixel of the output image, (a) a pixel
operator (also called point operator) uses one pixel from the input image. (b) a local
operator uses a window of pixels from the input image. (c) the operation with one
or more images (also called global operator) uses the entire input images. Those
operators can be offered to programmers via language constructs in the DSL. It is
important to observe that, in contrast to the library-based approach where the interface rigidly defines all the behavior within an implementation, these domain-specific
operators specify only compute patterns in a declarative manner, not the concrete
function implementations. For example, programmers can use the pixel operator to
implement a color conversion function, or a tone mapping function. Similarly, the
local operator can be used to implement a Gaussian blur function, or a bilateral filter
for image smoothing. Furthermore, it is easy to construct complex image processing
pipelines by simply connecting multiple patterns. Figure 1.4 depicts a graph representation of the Harris corner detector [HS88]. The application consists of nine kernels:
{𝑑𝑥, 𝑑𝑦} are local operators that compute the derivation of an input image in x- and
y-direction. {𝑠𝑥, 𝑠𝑦, 𝑠𝑥𝑦} are point operators that compute the square of the image.
{𝑔𝑥, 𝑔𝑦, 𝑔𝑥𝑦} are local operators that approximate the Gaussian convolution of the
image. Finally, {ℎ𝑐} is a point operator that measures the corner response of the
image. Those nine kernels are connected by ten edges. As can be seen, programmers
have the flexibility to implement and experiment with their new algorithms as long
as they can be represented using the compute patterns.
Architecture-Specific Optimizations In addition to the DSL, a domain-specific
compiler is employed to perform optimizations by combining both domain- and
architecture-specific knowledge. The quality of the optimization is crucial to the level
of achieved performance portability. A compiler-based approach typically imitates
the actions of a human expert. Therefore, the compiler should have the knowledge
of both the algorithm and architecture. The algorithm information can be provided
by the domain-specific abstractions as introduced previously. In the scope of this
thesis, our target architecture is the heterogeneous system that consists of a host
CPU and a GPU accelerator. For data-intensive applications such as medical imaging,
the computing power and memory bandwidth of multi-core CPUs can no longer
fulfill the increasing demand. GPU architectures are evolving at a stunning pace,
and each new generation of GPUs from Nvidia reveals more CUDA cores alongside
an increased number of SMs. The rapid development of GPU architectures makes
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Adapted from [QRH+ 18].
the optimization a challenging task for compiler developers: Efficient optimization
techniques should be tailored to each architecture specifications. For example, the
latest Nvidia GPUs with Ampere architecture have a much higher number of SMs
than earlier GPUs. This means both SIMT and single program, multiple data (SPMD)
parallelism should be exploited at different levels, in order to better utilize the
compute resource. The implementations optimized for older architectures are no
longer efficient for the latest GPUs architectures. In addition to the architecture,
challenges also emerge from the applications. Image processing algorithms typically
consist of multiple or many function stages that formulate an image processing
pipeline. Each function stage could be a simple operator such as a noise removing
filter or another pipeline. It is not sufficient to perform local optimizations only
within each function stage, which is similar to the library-based approach. The
system-level optimization must be exploited to efficiently manage the computations
and memory communications across all functions (kernels). Our contributions in
this thesis address these system-level optimization and code generation challenges.
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1.4 Contributions
In this thesis, we present a DSL approach that focuses on system-level optimizations
and code generations for GPU architectures. Our proposed optimization techniques
are achieved by exploring domain-specific and architecture-specific knowledge.
The employed programming framework is called Hipacc [MRH+ 16a]: An image
processing DSL and a source-to-source compiler. The Hipacc framework has been
developed [Mem13; Rei18] to support a broad range of image processing applications
and target multiple architectures, including hardware accelerators such as GPUs and
field-programmable gate arrays (FPGAs) [RSH+ 14; RÖM+ 17]. For the GPU backend,
previous work focuses on basic single-kernel optimizations and code generations,
which precludes many inter-kernel optimization opportunities that can improve the
performance significantly. In addition, GPU programming models such as CUDA
keep evolving to provide better programmability and performance support. The
optimization strategies incorporated in earlier work lack efficient support for recent
GPUs. In general, optimizing an image processing pipeline for GPU architectures
incurs a trade-off among locality, parallelism, and redundant computations, as depicted
in Figure 1.5. Our contributions target these optimization objectives at the system
level for the whole application, as well as enhanced single-kernel optimizations for
the latest architectures.
Exploiting Locality Image processing pipelines are growing in complexity and
consist of an increasing number of function stages (kernels). The data communication
among the kernels is intensive and dominates the overall execution time. By default,
Locality

Trade-off

Computation

Parallelism

Figure 1.5: GPU optimization trade-off.
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each kernel executed on the GPU reads and writes data to the device global memory.
Regardless of how efficient each kernel is optimized individually, the communication
overhead is directly proportional to the number of kernels in the pipeline. This
amount of overhead becomes orders of magnitude higher when any intermediate
data needs to be transferred to the host CPU. To achieve the peak performance
offered by modern GPU architectures, the computation data should be available in
the registers that can be accessed in a single clock cycle. This is a very challenging task
due to the multi-layered memory hierarchy in the architecture. Therefore, efficient
memory management for better locality is the first optimization objective in our
contributions. In this thesis, we present a technique called kernel fusion [QRH+ 18;
QRH+ 19]. It works by identifying fusible kernels from an application dependence
graph, and performing transformation and code generation automatically using
the Hipacc compiler. Our goal is to maximize the usage of fast memory, such as
registers for the intermediate data communicated among kernels. To search for
fusible kernels, the data dependence among kernels can be modeled using a directed
acyclic graph (DAG). Two kernels that share a producer-consumer relationship can
only be fused when their intermediate data is not required by other kernels. We
propose a basic search strategy that detects linearly dependent kernel pairs, which
can already contribute significant speedups for many applications. Nevertheless,
there exist scenarios where multiple consumer kernels share the same input image,
which is ignored by the linearly dependent search strategy. As a remedy, we also
proposed a graph-based partitioning algorithm that covers more fusion candidates,
together with an analytic model that can evaluate the fusion cost quantitatively by
combining domain- and architecture-specific knowledge. In the end, the automated
code transformation and generation are performed by the Hipacc source-to-source
compiler based on the compute pattern combinations.
Improving Parallelism GPU architectures are designed for applications that are
intrinsically parallel to compute. To access the full performance, the parallelism
should be exploited efficiently at both the thread-level as well as the task-level within
and among the SMs. The performance of modern GPU architecture continues to
scale, alongside an increasing number of SMs equipped on the device. When a kernel
is executed, the input data is divided into a fixed number of threadblocks based
on the user-defined size and dimension. Then, the threadblocks are dispatched to
the SMs for execution. Threads in the same block always execute the same kernel, whereas different threadblocks can execute different kernels. This involves a
combination of SPMD and multiple programs, multiple data (MPMD) execution
model. The kernel execution schedules affect the resource usage efficiency. For
certain applications, such as multiresolution filters [KEF+ 03] that are widely used
in medical imaging, kernels can be executed in parallel to improve the execution
and resource utilization. Our first contribution here is a compiler-based approach
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to improve parallelism and resource utilization for multiresolution filters [QRT+ 20].
We combine the operator dependence information (domain-specific knowledge) in
the applications with GPU-specific knowledge such as memory size to construct an
analytic model that can estimate and compare the performance of both single- and
multi-stream implementations, for sequential and parallel execution, respectively.
The model is able to suggest the better implementation variant among the options.
To improve parallelism, the data dependence of the kernels in the applications must
be exploited. Nvidia recently released a task-graph programming model called CUDA
Graph, which can automatically detect and schedule parallel kernels using concurrent
streams. For the multiresolution filter application, using CUDA Graph can lead to
the same execution schedule as the multi-stream implementation in our approach.
However, there exist applications that consist of kernels with complementary resource usage. In this scenario, CUDA graph fails to generate an efficient schedule
since it has no knowledge of the underlying kernels. Our second contribution here
is an approach that combines CUDA graph and DSL-based optimization and code
generation [QÖT+ 20]. We incorporated CUDA graph as a new backend in the Hipacc
framework to benefit from the best of both worlds: The presented approach has
not only the advantages of a DSL such as simple algorithm representations and
automatically generated CUDA kernels, but also the advantages of CUDA graph such
as reduced work launch overhead and interoperability with other CUDA libraries. In
this way, our DSL approach is able to extend its system-level optimization scope to a
wider range of image processing applications with better performance and resource
utilization support.
Efficient Kernel Computations In addition to the multi-kernel optimizations,
our contributions also include the improvement of existing single-kernel computations. In particular, we target two most commonly used compute patterns in
image processing, namely local and global operators. Local operators such as image
filtering is a fundamental operation in image processing. Such operators require
border checks during computation to prevent out-of-bounds memory accesses. We
present an efficient border handling approach based on iteration space partitioning
[QTH21]. By dividing the iteration space of the input image into multiple regions,
the computations of each region can be specialized to reduce the overhead of the
required border checks. We present a systematic analysis that combines domain
knowledge such as windows size with architecture knowledge such as warp size
to estimate any potential speedup by partitioning the iteration space. In the end,
the approach is implemented in the Hipacc compiler for local operator optimization and code generations. Our second contribution here targets reduction kernels
[QRÖ+ 20]. Reduction is a global operator and a critical building block of many widely
used image processing applications. The Hipacc framework already has an efficient
GPU implementations with optimizations such as sequential addressing and warp
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unrolling. Nevertheless, the recent development in programming models such as
CUDA has provided new optimization opportunities for easier programmability and
performance. Our approach improves the reduction implementation with upgraded
programming intrinsics such as shuffle instructions and atomic functions. In addition,
we highlight the advantage of employing a source-to-source compiler such as Hipacc,
namely it is easy to benefit from the continuous development of low-level drivers
and programming models in NVCC and CUDA.

1.5 Outline
The remainder of this thesis is structured as follows: Chapter 2 introduces the
background information on GPU architectures, the optimization objectives to be considered, and commonly used programming models. Moreover, the DSL programming
framework employed in this thesis is described in detail. Chapter 3 presents our first
contribution package: Locality improvement through kernel fusion. The proposed
fusible kernel searching strategy as well as the analytic model that combines domainand architecture-specific knowledge are introduced. Chapter 4 presents our second
contribution to improve parallelism in image processing pipelines. The proposed
concurrent kernel execution technique for multiresolution filters is introduced. Then,
a combined approach between Hipacc and CUDA graph is presented, which includes
a technique called kernel pipelining to improve the execution of kernels with complementary resource usage in the applications. Chapter 5 presents our contributions to
single-kernel optimization techniques. First, we present an efficient border handling
approach for local operators in image processing. Then, an efficient implementation
to perform global reductions on GPUs is introduced. In the end, we draw a conclusion
in Chapter 6 and also give recommendations for future work.
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Background
This chapter lays out the background information needed to understand the remainder of this thesis. We start by presenting the fundamentals of GPU architectures, the
optimization objectives to be considered during implementations, and commonly
used programming models. Then, we introduce the properties of state-of-the-art image processing DSLs and compilers. After that, we present Hipacc, the programming
framework employed in this thesis. The DSL abstractions will be introduced, together
with the compiler infrastructure and tool flow. In the end, the basic single-kernel
optimization techniques developed in previous works are briefly mentioned.

2.1 Graphics Processing Units (GPUs)
GPUs are throughput-oriented architectures optimized for parallel workloads such
as in computer graphics and image processing. In comparison to latency-oriented
architectures such as CPUs, GPUs feature a much higher number of computing
cores as well as extensive hardware multithreading [GK10]. Nevertheless, the GPU
computing cores are less complex compared to the ones in CPUs. The trade-off here
is determined by the optimization objectives: CPUs have fewer cores, but all of them
are equipped with techniques such as out-of-order execution to minimize the latency
of sequential tasks. On the other hand, GPUs utilize the transistors on the chip to
increase the total number of computing cores to maximize the throughput of parallel
tasks. The latest high-end GPU from Nvidia, such as the A100, has 6912 CUDA cores
and can achieve a peak single-precision performance of 19.49 TFLOPs [Nvi21d],
compared to the latest CPU from Intel, such as the Xeon Platinum 9282, with 56
cores and a peak performance of 9.32 TFLOPs [Int21b]. The throughput-optimized
performance promotes GPUs as de factor architecture option for an increasing
number of parallel applications today.
GPUs can be categorized as either integrated or discrete. Integrated GPUs are
commonly seen in small form factor systems in the embedded world, while discrete
GPUs are widely used for high-performance systems where the raw computing power
matters the most. An integrated GPU shares the system main memory with the host
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CPU [GKK+ 18], which has better power efficiency by shortening the data movement
between the host and the device. In contrast, discrete GPUs have their own device
memory and independent power source, which can deliver higher performance, and
both device and host computations do not affect each other. This thesis focuses on
discrete GPUs, since we target medical imaging and computer vision applications
that demand high-throughput performance. The discrete GPU market today is
predominantly shared by two hardware vendors: Nvidia and AMD [Uja21]. In
particular, Nvidia dominates with more than 80% of the market share. Nvidia GPUs
and its proprietary CUDA programming model are widely used today in both industry
and academic research. Throughout this thesis, we mostly employ Nvidia-specific
terminologies considering architectural properties and optimizations. Nevertheless,
our contributions, such as locality improvement, are generally applicable to all GPU
architectures. First, we introduce the GPU architectures in detail.

2.1.1 Architectures
Figure 2.1 depicts a high-level overview of a heterogeneous system consisting of a host
CPU and a discrete GPU. The host is responsible for initializing and offloading works
to the GPU device using a PCIe bus, which also includes the transfer of image data.
The GPU architecture is a multi-layered compute and memory hierarchy. We identify
two main components in modern GPU architectures: streaming multiprocessor (SM)
for computation and global memory for storage. Next, we introduce each of them
individually.
Streaming Multiprocessors (SMs) With the release of Tesla architecture in 2006,
Nvidia replaced their old graphics-specific vertex and pixel processors with a unified
graphics/computing architecture based on an array of SMs [LNO+ 08]. After that,
each architecture generation from Nvidia came with changes and improvements
towards general-purpose computing to better support an increasing number of target
application domains. For example, the Fermi architecture provided upgraded support
for double precision floating point operations [Nvi21g]. The Turing architecture
released in 2018 is equipped with dedicated tensor cores to further accelerate machine
learning applications [Nvi21f]. Despite the continuous change throughout different
architecture generations, the basic SM-based structure largely remains the same.
Typically, each SM is equipped with compute resources such as CUDA cores, special
functions units (SFUs), and memory resources such as register files, shared memory,
L1 cache. CUDA cores are used by threads to perform arithmetic operations with
both integer and floating-point data types, which is an improvement to the old
graphics-specific floating-point shader units. In addition, each SM has a number of
SFUs to help with the costly transcendental computations such as sine, cosine, or
square root.
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Figure 2.1: Heterogeneous system with a host CPU and a discrete GPU.
Threads are the basic computing units used by GPU programmers. The key to
efficient GPU computing is to have an oversubscribed number of threads available
during execution. This is achieved as follows: The input data, such as an image, is
divided into threadblocks. A threadblock is a group of threads, the size of which
is given by the programmer, typically it is a multiple of 32 (warp size). Then, the
threadblocks are dispatched to the SMs for execution. Each SM has multiple warp
schedulers to further divide the threadblock into warps. A warp is a group of 32
threads that uses the CUDA cores and SFUs to perform computations in a SIMT
fashion. The reason to have a sufficient number of threads is that GPU architectures
are designed to be highly efficient in thread creation and warp scheduling. Whenever
a warp is stalled due to certain reasons such as execution dependency, the SM is able to
instantly select another eligible warp for execution with zero-overhead. The previous
warp can resume its execution later when the data becomes available. The goal of GPU
architectures is to compute as many works as possible (throughput-oriented), instead
of computing each work as fast as possible (latency-oriented) as CPUs. In order to
achieve close to the peak performance offered by the SMs, the computing data should
be kept in registers as much as possible. In contrast to CPUs, GPUs facilitate a large
number of register files within each SM to serve the massive parallel threads and to
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improve the locality during computation. Nevertheless, registers are private to each
computing thread, which implies one thread cannot access the data from the registers
of another thread. Whenever threads need to communicate with each other, shared
memory should be used. Shared memory is a piece of on-chip scratchpad memory
with low latency, and can be accessed by all threads within the same threadblock on
each SM. Accessing shared memory requires explicit data movement management
such as index remapping and synchronizations. Recent architectures from Nvidia
typically combine L1 cache with the shared memory [Nvi21b]. The partition size can
be configured by the programmer using CUDA. In contrast to CPUs, GPU cache size
is much smaller per thread, and it is not intended to be the primary concern during
optimization. Instead, programmers should focus on explicit memory management
for registers and shared memory to achieve good locality and different levels of
parallelism.
Global Memory As part of the off-chip device memory, global memory can be
accessed by the device GPU as well as the host CPU. Data needs to be transferred
between the host and the device both before and after computations. Data reside
in global memory can be accessed by all compute threads across different SMs on
the GPU. Compared to the on-chip memory such as registers and shared memory,
global memory access incurs a much longer latency (400-800 cycles), which can be
15 times slower than accessing the shared memory and L1 cache [Ste21]. Generally,
all accesses to global memory go through the L2 cache, which is a piece of on-chip
memory managed by the hardware that aims to reduce the costly global memory
access overall.
First, we introduce two commonly used global memories in modern GPU architectures: graphics double data rate (GDDR) memory and high-bandwidth memory
(HBM). In recent architecture development, the computing power improvement
speed for SMs (generally measured in GFLOPs/s) is much faster than the memory
performance improvement speed (generally measured in GB/s). As a result, applications are expected to have a high compute intensity to achieve the so-called
machine balance. For example, if we divide the peak floating-point performance
(19.49 TFLOPS/s) of the Nvidia A100 GPU [Nvi21d] by its peak memory bandwidth
(1555 GB/s), the resulting number is 50 FLOPs per byte being transferred, namely
the machine balance of A100. This is a very high compute intensity, and there are
rarely any real-world algorithms that can achieve such implementations. Therefore,
GPU hardware vendors such as Nvidia and AMD attempt to improve the memory
subsystems in order to keep up with the computing power scaling. Table 2.1 depicts
the memory type and bandwidth used across recent architecture generations from
Nvidia. One trend we can observe is that new architectures are shifting from GDDR
memory to HBM. Compared to GDDR, HBM is able to achieve higher bandwidth
while consuming less power. The idea is to have a wider bus width with a slower
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Table 2.1: GPU global memory type and bandwidth (Nvidia).
GPU

Year

Architecture

Memory Type

Bandwidth (GB/s)

M2090
K40c
M40
P100
V100
TITAN RTX
A100

2011
2013
2015
2016
2017
2018
2020

Fermi
Kepler
Maxwell
Pascal
Volta
Turing
Ampere

GDDR5
GDDR5
GDDR5
HBM2
HBM2
GDDR6
HBM2e

177.4
288.4
288.4
732.2
897.0
672.0
1555.0

memory clock instead of a narrower bus width with a faster memory clock. Similar
to the architecture transition from single-core to multi-core, keep scaling memory
clock for higher bandwidth is not attainable in modern systems. HBM allows a lower
board TDP as well as a smaller form factor due to its 3D-stacked layout.
Alongside global memory, today’s GPU hardware also provides constant memory
as well as texture memory as part of the device’s off-chip DRAM. Both are small-sized,
read-only, and cached memory that can be accessed by all threads to reduce the
global memory traffic. Constant memory is efficient at broadcasting certain global
variables used in the kernel, while texture memory is efficient at irregular addressing
by a group of threads.

2.1.2 Optimization Objectives
The CUDA programming guide outlines three basic strategies for performance optimization on GPUs [Nvi21b]: (a) Optimize memory usage to achieve maximum
memory throughput. (b) Optimize instruction usage to achieve maximum instruction throughput. (c) Maximize parallel execution to achieve maximum utilization.
These three strategies tackle three types of application performance limitations,
namely memory-bound, compute-bound, and latency-bound, respectively. Kernel optimization on GPUs is an iterative process involving repeated efforts of profiling and
tuning [Nvi21c]. Applications can be memory-bound at the beginning and become
compute-bound later after some optimizations. For memory-bound kernels, common
optimization strategies include memory access coalescing, utilizing shared memory
(avoid bank conflicts), and utilizing constant and texture memory. When a kernel
is compute-bound, it is common to examine whether branch divergence occurs
within warps, and maximize the use of high throughput instructions. Often a kernel
becomes latency-bound when there is not a sufficient number of threadblocks being
executed on the device. In this case, it is common to check the achieved occupancy
and increase the block-level parallelism.
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While the mentioned strategies target single-kernel optimizations, an increasing
number of applications today are built on top of multiple or many small kernels.
For example, image processing applications typically have a sequence of kernels
to formulate a processing pipeline. Such applications can be modeled using DAGs,
where vertices represent individual kernels and edges represent data dependencies
among kernels. When optimizing for such applications as a whole (system-level), the
previously mentioned strategies need to be adapted to accommodate the inter-kernel
communications as well as the data dependencies. Often this leads to exploiting a
trade-off space among locality, parallelism, and computations.
Locality GPU architecture consists of SMs for computation and global memory
for data storage. Each generation reveals an upgraded specification with higher
computing power and bandwidth. Table 2.2 depicts the peak computing power
(single-precision floating-point) as well as the peak bandwidth of some high-end
Nvidia GPUs from different architecture generations.
As can be seen in Table 2.2, the peak performance delivered by the SMs of each
generation keeps increasing alongside the peak global memory bandwidth. In addition, we computed the machine balance (MB) ratio of each GPU device in the table.
Machine balance indicates that, in order to achieve both the peak compute performance and the peak bandwidth, the number of floating-point operations needed to
be performed for each byte being transferred. In other words, an implementation is
expected to achieve a compute intensity close to the machine balance ratio in order to
utilize the GPU device optimally. For example, on a TITAN RTX, an implementation
should compute 97 floating-point operations per byte transferred. It is important
to realize that 97 FLOP/B is extremely difficult to achieve for most applications. In
comparison, the level 1 BLAS function 𝑎𝑥𝑝𝑦 that computes 𝛼𝑥 + 𝑦 has a compute
intensity of only 0.25, since 2 operations are performed for every 8 bytes being
loaded (consider only the load of 𝑥 and 𝑦). We can observe in Table 2.2 that it is
Table 2.2: Nvidia GPU peak single-precision floating-point computing power (Perf),
peak bandwidth (BW), and machine balance ratio (MB).
GPU

Year

Architecture

Perf (GFLOP/s)

BW (GB/s)

MB (FLOP/B)

M2090
K40c
M40
P100
V100
TITAN RTX
A100

2011
2013
2015
2016
2017
2018
2020

Fermi
Kepler
Maxwell
Pascal
Volta
Turing
Ampere

1332
5046
6844
9526
14130
16310
19490

177.4
288.4
288.4
732.2
897.0
672.0
1555.0

30
70
95
52
63
97
50
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easier for hardware vendors such as Nvidia to increase the computing power rather
than the memory bandwidth on each architecture generation. The high machine
balance ratio leads to a major challenge in optimization, namely locality is becoming
increasingly important. Data should be kept in fast memories such as shared memory or registers as much as possible in order to feed the SM computations. This is
especially important for image processing applications where a pipeline of kernels is
computed on the device. The data communication among the kernels is intensive and
dominates the overall execution time. By default, each kernel executed on the GPU
reads and writes data to the global memory. Regardless of how efficiently each kernel
can be optimized individually, the communication overhead is directly proportional
to the number of kernels in the pipeline. Since image processing algorithms are
growing in complexity, the amount of overhead quickly dominates the execution
time. Therefore, it is essential to efficiently exploit locality among kernels at the
system level to achieve close to the peak performance offered by the GPUs.
Parallelism Traditionally, GPU computing is primarily about exploiting data-level
parallelism to take advantage of the massive number of computing threads, which
dates back to the acceleration of graphics-specific workload that is inherently dataparallel. The SPMD execution model is employed when implementing GPU kernels.
Nevertheless, the rapid evolution of GPU architectures today enables another layer of
optimization opportunities, namely kernel-level parallelism with MPMD executions.
Recent architecture generations from Nvidia are equipped with a growing number
of CUDA cores and SMs, as depicted in Table 2.3. The advancement in CMOS
technology enables hardware vendors to cram more transistors into the chip. As a
result, each new GPU architecture generation has an increasing amount of resources
for computation.
When kernels are executed, the input data is divided into a fixed number of
threadblocks based on the user-defined size and dimension. Then, the threadblocks
are dispatched to the SMs for execution. Threads in the same block always execute
Table 2.3: Nvidia GPU number of CUDA cores and SMs.
GPU

Year

Arch.

Process (nm)

Transistors

CUDA Core

SM

M2090
K40c
M40
P100
V100
TITAN RTX
A100

2011
2013
2015
2016
2017
2018
2020

Fermi
Kepler
Maxwell
Pascal
Volta
Turing
Ampere

40
28
28
16
12
12
7

3.00 ·109
7.08 ·109
8.00 ·109
1.53 ·1010
2.11 ·1010
1.86 ·1010
5.42 ·1010

512
2880
3072
3584
5120
4608
6912

16
15
24
56
80
72
108
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the same kernel (SPMD), whereas different threadblocks can execute different kernels
(MPMD). This involves a combination of the SPMD and MPMD execution models.
One optimization example of MPMD is concurrent kernel execution, where different
kernels are enqueued into concurrent streams. The main benefit is the fine-grained
resource sharing on the growing number of SMs, which otherwise may not be fully
utilized by sequential kernel executions. Therefore, it is increasingly important to
explore the MPMD parallelism among kernels (system-level) in addition to the SPMD
parallelism on modern GPU architectures.
Computations The continuous evolution of GPU architecture brings new features
every generation for better programmability and computing power improvement.
Figure 2.2 depicts some example features in recent architecture and CUDA releases.
Modern GPU hardware has been transformed to be increasingly general-purpose.
For example, Nvidia released the Volta architecture in 2017 that features concurrent
integer and floating-point computations with independent arithmetic pipelines. This
feature primarily benefits high performance computing (HPC) applications such as
stencil computations, which consist of integer address calculation (loop index) and
floating-point computation (loop body). The computation of the loop body can be
performed in parallel with the address calculation of the next loop, which can lead to
35% additional throughput for the floating-point pipelines [Nvi21f]. Other examples
include the tensor cores equipped in Turing architecture that was released in 2018,
which target deep learning applications with training and inferencing workloads.
Alongside the hardware update in each architecture generation, new language
constructs have also been offered in CUDA. For example, CUDA 9 has provided
the concept of cooperative groups that allows fine-grained thread scheduling and
synchronization, which utilizes the independent program counter per thread available in the Volta architecture. This new feature provides more flexibility and better
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Figure 2.2: Nvidia’s new GPU features over time.
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programmability for certain applications such as global reductions. Another example
is CUDA graph, an asynchronous task graph programming model introduced in
CUDA 10. The core idea is to decouple the execution of kernels from the initialization,
which shifts the traditional eager execution to the so-called lazy execution. The main
benefit is the additional optimizations on scheduling and kernel launch overhead,
which can contribute significant speedups for applications with many small kernels.
Such applications tend to under-utilize the GPU when the schedule is not carefully
optimized. All the depicted features are developed to enable more efficient computations as well as better programmability for the architecture. Our work also focuses
on utilizing available new features in our code generation, but in a way that is transparent to the programmer. This increases productivity and relieves the programmers
from manually selecting and performing architecture-specific implementations.
Intermediate Summary As GPU architectures and applications co-evolve, the
optimization objectives also need to be adapted to utilize the provided compute and
memory performance fully. Recent Nvidia architectures expose new challenges as
well as opportunities in GPU programming that requires increased attention to locality, parallelism, and efficient computations. Our work focuses on GPU optimizations
at the system level, and exploit inter-kernel optimizations within applications such
as fusion, concurrent executions, etc. Instead of isolating system-level optimization
from the traditional single-kernel optimization, we view the system-level optimizations as a generalization of the single-kernel scenarios: For any application consisting
of multiple kernels: (a) When the inter-kernel communication dominates the execution time, the system as a whole is memory-bound and can be optimized for better
locality. (b) When there are not enough blocks to utilize the GPU device fully, the
system (all kernels together) is latency-bound and can be optimized for parallelism.
(c) When the kernels have inefficient computations, the system is compute-bound
and can be optimized for efficient computations. Our contributions in this thesis are
categorized based on each of the three objectives. Next, we introduce the commonly
used programming models in GPU computing to achieve the described optimization
objectives.

2.1.3 Programming Models
There are three methods widely used nowadays to accelerate applications on GPUs:
Library-based, directive-based, and language-based [Jer15]. The easiest way to reach
the hardware is by using libraries. As introduced in Chapter 1, library-based approaches are performance portable, but lack programmability. On the other hand,
directive-based approaches such as Open Multi-Processing (OpenMP) [Ope18] and
Open Accelerators (OpenACC) [Ope11] provide directives to annotate the source
code. One benefit of such approaches is that the directives or pragmas can be safely
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ignored by compilers if they cannot be recognized, thus has no impact on the original source code execution. However, compilers today are still struggling to apply
in-depth optimizations based on directives for architectures such as GPUs. One reason is that the general-purpose programming languages such as C and C++ provide
mainly abstractions for the old generation, single-core era hardware. For example,
variables in C/C++ provide abstractions for registers, and control statements provide
abstractions for branches. In recent years, C++ has been slowly adapted for parallel
architectures with new features such as the execution policy in C++ 17. Nevertheless,
the compiler support is still challenging, and the optimizations often fail to explore
even thread-level parallelism. This can be alleviated to some extent with the directivebased approach, which requires programmers with deep architecture knowledge to
annotate certain regions in the source code. However, for domain-specific architectures such as GPUs, the opportunities to execute low-level optimizations such as
ensuring global memory coalesced access are still much limited.
The most commonly used method today to perform GPU computing is the languagebased approach, which employs a certain programming model to specify algorithms
and perform custom optimizations. Two mostly seen GPU programming models are
CUDA [Nvi07] and OpenCL [Khr09]. CUDA is Nvidia’s proprietary programming
framework that supports Nvidia GPUs only. Due to Nvidia’s market dominance,
CUDA is also the most used GPU programming model in academia and industry.
Nvidia also supports OpenCL on their GPUs as part of the CUDA package distribution.
Other hardware vendors such as AMD employ OpenCL as the programming model
for their GPUs. In addition, AMD also provides a CUDA-like C++ programming
interface called Heterogeneous-computing Interface for Portability (HIP), which
enables portability across AMD hardware (through HCC compiler) and Nvidia hardware (through NVCC compiler). Throughout this thesis, we mostly employ CUDA
terminologies and Nvidia GPUs to avoid redundancy. Nevertheless, these programming models share similar abstractions and support both C and C++ as programming
language options with architecture-specific extensions. Those extensions provide
abstractions for the underlying GPU hardware. Table 2.4 depicts the mappings from
some language extensions to the Nvidia hardware.
Table 2.4: Language abstractions for Nvidia GPU architectures.
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A Simple CUDA Example: VectorAdd To illustrate how to use CUDA to program a heterogeneous architecture consisting of both CPU and GPU, we use a simple
example that computes vector addition 𝐾 = 𝐴 + 𝐵 consisting of a typical sequence
of operations within a CUDA program. Listing 2.1 depicts the source code for the
example. The source code can be divided into host code and device code. The host
code (lines 10–38) is executed on the CPU, which is responsible for the following
operations: (1) Declare and allocate host (lines 11–15) and device (lines 18–22) memories. (2) Initialize the input buffers on the host memory (line 17). (3) Copy the input
data from the host to the device (lines 24–26). (4) Launch the kernel for execution
(lines 28–29). (5) Copy the computed output data back from the device to the host
(lines 31–32). (6) Clean up and maybe also continue to the next computation (lines
34–37). In addition to the mentioned operations, the host can also control concurrent
kernel executions by using streams and events, or employ APIs such as CUDA graph
for initialization and execution.
The kernel code (device code) is depicted in lines 1–7. CUDA kernels are declared
with the __global__ specifier, which implies an entry kernel that can only be invoked
from the host. Kernels executed on the device can invoke other kernels, which then
should be declared with the __device__ specifier. CUDA kernels are seen by all the
computing elements to reflect the GPU architecture’s SIMD execution model. Within
the kernel, each computing thread and threadblock is identified by its corresponding
ID with threadIdx and blockIdx. Those variables can be declared as 1, 2, or 3dimensional, and are given in the host code during kernel launch. The size of a
threadblock can be queried from the blockDim variable. Similarly, the size of a grid
can be queried from the gridDim variable. There are also other variables, such as
cooperative groups proposed in recent CUDA releases, which are not discussed in
detail here. In addition to these predefined variables in CUDA, we can define custom
variables in the device code for computation. Declaring a variable without using any
specifier is assumed local to each thread and is stored on registers. When shared
memory is required for the threadblock, the __shared__ specifier must be used to
prefix the variable. The size of the memory can be defined at either compile time or
run time. In general, variables residing in global memory are passed as parameters
to the kernel. Global memory should be accessed as minimum as possible to keep a
good locality during computation. However, it is also possible to declare a variable in
global memory directly from the kernel code by prefixing the __device__ specifier.
As can be observed in Listing 2.1, GPU computing requires explicit memory
management, which includes host and device communications, shared memory allocations, and synchronizations. The simple vectorAdd example shows only the
minimal boilerplate code for a CUDA implementation. It is common to see more
complex device code structures to achieve some of the optimization objectives mentioned in the previous section. Obtaining high-performance implementations on
GPU architectures remains a challenging, tedious task and can only be performed
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Listing 2.1: VectorAdd CUDA example.
1 __global__
2 void vectorAdd ( float *K , const float *X , const float *Y , int

numElements ) {
3
int gid = blockIdx.x * blockDim.x + threadIdx.x ;
4
if ( gid < numElements ) {
5
K[i] = X[i] + Y[i] ;
6
}
7 }
8
9 int main () {
10
int N = 1<< 20 ;
11
// allocate host memory
12
float * h_x , * h_y , * h_k ;
13
h_x = ( float *) malloc (N* sizeof ( float ));
14
h_y = ( float *) malloc (N* sizeof ( float ));
15
h_k = ( float *) malloc (N* sizeof ( float ));
16
17
// initialize x and y... ( omitted )
18
// allocate device memory
19
float * d_x , * d_y , * d_k ;
20
cudaMalloc (& d_x , N* sizeof ( float ));
21
cudaMalloc (& d_y , N* sizeof ( float ));
22
cudaMalloc (& d_k , N* sizeof ( float ));
23
24
// copy the input data from host to device
25
cudaMemcpy ( d_x , h_x , N* sizeof ( float ) , cudaMemcpyHostToDevice );
26
cudaMemcpy ( d_y , h_y , N* sizeof ( float ) , cudaMemcpyHostToDevice );
27
28
// perform vectorAdd on 1 M elements with block size of 256
29
vectorAdd < < <( N+ 255 )/ 256 , 256 > > >( d_k , d_x , d_y , N);
30
31
// copy the output data from device to host
32
cudaMemcpy ( h_k , d_k , N* sizeof ( float ) , cudaMemcpyDeviceToHost );
33
34
// check the output... ( omitted )
35
// clean up
36
cudaFree ( d_x ); cudaFree ( d_y ); cudaFree ( d_k );
37
free ( h_x ); free ( h_y ); free ( h_k );
38
return EXIT_SUCCESS ;
39 }

by a small group of architecture experts. To improve productivity, abstractions
should be raised to a higher level that can hide those architecture details from the
programmer. One way to achieve this is by using domain-specific languages and
compilers.
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2.2 Domain-Specific Languages and Compilers
In contrast to general-purpose language, domain-specific language trades generality for expressiveness within a certain domain [MHS05]. A natural tension in
programming languages exists between productivity (the level of abstraction) and
performance. In general, the closer a language maps to hardware, the easier for
compilers to achieve high performance, and the harder for programmers to use the
language. General-purpose languages such as C and C++ are generally considered
low-level and require expert knowledge to obtain high-performance implementations. Similarly, parallel programming models today, such as CUDA and OpenCL,
can also be considered as general-purpose languages, since they are being employed
in an increasing number of domains across machine learning, image processing,
scientific computing, and computer graphics, etc. Although CUDA and OpenCL
provide abstractions for parallel architectures such as GPUs, the level of abstraction
is still relatively low and requires deep architecture knowledge to obtain efficient
implementations. Therefore, raising the level of abstractions for parallel programming models can significantly benefit programmers for porting their applications to
GPU architectures. In this section, we introduce some recent efforts in DSL programming. Then, we present a programming framework called Hipacc that is employed
throughout our contributions in this thesis.

2.2.1 Programming with High-Level Abstractions
The benefit of abstractions within a DSL is twofold: Providing flexibility to domain
developers as well as capturing domain-specific knowledge that is useful to compilers
for later optimizations. The abstractions are generally offered to programmers as
language constructs in the DSL. For example, the programmer can specify a stencil
operation executed on a grid, without mentioning how to map the operation to the
hardware. DSLs can be categorized as either external or internal [Fow10]. External
DSLs have their own syntax, which can be designed concisely to fit a particular
application domain. Nevertheless, developing an external DSL requires additional
efforts, including lexer, parser, and other tooling support. Examples of external DSLs
include Structured Query Language (SQL) for database management or Make for build
systems. An internal DSL is embedded inside a host language (typically a generalpurpose language), hence also called embedded DSL. The benefits of embedding in a
host language include reusing the lexer and parser of the host, which can bypass lots
of implementation efforts. But one disadvantage is that the syntax is limited within
the host language.
Thanks to the ability to improve productivity while providing domain programmability, DSL research has drawn much attention in recent years. In the domain of
image processing, Halide is an internal DSL in C++ designed for image and tensor
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processing that targets multiple backends such as multi-core CPUs, GPUs, and FPGAs [RBA+ 13]. PolyMage is another internal DSL embedded in Python and optimizes
image processing pipelines for multi-core CPUs [MVB15a]. LIFT is a functional DSL
with an emphasize on rewrite rules for OpenCL code generation [SRD17a]. Hipacc
is an internal DSL and source-to-source compiler for image processing applications [MRH+ 16b]. All the mentioned works are embedded DSLs. Within the world of
embedded DSLs, two flavors can be further identified: deep embedding and shallow
embedding [GW14]. Deep embedding means the DSL program is a data structure
within the user input source code, which is being overloaded. One example is Halide,
which is a C++ library that optimizes the user input Halide code. On the other hand,
shallow embedding does not take the program as a data structure. Instead, the host
compiler is modified to recognize the user input syntax, based on which subsequent
transformations can be performed. One example is Hipacc, which hijacks the Clang
compiler to traverse the input DSL code. Despite the differences in compilations,
all the mentioned DSLs share the same end goal, namely reducing the efforts for
programmers to obtain high-performance implementations. Users can be domain
experts who focus on functionality rather than architecture optimization and code
generation. It is the compiler’s job to extract domain-specific knowledge from the
user input and combine it with architecture-specific information to perform optimization. The benefits of a compiler-based automated approach increase with the
complexity of the application. For simple applications with small kernels, it is doable
for programmers to perform optimization manually. However, for complex image
processing pipelines or deep learning models that consist of tens or hundreds of
kernels, the design space is too large for manual optimization. In this case, compilers
that can combine domain- and architecture-specific knowledge are able to explore
the optimization space more efficiently.

2.2.2 Hipacc: A DSL and Compiler for Image Processing
The Hipacc framework consists of an open-source1 image processing DSL embedded into C++ and a source-to-source compiler based on Clang/LLVM [MHT+ 12a;
MRH+ 16b]. It supports code generation for a variety of backend targets ranging
from multi-core CPUs, GPUs to FPGAs. An overview of the framework and its
supported architectures is depicted in Figure 2.3. In this subsection, we first introduce the domain-specific abstractions offered in Hipacc. Then, we describe the
end-to-end workflow in the framework. Finally, we briefly mention some existing
GPU optimizations proposed by previous works.

1 http://hipacc-lang.org
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Figure 2.3: Overview of the Hipacc framework and its target architectures. GPU
targets considered in this thesis are highlighted in orange. Adapted
from [Rei18].
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Figure 2.4: Common compute patterns in image processing. Adapted from [Rei18].
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Abstractions and Language Constructs
Hipacc targets image processing applications. In image processing, based on what
information is required to compute the output [Ban08], we can identify three common
compute patterns: To compute each pixel of the output image, (a) a pixel operator
uses one pixel from the input image. (b) a local operator uses a window of pixels
from the input image. (c) the operation with one or more images uses the entire
input images. Those operators can be offered to programmers as domain-specific
abstractions in the DSL. In Hipacc, those operators are named point, local, and global
operators, respectively, as depicted in Figure 2.4. They can be implemented via a
user-defined class. The class is derived from the Kernel base class in the Hipacc DSL,
which provides a virtual kernel() function to be overloaded. Next, we present some
example kernels for each of these three operator types.
Point Operator Example 2.1 depicts an example of a point operator in Hipacc. The
user-defined class ColorConversion can be initialized with two parameters: An input
Accessor and an output IterationSpace. Both are language constructs available
in Hipacc. The computation of the color conversion algorithm is implemented by
the kernel() member function, where the input is read from in() and the output is
stored to output(). The kernel() function can be implemented by any algorithm as
long as the element-wise pixel-to-pixel mapping fits the algorithm compute pattern.
Example 2.1: Color Conversion
Here we present a simple color conversion kernel that maps each input pixel in
color to an output pixel in gray. The data type for the input image is uchar4,
which can be unpacked, and each channel is computed with the corresponding
weight:
class ColorConversion : public Kernel < uchar > {
private :
Accessor < uchar4 > & in ;
public :
ColorConversion ( IterationSpace < uchar > & iter , Accessor < uchar4 >
& acc )
: Kernel ( iter ) , in ( acc ) {
add_accessor (& in );
}
void kernel () {
uchar4 pixel = in () ;
output () = .3 f* pixel .x + .59 f* pixel .y + .11 f* pixel .z;
}
};
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Local Operator Example 2.2 depicts a local operator example in Hipacc. Similar to the previous point operator example, an input Accessor and an output
IterationSpace are required as part of the parameters. In addition, a local operator requires a window of pixels as input, which is defined by the domain dom
together with the window size. What identifies the kernel as a local operator is the
use of the reduce() function inside the kernel() implementation. The reduce()
operator automatically performs an aggregation, specified by the reduction mode. If
a kernel does not need an aggregation, Hipacc also offers more flexible extensions
such as the iterate() operator [Rei18].
Example 2.2: Box Blur
This local kernel computes a box blur filter for the input image. For each output
pixel, a window of pixels of size size_x by size_y is accumulated and then
divided by the window size (number of pixels within the window):
class BlurFilter : public Kernel < uchar > {
private :
Accessor < uchar > & in ;
Domain & dom ;
int size_x , size_y ;
public :
BlurFilter ( IterationSpace < uchar > & iter , Accessor < uchar > &in ,
Domain & dom , int size_x , int size_y )
: Kernel ( iter ) , in ( in ) , dom ( dom ) , size_x ( size_x ) , size_y (
size_y ) {
add_accessor (& in );
}
void kernel () {
output () = reduce ( dom , Reduce :: SUM , [&] () -> int {
return in ( dom );
}) / ( float )( size_x * size_y );
}
};

Global Operator Example 2.3 depicts a global operator example in Hipacc. The
structure of the user-defined class, as well as the input and output, are similar to
the other examples. One major difference is the implementation of the reduce()
function. For global operators such as a reduction, Hipacc employs the definition
from Blelloch [Ble90], and requires the user to implement the reduce() function
rather than the kernel() function. The function takes two pixels as inputs and
describes the operation applied to the entire input image. The final result can be
retrieved using a reduce_data() method of the base class.
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Example 2.3: Reduction Max
This example computes a global reduction for the entire input image. More
specific, the maximal pixel is determined, which denotes the highest illuminance
value (peak) of the image. The transitive operation max is implemented in the
reduce() function:
class Reduction : public Kernel < float > {
private :
Accessor < float > & in ;
public :
Reduction ( IterationSpace < float > & iter , Accessor < float > & in )
: Kernel ( iter ) , in ( in ) {
add_accessor (& in );
}
void kernel () {
output () = in () ;
}
float reduce ( float left , float right ) const {
return max ( left , right );
}
};

DSL Code Invocation After kernels have been defined, Hipacc users can declare
the parameters used to invoke the kernels for execution. The required steps are
similar regardless of the operator type. As an example, Listing 2.2 depicts the source
code to invoke the box filter defined in Example 2.2. First, the input and output image
are declared (lines 12–14). The input image can be initialized directly from memory.
For point operators, the Accessor can be declared directly with the input image.
Whereas for local operators, a domain (lines 16–17) or a mask should be declared to
define the sliding window in the function. In addition, the local operator should
also declare a BoundaryCondition (line 20), which defines the pattern to handle
out-of-bounds memory accesses during computation. The IterationSpace can be
simply declared with the output image (lines 23–24). After that, the kernel can be
initialized with the parameters (line 27). Then, the computation can start by invoking
the execute() function (line 28). Finally, when the execution is finished, the output
data can be queried from the data() method (lines 30–31).
It is important to observe that the above steps do not have to be invoked from
the main() function. In earlier versions of Hipacc code, the steps must be called
from the main() function. However, we removed this restriction by implementing a
custom attribute HIPACC_CODEGEN. Instead of visiting the main() function to search
for kernel invocations, current Hipacc works by searching all function calls that are
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Listing 2.2: Hipacc DSL source code to invoke a local operator.
1 // ...
2
3 HIPACC_CODEGEN int main ( int argc , const char ** argv ) {
4
// const int width = ...
5
// const int height = ...
6
// const int size_x = ...
7
// const int size_y = ...
8
9
// host memory for image of width x height pixels
10
uchar * input = load_data < uchar >( width , height , 1, IMAGE );
11
12
// input and output image of width x height pixels
13
Image < uchar > in ( width , height , input );
14
Image < uchar > out ( width , height );
15
16
// declare Domain for blur filter
17
Domain dom ( size_x , size_y );
18
19
// declare accessor and border handling pattern
20
BoundaryCondition < uchar > bound (in , dom , Boundary :: CLAMP );
21
Accessor < uchar > acc ( bound );
22
23
// declare iteration space
24
IterationSpace < uchar > iter ( out );
25
26
// kernel invocation
27
BlurFilter filter ( iter , acc , dom , size_x , size_y );
28
filter . execute () ;
29
30
// get pointer to result data
31
uchar * output = out . data () ;
32
33
// free memory
34
delete [] input ;
35
return EXIT_SUCCESS ;
36 }

declared with the HIPACC_CODEGEN attribute, which is defined as the entry function,
and the visit continues inside this entry point.
As can be seen, the DSL code from Listing 2.2 is pretty simple and straightforward
to use. The source code is pure C++ code and has good interoperability with other
C++ functions that the programmer may want to use. DSL users can declare and
define as many kernels as needed, as long as the required parameters have been
defined. What is important here is what is not shown in the DSL code, namely the
optimizations on the algorithm. The DSL code is intended to be concise and focus
on the algorithm, instead of the architecture-specific implementation details. The
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Hipacc compiler is responsible for the subsequent lowering, optimization, and code
generations. Next, we present the compiler workflow that translates the DSL code
to optimized implementations.
The Source-to-Source Compiler Workflow
The Hipacc compiler is based on Clang2 , the C language family frontend for LLVM.
The DSL code (in C++) is parsed by Clang to generate the Clang abstract syntax
tree (AST). Then, the Hipacc compiler traverses the AST and performs source-tosource transformations using two internal libraries: Analyze gathers information
for analysis and optimizations, e.g., domain knowledge such as the compute pattern,
operator window size, kernel register usage, kernel data dependence, or device
information such as the compute capability and number of available registers. Based
on the obtained knowledge, optimizations such as kernel fusion or concurrent kernel
execution are exploited. After the analysis, the transformations and code generations
are performed by the other library Rewrite. It uses the runtime API to launch the
kernels. In the end, the optimized implementation is pretty printed to host and device
code. An overview of the workflow is depicted in Figure 2.5.
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Figure 2.5: Hipacc source-to-source compiler workflow [QRT+ 20].
One prominent feature that distinguishes Hipacc from other DSLs is its source-tosource compilation. The primary benefit is the ability to emit low-level source code,
which is human-readable and can be further integrated into other projects to achieve
CUDA interoperability. Another advantage to generate source code such as CUDA
is the ability to benefit from the continuous development of Nvidia intrinsics and
compiler support. The source-to-source compiler can be adapted to utilize the new
features available in each CUDA release and architecture upgrade, as depicted before
in Figure 2.2. In contrast to source-to-source compilation, DSLs such as Halide utilize
the LLVM backend, and the DSL code is lowered to LLVM’s intermediate representation (IR). This has the advantage of benefiting from the extensive optimizations
available in the LLVM workflow without the need to reinvent the wheel. In this
case, the backend must utilize NVRTC [Nvi21h] to target Nvidia GPUs. NVRTC is a
runtime compilation library for the LLVM backend supported by Nvidia. Generally,
new features in Nvidia GPU architectures are first supported in CUDA, then gradually
2 https://clang.llvm.org/
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being ported to NVRTC. Nevertheless, despite the different approaches taken in the
workflow, all DSLs face the same challenge of optimizing kernels for increasingly
complex GPU architectures. In Hipacc, some basic single-kernel GPU optimization
techniques have been developed in previous works [MRH+ 16b; Mem13].
Single-Kernel Optimizations on GPUs
In this subsection, we introduce some optimization techniques targeting GPUs that
have been proposed in previous works. There have been mainly four optimization
steps performed for targeting GPUs: (a) Memory layout alignment for images. (b)
Usage of shared memory. (c) Multiple pixels per thread computation. (d) Image
border handling. These optimizations focus on locality and efficient computations
at the kernel level. For example, when computing point operators, in order to map
the iteration space points to the memory efficiently, the memory access of a warp
should be properly aligned with the memory transactions. This is especially the case
when a subregion of the input image is computed with a certain offset. For local
operators, when the window size is large, the on-chip cache cannot accommodate
the required pixels per computation. In this case, it is beneficial to first stage a
block of pixels onto the shared memory. Then, each thread can read the window
pixels from the shared memory multiple times, which incurs a much shorter latency
compared to global memory. Hipacc is able to decide the shared memory size based
on the specified block size and window size. Nevertheless, some existing techniques,
such as memory alignment for shared memory, are no longer beneficial for recent
architectures. One of our contributions is to remove this alignment transformation
for new architectures. Another technique developed in previous work is thread
coarsening, namely multiple pixels per thread computation. This efficiently increases
the compute intensity during computation, which improves locality for memorybound kernels. Finally, previous work also explored an efficient border handling
technique that divides the iteration space into specialized regions, such that the total
number of border checks can be reduced. Nevertheless, this is only beneficial for
large images with small window-sized kernels. One of our contributions presented
later is to refine this approach to take into consideration of both beneficial and
non-beneficial scenarios.
As GPU architectures evolve, the system-level, inter-kernel optimization becomes
increasingly important for modern applications, which motivates most of our contributions. The remainder of this thesis discusses our contributions in detail with
respect to the optimization objectives on GPU architectures.
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Exploiting Locality through
Kernel Fusion
The intrinsic data parallelism in many image processing applications demands heterogeneous architectures with accelerators such as GPUs for execution. Nevertheless,
modern parallel computing architectures exhibit complex memory hierarchies in
a variety of ways. Close-to-compute memories are generally fast but scarce, and
they might not be shared globally. For example, registers are local per thread and
shared memory is local per threadblock on GPUs. Whereas large, global memory
is often costly to access. Achieving good performance requires efficient memory
management, and incurs the trade-off among locality, parallelism, and the number
of redundant computations. In this chapter, we present a technique called kernel
fusion for locality optimization at the system level on GPUs.

3.1 Introduction
Data-intensive applications are gaining importance across multiple domains today,
including computer vision, medical imaging, machine learning, computer graphics,
and autonomous driving. For example in image processing, new algorithms with
increased complexity are arising, which are generally composed of multiple or many
kernels in a compute pipeline. The inter-kernel communications are intensive and
exhibit many opportunities for locality improvement at the system level. In generalpurpose compiler optimizations, one well-known optimization technique to improve
locality is loop fusion. Loop fusion and other loop transformation techniques such
as loop tiling [GOS+ 93; IT88] target locality optimization, and have been proven
effective in multiple domains such as linear algebra, machine learning, and image
processing [MAS+ 16; ATB+ 15]. GPU kernels can be regarded as nested loops that
execute in parallel. Inspired by loop fusion, we present a kernel fusion technique
that optimizes for data locality on GPU architectures. In order to enable automatic
transformation, we analyze the fusibility of each kernel pair in an application based
on domain-specific knowledge such as data dependencies, resource utilization, and
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parallelism granularity. We present a formal description of the problem by defining
an objective function for locality optimization. By translating the fusion problem
to a graph partitioning problem, we provide a solution based on the minimum cut
technique to search fusible kernels recursively. In addition, we develop an analytic
model to quantitatively estimate potential locality improvement by incorporating
domain-specific knowledge and architecture details. Programming image processing algorithms on hardware accelerators such as GPUs often exhibits a trade-off
between software portability and performance portability. DSLs have proven to be
a promising remedy, which enable optimizations and generation of efficient code
from a concise, high-level algorithm representation. Therefore, we implement the
proposed technique in Hipacc to achieve automated compiler-based code generation.
Kernel fusion has been investigated in a number of research efforts across multiple
domains [WLY10; WDW+ 12; FMF+ 15]. Our work is novel by solving the kernel
fusion problem with the combination of a graph partitioning technique used in loop
fusion with domain-specific and architecture knowledge. The contributions in this
chapter are as follows:
1. A formal description of the kernel fusion problem. Inspired by the loop fusion
techniques, we define an objective function that represents an overall fusion
benefit in terms of the execution cycles being saved. The goal of fusion is to
maximize the benefit based on data dependency, resource usage, and thread
granularity information.
2. An analytic model for benefit estimation. The model combines domain-specific
knowledge with architecture information to estimate potential locality improvement. Our model is able to explore the trade-off between locality and
redundant computation.
3. Two algorithms to explore fusible kernels in the application: A simple approach
by searching along edges and an advanced algorithm to maximize the fusion
benefit by employing a weighted minimum cut technique to search fusible
kernels recursively. All steps are illustrated by an image processing example
application.
4. An index exchange method to guarantee the correctness of fusing the halo
regions for stencil-based kernels.
5. Implementation of the proposed approach in Hipacc. Programmers only need
to specify their algorithms using the DSL. Without any additional efforts, the
implementation details are transparent to the programmer. The optimization
can be enabled/disabled by simply passing a flag (-fuse on/off) before Hipacc
compilation.
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The remainder of this chapter is organized as follows1 : Section 3.2 gives a brief
introduction to loop fusion and highlights the similarities as well as the differences
between loop fusion and kernel fusion on GPUs. In addition, the benefits and potential cost of kernel fusion are introduced. Section 3.3 presents a formal description
of the kernel fusion problem. An objective function is defined to quantify the benefit that can be achieved by applying kernel fusion. To guarantee the legality of
fusion, data dependency and resource constraints are examined. We also mention
the granularity constraints imposed by the GPU architecture. Section 3.4 addresses
the details in our analytic model that captures the benefit and cost. We define precise
machine models that quantitatively estimate the number of cycles being saved by
the transformation. Section 3.5 presents two methods to search fusible kernels: A
basic linear search and a graph-based algorithm that uses min-cut. We also use a
real-world application to illustrate the steps of the proposed solution. Section 3.6
describes our kernel fusion implementations in the context of Hipacc. We also
present the challenge of fusing two local operators and our implementation solution
using an index exchange method. Section 3.7 presents the evaluation outcome and
discussions. Finally, Section 3.8 introduces some related work before conclude our
work in Section 3.9.

3.2 From Loop Fusion to Kernel Fusion
3.2.1 Loop Fusion
The basic idea of loop fusion is to aggregate multiple loops into one, reduce the
reuse distance, and increase the opportunity for small intermediate data to reside in
cache. Consider two loops in a program that share a producer-consumer relationship:
do i =1 , n
a[i] = i
enddo
do i =1 , n
b[i] = a[i]
enddo

Where the first loop initializes an array a[] and the second loop copies a[] to another
array b[]. When the array size n is large, the intermediate data a[] can no longer fit
in the cache after the first loop finishes. If this happens, the overall execution will be
costly due to the low cache hit rate and frequent accesses to the main memory. Loop
fusion optimizes this scenario by merging the two loops as follows:
1 The

contents of this chapter are based on and partly published in [QRH+ 18] which has appeared in
the Proceedings of the 21th International Workshop on Software and Compilers for Embedded
Systems (SCOPES), and [QRH+ 19] which has appeared in the Proceedings of the IEEE/ACM
International Symposium on Code Generation and Optimization (CGO).
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do i =1 , n
a[i] = 1
b[i] = a[i]
enddo

In this case, the intermediate data is only one element instead of the whole array,
which fits in the cache and can be accessed much faster. Moreover, the additional
memory allocation required by a[] can be saved and replaced by registers. For
simple programs as this, it is easy for human programmers to spot the inefficiency
and apply manual optimizations. While real-world programs can have more complex
loop structures with different kinds of dependencies such as loop-carried and loopindependent dependencies. Loop fusion is typically one of the first steps among a
number of loop optimizations since it leverages the optimization scope and increases
the opportunity for parallelism and locality exploration [MCT96].

3.2.2 Kernel Fusion
Image processing pipelines typically consist of multiple or many kernels. Each kernel
is a processing stage that takes one or more images as input and produces one output
image. Inspired by loop fusion, we can reduce the reuse distance of any intermediate image that is produced and consumed by different kernels. Assume we have
three simple CUDA kernels, the output of the source kernel is used by the intermediate kernel, and the output of the intermediate kernel is used by the destination kernel:
__global__ void KernelSrc ( float * OutSrc , float * InSrc ){
... = InSrc ;
// source kernel body ...
OutSrc = ... ;
}
__global__ void KernelIntmd ( float * OutIntmd , float * InIntmd ){
... = InIntmd ;
// intermediate kernel body ...
OutIntmd = ... ;
}
__global__ void KernelDest ( float * OutDest , float * InDest ){
... = InDest ;
// destination kernel body ...
OutDest = ... ;
}

Given the execution configurations, i.e., index space, are the same for all three kernels.
Kernel fusion can merge those three kernels into one fused kernel as follows:
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__global__ void KernelFused ( float * OutDest , float * InSrc ){
... = InSrc ;
// source kernel body ...
// intermediate kernel body ..
// destination kernel body ...
OutDest = ... ;
}

Similar to loop fusion, kernel fusion preserves the original execution order. After
fusion, the new kernel executes three fusible kernel bodies in the original sequence.
Furthermore, kernel fusion eliminates the data for inter-kernel communications,
namely the two temporal images between the source and intermediate kernel and
between the intermediate and destination kernel. On GPU architectures, this means
global memory buffers can be replaced by registers. After fusion, only the input of
the source kernel and the output of the destination kernel are required.
The benefits of fusion are obvious for the simple examples we just presented.
Nevertheless, fusion becomes a much challenging problem when applications grow
in complexity, and data dependency and resources need to be managed [KM94].
To answer the question of which kernels can be fused, efficient search strategies
should be explored based on the application graph. One simple method to search
fusible candidates is by greedy fusion, namely fusing along the heaviest edge. Mullapudi, Vasista, and Bondhugula [MVB15c] presented PolyMage, an image processing
domain-specific language (DSL) and compiler that performs automatic fusion and
tiling of image processing pipelines. The grouping step in their algorithm is essentially a pair-wise greedy fusion, expanding the fusion scope while accounting for the
fusion profitability. This simple grouping approach can already be useful for many
applications. Halide’s auto-scheduler employs a similar approach [MAS+ 16]. Early
research efforts, e.g., Gao et al. [GOS+ 93] proposed a fusion strategy for array contraction based on graph cutting, i.e., max-flow min-cut algorithm. Their representation
model is a loop dependency graph that represents a single-entry single-exit basic
block of the program, where all the edges have the same unit weight for partitioning.
Kennedy et al. [KM94] proposed two fusion algorithms, targeting both data locality
and parallelism. They distinguish two types of loops, parallel and sequential, which
is important for minimizing loop synchronization. Singhai et al. [SM97] studied a
more restricted case of loop fusion by considering locality with register pressure.
This posed a leap forward to start considering resource usage.
Our kernel fusion approach is inspired by those traditional loop fusion techniques
yet differs in significant ways. First, kernel fusion targets locality improvement at
the system level and emphasizes inter-kernel locality improvement. Applications
such as image processing consist of deep pipelines that communicate intensively
high-resolution images. This exhibits an opportunity for locality improvement.
Second, we combine techniques from graph theory with domain-specific knowledge,
which enables us to quantitatively and accurately estimate the degree of locality
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improvement. Consequently, the previously mentioned optimization trade-off can
be explored efficiently. Next, let us take a deeper look at the potential benefits and
costs of kernel fusion for GPU architectures.

3.2.3 Benefits and Costs
The primary goal of kernel fusion on GPU architectures is to improve the temporal
locality during execution by eliminating unnecessary communications via global
memory. Figure 3.1 illustrates the transformation of kernel fusion: Given two kernels
𝑓 and 𝑔 with a producer-consumer data dependency, the result of 𝑓 is written to the
global memory and later read by 𝑔, no extra modifications are made on the result.
Kernel fusion identifies such intermediate memory accesses as being unnecessary
and composes 𝑓 into 𝑔 to create a new fused kernel 𝑔 ◦ 𝑓 , reducing the amount of
unnecessary global memory transfers. We highlight three key fusion benefits that
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Figure 3.1: GPU kernel fusion [QRH+ 18].
are particular and are important for GPU architectures:
• Faster execution: Accessing global memory on a GPU device requires a latency
of hundreds of cycles, which is very costly compared to arithmetic computations and easily yields memory bandwidth bottleneck. If two kernels can
be fused, the intermediate data can be moved to fast memories with shorter
access latency, such as shared memory or registers. Therefore, the expensive
memory accesses are eliminated, and the implementation can have a faster
execution.
• Larger optimization scope: Compared with the kernels before fusion, the
fused kernel typically has a larger code body, which offers more opportunities
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for optimization. Larger optimization scope is well understood as a generalpurpose compiler technique [ALS+ 06]. For source-to-source compilers such as
Hipacc, CUDA code is generated and passed to NVCC for further compilation.
By kernel fusion, the generated CUDA code has a larger code body. Thus,
certain optimization passes in NVCC (or GCC that is used internally by NVCC),
such as common sub-expression elimination, might be further applied after
kernel fusion. Potentially, the final code is more efficient.
• Smaller data footprint: Without kernel fusion, the intermediate image needs to
be allocated on global memory. Nevertheless, if every pixel of an intermediate
image can be directly produced and consumed by the same computation unit,
e.g., a thread, kernels can be fused, and the intermediate image can be replaced
by intermediate pixels that can be stored directly on registers. Thus, no buffer
needs to be allocated in global memory during the whole execution. This is
also beneficial from the energy perspective.
Accompanied by the benefits of kernel fusion, certain potential costs that are particular and important for GPU architectures should also be taken into consideration.
Existing works focus mostly on fusion benefit and lack of enough attention on the
cost of this transformation:
• Increased resource usage: Kernel fusion potentially increases the utilization of
registers and shared memory. If a fusible kernel list contains many kernels, it
might not be beneficial to fuse them all without considering resource usage.
The absolute resource usage of a CUDA kernel, such as the number of used
registers, can only be checked by inspecting the binary executable from NVCC.
Doing so requires that the kernel has already been translated and code has
been generated by the compiler. If we want to make decisions ahead-of-time
(AOT) during compilation, we can either compile the kernel to a CUDA binary
on the fly to get an estimation, or try to estimate the resource utilization from
the domain-specific information extracted from the DSL code.
• Saturated computing pipeline: When individual kernels are expensive in computation and fully utilize certain compute resources on the GPU device such
as the arithmetic pipeline. Then, fusing such kernels result in no benefits since
the memory access is not the performance limiter. Moreover, fusion under
such scenarios could over-saturate the pipeline and lead to a slow down in the
overall execution.
• Redundant computations: Depending on the compute patterns of the kernel,
it can be beneficial to achieve kernel fusion by performing redundant computations. The trade-off can be evaluated analytically, which is discussed later in
this chapter. The cost of this redundant computation depends on a number of
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parameters, and it is possible to outweigh the benefits in terms of execution
cycles. In this case, fusion should be disabled during optimization.

3.3 The Fusion Problem
Kernel fusion is a transformation technique that aggregates multiple fusible kernels
into one. Target applications are represented in the form of DAG 𝐺 = (𝑉 , 𝐸), where 𝑉
is the set of vertices and 𝐸 is the set of edges. Vertices in the graph represent kernels
in the algorithm, and edges represent the data dependency among the kernels. If an
edge connects two kernels (𝑣𝑖 , 𝑣 𝑗 ) ∈ 𝐸, this indicates kernel 𝑣 𝑗 consumes the output
produced by kernel 𝑣𝑖 .
A partition block 𝑃 of 𝐺 is a subset of 𝐺, where all vertices in 𝑃 are connected. If
both the source and destination vertex of an edge 𝑒 are in 𝑃, we say the edge 𝑒 is in 𝑃.
Moreover, assume each edge 𝑒 ∈ 𝐸 has a weight 𝑤𝑒 , which is a positive number and
represents the benefit gained by fusing the source and destination kernel of edge 𝑒.
Then, the weight of a partition block 𝑃 is the sum of all the edge weights in 𝑃. In the
remainder of this section, we first present the objective function and then discuss
the legality of a graph partition.

3.3.1 Problem Statement
Given an application graph 𝐺 = (𝑉 , 𝐸) as input, with 𝑤𝑒 : 𝐸 ↦→ ℝ>0 assigned to each
edge 𝑒 ∈ 𝐸 in the graph as weight, find a partition 𝑆 with a set of partition blocks
𝑆 = {𝑃 1, ..., 𝑃𝑘 }, 𝑃𝑖 = (𝑉𝑖 , 𝐸𝑖 ), 1 ≤ 𝑖 ≤ 𝑘 and 𝑉𝑖 ⊆ 𝑉 , 𝐸𝑖 ⊆ 𝐸 where:
• All the partition blocks in 𝑆 are legal. A partition block is legal if all the kernels
inside can be fused to one, with data dependency being preserved and resource
constraints being satisfied. (Discussed in Section 3.3.2)
• 𝑆 is pairwise disjoint, namely any two partition blocks in 𝑆 do not share vertices,
i.e., ∀𝑖≠𝑗 , 𝑉𝑖 ∩ 𝑉𝑗 = ∅.
• 𝑆 covers 𝐺, namely the union of all the partition blocks in 𝑆 equals to 𝐺, i.e.,
𝑉1 ∪ 𝑉2 ∪ ... ∪ 𝑉𝑘 = 𝑉 .
such that Eq. (3.1) is maximized.
𝛽=

𝑘
Õ

(3.1)

𝑤 𝑃𝑖

𝑖=1

where 𝑤 𝑃𝑖 denotes the weight of a partition block 𝑃𝑖 = (𝑉𝑖 , 𝐸𝑖 ), i.e., 𝑤 𝑃𝑖 =
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Eq. (3.1) is our objective function for kernel fusion and 𝛽 represents the benefit we
receive by applying kernel fusion to an input application graph 𝐺. 𝛽 is represented
as the number of execution cycles being saved. Each partition block may contain
one or more kernels and is one fusion transformation. Therefore, all the kernels in
the same partition block will be fused into one kernel. The benefit we gain from this
transformation is the weight of the partition block. The goal is to maximize the total
benefit of all the obtained partition blocks. For example, if 𝐺 is a partition block and
all the kernels can be fused into one, we receive the maximum benefit in 𝐺. However,
this situation rarely happens due to the dependency and resource constraints, which
are discussed in the following subsection.

3.3.2 Legality
We consider the legality of kernel fusion from three aspects: Data dependency,
resource usage, and header compatibility. They are particularly important for implementations on GPU architectures, due to the multi-level compute and memory
hierarchy.
Data Dependency
Consider an arbitrary partition block 𝑃 within an application graph 𝐺, assume it
consists of a source kernel 𝑣𝑠 , a destination kernel 𝑣𝑑 , and zero or more intermediate
kernels. We identify four scenarios to analyze the data dependency, as depicted in
Figure 3.2. Fusing a partition block is legal if the fused kernel body has no external
dependency. Figure 3.2a shows a true dependency among kernels in the partition
block, which is legal and straightforward to fuse. Figure 3.2b shows another legal
scenario where the inputs of 𝑣𝑠 are shared by other kernels in the partition block.
Fusion becomes illegal whenever an external dependency is introduced within the
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Figure 3.2: Dependency scenarios [QRH+ 19].
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block, as depicted in Figure 3.2c and Figure 3.2d. Since kernel fusion preserves only
the input of the source kernel and the output the destination kernel. Therefore, any
attempt to read or write another external memory location will introduce fusion
preventing dependency. Hence, a partition block is legal to fuse only if no external
dependencies are introduced.
Resource Usage
Kernel fusion aims at locality improvement, which eliminates inter-kernel communicated data from the slow global memory and replaces it with fast on-chip memories
such as registers or shared memory on GPUs. In GPU computing, resources such as
registers, shared memory, and threads are shared within each SM. For example, if
one threadblock uses too many resources, such as shared memory, the number of
threadblocks that can be executed on an SM in parallel will reduce. Kernel fusion can
potentially increase the amount of resource usage in the fused kernel body, which
might cost parallelism. If many kernels with high resource usage are fused into one,
the loss of parallelism might outweigh the benefit of locality improvement.
In addition to data dependency, we consider resource usage as another important
constraint for legality. Good performance is achieved on GPUs by latency hiding
combined with massive parallelism. The number of threadblocks that can run concurrently is limited by the resource usage of the kernel, namely register and shared
memory utilization. In terms of registers, the usage only increases when redundant
computations are performed during fusion. For example, when a point kernel is
followed by a local kernel, we need to explore the fusion trade-off by inlining the
point computation into the local computations. In this case, the register usage of the
fused kernel may increase. We capture this trade-off using an analytic model, which
will be discussed in the next section. On the other hand, the story is a bit different
when a point kernel is followed by another point kernel. Despite the fact that the
fused kernel has a larger kernel body, the new body is concatenated from the fusible
kernel bodies. There exists no data dependency carried among them in the original
code, except the input and output. In this case, we did not observe any increase in
register pressure during kernel fusion.
In addition to registers, the shared memory usage may also increase during kernel
fusion. For statically allocated shared memory, the size typically depends on the
given work-group configuration, local operator size, and the size of the output image.
When fusible kernel bodies are concatenated to formulate the fused body, the shared
memory can be reused for all kernels. In this case, the size of the shared memory of
the fused kernel is the maximum shared memory size used among all fusible kernels.
Nevertheless, when fusible kernel bodies are inlined to perform any redundant
computations, for example, one local kernel is followed by another local kernel. The
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shared memory of the fused kernel becomes the sum (instead of the max) of all
shared memory used among all fusible kernels.
In conclusion, either the register or shared memory utilization may increase
after fusion, which may lead to a reduction of threadblock parallelism (occupancy
decrease) for the fused kernel. Given a partition block 𝑃 consists of a set of kernels
{𝑣𝑖 ∈ 𝑃, 1 ≤ 𝑖 ≤ 𝑛}, and fusion tends to merge those 𝑛 kernels into one kernel 𝑣 𝑃 . Let
𝑂 (𝑣) represent the theoretical occupancy2 of kernel 𝑣 imposed by the resource usage,
which can be limited by either register, shared memory, or the number of threads.
We define a partition block 𝑃 as legal if Eq. (3.2) is satisfied for all the kernels in 𝑃.
𝑂 (𝑣 𝑃 )
≥ 𝐶𝑜𝑐𝑐
max({𝑂 (𝑣𝑖 ) : 𝑣𝑖 ∈ 𝑃 })

(3.2)

In Eq. (3.2), 𝑃 is the set of kernels. 𝐶𝑜𝑐𝑐 is a user-given threshold to constrain the
occupancy of the fused kernel. For example, when 𝐶𝑜𝑐𝑐 = 0.5, the fused kernel should
not decrease the original kernels’ occupancy by more than 50 %. Eq. (3.2) prevents
any dramatic increase of resource usage due to kernel fusion.
Header Compatibility
In traditional loop fusion optimizations, there are many requirements to guarantee
the feasibility. One example is the loop header, namely the number of iterations.
Analogous to loop fusion, kernel fusion needs to examine the iteration space size of
the fusible kernels. All fusible kernels should have a compatible access granularity.
One important concern for fusion on GPUs is the granularity of parallelism: In the
context of kernel fusion, granularity indicates the number of threads that is used
by the producer and consumer kernel to write and read the intermediate buffer.
Figure 3.3 depicts three possible scenarios of a point-to-point kernel pair. In general,
the access pattern for output images is identical among kernels, as can be seen in
the producer threads in the figure. The scenarios in Figure 3.3 are distinguished by
the access pattern of the consumer kernel. Scenario (a) illustrates the basic use case
where the fused kernels share the same granularity. In this case, registers can be
used to buffer the intermediate data. Scenarios (b) and (c) depict the situations in
which the user input requires an offset or stride access pattern. In these cases, the
intermediate data is produced and consumed by different threads. Shared memory
can be used to store the data, but further analysis is required to detect for example if
all the accessing threads are in the same work-group. Moreover, whenever a buffer
in shared memory is written and read by different threads, we have a race condition.
Hence synchronization is required among the threads. For scenario (c), if the three
active threads are in the same warp with the other four inactive threads, if-statements
2 Theoretical

occupancy can be calculated using the CUDA Occupancy Calculator from Nvidia. In
Section 4.3.1, we present the definition of the occupancy calculation in detail.
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(a) Same

(b) Offset

(c) Stride

Figure 3.3: Granularity scenarios for point operator pairs. Top threads compute
the producer kernel, and bottom threads compute the comsumer kernel [QRH+ 18].
are needed to explicitly disable the execution of the inactive threads. This introduces
branch divergence and greatly degrades the performance of the fused kernel. In this
work, we constrain our granularity analysis to scenario (a). Eq. (3.3) expresses our
granularity constraint definition 𝐶 gl for a partition block 𝑃.
𝐶 gl (𝑃) =

Û

(𝑣𝑖 , 𝑣 𝑗 ) ∈ 𝐸 =⇒ AccPattern𝑎 (𝑣 𝑗 )

(3.3)

𝑣𝑖 ,𝑣 𝑗 ∈𝑃

Here, AccPattern𝑎 (𝑣 𝑗 ) evaluates to true if the access pattern of the consumer
kernel 𝑣 𝑗 adheres to pattern (a) as shown in Figure 3.3. This requirement is not
too restrictive, since image processing pipelines typically operate on constant-size
images. Therefore, we define a partition block 𝑃 as legal if all the kernels have
compatible headers, namely the same iteration space size and access granularity.

3.4 Trade-off Estimation
For each kernel pair, namely each edge 𝑒 ∈ 𝐸 in the application graph 𝐺, we assign a
weight 𝑤𝑒 that represents the benefit gained by fusing the source and destination
kernel of this edge. The value captures the trade-off between locality improvement
and the cost of re-computation. It can be estimated with the help of domain-specific
knowledge as well as architecture knowledge. For example, on a GPU, we estimate
the number of cycles being saved by relocating an intermediate image from global
memory to shared memory or registers. After the relocation, we need to guarantee
the fused kernel memory reading and writing from the desired location. One of
the reasons that makes kernel fusion challenging on GPUs is that all the memory
management tasks must be handled explicitly, which requires the programmer to
know the behavior as well as the compute pattern in the target domain. In the
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remainder of this section, we first introduce the compute patterns of interest and the
proposed hardware model. Then, we present formulas for the benefit calculation.

3.4.1 Compute Pattern Definition
As mentioned in Section 2.2.2, one of the methods to categorize compute patterns
in image processing is based on what information is used to map one image to
another [Ban09]. To compute each output pixel, (a) if one pixel is required as input, it
is an element-wise operation, namely a point operator. Example functions are global
offset correction, gamma expansion, tone mapping, etc. (b) if a region of pixels is
required as input, it is a stencil-based operation, namely a local operator. Example
functions are Gaussian filter, convolution filter, median filter, etc. (c) if one or more
images are required as input, it is a reduction operation, namely a global operator.
Example functions are histogram estimation, peak detection, etc. Figure 3.3 depicts
the memory access patterns for each of these three operators on GPUs.
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(a) Point Operator

(b) Local Operator

(c) Global Operator

Figure 3.4: Memory access patterns. Top: Input image; middle: SIMD processing;
bottom: Output image [QRH+ 18].
Point operators are the most straightforward to be mapped on GPUs. Each pixel is
computed by one thread and typically requires no shared memory usage. Local operators are more costly to compute, and each thread requires multiple pixels as input.
Since each pixel is accessed multiple times, shared memory is generally employed to
reduce the traffic to global memory. The global operator is different from the other
two types since it computes a scalar output from the entire image. Inlining kernels
for a global operator is too costly, since the amount of redundant computations
grows quadratically with the image size. Therefore, we exclude scenarios where
the consumer kernel in a fusion pair is a global operator. In the remainder of this
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subsection, we first present a simplified GPU memory model, and then provide an
analysis technique for point and local operator combinations.

3.4.2 Hardware Model
We consider a simplified GPU memory model that consists of registers, shared
memory, and global memory. Global memory has the longest access latency and
is used by default. Assume 𝑡𝑔 is the expected number of cycles to access a pixel
from global memory, 𝑡𝑠 is the expected number of cycles to access a pixel from
shared memory, 𝐼𝑆 (𝑖) represents the iteration space size of an image 𝑖. The locality
improvement can be defined as:
𝛿 Mshared (𝑖) = 𝐼𝑆 (𝑖) ·

𝑡𝑔
𝑡𝑠

𝛿𝑟𝑒𝑔 (𝑖) = 𝐼𝑆 (𝑖) · 𝑡𝑔

(3.4)
(3.5)

where 𝛿 Mshared (𝑖) represents the locality improvement by moving an image 𝑖 from
global memory to shared memory. 𝛿𝑟𝑒𝑔 (𝑖) represents the locality improvement by
moving an image 𝑖 from global memory to registers. The cost of global memory
access on a GPU depends on many conditions such as memory access patterns, and
can be hidden to some extent by the massive number of threads for computation. In
this work, we consider the global memory access latency (typically 400–800 cycles)
to perform a conservative estimation. The cost of shared memory access is much
lower compared with global memory, typically in a few cycles. However, it is still
slower than registers, which can be accessed in a single cycle. Those access latency
variables are parameters and can be adapted for new architectures.

3.4.3 Fusion Scenarios
Assume an edge 𝑒 = (𝑣𝑠 , 𝑣𝑑 ) ∈ 𝐸, where 𝑣𝑠 is the source kernel and 𝑣𝑑 is the destination
kernel. Further, assume 𝑣𝑠 has 𝑛 input images as {𝑖𝑠1, ..., 𝑖𝑠𝑛 }, 𝑛 ≥ 1. 𝑖𝑒 is the image
that is produced by 𝑣𝑠 and consumed by 𝑣𝑑 . Replacing the storage of 𝑖𝑒 is the goal of
kernel fusion. Assume the benefit of fusing 𝑣𝑠 and 𝑣𝑑 is 𝑤, we identify four scenarios
as follows:
Illegal When 𝑣𝑠 and 𝑣𝑑 are illegal to fuse due to an external data dependency,
resource constraint, or header incompatibility, as presented in the previous subsection
by Eqs. (3.2) and (3.3). In this case, we do not get any benefit improvement. Instead
of defining the benefit 𝑤 zero, we assign an arbitrarily small positive number 𝜀 to 𝑤.
The proposed fusibility search algorithm in this work, which is introduced in Section
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3.5, requires all edges having a positive weight. Therefore, the fusion improvement
for this illegal scenario is simply given as
(3.6)

𝑤 =𝜀

Point-based When 𝑣𝑠 and 𝑣𝑑 are legal to fuse, and the consumer kernel 𝑣𝑑 is a point
kernel, we refer to this scenario as a point-based fusion. As previously introduced,
a point kernel requires only one pixel for each output. On GPUs, this pixel can be
computed by the same thread from the producer kernel 𝑣𝑠 , regardless of the compute
pattern. This is guaranteed by the granularity requirement in the header check.
Therefore, each pixel can be kept in the register of each thread. In this scenario,
we receive the best possible improvement by moving the intermediate image from
global memory to registers. The fusion improvement is given as:
(3.7)

𝑤 = 𝛿𝑟𝑒𝑔 (𝑖𝑒 )

We can further distinguish the point-based scenario by the type of the producer
kernel. When the producer kernel 𝑣𝑠 is also a point operator, the temporal locality
can be significantly improved by using registers to buffer the intermediate data, as
depicted in Figure 3.5. The left side shows the memory access pattern before fusion.
Initially, three buffers need to be allocated in the global memory, and the red regions
illustrate image pixels that are read or written.
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Figure 3.5: Point-to-point kernel fusion [QRH+ 18].
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The locality of the intermediate data (pixels) is determined based on the threads
that produce them and the consuming threads. In Figure 3.5, we can observe that
each pixel in the intermediate image is produced and consumed by the same thread.
This indicates that registers should be used to improve locality. Thereby, the costly
global memory access can be replaced by local register access. The right-hand side of
Figure 3.5 depicts the memory access pattern after fusion. We can observe that the
intermediate read and store actions have been eliminated. In addition, we can perform
a worst-case estimation of the number of global memory accesses and computations
before and after kernel fusion. Assume two kernels execute point-wise operations on
an image of size 𝑁 . Without considering caching and memory coalescing, Table 3.1
depicts the estimation result. Note that we count all the operations to produce one
output pixel as one computation.
Table 3.1: Computation and global memory access estimation for point-to-point
fusion for an image with 𝑁 pixels.
Memory load

Memory store

Computations

2·𝑁
𝑁

2·𝑁
𝑁

2·𝑁
2·𝑁

Before fusion
After fusion
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Figure 3.6: Local-to-point kernel fusion with local operator of width 𝑤 𝑥
3 [QRH+ 18].
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Another scenario in point-based fusion is when the producer kernel 𝑣𝑠 is a local
operator, which becomes a local-to-point fusion. Local-to-point fusion closely resembles the previous point-to-point scenario. Figure 3.6 depicts the memory access
pattern before and after fusion. Although the local operator requires more pixels as
input, the intermediate pixel remains produced and consumed by the same thread.
Hence, the point-to-point analysis on locality still applies, namely the global memory
access can be replaced by local register access. Moreover, the procedures for fusion
are also analogous for both scenarios since both employ registers for the intermediate
storage.
Table 3.2 presents the estimation results for this scenario. For 1D local filter, we
assume a filter of width 𝑤 𝑥 = 3 for the local operator, which indicates the producer
kernel needs 3 loads per pixel. Consequently, after fusion, the fused kernel also needs
3 loads per pixel. All other estimations remain the same. For 2D local filter, only
the filter size is updated with 𝑤 2 . Overall, we can observe that the percentage of
memory accesses saved is less compared to the point-to-point scenario. Nevertheless,
the gain can be significant for large images.
Table 3.2: Computation and global memory access estimation for local-to-point
fusion for an image with 𝑁 pixels.
Local filter

Memory load

Memory store

Computations

Before fusion
After fusion

1D

(𝑤 𝑥 + 1) · 𝑁
𝑤𝑥 · 𝑁

2·𝑁
𝑁

2·𝑁
2·𝑁

Before fusion
After fusion

2D

(𝑤 2 + 1) · 𝑁
𝑤2 · 𝑁

2·𝑁
𝑁

2·𝑁
2·𝑁

Point-to-local Kernel fusion becomes more complex when the consumer kernel
𝑣𝑑 is a local operator. When the producer kernel 𝑣𝑠 is a point operator, we have a
point-to-local fusion scenario. Figure 3.7 depicts the memory access pattern before
and after fusion. On the left side, it can be observed that the intermediate pixels are no
longer produced and consumed by the same thread. For every three pixels as depicted
in the intermediate buffer, they are produced by three threads but consumed by the
middle thread only. This prohibits the use of registers for buffering since registers
in GPUs are private per thread. The middle thread cannot access the registers of
its neighboring threads, thereby cannot execute the filter operation. The next best
candidate for locality improvement is shared memory. Buffering data in shared
memory enables multiple thread accesses but is limited to the same threadblock.
Threads in one threadblock cannot access the shared memory of another threadblock.
Thereby, the boundary threads in any threadblock are likely to stall execution due
to data unavailability. Using shared memory only for certain threads easily yields
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branch divergence, and synchronization is required. These constraints disqualify the
shared memory option and leave no room to directly improve locality.
Due to the characteristics of GPU’s SIMD execution and memory hierarchy, there
is an opportunity to trade redundant computations for better temporal locality. As
can be observed in Figure 3.7, to produce one pixel in the output image, each thread
executing the local operator (consumer kernel) demands three pixels as input. Instead
of fetching them from an intermediate buffer, the thread can load the required three
pixels from the input image, which are used to produce these intermediate pixels, as
shown on the right side in Figure 3.7. After fusion, each thread executes not only the
computation of the original local operator but also three times the computation of
the original point operator. In this way, all the intermediate pixels are computed and
stored in the same thread. Consequently, all the intermediate pixels can be buffered
in registers.
Assume kernel 𝑣𝑠 and 𝑣𝑑 are legal to fuse, 𝑣𝑠 is a point kernel, and 𝑣𝑑 is a local
kernel. Whenever a local kernel is used as the consumer kernel, we need to explore
the trade-off between locality and redundant computation. As explained earlier, the
pixels required by the local kernel 𝑣𝑑 are computed by different threads from the
producer kernel 𝑣𝑠 on GPUs. As a remedy, each required pixel is recomputed in 𝑣𝑑 ,
essentially trading the cheap computation for the costly memory access. In addition
to the locality improvement 𝛿, we introduce the term 𝜙 as the redundant computation
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Figure 3.7: Point-to-local kernel fusion with local operator width 𝑤 𝑥 = 3 [QRH+ 18].
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cost of the fused kernel. Assume 𝑐𝑜𝑠𝑡𝑜𝑝 represents the arithmetic computation cost
of 𝑣𝑠 given as:
(3.8)

𝑐𝑜𝑠𝑡𝑜𝑝 = 𝑐 ALU · 𝑛 ALU + 𝑐 SFU · 𝑛 SFU

Where 𝑐 ALU represents the average cost (in cycles) of the arithmetic logic units (ALUs)
operations, e.g., additions. 𝑛 ALU is the estimated number of ALU operations for the
producer kernel 𝑣𝑠 , 𝑐 SFU represents the average cost of the SFU operations, such as
transcendental functions, e.g., sine, exponential. 𝑛 SFU denotes the estimated number
of SFU operations. Furthermore, we define 𝐼𝑆𝑣𝑠 as the sum of the iteration space
size of all input images for 𝑣𝑠 . 𝑠𝑧 (𝑣𝑑 ) represents the convolution mask size of the
consumer kernel 𝑣𝑑 , for example, 3×3. Thus the redundant computation cost 𝜙 is
given as:
(3.9)

𝜙 = 𝑐𝑜𝑠𝑡𝑜𝑝 · 𝐼𝑆𝑣𝑠 · 𝑠𝑧 (𝑣𝑑 )

The redundant computation is performed to trade locality at the register level.
Therefore, the locality improvement in this scenario is the same as in the previous
scenario. The combined benefit of this scenario is given as:
(3.10)

𝑤 = 𝛿𝑟𝑒𝑔 (𝑖𝑒 ) − 𝜙

As shown in Eq. (3.10), an expensive producer kernel that has many costly operations or loads many input images will increase the computation cost 𝜙. Subsequently,
the total benefit will be reduced. If the producer kernel is too expensive to compute,
the cost 𝜙 might outweigh the locality improvement. In this case, the fusion should
be disabled.
For the computation and global memory access estimation, we can compare with
the previous local-to-point scenario. Before fusion, both scenarios have a point
operator and a local operator. Thereby, the number of load, store, and compute
operations before fusion are the same in both scenarios, as can be seen in Tables 3.2
and 3.3. After fusion, the load and store patterns for both scenarios are also the
Table 3.3: Computation and global memory access estimation for point-to-local
fusion for an image with 𝑁 pixels.
Local filter

Memory load

Memory store

Computations

Before fusion
After fusion

1D

(𝑤 𝑥 + 1) · 𝑁
𝑤𝑥 · 𝑁

2·𝑁
𝑁

2·𝑁
(𝑤 𝑥 + 1) · 𝑁

Before fusion
After fusion

2D

(𝑤 2 + 1) · 𝑁
𝑤2 · 𝑁

2·𝑁
𝑁

2·𝑁
(𝑤 2 + 1) · 𝑁
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same, as depicted by the right side in Figures 3.6 and 3.7. Regarding computation, as
previously explained, each thread in the current scenario executes one computation
from the consumer kernel and three other computations for the producer kernel.
Therefore, the number of computations is doubled after fusion. Since the bottleneck
in image processing is usually the available amount of memory bandwidth, the cost
for executing additional arithmetic instructions can almost be neglected, and we can
still gain a large improvement, which is shown later in the results section.
Local-to-local Finally, we consider the situation when kernel 𝑣𝑠 and 𝑣𝑑 are both
local operators and are legal to fuse. The memory access pattern before and after
fusion is shown in Figure 3.8. Note that local kernels use shared memory to reduce
global memory communication, the intermediate shared memory staging step is not
shown explicitly. Here, we focus on replacing the costly global memory accesses,
and the locality improvement is from global to shared memory, namely 𝛿 Mshared (𝑖𝑒 ),
which can be marginal compared to the other scenarios. Regarding the computation,
the definition of 𝑐𝑜𝑠𝑡𝑜𝑝 and 𝐼𝑆𝑣𝑠 remain the same as in the point-to-local scenario.
The convolution size 𝑠𝑧 () must be refined. For example, a 3×3 local operator requires
a window of 9 pixels as input, and 9 computations are required to produce one pixel.
Nevertheless, if two 3×3 local kernels are fused, a window of 5×5 is required to
produce one pixel. For the sake of simplicity, we assume square-shaped convolution
mask sizes such as 3×3 or 5×5. The local-to-local fusion algorithm requires special
handling of the pixel indices at the border region, which will be discussed in detail
later in Section 3.6. Here, we provide the mathematical description only (for square
regions):
𝑔(𝑠𝑧 (𝑣𝑠 ), 𝑠𝑧 (𝑣𝑑 )) =

p
j p
k 2
𝑠𝑧 (𝑣𝑑 ) + ( 𝑠𝑧 (𝑣𝑠 )/2) · 2

(3.11)

In Eq. (3.11), 𝑔 represents the convolution size of the fused kernel. 𝑠𝑧 (𝑣𝑠 ) and 𝑠𝑧 (𝑣𝑑 )
denote the original convolution size of the source and destination kernels, respectively. For example, fusing a 3×3 source kernel with a 5×5 destination kernel yields
a convolution size of 7×7 for the fused kernel. In this scenario, the computation cost
𝜙 is defined as:
𝜙 = 𝑐𝑜𝑠𝑡𝑜𝑝 · 𝐼𝑆𝑣𝑠 · 𝑔(𝑠𝑧 (𝑣𝑠 ), 𝑠𝑧 (𝑣𝑑 ))

(3.12)

and the total fusion benefit for this scenario is defined as:
𝑤 = 𝛿 Mshared (𝑖𝑒 ) − 𝜙
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Figure 3.8: Local-to-local kernel fusion with local operator width 𝑤 𝑥 = 3.

3.4.4 Putting it all Together
We just discussed how 𝑤 is computed depending on different compute pattern
combinations, which represents the benefit of fusing two kernels in terms of the
expected execution cycles being saved. In general, kernel pairs with point operators
as consumers can yield higher performance improvements than those with local
operators. Nevertheless, by exploring the trade-off between locality and redundant
computation, local operators as consumer kernels with a small window size can
also benefit from fusion. Additionally, kernel fusion introduces other benefits. For
example, reducing kernel launch overhead, and enlarging the scope for further
optimizations such as common sub-expression elimination. In the following, we
define an independent term 𝛾 to give an overall estimation of these additional gains.
We combine all the benefits, and clamp the value by setting a minimal number 𝜀,
which is also the benefit assigned to illegal fusions, to guarantee that all weights are
positive. If any fusion indicates a benefit equal or smaller than zero, we should not
fuse the kernels and can treat them as illegal scenarios. In the end, Eq. (3.14) defines
the final value 𝑤𝑒 assigned to each edge 𝑒:
𝑤𝑒 = max(𝑤 + 𝛾, 𝜀)

(3.14)

After computing the weight of each edge, we can start considering how to search
different kernels to maximize the total fusion benefit.
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3.5 Fusibility Exploration
So far, we have formulated the fusion problem as an objective function and have
analytically estimated potential benefit and cost for different combinations. There
are two questions that remain to be answered at this point: Which kernels can
be fused? And how to fuse them automatically by the compiler? In this section,
we present our solutions to the first question. We propose two search strategies
that are used to identify fusible kernels in the application graph: A basic search
algorithm by fusing along edges, and an advanced approach based on a minimum
cut algorithm of the application graph. The fine-grained benefit estimation model
derived in previous sections is required by the advanced searching strategy. The
basic searching algorithm does not require edge weights in the model. Next, we
introduce each of the two search strategies individually.

3.5.1 Search along Edges
A basic approach to identify fusible kernels is by searching along edges. In this subsection, we first briefly introduce the employed graph-based internal representation
for applications. Then, we present the data dependency requirement imposed by
the searching along edges approach. The requirement is restricted to only linearly
dependent kernel pairs during searching. Finally, the underlying search algorithm is
presented.
Internal Graph Representation
Given an internal representation as a DAG 𝐺 = (𝑉 , 𝐸), where 𝑉 is the set of vertices3
and 𝐸 is the set of edges. The next step is to generate an initial set, the fusible kernel
list 𝑆, by analyzing the dependency information of the DAG. This can be achieved
by taking the representation of the input algorithm and performing an in-order
traversal, which tracks kernel executions, memory accesses, and buffer allocations.
During the traversal, dependencies between buffers and kernels can be recorded.
Then, a DAG is built based from the obtained AST information. In the DAG, kernels
and buffers are the vertices, represented as processes and spaces, respectively. Data
dependencies are captured by edges. Figure 3.9 depicts such a representation (left
subfigure) for a Harris corner detector [HS88], which is a classic filter for image
preprocessing or low-level feature extraction.

3 For

notation simplicity, we regard each process and its output image as a single vertex. Thus, the
DAG only has one type of vertex. Generally, image processing algorithms take one or more input
images and produce one output image.
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Figure 3.9: Procedure from left to right: Our simple search algorithm identifies
fusible kernels and generates a set of fusible kernel lists, as indicated
by the red-dashed rectangles. Subsequently, the compiler takes the lists
of fusible kernels, combines with domain and architecture knowledge,
and executes fusion for each of these lists. The outcome of fusion is one
fused kernel per list. Adapted from [QRH+ 18].
Dependency Constraint
First, we generate an initial set 𝑆 0 of fusible kernel lists by examining the data
dependencies in 𝐺. Fusing multiple kernels can be seen as a reduction operation on
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Figure 3.10: Dependency scenarios for kernel pairs [QRH+ 18].
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fusing pairs of kernels in a DAG. For example, fusing three kernels means two fusion
transformations: First fusing two kernels, then fusing the fused kernel with the
third remaining kernel. Therefore, we can examine any two kernels in 𝐺 that share
a producer-consumer dependency. Three scenarios can be identified as depicted
by Figure 3.10. Given 𝑓 as the producer kernel, the result of which is used by the
consumer kernel 𝑔. Scenario (a) is identical to the introductory example presented in
Figure 3.1, where no external dependency exists. Hence, it is safe to execute fusion.
If the consumer kernel 𝑔 demands other input images in addition to the producer
result, as depicted in scenario (b), i.e., an external dependency exists, fusing 𝑓 with 𝑔
in this case might not improve temporal locality. Furthermore, if the producer result
𝑖𝑚𝑔 is consumed by other kernels in addition to the consumer kernel 𝑔, as depicted in
scenario (c), then fusing 𝑓 with 𝑔 is prohibited because kernels are assumed to only
produce a single output image. For this simple searching approach, we restrict our
dependency constraint to scenario (a) only. Eq. (3.15) gives a dependency constraint
definition for our basic search algorithm:
𝐶 dep (𝑣𝑖 , 𝑣 𝑗 ) = ((𝑣𝑖 , 𝑣 𝑗 ) ∈ 𝐸 ∧ 𝑑𝑒𝑔+ (𝑣𝑖 ) = 1 ∧ 𝑑𝑒𝑔− (𝑣 𝑗 ) = 1)

(3.15)

Where 𝐶 dep (boolean variable) denotes the dependency constraint on a pair of kernels.
𝑑𝑒𝑔− and 𝑑𝑒𝑔+ denote the indegree and outdegree of a node, respectively.
Subsequently, we examine every pair of kernels in 𝐺 according to Eq. (3.15). Pairs
that satisfy 𝐶 dep are put in a temporal set of fusible kernel pairs 𝑆 0. After all the pairs
have been examined in 𝐺, we visit the collected kernel pairs in 𝑆 0, and concatenate
all the dependent pairs into new lists. For example, given two pairs of kernels in 𝑆 0 as
(𝑝, 𝑞) and (𝑞, 𝑟 ). The consumer kernel 𝑞 in the first pair is also the producer kernel in
the second pair. Subsequently, these two pairs are concatenated into one list 𝐿 with
three kernels, namely 𝐿 = {𝑝, 𝑞, 𝑟 }. This step is executed in-place, and recursively
in 𝑆 0 for all the pairs. Finally, 𝑆 0 is updated and becomes a set that contains one or
more fusible kernel lists. Assume the obtained set 𝑆 0 consists of 𝑛 fusible kernel lists
{𝐿1, 𝐿2, ..., 𝐿𝑛 }, each of these lists 𝐿𝑖 for 1 ≤ 𝑖 ≤ 𝑛 has the following properties:
• 𝐿𝑖 = (𝑉𝑖 , 𝐸𝑖 ) ∧ 𝑉𝑖 ⊆ 𝑉 , 𝐸𝑖 ⊆ 𝐸. Namely, 𝐿𝑖 is also a DAG, which is a subgraph
of 𝐺. All vertices in 𝐿𝑖 are connected.
• |𝑉𝑖 | ≥ 2. Namely, 𝐿𝑖 should contain at least two kernels. There should be at
least a start kernel and an end kernel in each fusible kernel list.
• 𝐿𝑖 ∩ 𝐿 𝑗 = ∅, 𝑖 ≠ 𝑗. Namely, neither kernels nor edges can be shared among
different lists. Each list can later be fused independently and resulting in one
fused kernel.
Figure 3.9 depicts the dependency analysis outcome of the internal representation
for the Harris corner application. As can be seen from the figure, three fusible kernel
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lists are obtained for this application, each of which consists of two kernels. In our
fusibility analysis, the number of kernels in each list is not limited. A list can have
many kernels that satisfy the dependency constraint and that are fused to a single
kernel. Nevertheless, fusing more kernels does not always guarantee performance
improvement, due to the limited amount of resources and the possible different
granularity of kernels. Next, we combine the data dependency requirement with
resource constraints, and present the algorithm for the basic search strategy.
Algorithm
Together with the dependency requirement, we take into consideration the previously
introduced resource constraint in Eq. (3.2) and the header compatibility analysis in
Eq. (3.3). These constraints are imposed to guarantee the performance improvement
in our fusible kernel list, before the actual fusion starts. For example, for the resource
constraint Eq. (3.2), each fusible kernel list 𝐿 is evaluated to guarantee sufficient
resources during kernel fusion. If a list utilizes more shared memory than available,
the end kernel in the list will be removed from this list. Then, the new list is reevaluated. The steps are repeated until Eq. (3.2) is evaluated to true. The dropped
kernels from the same list are re-concatenated to formulate another new list, which
must also be evaluated and satisfy the resource constraint. These are evaluated on
the fusible kernel lists. All the fusible kernel pairs in a list must evaluate true for all
three constraints.
The overall procedure is summarized as follows: First, 𝐺 is traversed in the analysis
phase. Processes and spaces that satisfy the dependency constraint 𝐶 dep (Eq. (3.15))
are recorded and used to construct an initial set 𝑆 0 of fusible kernel lists. Then, for each
list 𝐿 in the set 𝑆 0, the resource constraint 𝐶 rc (Eq. (3.2)) and granularity constraint
Algorithm 1: Simple algorithm to search along edges.
input : 𝐺 = (𝑉 , 𝐸)
output : Set of fusible kernel lists 𝑆
1
2
3
4
5
6
7
8
9
10

function FusibilityAnalysis(𝐺 )
𝑆 0 ← DependencyAnalysis(𝐺 ) // Dependency constraint, Eq. (3.15)
𝑆 ← {}
// Set of fusible kernel lists
forall 𝑙 ∈ 𝑆 0 do
𝑙 0 ← 𝑅𝑒𝑠𝑜𝑢𝑟𝑐𝑒𝐴𝑛𝑎𝑙𝑦𝑠𝑖𝑠 (𝑙)
// Eq. (3.2)
00
0
𝑙 ← 𝑙 ∩ 𝐺𝑟𝑎𝑛𝑢𝑙𝑎𝑟𝑖𝑡𝑦𝐴𝑛𝑎𝑙𝑦𝑠𝑖𝑠 (𝑙)
// Eq. (3.3)
𝑆 ← 𝑆 ∪ {𝑙 00 }
end
return 𝑆
end
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𝐶 gl (Eq. (3.3)) are examined to further reduce the fusible kernels, if applicable. Finally,
the lists that go through all the constraints are passed to our domain-specific fusion
algorithm, resulting in one fused kernel per list. The steps are summarized in
Algorithm 1.

3.5.2 Search based on Minimum Cut
The previous discussed basic fusion strategy works well for simple linear dependent
kernels within an application. Nevertheless, it cannot explore the trade-off between
locality and redundant computations, neither it utilizes our previous computed edge
weights. In this subsection, we present a more sophisticated approach that is based
on a graph minimum cut algorithm to enhance the searching strategy. The proposed
approach enlarges the fusion scope and covers more fusion scenarios.
Back to our established problem statement for kernel fusion: To maximize Eq. (3.1),
we need to find the partition 𝑆, which is a set of partition blocks that maximizes
the overall weight. Maximizing the weights inside all the partition blocks equals to
minimizing the weights connecting the partition blocks. Assume 𝐺 is partitioned
into two blocks 𝑃𝑆 and 𝑃𝑇 . All edges in 𝐺 can have three possible locations: (a)
Within block 𝑃𝑆 . (b) Within block 𝑃𝑇 . (c) Connecting 𝑃𝑆 and 𝑃𝑇 . We assume the total
weight of all edges in 𝐺 is 𝑤𝐺 , the weight of 𝑃𝑆 and 𝑃𝑇 is 𝑤 𝑃𝑆 and 𝑤 𝑃𝑇 , respectively.
Let 𝑤𝐶 denotes the sum of weights of edges crossing 𝑃𝑆 and 𝑃𝑇 . Then, the total
weight of the partitioned graph is:
𝑤𝐺 = 𝑤 𝑃𝑆 + 𝑤 𝑃𝑇 + 𝑤𝐶

(3.16)

Since the edges in 𝐺 are fixed, the total weight 𝑤𝐺 is a constant. Therefore,
maximizing 𝑤 𝑃𝑆 + 𝑤 𝑃𝑇 equals minimizing 𝑤𝐶 , which is a set of connecting edges that
have a minimum total weight. This can be seen as a weighted minimum cut problem,
and the set of edges can be found by applying a minimum cut algorithm. There exist
extensive research efforts in graph theory on the minimum cut problem, including
deterministic and randomized algorithms. We choose a well-known algorithm called
the Stoer-Wagner algorithm to compute the minimum cut [SW97]. The algorithm
finds the minimum cut of an undirected edge-weighted graph, which is also applicable
to directed graphs as in our case. The algorithm is deterministic, efficient, and has a
simple proof of correctness.
Our proposed algorithm works as follows: Given 𝐺, we assign a weight to each
edge in 𝐺. The edge weight is computed as presented in the previous trade-off
estimation section. Then, we initialize a ready set 𝑆𝑟 and a working set 𝑆𝑝 . 𝑆𝑟 stores
the legal partition blocks and 𝑆𝑝 contains all generated blocks during fusion. 𝑆𝑝
is initialized with 𝐺 as one single partition block. In each iteration, we inspect all
partition blocks in 𝑆𝑝 . If a partition block is legal or it contains only one kernel, it is
put into the ready set 𝑆𝑟 . If a partition block is illegal, we further divide it into two
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Algorithm 2: Algorithm to search for fusible kernels based on graph min-cut.
1 function GetLegalPartitions(𝐺 )
2
forall 𝑒 ∈ 𝐸 do
3
𝑤𝑒 ← EstimateBenefit(𝑒 ) // Assign weight
4
end
5
𝑆𝑟 ← ∅ // ready set
6
𝑆𝑝 ← {𝐺 } // working set
7
repeat
8
forall 𝑝 ∈ 𝑆𝑝 do
9
if (|𝑝 | == 1) k IsLegal(𝑝 ) then
// single kernel or legal

𝑆𝑟 ← 𝑆𝑟 ∪ {𝑝}
𝑆𝑝 ← 𝑆𝑝 \ {𝑝}
else

10
11
12

// partition is illegal
{𝑝 1, 𝑝 2 } ← MinCut(𝑝 )

13
14
15
16
17
18
19

𝑆𝑝 ← 𝑆𝑝 ∪ {𝑝 1, 𝑝 2 }
end
end
until 𝑆𝑝 = ∅
return 𝑆𝑟
end

smaller partition blocks by cutting the block along its minimum edges. If there exist
multiple sets of edges that have the same weight, the algorithm selects the first one
encountered. The new partition blocks are added to the working set 𝑆𝑝 . The steps are
performed iteratively until the working set becomes empty and all the kernels are in
the ready set. Finally, each partition block in the ready set is fused into one kernel.
Obviously, for partition blocks consisting of a single kernel, no transformation has
to be applied. The algorithm is shown in Algorithm 2.
Example
We employ again the Harris corner detector [HS88] to illustrate the proposed algorithm, as depicted in Figure 3.11. Assume a constant-size image throughout the
pipeline.
Step one is the weight computation and assignment, as shown in lines 2–4 in
Algorithm 2. Using our benefit estimation model, each edge is checked for its
fusibility and categorized into one of the previously mentioned scenarios. Three
edges are identified as legal: {(𝑠𝑥, 𝑔𝑥), (𝑠𝑥𝑦, 𝑔𝑥𝑦), (𝑠𝑦, 𝑔𝑦)}. The other seven edges
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Figure 3.11: Searching fusible kernels in the Harris corner detector [QRH+ 19].
are identified as illegal. For example, {(𝑑𝑥, 𝑠𝑥)} cannot be fused due to an existing
external output dependency. {(𝑔𝑥, ℎ𝑐)} is illegal to fuse due to two external input
dependencies in kernel {ℎ𝑐}. Therefore, those edges are assigned the minimum
weight 𝜀. Next, we categorize the three legal edges as point-to-local fusion, based on
the compute pattern of the kernels. We assume 𝑡𝑔 is 400 cycles, 𝑐 ALU is 4 cycles, 𝑛 ALU
is 2 for {𝑠𝑥, 𝑠𝑥𝑦, 𝑠𝑦}, 𝑠𝑧 () is 9 for {𝑔𝑥, 𝑔𝑥𝑦, 𝑔𝑦}. Note that 𝐼𝑆 is not important here due
to the constant-size image. 𝐼𝑆 can be simply replaced by the number of input images.
Furthermore, we omit the insignificant term 𝛾 for simplicity. Finally, we insert these
numbers into Eqs. (3.5), (3.8) to (3.10) and (3.14). We obtain and assign a weight of
328 to edge {(𝑠𝑥, 𝑔𝑥), (𝑠𝑦, 𝑔𝑦)} and 256 to {(𝑠𝑥𝑦, 𝑔𝑥𝑦)}, as depicted in Figure 3.11.
Step two is partitioning: We start by initializing a ready set 𝑆𝑟 , a working set
𝑆𝑝 , and assigning the DAG to 𝑆𝑝 , as shown in lines 5–6 in Algorithm 2. In the first
iteration, the legality of fusing the whole DAG is examined. No external dependency
is detected but the resource usage does not satisfy Eq. (3.2), since {𝑔𝑥, 𝑔𝑦, 𝑔𝑥𝑦, 𝑑𝑥, 𝑑𝑦}
are local kernels that use shared memory. Assume they all employ a convolution
mask of size 3×3, based on our previous analysis, fusing two such kernels requires
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a convolution mask of size 5×5. There are three consumer kernels 𝑔𝑥, 𝑔𝑦, and 𝑔𝑥𝑦,
which triples the memory usage. In total, the memory usage increases five times if
all those kernels would be fused to one. We limit 𝑐 Mshared to 2 in order to obtain high
resource utilization. Therefore, the partition block is defined illegal and a min-cut
of the graph must be found. As shown in lines 13-14 in Algorithm 2, we find the
min-cut of the graph using the Stoer-Wagner algorithm. 𝑑𝑥 is used as the required
starting vertex. We omit the detail of the intermediate steps during graph execution.
After eight minimum-cut-phases of the algorithm, we obtain a global minimum cut
of weight 2 · 𝜀, as depicted in Figure 3.11a. The two generated partition blocks are put
into the working set 𝑆𝑝 . In the second iteration, the two blocks in 𝑆𝑝 are examined.
The smaller block {𝑠𝑦, 𝑔𝑦} is identified as legal and is put into the ready set 𝑆𝑟 . The
other block has an external output dependency from 𝑑𝑦 to 𝑠𝑦; hence, it is illegal and
a min-cut needs to be found. The result of this iteration is shown in Figure 3.11b.
Next, the steps are repeated until 𝑆𝑝 becomes empty. Those iterations are depicted in
Figures 3.11c to 3.11f.
Complexity and Optimality
Given a dependency graph 𝐺 = (𝑉 , 𝐸), the weight calculation step visits all the
edges. Computing each edge weight takes constant time. Hence the whole weight
computation has a running time of O (|𝐸|). The second step is to recursively cut the
partition blocks into smaller parts. Assume a worst-case as follows: No kernel in the
graph can be fused. To get each kernel into the ready set, the graph needs to be cut
until all the kernels are left in their own partition block. Moreover, each iteration
only cuts one vertex from the partition block such that the partition blocks in the
working set always have the highest number of vertices possible. For this worst case,
the Stoer-Wagner algorithm has to be applied for a maximum number of |𝑉 | steps.
Within each step, |𝑉 | is reduced by one. The complexity of the Stoer-Wagner algorithm is O (|𝐸 0 ||𝑉 0 | + |𝑉 0 | 2 log |𝑉 0 |) for any graph 𝐺 0 = (𝑉 0, 𝐸 0) [SW97]. Given those
conditions, we derive a worst-case running time of O (|𝐸||𝑉 | 2 + |𝑉 | 2 log(|𝑉 |!) + |𝐸|)
for Algorithm 2. The intermediate steps of the complexity analysis are documented
in the appendix A.2.
The output of our algorithm is a set of partition blocks, i.e. {𝑃1, ..., 𝑃𝑘 }, each of
which can be legally fused to one kernel and the sum of their connecting edges has
minimum weight. The problem can be seen as a minimum weight 𝑘-cut problem.
When 𝑘 is undetermined, the problem has been proven NP-complete [GH94]. Hence,
an exhaustive search is prohibited for applications with a large number of kernels.
Moreover, compared with the previous basic searching strategy, the proposed algorithm can explore fusion opportunities in a larger scope and detect beneficial
scenarios that have been precluded. For example, in Figure 3.11a, if all the kernels
are point operators and no shared memory is used, the proposed algorithm would
identify a legal fusion at the beginning, and the whole graph would be fused into
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one kernel. Whereas in the previous approach, this opportunity would not be detected because only pair-wise fusion opportunities are considered, and kernels are
precluded as long as any constraint is encountered.

3.6 Compiler Integration
After the previous fusibility exploration step, we have identified fusible kernels in the
application. The only problem left is how to perform the transformation. Manually
applying kernel fusion is tedious, error-prone, and not portable at all. In this section,
we present the integration of kernel fusion into Hipacc, which facilitates automatic
optimization and end-to-end code generation from a single DSL source code. Hipacc
also offers three operators based on what information contributes to an output,
namely point, local, and global operators. Since our proposed technique is tailored
to the point and local compute patterns, it can be fully automated in Hipacc. The
compiler uses Clang AST as its intermediate representation. Kernel fusion has been
implemented as an independent optimization pass within Hipacc. Regarding the
Hipacc implementations, we also distinguish three scenarios: First, the easiest to
implement is point-consumer kernels that includes point-to-point and local-to-point
fusion. In this case, the correctness is guaranteed by our granularity constraint.
For example, to replace an input image with the output of a producer kernel, we
only need to replace it with a register and inline the body of the producer kernel.
The transformation is more challenging for local-consumer kernels. When a point
operator is fused with a local operator, namely the point-to-local scenario. The point
producer body needs to be inlined for re-computations as well. The most challenging
scenario is the local-to-local fusion, which requires additional support to ensure
fusion correctness due to the exchange of pixels along the border between kernels.
We propose an index exchange function to solve this problem, which is introduced
in this section.
Our implementation in this work has been archived as a research artifact. It has
been evaluated and reproduced independently by external reviewers at the CGO
conference 2019. The artifact is freely available at Zenodo4 . We provide an instruction
of how to use the software in appendix A.1.

3.6.1 Point-Consumer Fusion
The procedure to execute point-consumer fusion, namely point-to-point and local-topoint scenarios, is relatively straightforward and works as follows: First, the producer
kernel is encountered during AST traversal. The body of the kernel is cloned and the
output image assignment is replaced by register assignment. Second, the consumer
4 Artifact
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kernel is encountered. The kernel body is cloned, and the input image assignment is
replaced with the previous register assignment. Third, the bodies of both kernels
are extracted from their AST nodes and are concatenated to formulate the newly
fused kernel body. Forth, the entire fused kernel body is traversed, and variables are
renamed to avoid repeated declaration errors. Finally, a new AST node is created by
constructing a new kernel with the fused body and the corresponding argument list.
The procedures are similar to inlining. Nevertheless, the whole process is automated
at AST level.

3.6.2 Point-to-Local Fusion
The steps to execute local-consumer fusion is more complex than the point-consumer
cases due to the required re-computations. For the point-to-local fusion: First, the
producer kernel is encountered during AST traversal. The AST of the kernel body is
cloned and both the input and output image assignments are replaced by register
assignments. Second, the consumer kernel is encountered. The kernel body AST is
cloned, and the input image assignment that uses an intermediate buffer is replaced
by another input image assignment that uses the input buffer. Third, the AST of the
producer kernel is inserted after the just replaced input assignment. At this location,
the original intermediate image load should be replaced with the input image load
plus a point operator execution. Fourth, the result of previous assignments is put in
another register and is concatenated with the rest of the consumer kernel. Fifth, the
whole consumer kernel body AST is traversed, and variables are renamed to avoid
repeated declaration errors. Finally, a new AST node is created by creating a new
kernel with this fused AST and the corresponding argument list. The whole process
is automated by an AST fuser class implemented in Hipacc at the AST level.

3.6.3 Local-to-Local Fusion
The most challenging part of our compiler integration is the local-to-local scenario
due to the iterative border handling computations. A local kernel in Hipacc takes a
region of input pixels to produce one output pixel. Assume a producer kernel 𝑘𝑝 and a
consumer kernel 𝑘𝑐 , both of which are local kernels and perform a 3×3 convolution on
an image. Before fusion, 𝑘𝑝 requires 9 pixels to compute each intermediate pixel and
𝑘𝑐 requires 9 intermediate pixels to compute one output pixel. To improve locality,
all the required pixels can be loaded at once, hence trading redundant computations
for locality, as discussed in the previous section. We use a 2D Gaussian kernel and
a randomly generated 2D integer matrix as an example depicted in Figure 3.12a.
To compute one output pixel, the fused kernel requires 25 pixels input, as a 5×5
matrix. It is convolved with the Gaussian kernel to generate a 3×3 matrix. This
intermediate data can be saved in the shared memory, where the accessing cost is
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Figure 3.12: Local-to-local fusion [QRH+ 19].
reduced compared to the global memory. Finally, the 3×3 matrix is convolved with
the Gaussian kernel to produce the output.
Border Fusion
The previous mentioned computations are only applicable to the body of the processed image where all the accessed indices are valid, namely neither smaller than
zero nor larger than the dimension size. Whenever the required pixels contain
out-of-border indices, the iterative convolution method produces invalid results.
Figure 3.12b shows the output value computed using the previous method at the
top-left border position. Here, we use Clamp as an example border handling mode.
Nevertheless, the proposed technique also supports other modes such as mirror and
repeat. First, images are padded based on the clamp mode and any out-of-border
index is recomputed. The first pixel of the output image is computed by loading
25 pixels from the input. However, the result is wrong compared with the unfused
implementation, as depicted in Figure 3.12c. In an unfused version, the input image
is padded and convolved for the first kernel. After convolution, the intermediate data
is stored back to the global memory. Then, it is loaded and padded again for the next
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kernel convolution. The padding for the second kernel is the reason for the incorrect
result. The out-of-border pixels of the intermediate image should be recomputed
before the second convolution starts. Whereas, in Figure 3.12b, those pixels are unchanged throughout the computations. As a remedy, we propose an index exchange
algorithm to handle the halo region at image borders for local-to-local kernel fusion.
Index Exchange
Border handling is required only for a small region of pixels in the whole image,
depending on the mask size. We identify three regions for an image: (a) The interior
region is the body of the image where no border handling is required, which is
generally the largest region among the three and accounts for majority execution
time. (b) The halo region is the border of the image where out-of-border accesses
happen. The size of this region depends on the mask size. (c) The exterior region
is not part of the image and is where padding is applied. Figure 3.13 depicts those
regions on three images. The outer gray region is the exterior region, the inner white
square is the interior region, and the region in between is the halo region.

…

[ ... ]

…

[ ... ]

…

Figure 3.13: Index exchange for pixels in the halo region [QRH+ 19].
Two steps are required for local-to-local fusion to guarantee the correctness. First,
the interior region of the fused kernel needs to be identified. Second, the computation
for the halo region needs to be adapted. For simplicity, we assume square-shaped
images and convolution masks. The width of the image is 𝑤𝑖 , the width of the mask
is 𝑤𝑘 . Without fusion, the width of the interior region is 𝑤𝑖 − b (𝑤𝑘 /2)c · 2. The rest
of the image is the halo region. For two kernels with mask size 𝑤𝑘𝑝 and 𝑤𝑘𝑐 , the


width of the fused interior region becomes 𝑤𝑖 − (max(𝑤𝑘𝑝 , 𝑤𝑘𝑐 )/2) · 2. We develop
an index exchange method for local-to-local fusion. Figure 3.13 depicts an example.
To compute the output pixel in the rightmost matrix, we need a 5×5 window from
the middle matrix, assuming the convolution mask size of the first kernel is 3×3
and second kernel is 5×5. Each of those 25 pixels is examined with respect to its
belonging region. If the pixel is in the interior region or the halo region, we do not
change its index. If a pixel is in the exterior region, we exchange its index based
on the border handling specified in the second kernel, as illustrated in the middle
matrix in Figure 3.13, where Clamp mode is applied, and the exterior pixels are
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exchanged with the border pixels. After the exchange, the corresponding access to
the input image is also shifted accordingly. As can be seen in the leftmost matrix,
where the 3×3 window required to compute the first exchanged pixel, is shifted one
pixel to the right and one pixel to the bottom accordingly. Note that this step is only
performed for the halo region of the output image, which is generally a small part of
the computation.
We want to emphasize the importance of border handling, which is often neglected
in many existing works on fusion and DSL implementations. As can be seen from our
analysis, the halo region grows quadratically with the number of local kernels being
fused. Most other works only consider the interior region after optimization and
expect users to slice the resulting image. We believe that correct border handling is
a crucial ingredient for automating image processing code generation in a compiler.

3.7 Evaluation and Results
In this section, we analyze the speedups achievable by performing the proposed
kernel fusion techniques for six image processing applications on three Nvidia GPU
targets. First, the experimental environment is introduced. Then, the benchmark
applications are briefly described. Finally, we compare the performance of three
implementations: A naive version without kernel fusion. The basic fusion approach
with the simple search strategy as introduced in Section 3.5.1. The advanced search
strategy based on the min-cut algorithm as introduced in Section 3.5.2. Our main
purpose here is to compare different versions of kernel fusion implementations, with
and without our proposed optimizations.

3.7.1 Environment
The evaluation is based on two Hipacc versions: All applications have been implemented using the master branch version 50, which depends on Clang/LLVM 5.0.
We optimize the CUDA code generation in Hipacc and employ NVCC for further
compilation to the executable binary. The used CUDA driver version is 9.0 with
NVCC release 8.0. For the Harris corner application, we have also tested with an
earlier version of Hipacc that is based on master branch version 38, which depends
on Clang/LLVM 3.8. with NVCC release 7.5. Regarding the hardware, three GPUs
are used in the evaluation: (a) A Geforce GTX 745 that facilitates 384 CUDA cores
with a base clock of 1,033 MHz and 900 MHz memory clock. (b) A Geforce GTX 680
that has 1,536 CUDA cores with a base clock of 1,058 MHz and 3,004 MHz memory
clock. (c) A Tesla K20c that has 2,496 CUDA cores with a base clock of 706 MHz and
2,600 MHz memory clock. For all three GPUs, the total amount of shared memory
per SM is 48 Kbytes, the total number of registers available per SM is 65,536.

70

3.7 Evaluation and Results

3.7.2 Applications
We chose six image processing applications to benchmark the kernel fusion techniques: The Sobel filter [DH73] as a well-known edge emphasizing operator applied
in many edge detection algorithms. It uses two local operators to derive edge information along the x- and y-direction, which are then combined to produce the
gradient magnitude. The Harris corner detector [HS88] and the Shi-Tomasi feature
extractor [ST94] are classic filters for low-level feature extraction. Both algorithms
involve the computation of a Hermitian matrix but interpret the Eigenvalues in
different ways. The Harris corner detector [HS88] is a classic filter for image preprocessing. The Hipacc implementation requires a combination of point and local
operators to form the whole pipeline, as depicted by Figure 3.11a. Overall, nine
kernel invocations are needed to process one input image. The local operators in
Hipacc require accessing neighboring pixels, which would need boundary handling.
In this evaluation, we specify clamp as the boundary handling mode in Hipacc. Furthermore, the filter is computed on a gray-scale image. The unsharp filter [Ram98]
is a technique for image sharpening, in contrast to its name. The implementation
consists of a local kernel that blurs the image followed by three point kernels to
amplify the high-frequency components. The Night filter [JPS+ 00] [She92] is chosen
as a representation of a popular post-processing filter. First, it executes bilateral
filtering by iteratively applying the Atrous (with holes) algorithm of different size
(3x3, 5x5 in our example). Then, the actual tone mapping curve is applied. The Hipacc
implementation of this filter is straightforward. It consists of three kernels Atrous0,
Atrous1, and Scoto, which are linearly dependent and are executed in sequential
order. Furthermore, the filter is computed on RGB images. Finally, we study an image
enhancement algorithm [SHM+ 14] used in medical imaging for wireless capsule
endoscopy. It uses a geometric mean filter and gamma correction for de-noising
and enhancement. Through the above mix of applications, we want to illustrate that
our technique is widely applicable in image processing including multiple domains
such as computer vision and medical imaging. Throughout the experiment, we use
a constant-size image of 2,048 by 2,048 pixels. Note that an exception is the Night
filter, which uses an image of 1,920 by 1,200 pixels in RGB format. The other five
applications process in gray-scale.

3.7.3 Results
Figures 3.14 to 3.16 depict the execution times in milliseconds. We implemented
three versions for comparison: A baseline implementation. A basic kernel fusion
implementation based on the simple searching strategy. And finally, an optimized
implementation based on the proposed advanced searching method. We performed
500 runs for each implementation on each GPU. To cover the uncertainties in the
executions, we visualize the results as a box plot overlay shown in the graph. The
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whiskers cover the entire range of the obtained execution times, including the
minimum, the maximum, the 25 percentile, and the 75 percentile values. The box
itself contains the intermediate 50% of all the results with a line in the middle
representing the median. In most cases, the box is not visible due to only small
variations in the obtained result. In addition, Table 3.4 summarizes the achieved
speedups for three comparisons: the optimized version over the baseline version,
the basic version over the baseline version, and the optimized version over the
basic version, respectively. Next, we discuss the performance improvement for each
application.
Baseline

Basic Fusion

Optimized Fusion

Execution time [ms]

28
24
20
16
12
8
4
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ShiTomasi
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Figure 3.14: Execution times in 𝑚𝑠 (GTX 745).
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Figure 3.15: Execution times in 𝑚𝑠 (GTX 680).
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Figure 3.16: Execution times in 𝑚𝑠 (k20c).
Table 3.4: Speedup comparison.
Optimized Fusion over Baseline
GTX745
GTX680
K20c

Harris

Sobel

Unsharp

ShiTomasi

Enhance

Night

1.344
1.145
1.146

1.377
1.108
1.048

3.438
2.025
2.304

1.357
1.138
1.149

1.920
1.760
1.809

1.020
1.000
1.000

Basic Fusion over Baseline
GTX745
GTX680
K20c

Harris

Sobel

Unsharp

ShiTomasi

Enhance

Night

1.266
1.044
1.094

0.987
1.002
1.002

1.001
1.007
0.999

1.287
1.046
1.099

1.785
1.413
1.490

1.020
1.001
1.000

Optimized Fusion over Basic Fusion
GTX745
GTX680
K20c

Harris

Sobel

Unsharp

ShiTomasi

Enhance

Night

1.061
1.097
1.047

1.394
1.106
1.046

3.435
2.011
2.304

1.055
1.088
1.046

1.076
1.245
1.214

1.000
0.999
1.000

Enhance Filter Among all the applications, Enhance received the highest performance improvement due to its chain operations consisting of a local operator and
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two point operators. There are no redundant computations required in the fused
kernel. A speedup of up to 1.92 can be achieved as can be seen in Table 3.4.
Sobel and Unsharp Filter Nevertheless, the basic fusion failed in optimizing
the filters Sobel and Unsharp. The Sobel filter consists of a local-to-local scenario
and the Unsharp filter has shared input, both of which are rejected by the basic
kernel fusion algorithm. The optimized fusion technique with the advanced search
algorithm has all the power of the basic fusion with larger fusion scopes and more
optimizations. The Unsharp filter consists of four kernels. The shape of its DAG is
similar to Figure 3.2b where all four kernels require the source input image. The
basic fusion will regard these dependencies as external and invalid. In the optimized
fusion, we can detect this shared dependency on input image in a larger optimization
scope and aggregate them into a single kernel. A significant speedup of up to 3.4
is achieved for this application. Furthermore, the Sobel operator computes both
horizontal and vertical gradients, which is detected as local-to-local scenario and a
speedup of up to 1.377 is achieved in the optimized fusion.
Harris and Shi-Tomasi Corner Detector As for the Harris and the Shi-Tomasi
algorithms, the point-to-local scenarios are detected and the basic fusion is able to
contribute speedups ranging from 1.04 to 1.28. The data dependency information
of these two applications is similar. We take the Harris operator as an example to
provide a detailed analysis of the amount of speedup obtained. We executed the
Harris corner using the simple searching strategy on the Geforce 745 GPU, with
Hipacc (master branch) version 38, Clang/LLVM 3.8, and NVCC 7.5. The median of a
total of 50 executions is depicted in Figure 3.17. We execute the algorithm with an
input image of size 2048 by 2048, and a filter of size 3 by 3.
Figure 3.17 compares the execution time of the non-fused and the fused kernels.
Table 3.5 presents the detailed execution times for all the kernels as well as the whole
pipeline. Note that kernel dx, dy, and hc are categorized as unfusible, hence not shown
in Figure 3.17. The execution times of those three kernels remains approximately
unchanged compared to the unfused version, as shown in Table 3.5. The other kernels
in the Harris corner detector pipeline are identified as fusible and are grouped into
three fusible kernel lists, respectively. From Figure 3.17 and Table 3.5, we achieve a
speedup of 1.6 by fusing sx with gx, and sy with gy. By applying kernel fusion, we
are able to speed up the entire Harris corner detector by a factor of 1.23.
Another observation is that fusing kernel sxy with kernel gxy yields less improvement. This is because kernel sxy requires two input images, as can be seen from
Figure 3.9. In the worst-case global memory access estimation, the extra input image
reduces the improvement for kernel fusion. Here, we further extend the analysis in
Table 3.3 as follows: before fusion, the number of global memory loads is (𝑤 𝑥 + 1) · 𝑁
for a single input image. If an additional input image is required, the first point
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Figure 3.17: Execution time breakdown for the fusible kernels of the Harris corner.
Table 3.5: Execution time breakdown for the pipeline of Harris corner detector
Kernels
dx
dy
sx + gx
sy + gy
sxy + gxy
hc
Overall

Time before fusion (ms)

Time after fusion (ms)

Speedup

2.18
2.16
3.79
3.80
4.49
2.95

2.16
2.19
2.38
2.37
3.90
2.79

1.59
1.60
1.15
-

19.37

15.80

1.23

operator should load two images. Hence, the number of loads becomes (𝑤 𝑥 + 2) · 𝑁 .
After fusion, this number is 𝑤 𝑥 · 𝑁 for single image input, and 2 · 𝑤 𝑥 · 𝑁 for two input
images. Now, assume the employed filter has a width of 3, the number of global
memory loads before and after fusion is 4 · 𝑁 and 3 · 𝑁 , respectively. Hence, 25% of
the original global memory loads can be saved. Whereas for the two-input-image
case, the number of global memory loads before and after fusion is 5 · 𝑁 and 6 · 𝑁 ,
respectively. Without considering optimizations or caching effects, fusion might
increase the number of global memory loads, but the number of stores is still reduced
by half. Depending on image size and whether other memory optimizations are
applied, memory loads might be cached and the actual number might differ from the
above analysis. Nevertheless, we can conclude that the number of input images can
potentially degrade the performance. Fusion might not always be beneficial for the
point-to-local scenario. The number of input images for the producer kernel should
be considered during fusibility analysis.
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Night Filter One observation from Table 3.4 is the optimization of the night filter
does not speedup. Among all the experimental results, only a maximal speedup of
1.02 is achieved, which is marginal compared to other algorithms. The reason is the
high computation cost of the kernels. Night filter consists of three kernels, Atrous0,
Atrous1, and Scoto. The atrous (with holes) algorithm is applied two times (3×3, 5×5)
to execute bilateral filtering. Those two local kernels are very expensive to compute.
The number of ALU operations in the Hipacc implementation is 68 per thread. Using
our benefit estimation model, the cost of redundant computation outweighs the
locality improvement. Hence, the first two local kernels are not fused. The last kernel
Scoto is a point operator, which applies a tone mapping curve that uses 89 ALU
operations in the implementation. Kernel fusion detects a local-to-point scenario for
Atrous1 and Scoto, and fuses both into one kernel. The amount of speedup we receive
from the fusion is much smaller compared to the computation cost of the kernels.
Hence, compute-bound applications benefit less from kernel fusion. Nevertheless,
most image processing algorithms consist of a complex pipeline of small operators
rather than a few very complicated functions. Kernel fusion targets algorithms
expressed using common compute patterns, which are often memory-bound.
In the end, we provide an overview of all the speedups by computing the geometric
mean across all three GPUs, as depicted in Table 3.6.
Table 3.6: Geometric mean of speedups across all GPUs.
Optm over Base
Basic over Base
Optm over Basic

Harris

Sobel

Unsharp

ShiTomasi

Enhance

Night

1.208
1.131
1.068

1.169
1.000
1.173

2.522
1.002
2.516

1.211
1.139
1.063

1.829
1.555
1.176

1.007
1.007
1.000

3.8 Related Work
In the context of kernel fusion, accelerators such as GPUs are used extensively beyond
image processing. Our work is also motivated by DSLs from other domains. Wang
et al. [WLY10] initiated kernel fusion as an alternative to loop fusion for power optimization on GPUs. Here, energy consumption can be reduced by balancing resource
utilization, which is achieved by fusing two or more kernels. The goal is to reduce
power consumption rather than execution time. Wu et al. [WDW+ 12] enriched
the benefits of kernel fusion with a smaller data footprint and larger optimization
scope. Nevertheless, the proposed fusion method is dedicated to data warehousing
applications. Filipovič et al. [FMF+ 15] attempted to harness the existing benefits,
with a focus on inter-kernel communications. They established a source-to-source
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compiler in which kernel fusion is implemented as an optimization step for linear
algebra applications. The employed technique is closely related to our work, but the
target is on different domains. It is well-known in GPU programming that frequent
data movement between host and device deteriorates the performance. Therefore,
techniques such as kernel fusion have become an important optimization step on
the system level.
In the context of image processing DSLs: Halide [RBA+ 13] demonstrates the benefits of decoupling the algorithm from its schedule. Here, algorithms are specified in
a functional manner. A scheduler determines the evaluation order, storage, mapping
information, etc. PolyMage [MVB15c] employs a similar algorithm representation
but focuses on tiling techniques using the polyhedral model for scheduling. The functional description of algorithms in those DSLs effectively shields programmers from
hardware implementation details, which yields a much more concise description.
Nevertheless, such representations capture merely data flow information from the
program. The burden of optimization is entirely offloaded to the scheduler. A scheduler is key for DSLs to generate efficient code. It can be specified by an architecture
expert, which is costly, error-prone, and not easily portable. A better approach is
to generate a schedule from the source description automatically. For example, the
Halide auto-scheduler [MAS+ 16] performs locality and parallelism-enhancing optimizations automatically by using techniques such as inlining, grouping, and tiling.
It partitions the algorithm into groups and applies optimizations within each group.
Subsequently, a schedule can be generated in seconds with reasonable performance.
Nevertheless, the auto-scheduler might require user assists for providing function
bounds. Also, these optimizations are generic such that all SIMD machines with
caching behavior can benefit. If the target back end is a GPU, the communication
among the partitioned groups still happens via the main memory.
Optimizations in DSLs are accomplished by combining domain-specific knowledge
with architecture knowledge. To gain this knowledge, the compiler needs to analyze
the programmer-specified algorithm description as well as the target hardware architecture information. Afterward it needs to extract information such as input size,
data dependencies, memory size, and available computational resources. Finally, by
combining the gained knowledge with certain metrics, such as minimizing execution time by reducing communication via global memory on a GPU, the compiler
derives the optimized execution pattern and generates code. For image processing
DSLs, we argue that there exists a trade-off between the constraints exposed to
the programmer for algorithm specification and the ease of applying optimizations
in the compiler, regardless of the target backend. For example, Halide allows its
programmers to describe algorithms in a functional manner, which enables effortless
translation from algorithms written in pure mathematical form to the corresponding
Halide representation. Nevertheless, only dependency information is encapsulated
in such algorithm representations. Other information such as buffer size and lo-
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cation are determined during schedule generation, which generally yields a very
expensive design space exploration. In contrast, Hipacc limits the freedom exposed
to its programmers to some extent. Hipacc users should specify their algorithm
using the provided domain-specific operators, as introduced previously. In this way,
programmers should first match their algorithms with the compute patterns offered
by Hipacc operators. Note that this translation generally requires no additional effort
since the language and its operators are designed to express the common compute
patterns in image processing. Consequently, the algorithm specification in Hipacc
is as concise as the other functional representation languages such as Halide. Having this trade-off, Hipacc representations have program states and can encapsulate
more information in addition to data dependencies, e.g., parallelism or memory size
and location. This additional domain knowledge can be combined with the domain
and architecture knowledge, to enable many domain-specific optimizations, such as
automatic border handling and memory coalescing.

3.9 Summary
We presented an optimization technique called kernel fusion for data locality improvement. We proposed a technique for computing speedup benefits of kernel fusion
based on the estimation of edge weights and formulating the problem as a minimum
cut in a weighted graph. Based on this formalization, we proposed an algorithm to
determine fusible kernels iteratively and an analytic model to quantitatively estimate
locality improvement by incorporating domain-specific knowledge and architecture
details. We seamlessly integrated the proposed technique into the Hipacc framework,
and thus enabled inter-kernel optimizations during source-to-source compilation for
GPUs. We also presented a method for fusing stencil-based kernels with automatic
border handling. A benchmark has been performed using six widely-used image
processing applications on three GPUs. The results show that the proposed technique
can achieve a geometric mean of speedups of up to 2.52.
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Improving Parallelism via
Fine-Grained Resource Sharing

As mentioned in Chapter 1, transistors keep getting smaller and the total number
that can be put on a single GPU keeps increasing, parallel architectures have evolved
towards a multi-level hierarchy consisting of a growing number of compute cores
as well as SMs. Traditionally, GPU programming focuses mostly on data-level
parallelism: Problems are divided into parallel workloads, which are mapped to
threads on the device. For example, one pixel in an image can be mapped to one thread
on the GPU for execution. Nevertheless, as the performance of GPU architectures
increase, the need to look beyond data-level parallelism becomes essential. For
example, a relatively small image of size 256 by 256 used to be an expensive workload
for earlier architectures, today is not even sufficient to fully utilize all the SMs on the
latest GPU. Threads in GPU architectures follow the SIMT execution model and are
expected to execute the same instructions, whereas threadblocks that are mapped
onto each SM follow the MPMD execution model that can execute different programs
while sharing the same SM for computation (intra-SM, fine-grained resource sharing).
In this chapter, we explore the kernel-level parallelism at the system level based on
the MPMD execution model. The goal is to better utilize the compute resources as
well as to improve the executions on modern GPU architectures.
In particular, we present two contributions in this chapter: First, an efficient
multiresolution filter (MRF) implementation to compute image pyramids with a
multi-stream approach to exploit concurrent kernel executions. Multiresolution
filters, analyzing information at different scales, are crucial for many applications
in digital image processing. The different space and time complexity at distinct
scales in the unique pyramidal structure poses a challenge as well as an opportunity to implementations on modern accelerators such as GPUs with an increasing
number of compute units. We exploit the potential of concurrent kernel execution
in multiresolution filters. Our contributions include a model-based approach for
performance analysis of both single- and multi-stream implementations, with the
combination of application- and architecture-specific knowledge. The data dependency information in MRFs applications is known due to the unique structure of the
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image pyramid. For this class of algorithms, speedups can be obtained by exploring
parallel executions. Nevertheless, it is challenging to generalize this approach to
arbitrary applications with unknown data dependency information. As a remedy,
we utilize the recently-released task-graph programming model from Nvidia called
CUDA graph. Our second contribution here is a combined approach of Hipacc and
CUDA graph. We integrate CUDA graph into the CUDA backend in Hipacc to enhance its code generation. The two techniques can benefit from each other: CUDA
graph encapsulates application workflows in a graph, with nodes being operations
connected by dependencies. The new API brings two benefits: Reduced work launch
overhead and whole workflow optimizations, which can benefit Hipacc during optimization. On the other hand, we can improve the ability of CUDA graph to exploit
workflow optimizations, e.g., concurrent kernel executions with complementary
resource occupancy, with the help of domain-specific knowledge in Hipacc. In the
end, our joint technique can benefit from both techniques.

4.1 Introduction
4.1.1 Multiresolution Filters
Analyzing and processing signals at different resolutions is an effective approach in
many domains, including medical imaging, computer vision, machine learning, and
photography. In image processing, the representation to carry the multiresolution
information is a unique pyramidal structure called image pyramid, as depicted in
Figure 4.1a. The most fine-grained image is located at the bottom level, and the
most coarse-grained image is located at the top. Images of different resolutions are
called levels, which contain coarse-to-fine contextual information beneficial to many
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Figure 4.1: An image pyramid and a multiresolution filter workflow with five levels,
the filter operation is not computed on the base image [QRT+ 20].
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applications. For example, in image denoising [ZG08; KEF+ 03], low-frequency noise
is difficult to remove. By reducing the information to a coarse-grained level, the noise
can be adequately represented in high-frequency and is easier to be removed. In
image registration or feature enhancement [UAG93; PHK15], discriminative features
can be extracted and refined based on a coarse-to-fine iterative strategy. Beyond
image processing, the multiresolution approach is also employed in areas such as
scientific simulation as an efficient numerical method to solve large, sparse linear
systems [SKH+ 18; RKK+ 16; JLY12].
An MRF application takes an input image as the base level, and constructs a
pyramid by performing three basic operations between and within the levels [BA83a],
as depicted in Figure 4.1b. Reduce takes fine-grained images as input and produces
coarse-grained images as output. Expand, on the other hand, produces fine-grained
images as output from coarse-grained images as input. Level processing, also called
filter, works within each level to realize the core functionality of the application,
such as denoising or edge enhancement. Those three basic operations formulate
the underlying structure that is shared among MRF applications. Such applications
are data-intensive and are suitable for accelerators such as GPUs. Nevertheless, the
complex data dependencies in the applications lead to many challenges for portable
manual implementations as well as optimizations on locality and concurrency. To
access the full performance of modern GPUs, we need to explore the task-level
parallelism among kernels. In a multiresolution filter, the filter operations expose a
great potential for concurrency. First, the filter operation at one level is generally
independent of the filter operation at another level. The operations use the same
kernel but are applied on differently sized images. Second, a filter operation at a
coarse-grained level executes much faster than the same operation at a fine-grained
level, because of the smaller image size. For parts of the image pyramid, the image
size would be too small to have enough computation data to occupy the GPU fully.
Depending on the number of levels of the image pyramid and the specifications
of the hardware, this under-utilization of computational resources might result in
very low occupancy. Here, it is important to systematically explore the options
and performance benefits of concurrent kernel executions for the class of MRF
applications and to provide means to automatically apply respective transformations
using a suitable compilation-based framework.

4.1.2 CUDA Graph
To achieve concurrent kernel executions, data dependency information must be
captured and analyzed. The common approach to capture such information is by
using a task graph model. Recently, Nvidia introduced an asynchronous task-graph
programming model called CUDA graph, with the release of CUDA 10.0 [Ram18].
It encapsulates application workflows in a graph, with nodes being operations con-
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nected by edges. Compared to the conventional CUDA kernel execution, this new
API decouples the initialization from the execution [Jon18]. Expensive operations
such as device set-up, device instantiation, or kernel dependency analysis can be
performed only once during initialization. In this way, the application workflow is
pre-known and brings several benefits, e.g., work launch overhead reduction. On
modern high-end GPU devices, the overhead for CUDA work submission has become
increasingly prominent [Gra20]. CUDA graph enables the launch of any number
of kernels using one single operation, which drastically improves the performance,
especially for kernels with a short running time. Another benefit is whole workflow optimization, such as concurrent kernel execution. CUDA graph can explore
concurrency in the application workflow and issue parallel streams for execution.
This relieves the programmer of manual partitioning applications using streams and
events.
In this chapter, we first show that CUDA graph is not yet able to exploit concurrent executions when kernels have complementary resource usage. Given a device
with a certain amount of computation resources, two kernels use complementary
resources if their dominant resource usage, e.g., registers or shared memory, prevents
the concurrent execution of multiple instances of the same kernel but allows the
concurrent execution of instances of different kernels. Since the combined resource
usage is still within the device limit, missing such concurrency opportunities leads to
inefficient implementations. To detect this situation and break through the limitation,
we need to know not only kernel properties such as resource usage, but also device
specifications such as the available capacity. We propose an approach called kernel
pipelining that combines both knowledge and generates an optimized execution
using CUDA graph. We build our approach using the combination of CUDA graph
and Hipacc. We show that the advantages of DSLs are complementary to CUDA
graph, and joining these two techniques brings the best of both worlds. As introduced
in Section 2.2.2, DSLs, such as Hipacc, perform automatic code generation from a
simple algorithm representation from the user, which increases the productivity of
Table 4.1: Available features in CUDA Graph, Hipacc, and our Combined approach.
Features
Simple input representation from users
Auto-generated CUDA kernels
Kernel fusion (workflow optimization)
Reduced work launch overhead
Concurrent kernels (workflow optimization)
Interoperability with other CUDA libraries
Complementary resource (workflow optimization)
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Graph
7
7
7
3
3
3
7

Hipacc Combined
3
3
3
7
7
7
7

3
3
3
3
3
3
3
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algorithm developers. During code generation, Hipacc can explore opportunities for
locality improvement and apply transformations such as kernel fusion, as introduced
in Chapter 3. On the other hand, a source-to-source compiler such as Hipacc depends
on vendors such as Nvidia to perform further compilation. This implies that the
optimizations such as work launch overhead reduction in CUDA graph can also
be carried back to Hipacc. Eventually, our combined approach not only benefits
from the existing optimizations in both CUDA graph and Hipacc, but also enables
new workflow optimization opportunities such as concurrent kernel execution with
complementary resources, as depicted in Table 4.1.
To sum up, our contributions in this chapter are as follows:
1. A generic analytical performance model for MRF applications combining
domain-specific knowledge and architecture details, which is able to compare
the performance of both single- and multi-stream implementations with high
fidelity.
2. A compiler-based approach using a DSL that integrates concurrent kernel
execution as transformation and generates code using CUDA streams for
Nvidia GPUs.
3. A combined approach that brings four benefits to CUDA graph implementations: (1) Productive user input thanks to powerful abstractions, (2) autogenerated CUDA kernels, (3) workflow optimizations, such as kernel fusion
for increasing data locality, and (4) concurrent kernel executions with complementary resource occupancy.
4. In turn, we bring four benefits to Hipacc DSL implementations: (1) Reduced
work launch overhead, (2) compatibility when using other CUDA libraries, (3)
workflow optimizations for concurrent kernel executions, and (4) concurrent
kernel executions with complementary resource occupancy.
5. We propose a technique called kernel pipelining, which optimizes the kernel executions generated by CUDA graph under complementary resource
utilization scenarios.
The remainder of this chapter is organized as follows1 : Section 4.2 provides a
DSL description of the multiresolution filter, which is an efficient recursive function
that encodes the basic structure of the algorithm class. In addition, we explicate the
concurrent kernel execution opportunities in the algorithm. Section 4.3 introduces
1 The

contents of this chapter are based on and partly published in [QRT+ 20] which has appeared in
the Proceedings of the 13th Annual Workshop on General Purpose Processing Using Graphics
Processing Unit (GPGPU), and [QÖT+ 20] which has appeared in the Proceedings of the 57th
ACM/EDAC/IEEE Design Automation Conference (DAC).
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the analytic performance model for GPU architecture of the MRF applications. We
describe an occupancy calculation for both single- and multi-kernel executions. Then,
the modeling of single-stream and multiple-stream implementations is presented in
detail. Additionally, the fidelity of our model is evaluated. Section 4.4 introduces
CUDA graph and explains how to use the graph API. Section 4.5 discusses concurrent
kernel executions, with an emphasis on complementary resource usage. Section 4.6
introduces in detail the added benefits of Hipacc, which in combination with CUDA
graph formulates the framework proposed in this work. Section 4.7 introduces the
performed benchmark. Four real-world MRF applications are summarized. Then,
speedup results are shown and discussed. Finally, we discuss some related works in
Section 4.8 before concluding in Section 4.9.

4.2 Unveiling Kernel Concurrency in
Multiresolution Filters
Opportunities of concurrent kernel executions can already be observed in Figure 4.1b.
Any filter operation on a fine-grained level can be executed in parallel with all the
operations on the coarse-grained levels. For example, when the filter operation is
processing on level 1, the reduce operation can already start processing for level 2.
When this reduce is finished, the filter is likely still executing due to the larger image
size. During this time, another filter operation can start with processing level 2,
given computational resources are available. This applies to all operations in the
subsequent levels. We partition the workflow of an MRF into 𝐿 parallel streams 𝑆𝑖
with 𝑖 = (0, 1, ..., 𝐿 − 1), as depicted in Figure 4.2. To maximize the concurrency, we
need to minimize the number of concurrent kernels within each stream. Since a
strict order of execution is preserved inside each stream, executions across different
streams can happen in parallel. Data dependencies across different streams must be
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Expand
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Filter

sync.

Expand
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sync.
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Figure 4.2: Partitioning of an MRF application with depth 𝐿 [QRT+ 20].
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handled by synchronization. Thereby, for an arbitrary MRF application, the number
of parallel streams used equals the depth of the pyramid.
As can be observed, the data dependency within MRF algorithms is quite complicated. To achieve the concurrent kernel execution as we just described, CUDA
streams and events are needed to guard the scheduling and execution of the application. Manually perform such implementations is a laborious task, error-prone,
and not portable at all. As a remedy, DSLs can provide concise descriptions for this
class of algorithms. Well-known image processing DSLs such as Halide, Hipacc,
and PolyMage provide abstractions to support common MRF applications. In the
remainder of this section, we present the Hipacc support of MRF algorithms and the
additional asynchronous kernel launch feature enabled by our contribution.

4.2.1 An Efficient Recursive Description in Hipacc
As previously introduced, there are three basic operations in multiresolution filters,
namely reduce, expand, and filter. They are applied recursively in and between
different levels of an image pyramid, as depicted in Figure 4.1b. To describe this
workflow, Hipacc provides an object pyramid to manage the memory allocation
on each level of an image pyramid, and a function traverse to apply the recursive
traversal among different levels [MRS+ 14]. An example is depicted in Listing 4.1.
First, an input pyramid 𝑝𝑖𝑛 is constructed with the provided input image 𝑖𝑛 as
the base level and a user-specified depth. The same applies to the output pyramid
𝑝𝑜𝑢𝑡. Then, the 𝑡𝑟𝑎𝑣𝑒𝑟𝑠𝑒 function takes the MRF operations as a lambda function as
input and performs the actual level traversal. The reduce operation is specified as
one kernel in lines 8–11, and the filter operation is specified as a second kernel in
lines 14–17. These two operations are applied recursively at each level to produce the
coarse-grained image on the next level until the most coarse-grained level is reached.
Afterward, the expand operation starts from the most coarse-grained level and is
applied recursively at each level to produce the fine-grained image, as shown in
lines 22–25. Eventually, the base level of the output pyramid 𝑜𝑢𝑡 is produced. Here,
we emphasize the concise description of the basic structure of MRF applications,
which only requires the operations of one level to be provided by the user. Those
operations are application-specific. For example, the filter operation might consist
of two or more kernels or might also require the next level images as input, such as
a Laplacian filtered image [RK82]. Our analysis in this chapter is applicable to any
application that shares the basic structure.
After the analysis, the transformations and code generations are performed by the
other library Rewrite in Hipacc. It assigns kernels to streams based on the analyzed
results and uses the runtime API to launch the kernels. Currently, Hipacc generates
CUDA kernel calls with synchronizations before and after the kernel launch function,
which yields a significant amount of overhead for the overall application. In this
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Listing 4.1: An MRF description in Hipacc.
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27

Image < uchar > in ;
Image < uchar > out ;
Pyramid < uchar > pin (in , depth );
Pyramid < uchar > pout ( out , depth );
traverse ({ & pin , & pout }, [&] {
if (! pin . is_top_level () ) {
Accessor < uchar > acc_in ( pin ( -1) , Interpolate :: LF );
IterationSpace < uchar > iter_in ( pin (0) );
Reduce r( iter_in , acc_in );
r. execute () ;
}
Accessor < uchar > acc_in ( pin (0) );
IterationSpace < uchar > iter_out ( pout (0) );
Filter f( iter_out , acc_in );
f. execute () ;
traverse () ;
if (! pout . is_bottom_level () ) {
Accessor < uchar > acc_out_cg ( pout (1) , Interpolate :: LF );
Accessor < uchar > acc_out ( pout (0) );
Expand e( iter_out , acc_out , acc_out_cg );
e. execute () ;
}
}) ;

work, we use events to guard dependencies and enable a new asynchronous kernel
launch mode in Hipacc. CUDA streams and events are used for implementation
since we target Nvidia GPUs in our experiments [Nvi19]. The two Hipacc libraries
Analyzer and Rewriter work collaboratively to update the analysis information and
to implement the desired transformations, as introduced in the Hipacc workflow
description in Section 2.2.2. In the end, the optimized implementation is prettyprinted to host and device code.
By employing Hipacc DSL and the source-to-source compiler, and by extending
the kernel launch functionality in Hipacc with a new asynchronous mode using
CUDA streams and events to realize data dependency, we can help programmers with
porting MRF applications on GPUs efficiently. Nevertheless, despite the potential
concurrent kernel executions uncovered in MRF applications, it is still not trivial
to decide between a single- or multi-stream implementation. Single-stream implies
sequential execution can be faster than multi-stream implementations of concurrent
executions. To further investigate this trade-off, we propose a performance model
that combines the domain- and architecture-specific information to decide on the
better implementation between the two.
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In this section, we present an analytic model to estimate the performance of MRF
applications implemented using CUDA streams. Our model provides insights on
how beneficial a multi-stream implementation is compared to its single-stream
implementation. Given an application and architecture specification, our model
is able to decide the better implementation choice among the two. We start by
introducing the basic CUDA concepts related to our model. We explain the meaning
of a wave of threadblocks and its relation to occupancy. Then, we model singleand multi-stream implementations. Finally, some experimental results are shown to
verify the fidelity.

4.3.1 Scheduling Basics
Although CUDA streams give programmers some control over the kernel launch
sequence, the information is not sufficient for accurate performance estimation. In
this work, our analysis is based on a finer-grained level of scheduling elements,
namely threadblocks.
Threadblocks and Waves
A threadblock is a fundamental concept in CUDA programming. By specifying size
and dimension, the input image is divided into a fixed number of threadblocks to be
dispatched on the GPU. Threadblocks are considered as the basic scheduling unit in
our model2 . Another essential concept is a so-called wave in CUDA programming
[Mic12]. A wave of threadblocks is a set of threadblocks that run concurrently on
a GPU. The number of threadblocks that can run concurrently depends on many
conditions, as explained in detail in the next subsection. Concurrent kernel executions
are realized using concurrently running threadblocks. Our performance model
essentially estimates the number of waves required to execute a multiresolution filter
fully. High concurrency should require fewer waves and vice versa. Next, we discuss
the requirements and constraints to enable concurrent threadblocks.
Multi-kernel Occupancy
Threadblocks are dispatched and executed on SMs. Each SM has a device limit for
the number of threadblocks that can be active at once, defined in the architecture
specification. We denote this as 𝐶 blk in Table 4.2. In addition to 𝐶 blk , the number
2 A threadblock is also called a Cooperative Thread Array (CTA). There exist finer-grained scheduling

elements called warps. The size of warps is fixed on GPU architecture. In this work, it is sufficient
for us to model executions at the threadblock level.
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Table 4.2: Model Parameters
Param

Explanation

𝐶 SM
𝐶 blk
𝐶 reg
𝐶 smem
𝐶 thr

Number of SMs
Maximum number of threadblocks per SM
Total number of registers available per SM
Total amount of shared memory per SM
Maximum number of threads per SM

𝑇multi
𝑇single
𝑇𝑘
𝑁 blk
𝑘 blk
𝑡 reg
𝑏 smem
𝑡 sz
𝑂 event
𝑂 par

Total running time of a multi-stream implementation
Total running time of a single-stream implementation
Running time on the base pyramid level for kernel K
Number of achievable threadblocks per SM
Number of threadblocks to be computed by the kernel
Register usage per thread
Shared memory usage per block
Threadblock size
Synchronization overhead using CUDA events
Concurrent execution overhead

of concurrent threadblocks is also constrained by the resource usage of the kernel.
Given an application and an architecture, there exists a theoretical maximum number
of threadblocks that can run concurrently on each SM, denoted as 𝑁 blk . The ratio
between 𝑁 blk and 𝐶 blk is referred to as theoretical occupancy.
Given a kernel 𝑘, 𝑁 blk is limited by four constraints: (a) Given a threadblock size
𝑡 sz and the number of registers used per thread 𝑡 reg , the total number of registers
used in the block should not exceed the total number of registers available on an
SM, denoted as 𝐶 reg . (b) The shared memory usage per threadblock 𝑏 smem should not
exceed the total amount of shared memory available on an SM, denoted as 𝐶 smem .
(c) The threadblock size 𝑡 sz should not exceed the total number of threads available
per SM, denoted as 𝐶 thr . (d) The architecture constraint 𝐶 blk . Taking these four
constraints together, we obtain:

 
 

𝐶 reg
𝐶 smem
𝐶 thr
𝑁 blk = min(
,
,
, 𝐶 blk )
(4.1)
𝑡 sz · 𝑡 reg
𝑏 smem
𝑡 sz
For the sake of simplicity, we assume a constant threadblock size throughout the
execution. However, this can be easily adapted to different sizes by explicitly defining
each level. Now, Eq. (4.1) can be generalized to multi-kernel executions as follows:
Without loss of generality, let us assume two kernels 𝑘 and 𝑘 0, with parameters 𝑡 reg ,
0 , 𝑏0
0
0
0
𝑏 smem , 𝑡 sz and 𝑡 reg
smem , 𝑡 sz , respectively. If 𝑁 blk blocks of 𝑘 have been scheduled,
0 · 𝑡 0 · 𝑁 0 ) number
the consumed resources on an SM can be computed as (a) (𝑡 sz
reg
blk
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0
0 ) amount of shared memory, and (c) (𝑡 0 · 𝑁 0 ) number
of registers, (b) (𝑏 smem
· 𝑁 blk
sz
blk
of threads. Then, we can subtract the utilized resources from the overall amount
available and reapply Eq. (4.1) to compute the 𝑁˜ blk threadblocks that are scheduled
for kernel 𝑘:

𝑁˜ blk = min(



0 · 𝑡0 · 𝑁 0
𝐶 reg − 𝑡 sz
reg
blk



𝑡 sz · 𝑡 reg

0
0 
𝐶 smem − 𝑏 smem
· 𝑁 blk
𝑏 smem

0 · 𝑁0 
𝐶 thr − 𝑡 sz
blk

,
,

(4.2)

,

𝑡 sz
0
𝐶 blk − 𝑁 blk
)
Therefore, the combination of Eq. (4.1) and Eq. (4.2) allows us to estimate the wave
size of single- as well as multi-kernel executions. Based on this analysis, we can
model the execution of single- and multi-stream implementations.

4.3.2 Single-Stream Modeling
In a single-stream implementation, all kernel executions are serialized. Starting from
the base level, the reduce and filter kernels are executed following a fine-to-coarse
level directions, until reaching the most coarse-grained level. After that, the expand
kernel is executed following the reverse coarse-to-fine direction. An example is
depicted in Figure 4.3a. Assume we compute an image pyramid of 𝐿 = 3 levels, and a
single-stream implementation runs the reduce and filter kernel from level 0 to level
2, then the expand kernel runs from level 2 back to level 0. Note that in Figure 4.3a
the threadblocks of any kernel only start execution after the threadblocks of the
previous kernel are finished. This is the scheduling behavior observed in all Nvidia
CUDA drivers.
Assume an image within a pyramid 𝑃 is 𝑃𝑙 , with 𝑙 = (0, 1, ..., 𝐿 − 1) denotes the
level. The size of 𝑃𝑙 is 𝑤𝑙 × ℎ𝑙 in pixels, and a user-specified block size 𝑡 sz = 𝑡𝑥 × 𝑡𝑦 ,
the total number of threadblocks that needs to be computed is:


𝑘 blk

  
𝑤𝑙
ℎ𝑙
=
·
𝑡𝑥
𝑡𝑦

(4.3)

Combining Eqs. (4.1) and (4.3), given a kernel 𝑘 and an image 𝑃𝑙 , we now can define
a function to compute the number of waves required for processing 𝑘 blk threadblocks
on a device with 𝐶 SM streaming multiprocessors:
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𝑘 blk
getNumWaves(𝑘, 𝑃𝑙 ) =
𝑁 blk · 𝐶 SM



(4.4)

Furthermore, we can compute the size of the tail, namely the number of threadblocks of the last wave, if any exists:


𝑘 blk
𝑘 blk
getTailSize(𝑘, 𝑃𝑙 ) =
−
𝑁 blk · 𝐶 SM
𝑁 blk · 𝐶 SM

(4.5)

Next, we want to estimate the performance of the overall application, which
consists of multiple kernels. The per wave execution time is required to be known
for each kernel. This information can be obtained either by constructing a model that
defines the computations of each kernel or by using the run-time information based
on some measurement. The primary goal of our model is to compare the performance
between single- and multi-stream implementations. It is not our focus to model
in detail the computations of all kernels. Hence, the runtime-based approach is
sufficient to serve our purpose. Given the running time of a kernel 𝑘 on its base
image is 𝑇𝑘 , the running time per wave can be computed as:
𝑡 (𝑘) =

𝑇𝑘
getNumWaves(𝑘, 𝑃 0 )

(4.6)

Therefore, the total execution time of a single-stream implementation can be
estimated as:
𝑇single =

𝐿−1 Õ
Õ

(getNumWaves(𝑘, 𝑃𝑙 ) · 𝑡 (𝑘))

𝑘∈{𝑅,𝐹,𝐸}

(4.7)

𝑙=0

4.3.3 Multi-Stream Modeling
Based on Eqs. (4.1) and (4.2), one can see that after some threadblocks of one kernel
have been scheduled, threadblocks of a second kernel can be scheduled if the SMs
still have extra computation resources. In a multi-stream implementation, this can
happen in two situations: The first is when computing fine-grained levels with
large image sizes. There are many waves of threadblocks being executed, and the
previously mentioned concurrency only happens in the last wave. This is called the
tail effect in CUDA. The second situation happens when computing coarse-grained
levels with small image sizes. In this case, there might not be enough threadblocks for
one full wave. In our model, we distinguish between those two scenarios and divide
the whole multi-stream execution into three phases. Phase one is the execution on
fine-grained levels where more than one wave is generated for each kernel. Phase two
is the execution on coarse-grained levels where less than one full wave is generated.
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Figure 4.3: Single-stream and multi-stream execution for pyramid with 𝐿 = 3 levels
and 𝑘 blk = 16, 4, 1 threadblocks. Adapted from [QRT+ 20].
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Phase one and two are for the execution of reduce and filter kernels. Finally, phase
three is the execution of all the expand kernels. Eventually, the total execution time
of a multi-stream implementation equals the sum of those three phases. Before
presenting the detailed modeling of those three phases, we make one assumption
required in our analysis.
Scheduling Assumption
In the following model, we assume that the CUDA scheduler dispatches threadblocks in a breadth-first order to all the SMs, see Figure 4.3a as an example. For
our analysis, it is not important to identify the individual SM ID during dispatch,
only the dispatch order is required to understand the concurrent kernel execution.
Moreover, how the scheduler works is proprietary information and is not publicly
documented. Nevertheless, this scheduling behavior is crucial to many optimizations
in various domains. The behavior has been studied and verified by several existing
works [LYK+ 14; OYA+ 17].
Fine-Grained Level Execution
The first execution phase of our multi-stream implementation is called fine-grained
level execution. A kernel execution belongs to this phase if it requires more than one
wave to execute. For simplicity, we make a conservative estimation in our model
and do not consider the tail effect as concurrent executions. Hence, the modeling of
this phase is identical to the single-stream scenario.
We provide an algorithm for the multi-stream modeling, as shown in Algorithm 3.
From our partitioning method, we know the reduce and filter kernels are always
in the same stream, which means the execution is sequential between the two.
Therefore, to determine whether both kernels belong to this phase, it is sufficient to
check the number of waves for the filter kernel, as shown in line 7 of Algorithm 3.
If the filter kernel requires more than one wave, the reduce and filter kernels are
regarded as fine-grained level execution. In this phase, we update the total number
of waves, denoted as 𝑛 waveSeq and is shown in line 8. The same procedure is executed
recursively (line 21) until the second phase coarse-grained execution is reached. The
execution time of this phase can be estimated by
𝑇fine =

Õ
𝑘∈{𝑅,𝐹 }

(𝑛 waveSeq · 𝑡 (𝑘))

(4.8)

Coarse-grained Level Execution
Whenever a kernel execution requires less than one full wave, it belongs to the
coarse-grained level execution. First, we show an example to illustrate the execution
in this phase.
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Algorithm 3: A Recursive Scheduling Algorithm
1 𝐿 ← getTopLevel(𝑃 )
2 𝑙 ← 0
// Starting from base level
3 initialize(𝑛 waveExpand, 𝑛 waveSeq, 𝑛 wavePar, 𝑛 𝑝 )
4 function SchedulePyramid()
5
𝑁 wave ← getNumWaves(𝐹, 𝑃𝑙 )
6
𝑁 tail ← getTailSize(𝐹, 𝑃𝑙 )
7
if (𝑁 wave > 1) ∨ (𝑁 wave = 1 ∧ 𝑁 tail = 0) then
// fine-grained level, 𝑅, 𝐹 sequential
8
𝑛 waveSeq ← 𝑛 waveSeq + 𝑁 wave
9
else
// coarse-grained level, 𝑅, 𝐹 concurrent
10
if hasResourceAvailable(𝑁 tail ) then
11
𝑛𝑝 ← 𝑛𝑝 + 1
// same wave
12

updateUsedResource()

13

else
𝑛 wavePar ← 𝑛 wavePar + 1
𝑆𝑝 ← 𝑆𝑝 ∪ 𝑛𝑝
𝑛𝑝 ← 0
end
end
𝑙 ←𝑙 +1
if 𝑙 < 𝐿 then

14
15
16
17
18
19
20
21
22
23
24
25
26

// new wave

// increment current level

SchedulePyramid()

end
// sequential 𝑒𝑥𝑝𝑎𝑛𝑑 execution
𝑁 wave ← getNumWaves(𝐸, 𝑃𝑙 )
𝑛 waveExpand ← 𝑛 waveExpand + 𝑁 wave
𝑙 ←𝑙 −1
end

// decrement current level

An example is depicted in Figure 4.3b. For the sake of simplicity, assume each
SM can have a maximum of six threadblocks scheduled for kernel 𝑅, 𝐹 , or 𝐸. First,
the reduce and filter kernel for the first image are scheduled in stream0. After that,
each SM still has the capacity to schedule two more threadblocks. Hence, the reduce
and filter kernel of stream1 can be scheduled. Due to the data dependency between
the reduce kernels, synchronization must happen, which has a certain cost. Then,
the same applies to the kernels in stream2, which compute the most coarse-grained
image with one threadblock. Finally, the expand kernels are executed, including
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synchronizations. As can be seen in Figure 4.3, compared with the single-stream
version, the multi-stream version can reduce the execution time substantially.
We update two parameters of our model in this phase. 𝑛𝑝 denotes the number
of streams running in parallel, which equals 3 in Figure 4.3b. Another parameter
is 𝑛 wavePar that denotes the number of waves required to run all the coarse-grained
levels, since the device may not have enough resources to accommodate all the
coarse-grained level kernels in one full wave. This is determined based on Eq. (4.2).
Whenever the resources are sufficient, concurrent kernels can run in the same wave,
as shown in lines 11–12. In this case, we only need to update 𝑛𝑝 . Yet, if the resources
are no longer sufficient, a new wave should be scheduled, as shown in lines 14–16.
In this case, we save the previous 𝑛𝑝 and reset its value to 0. The whole procedure is
repeated until the most coarse-grained level is reached, after which the expansion
kernels continue.
As can be seen in Figure 4.3b, the time of each parallel execution can be modeled as
𝑛𝑝 − 1 sequential reduce operations with synchronizations, plus one filter operation.
We introduce a new parameter 𝑂 event to denote the synchronization overhead from
CUDA events. Furthermore, we observe that when executing expensive kernels such
as filter operations in parallel, the execution time is slightly longer compared to its
sequential execution. This is because any concurrent kernel executions share the
underlying CUDA cores in each SM. For simplicity, we use a parameter 𝑂 par > 1
to denote this additional overhead. Finally, the execution time of this phase is
approximated as follows:
𝑇coarse =

Õ
𝑛 wavePar ∈𝑆𝑝

(((𝑛𝑝 − 1) · (𝑡 (𝑅) + 𝑂 event ) + 𝑡 (𝐹 )) · 𝑂 par )

(4.9)

From Eq. (4.2) and Figure 4.3b, we can observe that if a filter execution time 𝑡 (𝐹 )
is quite small, the extra overhead created by CUDA events might excel the benefit of
kernel overlap. Moreover, if the interference among concurrent kernels generates
significant overhead, 𝑂 par might outweigh the benefit of concurrent execution. In
both cases, the multi-stream implementation might perform worse even than its
single-stream implementation.
Expand Execution
The modeling of the expand kernel execution is relatively straightforward, as shown
in lines 23–24. It is similar to the single-stream implementation, with additional
synchronization overhead between CUDA streams. The execution time can be
estimated as:
𝑇expand = 𝑛 waveExpand · (𝑡 (𝐸) + 𝑂 event )
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4.3 Performance Modeling
Finally, the overall execution time of a multi-stream execution is obtained as the
sum of all three phases:
(4.11)

𝑇multi = 𝑇fine + 𝑇coarse + 𝑇expand

4.3.4 Model Fidelity
Based on the previously introduced model-based performance analysis, we understand that the performance difference between single- and multi-stream applications
depends on the architecture capability as well as the application characteristics. From
the application point of view, the expensiveness of the filter operation relative to the
reduce and expand operations decides the performance difference to a large extent.
To verify the fidelity of our model, we implemented eleven synthetic kernels to
simulate the filter operations common in many multiresolution filters and compared
the measurement with our model-based performance prediction. Using synthetic
kernels allows us to control the computational intensity as well as the compute
patterns. We use a combination of element-wise and stencil-based computations
with operations of different expensiveness such as addition, subtraction, exponential,
and trigonometric functions. The information is summarized in Table 4.3. Our
synthetic kernels are parameterized as follows:
out = reduce(+, map(𝜆, in(dom)), dom(𝑠𝑧, 𝑠𝑧))

(4.12)

Eq. (4.12) defines the operations required to compute each output pixel. First, a
domain of size 𝑠𝑧 × 𝑠𝑧 is defined. Then, each pixel in the domain is mapped to an
intermediate pixel by applying the lambda function 𝜆. Finally, a reduction is applied
to all the intermediate pixels in the domain to generate the output pixel. Table 4.3 lists
the size of the domain and the number of operations performed within the lambda
function. The reduce and expand operations are based on the implementation by
Burt and Adelson [BA83a]. Namely, the reduce operator performs a two-dimensional
low-pass filtering followed by a sub-sampling by a factor of 2 in both directions. The
Table 4.3: Synthetic filter kernel parameters
kernels

𝑓0

𝑓1

𝑓2

𝑓3

𝑓4

𝑓5

𝑓6

𝑓7

𝑓8

𝑓9

𝑓10

domain size (sz)

1

1

3

3

5

7

9

11

13

15

17

add, sub
mul, div
exp, cos

1
0
0

2
2
2

0
1
0

2
2
2

2
2
2

2
2
2

2
2
2

2
2
2

2
2
2

2
2
2

2
2
2
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Figure 4.4: Measurement and model prediction.
expand operator enlarges an image to twice the size in both directions by upsampling
and low-pass filtering followed by multiplication with 4 to keep the intensity.
Given the above implementations, we executed three experiments, as depicted in
Figure 4.4. The vertical axis in Figure 4.4 denotes the ratio between single-stream and
multi-stream execution time, thus the speedup achieved by concurrent kernel execution. Table 4.4 summarizes the Pearson correlation coefficients [BCH+ 09] as well as
the difference of the geometric means between the measurement data and our model
predictions. As can be seen, our model is able to produce a very good estimation. We
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Table 4.4: Model fidelity experiment
Experiment
Device
Pyramid levels 𝐿
Base image size 𝑤 × ℎ
Threadblock size 𝑡 sz
Pearson correlation coefficient
Geometric mean difference

(a)

(b)

(c)

GTX680
8
512 × 512
16 × 16

GTX680
10
1024 × 1024
16 × 16

K20c
8
512 × 512
16 × 16

0.969
0.011

0.970
0.006

0.981
0.017

can observe that for compute-intensive kernels, the concurrent execution enabled
by the multi-stream execution delivers the best overall performance. However, in
case the kernel is inexpensive, mostly memory-bound, the single-stream execution
is the better option.
The speedups depicted in Figure 4.4 are intended for fidelity verification. The
numbers are specific for the performed experiments, which does not imply that
concurrent kernel executions can achieve only less than 20% speedup. The achievable speedup depends on both the application settings, such as pyramid levels and
base image size, as well as hardware capabilities, such as the number of SMs. For
example, in Figure 4.3, if the filter operation 𝐹 has a long execution time, such that
the execution of reduce 𝑅 and expand 𝐸 operations become negligible. Then, the
achievable speedups can be up to 3.0 for that example, since the filter operation 𝐹 of
all three levels can be executed concurrently.

4.3.5 Intermediate Summary
We have exploited the data dependency information encoded in MRF applications
and proposed a multi-stream implementation with concurrent kernel executions. In
addition, we provided a systematic analysis and performance modeling of both singleand multi-stream implementation on GPU architectures. Our primary finding is that
the multi-stream implementation is not always better than a sequential single-stream
version. The computation cost of the filter kernel in MRF applications determines the
level of benefit for any multi-stream implementations. Our model is able to capture
this trade-off with very high accuracy.
So far, our analysis is bound to the fixed dependency pattern exposed in MRF
applications. Nevertheless, as GPU architectures keep evolving with higher compute
resources, concurrent kernel execution becomes an important optimization objective
for many applications beyond MRF. To enable such optimizations, data dependency
information should be exploited for any arbitrary application. Task graph models are
widely used to capture such information. Recently, Nvidia released an asynchronous
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task-graph programming model called CUDA graph, which facilitates many optimizations compared to the traditional CUDA implementation. In the remainder of
this chapter, we analyze the execution model of CUDA graph and combine it with
our DSL and compiler Hipacc.

4.4 Execution Model in CUDA Graph
Utilizing the CUDA graph API follows a three-stage execution model: Graph definition, graph instantiation, and graph execution. For illustration, Listing 4.2 depicts an
example that implements a Sobel edge detection filter.

4.4.1 Graph Definition
The first stage is graph definition. There are two modes available: Manual mode and
stream capture mode. In Listing 4.2, lines 13–23 depicts the definition statements used
in the manual mode. Under manual mode, the user declares nodes with dependencies
and parameters. For example, a kernel node can be associated with a CUDA kernel
and its parameters, such as input and output. A memory copy node can perform
host-device communications. A graph can be defined by adding the nodes with
their corresponding dependencies. Therefore, the execution sequence of different
operations is implicitly defined in terms of user-given dependencies. For example, in
Listing 4.2, node 𝑛𝑚 that computes the magnitude must start after node 𝑛𝑥 and 𝑛𝑦 that
compute the x- and y-derivative of the image, given by the third argument in line 22.
This explicit data dependency information is also used by CUDA graph for later
scheduling and optimizations. The other mode to define a graph is stream capture. A
graph can be defined by capturing an existing implementation that already utilizes
CUDA streams. This is achieved by using two stream-capture functions, which are
put before and after the existing implementation, as shown in Listing 4.2 in line 25 and
line 31, respectively. In this case, CUDA graph obtains the dependency information
automatically from the existing stream and event synchronizations: Kernels within
the same stream are serialized, while kernels among parallel streams can be executed
concurrently. After the graph definition state, the topology of the graph is fixed
and cannot be changed during later execution. If the application changes, the graph
should be redefined.

4.4.2 Graph Instantiation
The second stage is the graph instantiation. After defining the graph, the whole
workflow is known, and analysis can be performed to enable certain optimizations,
such as to determine the number of possible parallel streams or to prepare the kernels
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Listing 4.2: Sobel filter implementation using CUDA graph.
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40
41
42

# include " KernelSobelXDerivative.cu "
# include " KernelSobelYDerivative.cu "
# include " KernelSobelMagnitude.cu "
// Unrelated details are omitted for simplicity
void SobelFilterCudaGraph (in , out , ... ){
// Initialization for graph , streams , etc.
cudaGraphCreate (G , ... );
// Stage 1: Define G
if ( ManualMode ) {
// declare memory copy and kernel nodes...
cudaGraphNode_t n_h2d , n_d2h , n_x , n_y , n_m ;
// add nodes to the graph using cudaGraphAdd..Node
// ( node , graph , dependent node (s ) , parameters , ... )
// params include input , output , kernel , args , etc.
cudaGraphAddMemcpyNode ( n_h2d , G , NULL , params , ... );
cudaGraphAddKernelNode ( n_x , G , n_h2d , params , ... );
cudaGraphAddKernelNode ( n_y , G , n_h2d , params , ... );
cudaGraphAddKernelNode ( n_m , G , [n_x , n_y] , params , ... );
cudaGraphAddMemcpyNode ( n_d2h , G , n_m , args , ... );
} else if ( StreamCaptureMode ) {
cudaStreamBeginCapture ( stream , ... ); // start capture
// a sobel implmentation independent of CUDA graph
// ... cudaMemcpyAsync ( ... , stream ) ...
// ... cudaLaunchKernel ( ... , stream ) ...
//
cudaStreamEndCapture ( stream , G); // finish capture
}
// Stage 2 : Instantiate G
cudaGraphInstantiate (G , ... );
// Stage 3: Execute G
cudaGraphLaunch (G , ... ); // possible in a loop
// Cleaning
cudaGraphDestroy (G) ;
}

such that they can be launched as fast as possible during execution. To launch many
kernels, CUDA graph provides a mechanism to launch multiple GPU operations
through a single CPU operation, which can significantly reduce the work launch
overhead. Apart from this optimization, we can also take advantage of the automated
concurrent kernel execution feature to automatically launch multi-stream executions
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for any application shape. In this work, we enrich the analysis in this stage with the
domain- and architecture-specific knowledge available in Hipacc. By default, CUDA
graph does not have any knowledge of the compute kernels, and the scheduling
strategy is always the same. We observe an optimization opportunity here and
extend the workflow optimizations in CUDA graph with additional techniques such
as concurrent kernel execution with complementary resources and kernel fusion.

4.4.3 Graph Execution
The last stage is graph execution. At this point, we should have an implementation
with reduced launch latency and fully optimized workflow execution. CUDA graph
encourages the instantiate once, execute repeatedly workflow, which is commonly
seen in many Machine Learning (ML) and HPC applications. In this work, we do
not focus on iterative kernel executions. Instead, we examine how to explore the
concurrent kernel execution more efficiently. In the following section, we present in
detail how to improve the resource sharing and the concurrent kernel executions in
CUDA graph.

4.5 Kernel Execution with Complementary
Resource Usage
Modern GPUs are equipped with an increasing amount of compute resources. Exploring task-level parallelism becomes vital to access the device’s full performance.
CUDA graph can generate parallel streams for concurrent kernels as a workflow
optimization. This potentially contributes to better resource utilization and faster
executions. In this section, we show that CUDA graph is not yet able to exploit the
opportunities when kernels have complementary resource usage. First, we discuss
how concurrent kernel execution improves intra-SM resource sharing, and give an
definition of complementary resource usage. Then, we use an example application
to illustrate the current workflow explorations in CUDA graph. Finally, we present
our proposed approach called kernel pipelining and verify its scalability and fidelity.

4.5.1 Intra-SM Resource Sharing
Concurrent kernel executions can improve the resource utilization within each
SM [WYM+ 16]. The concurrent execution is realized on GPUs in the granularity of
threadblocks, which is a fundamental concept in CUDA programming. A threadblock
can be dispatched on an SM as long as the SM has sufficient resources to meet its
demand. Three resources account for usage on each SM: (a) the number of registers,
(b) the amount of shared memory, (c) the number of threads. Each threadblock
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consumes a certain amount of these resources. Given a kernel 𝑣, the resource usage
for each type is:
𝑟 reg (𝑣) =

𝑡 sz · 𝑡 reg
𝐶 reg

(4.13)

𝑏 smem
𝐶 smem

(4.14)

𝑡 sz
𝐶 thr

(4.15)

𝑟 smem (𝑣) =
𝑟 thr (𝑣) =

where 𝑡 sz denotes the number of threads in a block, namely the threadblock size.
𝑡 reg denotes the number of registers used per thread. 𝑏 smem is the amount of shared
memory used in a threadblock. 𝐶 reg , 𝐶 smem , and 𝐶 thr denote the total amount of
available registers, shared memory, and threads on a single SM, respectively. The
resource usage of a kernel, denoted as 𝑟 (𝑣), is determined by the dominant resource
usage on each threadblock, namely the maximum among the three:
𝑟 (𝑣) = max(𝑟 reg (𝑣), 𝑟 smem (𝑣), 𝑟 thr (𝑣))

(4.16)

Additionally, each architecture has an upper limit for the number of concurrent
threadblocks per SM, denoted as 𝐶 blk . In CUDA programming, 1/(𝑟 (𝑣) · 𝐶 blk ) is
referred to as the theoretical occupancy [Nvi15].
Complementary Resource Occupancy
A set of kernels 𝑉 = {𝑣 0, 𝑣 1, ..., 𝑣 𝑁 −1 } is said to have complementary resource occupancy if their kernel resource usage prevents the concurrent execution of multiple
instances of the same kernel but allows the concurrent execution of instances of
different kernels, namely:

 

Õ
∀𝑣 ∈𝑉 , 𝑟 (𝑣) > 0.5 ∧ ∀ 𝑓 ∈{𝑟 reg,𝑟 smem,𝑟 thr } ,
𝑓 (𝑣) < 1
(4.17)
𝑣 ∈𝑉

In Eq. (4.17), the first clause checks the existence of a resource type that is used
more than 50% by one kernel, and the second clause guarantees the total resource
usage of all kernels stays within the device limit. For example, Table 4.5 depicts the
resource usage of two kernels and the number of available resources of an Nvidia
GPU RTX2080. As can be seen, kernel 𝑝 cannot be executed concurrently with
another instance of 𝑝 due to the large number of compute threads, which occupy
more than 50% of the available. The situation is similar for kernel 𝑙 due to the amount
of occupied shared memory. Nevertheless, kernel 𝑝 and 𝑙 should be able to run
concurrently since the combined resource utilization is still within the device limit.
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Table 4.5: Kernel resource utilization for an example application.
Resource

Threads

Registers

Shared Memory

Kernel (per block)𝑝

𝑡 sz
𝑟 thr (𝑝)

640
𝑡 reg
62.5% 𝑟 reg (𝑝)

23
𝑏 smem
35.9% 𝑟 smem (𝑝)

0 KB
0%

Kernel (per block)𝑙

𝑡 sz
𝑟 thr (𝑙)

256
25%

𝑡 reg
𝑟 reg (𝑙)

34
𝑏 smem
53.1% 𝑟 smem (𝑙)

26 KB
54.2%

RTX 2080

𝐶 thr

1024

𝐶 reg

64

48 KB

𝐶 smem

4.5.2 Example Application
Let us consider a scattering pattern application that consists of 𝑁 two-stage pipelines,
as depicted in Figure 4.5. Such scattering pattern is commonly seen in image processing applications, for example, computing different resolutions of an image or
computing the Hessian matrix of an input. Assume kernel 𝑝 and 𝑙 in Table 4.5 are
used in the pipeline. Kernel 𝑝 is based on a tone mapping algorithm that performs
element-wise operations [JPS+ 00]. Kernel 𝑙 is based on the Gaussian filter that performs stencil-based operations. The target device is an Nvidia RTX2080 with Turing
architecture with 46 SMs and 2944 CUDA cores. The available resources per SM are
also listed in Table 4.5.
CUDA Graph Execution
We implemented the application with a different number of parallel pipelines (𝑁 =
3, ..., 13) using CUDA graph’s manual mode. Figure 4.6a depicts the execution timeline
of the application for 𝑁 = 5 pipelines. As can be observed in the figure, despite
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𝑝1

…

𝑝 𝑁 −1

𝑙0

𝑙1

…

𝑙 𝑁 −1

img

img

…

img

Figure 4.5: Example application with a scattering pattern [QÖT+ 20].
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CUDA graph is able to detect the amount of parallelism and deploys five concurrent
streams, the execution of all ten kernel instances of the application is serialized3 .
The same behavior is also observed for other numbers of pipelines. Figure 4.6a lets
conclude that CUDA graph tries to schedule the kernels in a breadth-first search
(BFS) order. However, because of the dominant resource usage in both 𝑝 and 𝑙, the
executions are serialized. Overall, CUDA graph cannot exploit the complementary
resource occupancy in the pipeline. Since CUDA graph requires only kernels and
dependencies, neither streams nor events are specified by the user. The generated
schedule, in this case, is entirely decided by the Nvidia CUDA driver.
Stream0
Stream1

𝑝4

𝑙4

𝑝0

Stream2

𝑙0
𝑝1

Stream3

𝑙1
𝑝2

𝑙2

Stream4

𝑝3

𝑙3

(a) CUDA graph execution

Stream0

𝑝0

Stream1

𝑙0
𝑝1

𝑙1
𝑝2

𝑙3

𝑙2
𝑝3

𝑙4

𝑝4

(b) Optimized execution

Figure 4.6: Timeline for 𝑁 = 5 (illustration based on the output from Nvidia Visual
Profiler NVVP) [QÖT+ 20].

Optimized Execution
Since kernel instances of 𝑝 and 𝑙 can be executed concurrently due to the complementary resource occupancy according to Eq. (4.17), we can derive an optimized
execution schedule as depicted in Figure 4.6b. Instead of first scheduling all instances
of kernel 𝑝, we can schedule 𝑝 0 . Then, 𝑙 0 can be executed in parallel with 𝑝 1 , and the
same applies to all the subsequent kernels. However, to enable this schedule, the partitioning configuration of the on-chip memory between L1 cache and shared memory
for both kernels should be consistent, which means the same memory configurations.
For example, a kernel with 16/48 KB partition between L1 and shared memory cannot
be executed concurrently with another kernel with 48/16 KB partition. This is the
reason that the execution of 𝑝 4 and 𝑙 0 is not overlapped in Figure 4.6a, and can be
3A

small amount of overlap can be observed among kernels, which is more noticeable under 𝑙 0 ...𝑙 4 .
This is called tail effect: Threadblocks do not start and finish at exactly the same time. This
behavior does not affect the analysis in our work.
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configured using the runtime API cudaFuncSetCacheConfig(). To generate such
optimized execution schedules, we propose a method called kernel pipelining.

4.5.3 Kernel Pipelining
We present our kernel pipelining approach that optimizes the schedule for the
scattering-pattern applications. Our method does not impose any constraints on the
number of parallel pipelines or the number of kernels in each pipeline. A pseudo
algorithm is shown in Algorithm 4. Given an input application represented as
𝐺 = (𝑉 , 𝐸), where G is a DAG consisting of a kernel set 𝑉 and the connecting edge set
𝐸. Our algorithm generates a CUDA graph definition as follows: An iterative kernel
scheduler determines the kernel issuing order based on complementary resource
occupancy, which can be detected using the compResourceOcc() function in line
10 based on Eq. (4.17). Whenever concurrent execution is possible, the kernel is
issued to a parallel stream, as shown in lines 11–12. Otherwise, the kernel issue
is postponed until the next iteration, and instead, the child of the previous kernel
(searching in depth-first search (DFS) order) is issued. For example, after kernel 𝑝 0
has been issued in Figure 4.6b, the next kernel 𝑝 1 (BFS order) is issued. Since 𝑝 0 and
𝑝 1 have no complementary resources, the issuing of 𝑝 1 is postponed and 𝑙 0 is issued
instead. Note that 𝑙 0 is the child of 𝑝 0 , which is the previous kernel of 𝑝 1 . This DFS
search order is performed in lines 17–18. After 𝑙 0 is issued to the same stream as 𝑝 0
using the function in line 19, we continue with the previously postponed 𝑝 1 . Now,
𝑝 1 can be scheduled concurrently with 𝑙 0 , and the same procedure applies to 𝑝 2 and
all the remaining kernels. In the end, the obtained schedule 𝑆 is captured using the
stream capture mode in CUDA graph.
Additionally, we want to mention that overlapping the execution of multiple
kernels might introduce some overhead depending on the kernel characteristics.
Concurrent executing kernels share the CUDA cores within each SM. This overhead
can be obtained by dividing the kernel running time under concurrent execution by
the time under serialized execution.

4.5.4 Scalability and Fidelity
To verify the scalability as well as the fidelity of the proposed approach, we experimented with the example application depicted in Figure 4.5. The actual execution
time has been measured on the RTX2080 for ten configurations with a different
number of pipelines 𝑁 = 3, ..., 13. The result is depicted in Figure 4.7. The theoretical
speedup of the example application can be computed as follows: We use 𝑡𝑝 and 𝑡𝑙 to
denote the execution time of kernel 𝑝 and 𝑙 in the application. Since CUDA graph
delivers a sequential execution, the overall execution time can be computed as:
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Algorithm 4: Kernel Pipelining Algorithm.
input : 𝐺 = (𝑉 , 𝐸)
output : CUDAGraphDefinition
1
2
3
4
5
6

function KernelPipelining(𝐺 )
𝑉𝑠 ← ∅ // a set of scheduled kernels
𝑉𝑐 ← ∅ // a set of resource-sharing kernels
𝑁 ← getPipeMaxDepth (𝐺)
𝑆 ← {𝑠 0, 𝑠 1, ..., 𝑠 𝑁 −1 } // a set of streams
𝑣 ← getHeadKernel(𝐺 ) // starting kernel
// iterative kernel scheduler

7
8
9
10
11
12
13
14

repeat
if 𝑣 ∈ 𝑉𝑠 then
𝑣 ← getNextKernelBFS(𝑣, 𝐺 )
else if ( compResourceOcc(𝑣, 𝑉𝑐 )) ∨ (|𝑉𝑐 | = 0) then
// issue 𝑣 to run concurrently with 𝑉𝑐
𝑖 ← |𝑉𝑐 |
𝑠𝑖 .enqueueKernel(𝑣 )
𝑉𝑐 ← 𝑉𝑐 ∪ {𝑣 } // update resource-sharing
𝑉𝑠 ← 𝑉𝑠 ∪ {𝑣 } // update scheduled kernels
// continue with the next kernel

15
16

17
18
19

𝑣 ← getNextKernelBFS(𝑣, 𝐺 )
else
// postpone 𝑣 , issue the child of
// the previous kernel of 𝑣 (DFS)
𝑣00 ← getPreviousKernelBFS(𝑣, 𝐺 )
𝑣0 ← getChildKernel(𝑣00, 𝐺 )
𝑠 0 .enqueueKernel(𝑣0) // issue stream 0
// reset resource-sharing

20
21
22

𝑉𝑐 ← ∅
𝑉𝑐 ∪ {𝑣0}
𝑉𝑠 ← 𝑉𝑠 ∪ {𝑣0} // update scheduled kernels
// continue with the postponed 𝑣

23
24
25
26

end
until |𝑉𝑠 | = |𝑉 |
return defineGraphWithCaptureMode(𝑆 )
end
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Figure 4.7: Speedup for the example application in Figure 4.5.

(4.18)

𝑡 seq = (𝑡𝑝 + 𝑡𝑙 ) · 𝑁

The execution time for the optimized kernel-pipelined schedule can be estimated
as:
(4.19)

𝑡 opt = 𝑡𝑝 + max(𝑡𝑝 , 𝑡𝑙 ) · 𝑁 · 𝑂

Where 𝑂 denotes the overhead generated by concurrent execution. During profiling,
we observed that the execution time of kernel 𝑝 is approximately half of kernel 𝑙, and
that they have little interference during concurrent execution. Thus, with 𝑡𝑝 ≈ 0.5 · 𝑡𝑙
and 𝑂 = 1, the theoretical speedup achievable is:
𝑡 seq
(𝑡𝑝 + 𝑡𝑙 ) · 𝑁
1.5 · 𝑡𝑙 · 𝑁
=
=
=
𝑡 opt 𝑡𝑝 + max(𝑡𝑝 , 𝑡𝑙 ) · 𝑁 · 1 0.5 · 𝑡𝑙 + 𝑡𝑙 · 𝑁

1.5
+1

0.5
𝑁

(4.20)

The theoretical speedups, together with the measured speedups, are plotted in
Figure 4.7. As can be seen, the measured speedups achieved by our approach deviate
by less than 10% on average from the estimated theoretical speedup. The performance
is also scalable to a larger number of parallel pipelines.

4.5.5 Intermediate Summary
In this section, we proposed a kernel pipelining technique to optimize the kernel
executions generated by CUDA graph under complementary resource occupancy.
The analysis is based on a knowledge combination of kernel properties, application
dependency, and device specifications. We want to emphasize that the problem
combined with our analysis presented in this section is applicable to generic CUDA
kernels and is not bounded to any domain. CUDA graph users can already follow
our approach and hand-transform a serialized execution under CUDA graph manual
mode to an optimized execution under stream capture mode. However, manual work
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is difficult to maintain, error-prone, and not portable at all. We, therefore, propose to
employ an image processing DSL that has the required combination of domain- and
architecture-specific knowledge. Additionally, utilizing a DSL brings further benefits,
including simple input representations and opens the opportunity for other workflow
optimizations such as locality improvement. In the next section, we combine CUDA
graph with Hipacc.

4.6 Combining CUDA Graph with an Image
Processing DSL

User
Domain-Specific Language (Hipacc)
Lex, Parse, Sema

Source-to-Source Compiler (Hipacc)
memory padding,
loop unrolling,
kernel pipelining,
kernel fusion, …

Analyzer

Rewriter

SM resources, GPU compute capability, …
Pretty Print

Host code

+

Kernels

+

CUDA Runtime

Graph API

Architecture Knowledge

Clang AST

kernel resource usage, data dependencies, …
Clang AST

Domain Knowledge

In this section, we utilize the CUDA backend of the source-to-source compiler, and
for the first time, extend the API to CUDA graph. An overview of our framework is
depicted in Figure 4.8. Starting from the Hipacc DSL, users specify their applications
in C++, which can be parsed by Clang to generate a Clang AST. Then, the Hipacc
compiler traverses the AST and performs the source-to-source transformation using
two internal libraries: Analyzer gathers information for analysis and optimizations,
e.g., domain knowledge such as the kernel resource usage, compute pattern, kernel
data dependency, or device information such as the compute capability. Based on the
obtained domain- and architecture-specific knowledge, optimizations are applied.
Hipacc performs optimizations in two steps: First, single kernel optimizations such
as memory padding are applied, and efficient CUDA code is generated for each

Figure 4.8: Combining CUDA graph with Hipacc [QÖT+ 20].
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user-defined kernel. Second, workflow optimizations are exploited, for example,
kernel fusion (Chapter 3) for any possible locality improvement, and concurrent
kernel execution for SM resource sharing.
After the analysis, the transformations and code generations are performed by
the other library Rewriter. It allocates the memory location in kernel read and write
for fusion, and assigns kernels to streams if kernel pipelining is enabled for CUDA
graph. Analyzer and Rewriter work iteratively to update the analysis information
and implement the desired transformations. In this work, when both kernel fusion
and concurrent kernel execution are available, the transformation on concurrent
execution takes precedence over fusion, because we think a better resource utilization
has higher priority. In the end, the backend of Hipacc generates a CUDA graph
implementation with reduced launch latency and a fully optimized workflow.

4.6.1 Benefits Inherited from Hipacc
Here, we recap some of the benefits enabled when using a DSL such as Hipacc, which
can be brought to CUDA graph. As introduced in Chapters 1 and 2, in comparison
to an optimized hand-written CUDA kernel, the number of LoC is much smaller.
Users can focus on algorithm functionality, and Hipacc is responsible for the kernel
and workflow optimizations. To specify a kernel in Hipacc, the user implements an
abstract kernel class and provides a lambda function that is applied to each mapped
output pixel. For example, to have a Gaussian kernel operates within a sliding window
on the output image, the user specifies a kernel mask, an accessor for reading the
input image, and an iteration space for writing the output image. Then, we can
declare an instance of the kernel similar to a standard C++ class instantiation. Finally,
the file containing this main function is parsed by Hipacc, and the corresponding
host and kernel code are generated.
Hipacc internally applies several optimizations for single kernel generation, including memory padding, loop unrolling, etc. [MRH+ 16b]. Here, we emphasize
one workflow optimization for locality improvement, namely kernel fusion (Chapter 3), which is also enabled by the graph-based representation. Image processing
applications typically consist of multiple kernels in a pipeline. The inter-kernel communications are intensive and locality becomes the key to performance improvement.
Accessing image pixels from registers is significantly faster than from global memory
on GPUs. Kernel fusion is achieved by dynamic memory access reallocation during
code generation in the compiler, which is not possible by using CUDA graph alone.
CUDA graph APIs wrap around user-provided kernels that are static during the
analysis stage, which prohibits kernel behavior change dynamically. By combining
Hipacc with CUDA graph, we are able to extend the workflow optimizations in
CUDA graph by kernel fusion.
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4.7 Evaluation and Results
In this section, we present results on applying our compiler-based approach to
automatically generate high-performance stream-based implementations for four
real-world MRF applications. In addition, we evaluate the proposed combined approach of CUDA graph and Hipacc over a benchmark of ten well-known image
processing applications ranging from single-kernel image filters such as Gaussian
blur to multi-kernel pipelines with complex dependencies such as image pyramid.
First, we introduce the applications and the environment. Then, we discuss the
implementations and the speedups.

4.7.1 Applications
Multiresolution Filters
We evaluated four real-world MRF applications to compare their performance under
single- and multi-stream implementations. It is important to notice that all the MRF
applications share the basic structure based on the reduce, filter, expand operations
that our analysis is based on.
Gradient Adaptive Filter In [KEF+ 03], Kunz et al. present a multiresolution
approach that reduces noise significantly while preserving sharp details for medical
imaging. A Gaussian and a Laplacian pyramid are constructed during level processing,
and the Bilateral filter [TM98] is employed to compute features at distinct scales.
Laplacian Pyramid Encoding In [BA83a], Burt and Adelson propose a wellknown encoding technique that provides excellent data compression without expensive computations. The idea is to encode a Laplacian image together with the
coarser-grained level of a Gaussian image, since the Laplacian image is largely
decorrelated and can be represented with fewer bits.
Image Mosaics This application combines two images into a mosaic using a multiresolution spline approach [BA83b]. A basic mosaic can be obtained by splining
the left half of one image with the right half of another. In this case, the level processing requires to construct a Laplacian pyramid for two input images. Then, a pixel
selection kernel is applied.
Image Registration with Spline Filter Our last application is an image registration algorithm based on the FAIR toolbox from Modersitzki [Mod09]. The algorithm
computes a transformation matrix from two images by performing expensive spline
coefficient transformations and interpolations during level processing. Then, expand
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operations are applied iteratively to refine the transformation matrix following a
coarse-to-fine strategy. In this work, we implemented a simplified version by fixing
the transformation matrix to a unit matrix, thus skipping the optimization process
during the expand operations.
Applications modeled in CUDA Graph
For CUDA graph comparisons, we looked into a number of common image processing
applications with different data dependency information and compute complexity.
Our benchmark includes two single-kernel applications: Gaussian blur and Bilateral
filter. Three applications with scattering-pattern pipelines: Night filter, Enhance
filter, and Image pyramid. Five multi-kernel applications with fusible stages that can
be optimized by kernel fusion: Harris corner, Shi-Tomasi feature, Sobel filter, Prewitt
filter, and Unsharp filter.
Implementation Variant
For multiresolution filter applications, we compared five implementation variants:
(a) An original Hipacc implementation without our model-based analysis. (b) A
single-stream implementation based on Hipacc with our approach. (c) A multistream implementation based on Hipacc with our approach. (d) A Halide [RBA+ 13]
implementation that follows the same schedule as Hipacc, namely each kernel at
each level is computed at the root. (e) A manual implementation using CUDA Graph.
As mentioned earlier, CUDA graph targets HPC applications that execute the same
workflow repeatedly, as well as for GPU kernels with a short runtime. Although we
do not target repeated executions in multiresolution filters, the coarse-grained level
executions have short execution times, and the underlying optimizations enabled
by CUDA Graph are of great interest for comparison. Therefore, we constructed
data dependencies manually to come up with a graph implementation for each
application. We benchmark all five implementations for the gradient, Laplacian, and
mosaic application, except the last spline filter where we provide the single-stream,
multi-stream, and graph versions. Hipacc not yet supports the spline kernel compute
pattern. Nevertheless, one advantage of a source-to-source compiler is that the
generated optimized code is also modifiable source code. This allows us to generate
the basic structure and manually merge the CUDA code from the spline filter. In this
way, we still have a single- and multi-stream implementation of the spline application.
The graph implementation only needs CUDA kernels. Hence, DSL comparisons are
omitted for this application.
For the combined approach of CUDA graph and Hipacc, we benchmarked three implementations to evaluate speedup: (a) Hipacc implementation without CUDA graph,
(b) CUDA graph implementation without Hipacc, and (c) the proposed approach
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that combines Hipacc with CUDA graph. In addition, we also compared against
Halide [RAP+ 12]. Halide employs an auto-scheduler for optimizations [MAS+ 16].

4.7.2 Environment
Three Nvidia GPUs are used throughout our experiment: (a) Geforce GTX 680 is
based on Kepler architecture. It has 8 SMs with 1536 CUDA cores, with a max clock
rate of 1058 MHz and 1502 MHz memory clock with GDDR5. (b) Tesla K20c is based
on Kepler architecture. It has 13 SMs with 2496 CUDA cores, with a maximum clock
rate of 706 MHz and 1300 MHz memory clock with GDDR5. (c) Geforce RTX 2080 is
based on the latest Turing architecture. It has 46 SMs with 2944 CUDA cores, with a
max clock rate of 1710 MHz and 1750 MHz memory clock with GDDR6.
For multiresolution filter applications, all three GPUs have been used. For the
combined approach of CUDA graph and Hipacc, we skip the K20c and employ the
GTX680 and RTX2080 for execution. The OS is Ubuntu 18.04 LTS, with CUDA driver
10.1 and LLVM/Clang 7.0.

4.7.3 Results and Discussions
Multiresolution Filters
Table 4.6 summarizes the configurations as well as the predictions made from our
performance model. Moreover, the execution times of all the implementations in milliseconds for the four applications are depicted in Figures 4.9 to 4.12, respectively. We
also include the variant that is not selected by the model. We performed 1000 runs for
each single-stream, multi-stream, original Hipacc, and CUDA Graph implementation.
The time is measured using CUDA events before the first host-to-device transfer and
after the last device-to-host transfer. Hence, the base image communication time
is included. The measurements for the CUDA Graph implementation are done by
placing events before and after the cudaGraphLaunch function to exclude the graph
instantiation time. For Halide implementations, we utilize its default benchmark
function that runs three samples and picks the minimal one as the result. Then, we
ran the whole application 300 times to get the statistics. The whiskers cover the entire
range of the obtained execution times, including the minimum, the maximum, the
25 percentile, and the 75 percentile values. The box itself contains the intermediate
50% of all the results with a line in the middle represents the median. In addition,
Table 4.7 summarizes the speedups of our model-selected implementations over
Hipacc, Halide, and CUDA Graph. Finally, we provide an overview in Table 4.8 by
computing the geometric mean of speedups achieved across all three GPUs for each
application.
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Table 4.6: Application settings.
Application

Gradient

Pyramid levels 𝐿
Base image size 𝑤 × ℎ
Threadblock size 𝑡 sz
Model Prediction

Laplacian

Mosaics

Spline

8
10
8
6
512 × 512
1024 × 1024
512 × 512
512 × 512
16 × 16
16 × 16
16 × 16
128 × 1
Multi-stream Single-stream Single-stream Multi-stream

6

Hipacc Single-S
Hipacc
CUDA Graph

5

Hipacc Multi-S
Halide

4
3
2
1
0

GTX 680

K20c

RTX 2080

Figure 4.9: Measured execution times in 𝑚𝑠 (Gradient).
6

Hipacc Single-S
Hipacc
CUDA Graph

5

Hipacc Multi-S
Halide

4
3
2
1
0

GTX 680

K20c

RTX 2080

Figure 4.10: Measured execution times in 𝑚𝑠 (Laplacian).
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Hipacc Single-S
Hipacc
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Hipacc Multi-S
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Figure 4.11: Measured execution times in 𝑚𝑠 (Mosaics).
Hipacc Single-S
CUDA Graph
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Hipacc Multi-S
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4
0

GTX 680

K20c

RTX 2080

Figure 4.12: Measured execution times in 𝑚𝑠 (Spline).
Discussion Compared with the original Hipacc implementation, our approach can
achieve noticeable speedups across all applications. The performance gain mainly
comes from two sources: The first is that the original Hipacc employs synchronous
kernel launches. The synchronization creates extra overhead, especially for applications with many kernels, such as the mosaics, which has six kernels per pyramid level.
In this case, our single-stream implementation performs much better using asynchronous kernel launch. The second source of our performance gain is the concurrent
kernel execution. This is reflected in the gradient application. In addition to the
overhead reduction, our multi-stream implementation is able to utilize the number
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Table 4.7: Speedup comparison.
Speedup over Hipacc Implementation
GTX680
K20c
RTX2080
Speedup over Halide Implementation
GTX680
K20c
RTX2080
Speedup over Graph Implementation
GTX680
K20c
RTX2080

Gradient

Laplacian

Mosaics

Spline

1.525
1.589
2.103

1.438
1.448
1.566

2.322
2.284
2.917

-

Gradient

Laplacian

Mosaics

Spline

1.459
0.975
1.248

1.397
1.082
1.217

3.472
1.761
1.302

-

Gradient

Laplacian

Mosaics

Spline

1.073
0.943
1.260

1.285
1.154
1.556

0.963
0.861
1.242

1.008
0.964
1.081

Table 4.8: Geometric mean of speedups across all GPUs.
Speedup over Hipacc Implementation
Speedup over Halide Implementation
Speedup over Graph Implementation

Gradient

Laplacian

Mosaics

Spline

1.721
1.211
1.084

1.483
1.225
1.321

2.492
1.997
1.010

1.017

of SMs in each architecture and scales the performance accordingly. For example, in
the RTX 2080 GPU with 46 SMs, we can achieve a speedup of 2.103. Halide performs
better than the original Hipacc with the same schedule due to the non-blocking
stream that it utilizes. Nevertheless, Halide does not support multi-stream kernel
execution for its CUDA backend. In general, we can achieve a geometric speedup of
up to 1.997 compared to Halide.
Compared to CUDA Graph implementations, our approach is also very competitive.
We can make three key observations from our results: First, CUDA Graph always
delivers a multi-stream implementation, at least for the four applications in our
work. However, this is a weak point, because as we already illustrated in the analysis,
there are situations when a single-stream implementation is the better option. One
example is the Laplacian application, in which our approach performs better than
CUDA Graph on all three GPUs. Second, CUDA Graph can exploit more concurrency
opportunities than our approach, which is a strong point of CUDA Graph. Our
approach is not yet able to explore any concurrent executions within the basic
structure. An example giving evidence is the mosaics application, where the pyramid
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constructions for both input images can be executed in parallel. CUDA Graph is
able to discover this and schedules more streams accordingly, which leads to a good
performance for this application. Third, we notice a relatively long execution time
for the cudaGraphLaunch function on certain GPUs, such as the RTX 2080. This is
the reason why our implementation performs better for the mosaics application on
this device. Using the Nvidia profiler, we observe a relatively long synchronization
time after all the kernels are finished. In comparison, our implementation waits for
the device-to-host data-transfer synchronization and is faster. Our implementations
are competitive compared to the Nvidia proprietary driver, especially on newer
devices, such as RTX 2080, and on applications with less expensive filter operations.
Overall, we can achieve a geometric speedup of up to 1.321 compared to CUDA
Graph implementations.
In summary, we hope that we could provide valuable insights on how applicationand architecture-specific knowledge may affect the performance of different implementations, given the opportunity of concurrent kernel executions.
Combining CUDA Graph with Hipacc
In addition to MRF applications, we also present the results of our combined approach
of CUDA graph and Hipacc. Table 4.9, Table 4.10, Figure 4.13, and Figure 4.14 gather
the information of all obtained measurements. The reported execution times are the
median of 10 executions, except for Halide, whose provided benchmark function
reports the minimum of 10 executions. All measurements start from the first hostto-device transfer and end after the last device-to-host transfer. Therefore, data
communication, kernel launch, and synchronization times are included.
Table 4.9: Benchmark application summary.
Applications
Gauss
Bilateral
Night
Enhance
Pyramid
Harris
Tomasi
Sobel
Prewitt
Unsharp

# kernels (N Pipes)

Image Size

Complementary Res.

Fusion

1
1
2 (20)
2 (10)
3 (10)
9
9
3
3
4

256×256
1024×1024
128×184
256×368
1024×1024
4096×4096
1024×1024
384×256
384×256
512×512

no
no
yes
yes
yes
no
no
no
no
no

no
no
no
no
no
yes
yes
yes
yes
yes
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Discussion Compared to the Hipacc-only implementation, our combined approach
benefits from utilizing CUDA graph, which brings two main advantages: work
launch latency reduction and potential concurrent kernel execution. The latency
reduction can be easily observed on single kernel applications such as Gaussian and
Bilateral, which have no concurrent kernels and all speedups come from the overhead
reduction. In this case, our combined implementation is the same as the CUDA graph
implementation, hence no speedup. Generally, the benefit of reduced latency is
more significant for applications using smaller images. This can be observed in the
Gaussian application with an image size of 256×256, in comparison with the Bilateral
application with an image size of 1024×1024. Nevertheless, the performance impact is
also workload and architecture-dependent. The concurrent kernel execution benefits,
especially with dominant resource occupancy, can be observed in applications such
as Night, Enhance, and Pyramid, where a speedup of up to 1.95 has been achieved.
Overall, we measured a geometric mean speedup of 1.30 over Hipacc across all
applications on both GPUs.
Compared with the CUDA graph implementation without Hipacc, our approach
benefits from utilizing domain-specific optimizations, which also brings two advantages: Users can concisely and intuitively specify algorithms and workflow
optimizations such as kernel fusion and concurrent executions for complementary
resource kernels. The optimization for complementary resource kernels can again
be observed in the Night, Enhance, and Pyramid applications. Since the graph
implementation already facilitates reduced overhead optimizations, the speedups
achieved in those applications are generally less than the previous comparison over
Hipacc. Up to 1.31 is achieved in this case. One interesting observation is that the
Table 4.10: Benchmark speedups summary.
Applications
Gauss
Bilateral
Night
Enhance
Pyramid
Harris
Tomasi
Sobel
Prewitt
Unsharp
Geo. Mean
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Speedup over Hipacc

Speedup over Graph

Speedup over Halide

RTX 2080

GTX 680

RTX 2080

GTX 680

RTX 2080

GTX 680

1.07
1.27
1.95
1.45
1.37
1.28
1.40
1.30
1.27
1.42

1.39
1.05
1.16
1.54
1.45
1.28
1.19
1.26
1.24
1.02

1.00
1.00
1.22
1.06
1.18
1.09
1.14
1.12
1.14
1.13

1.00
1.00
1.00
1.18
1.31
1.04
1.05
1.05
1.12
1.39

3.01
29.58
92.14
7.07
0.52
2.80
3.44
5.19
5.38
0.62

2.61
25.97
20.06
3.06
0.65
3.12
4.03
2.70
2.84
0.71

1.30

1.11

3.96
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Normalized speedups on RTX2080
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1.8
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1
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Gauss Bilateral Night EnhancePyramid Harris Tomasi Sobel Prewitt Unsharp
Normalized speedups on GTX680
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Hipacc
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Combined

1.6
1.4
1.2
1
0.8
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Gauss Bilateral Night EnhancePyramid Harris Tomasi Sobel Prewitt Unsharp

Figure 4.13: Normalized speedups combining CUDA graph with Hipacc.
Night application does not always benefit from the extended optimizations in our
approach. This is due to the added overhead during concurrent executions, which is
only observed on GTX680 for this instance. Furthermore, kernel fusion is able to
bring up to 39% speedup, as can be observed in applications such as Harris, Prewitt,
and Unsharp. Overall, we measured a geometric mean speedup of 1.11 over Graph
across all applications on both GPUs.
It is not in the scope of this work to investigate the optimizations applied by
Halide’s auto-scheduler. Nevertheless, we observe a huge performance variation
produced by the auto-scheduler on the two GPUs. For applications such as Night and
Bilateral, our implementation is up to 90 times faster. Only for the two applications
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Normalized speedups on RTX2080
100

Halide

Combined
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1
Gauss Bilateral Night EnhancePyramid Harris Tomasi Sobel Prewitt Unsharp
Normalized speedups on GTX680
Halide

Combined
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1
Gauss Bilateral Night EnhancePyramid Harris Tomasi Sobel Prewitt Unsharp

Figure 4.14: Normalized speedups over Halide combining CUDA graph with Hipacc.
Pyramid and Unsharp, Halide delivers very efficient implementations that are over
2 times faster than our approach. Overall, our approach outperforms the Halide’s
auto-scheduler in eight out of ten applications. We measured a geometric mean
speedup of 3.96 over the alternative DSL Halide across all applications on both GPUs.

4.8 Related Work
Concurrent kernel execution on GPUs has been discussed in several recent works
[LHR+ 15; WYM+ 16; XJK+ 16; PPM17; LDM+ 19], mostly for general purpose applications. Liang et al. [LHR+ 15] summarize the benefits of enabling both temporal- and
spatial-multitasking, namely concurrent kernel execution, but with a focus on interSM resource utilization. The work of Wang et al. [WYM+ 16] and Xu et al. [XJK+ 16]

118

4.9 Conclusion
focus on intra-SM resource sharing, and propose resource-related metrics to partition
the number of threadblocks among kernels. Lin et al. [LDM+ 19] studied further the
imbalance of resource utilization when running kernels of different characteristics,
such as latency-sensitive and bandwidth-intensive. Another work that focuses on
resource utilization is from Pai, Thazhuthaveetil, and Govindarajan [PTG13], where
kernels can be transformed with updated resource usage. Our work is also inspired
by existing works on exploring the scheduling policy using CUDA streams. For
example, Li et al. [LYK+ 14] explore the scheduling behavior of CUDA streams using
self-defined synthetic kernels. Although their work motivates our model construction, our model is different in two significant points: First, our occupancy estimation
applies to both single- and multi-kernel scenarios. We can predict the wave size
given a sequence of scheduled kernels. Second, Li et al. focus on database system
applications while we primarily target multiresolution filters in image processing.
Compared to works focusing on generic CUDA kernels, our approach exploits domain knowledge, which provides additional information, such as memory access
patterns and data dependencies. This knowledge enables efficient and automated
code generation; and thus, relieves programmers from the burden of both scheduling
and optimization.
In the context of domain-specific compilers, existing image processing DSLs such
as Halide [RAP+ 12], Hipacc [MRH+ 16b], and PolyMage [MVB15b] do not yet support
multi-stream implementations. Mullapudi, Vasista, and Bondhugula [MVB15b]
showed an implementation of the mosaics application for multicore CPUs, and the
focus is on tiling and fusion of the intermediate stages in the application. Previous
work on Hipacc also explored the GPU implementation of multiresolution filters
[MRS+ 14]. Nevertheless, the focus was on a concise recursive algorithm description
(i.e., DSL programming constructs) rather than inter-kernel optimizations. In other
domains such as scientific simulation, MADNESS is a framework to solve integral
and differential equations [RKK+ 16]. Similar to PolyMage, their primary focus is on
data dependency analysis and fusion.

4.9 Conclusion
We proposed a model-based approach to analyze the performance of single- and
multi-stream implementations of multiresolution filters. Our method explores the
potential of concurrent kernel executions for the unique structure of image pyramids,
as widely used in image processing and computer vision, using CUDA streams.
In addition, we proposed to combine the recently released CUDA graph API with
the state-of-the-art image processing DSL Hipacc. CUDA graph has the benefits
of reducing work launch overhead, but has limited ability to exploit the whole
workflow optimizations in the application. On the other hand, Hipacc is able to
exploit workflow optimizations more efficiently and apply kernel transformations
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such as fusion. Combing these two techniques receives the best of both worlds, and
enables new optimization opportunities such as pipelined kernel execution with
complementary resources.
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5

Efficient Computations for Local
and Global Operators
In this chapter, we present our contributions to single-kernel optimizations. In
particular, we focus on the two most important compute patterns in image processing
applications: Local operator and global operator. For local operators, border handling
is a crucial step in many image processing algorithms. For image filtering applications
such as the Gaussian filter, where a window of pixels is required to compute an
output pixel, the border of the image needs to be handled differently than the body of
the image. When computing at the image border, part of the input window may lead
to out-of-bounds accesses. To prevent this, conditional statements need to be inserted
into the pixel address calculation. The conditional statements guarantee all memory
accesses are within bounds. Nevertheless, it introduces significant overhead during
execution, especially on hardware accelerators such as GPUs. Existing research
efforts mostly focus on image body computations, while neglecting the importance
of border handling or treating it as a corner case. In this chapter, we propose an
efficient border handling approach for GPUs. Our approach is based on iteration
space partitioning, which is a technique similar to index-set splitting, a well-known
general-purpose compiler optimization technique. We present a detailed systematic
analysis including an analytic model that quantitatively evaluates the benefits as
well as the costs of the transformation. In addition, manually implementing the
border handling technique is a tedious task and not portable at all. We integrate our
approach into Hipacc to relieve the burden and increase programmers’ productivity.
Our second contribution here is the optimization of global reductions on GPUs.
Reduction is an important operation in image processing and is the building block of
many widely used algorithms, including image normalization, similarity estimation,
etc. Here, we present an efficient approach to perform parallel reductions on GPUs
with Hipacc. Our proposed approach benefits from the continuous effort of performance and programmability improvement by hardware vendors, for example, by
utilizing the latest low-level primitives from Nvidia. We enhance the global memory
load with a vectorized load technique and improve the intra-block reduction by employing the shuffle instructions. Compared to a baseline implementation in Hipacc,
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we can achieve a speedup up to 3.34 across three basic operations min, max, and
sum.

5.1 Introduction
5.1.1 Image Border Handling for Local Operators
Image filtering is a fundamental operation in the domain of image processing, where
a region of pixels is needed to compute an output pixel. Filtering can also be referred
to as local operators. Such operators are used extensively for image smoothing,
noise reduction, edge detection, etc. When computing a local operator, the image
border needs to be handled differently than the body of the image. The problem
arises when a part of the pixel window is accessed out-of-bounds. Accessing unknown memory locations may result in undefined behavior and lead to corrupted
pixels. Therefore, border handling is essential to the correctness of image processing
applications. Existing research efforts mostly focus on image body computations,
while neglecting the importance of global border handling or treating it as a corner
case. The simplest way is just to discard the corrupted image border. Nevertheless, this produces inconsistently sized images between input and output, and is
unfavorable within a multi-kernel image processing pipeline. In general, border
handling can be achieved either by padding additional pixels at the image border
in the memory such that out-of-bounds accesses remain valid, or by adjusting the
index address of each pixel read such that no access is out-of-bounds. The benefits
and limitations of each approach depend on the chosen software variant as well as
the underlying hardware architecture. For example, padding the image border is
used in most OpenCV functions [BK13]. One disadvantage of this approach is the
required additional memory copy, which is costly, particularly for architectures such
as GPUs. To address this limitation, GPUs typically provide dedicated hardware
support such as texture memory for global image read [Nvi20b; Dev20]. Texture
memory is cached and can be efficiently accessed at the image border. However, the
access is bound to the image size and is not supported for sub-regions in the image,
which makes it less flexible compared to other software-based approaches.
A naive software approach for border handling is to insert conditional statements
into the address calculation of each pixel read. Although the conditional checks can
guarantee no out-of-bounds access, they also introduce significant overhead since
the statements are evaluated for every pixel read in the image. However, a closer
look unveils that these checks are only needed for certain regions in the image. For
example, the image body does not require any conditional statement. Therefore,
we can partition the whole iteration space of the input image into multiple regions,
as depicted in Figure 5.1. In this way, computations can be specialized for each
region, depending on the relative location in the image. For example, the region
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Figure 5.1: Border handling via iteration space partitioning [QTH21].
on the top left (TL) only needs to be checked for the top and left border, and the
region on the right (R) only needs to be checked for the right border. The main
image body is the middle region (Body), where no conditional statement needs to be
evaluated. We name this approach iteration space partitioning (ISP). The goal is to
minimize the number of conditional checks required to be computed. This approach is
similar to the well-known general-purpose compiler optimization technique index-set
splitting [WSO95].
In this chapter, we present a detailed systematic analysis of ISP for image border
handling on GPU architectures. We propose an analytic model to illustrate that ISP’s
benefits come with certain costs, and it is not always beneficial to apply ISP over a
naive implementation. In addition, manually implementing ISP is a tedious task and
not portable. We integrate our approach into Hipacc to provide a complete compiler
workflow that requires little implementation effort from the user. Given a desired
border handling pattern as input, the Hipacc compiler is responsible for generating
highly efficient GPU kernels after applying the proposed optimizations.

5.1.2 Global Reductions on GPUs
Our second contribution in this chapter is to optimize reduction, which is a critical building block of many widely used image processing applications. For example, detecting the global minima or maxima for image normalization, or the
mean value for similarity estimation. Due to the importance of reduction operations, efficient implementation techniques on targets such as GPUs have been
studied extensively [MAT+ 12; SHG08]. Popular DSL approaches such as Hipacc,
Halide [SAK17], and Lift [SRD17b] provide means of efficient primitives within their
language for the reduction patterns. Nevertheless, despite the continuous effort
in algorithm innovation and scheduling, the rapid evolution of architectures with
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better programmability and performance support enables new opportunities for
optimization. For example, Nvidia has introduced new low-level intrinsics such as
the shuffle instructions [Dem13] as well as enhanced the performance of existing
CUDA APIs such as the atomic functions [Lar13]. Those new features have drawn
attention in several recent works [DLX+ 19; DHG+ 19]. Dakkak et al. utilize the stateof-the-art tensor cores on Nvidia GPUs for performing warp-level reductions using
shuffle instructions [DLX+ 19]. De Gonzalo et al. optimize GPU code generation
in a high-level programming framework called Tangram, with the help of atomic
functions as well as shuffle instructions [DHG+ 19].
Currently, Hipacc provides programmers with reduction abstraction as a global
operator and generates an efficient implementation for CUDA-enabled GPUs using a
number of traditional optimization techniques. Nevertheless, the existing implementation is not yet able to benefit from some of the mentioned new features in CUDA.
We propose a new approach that takes advantage of those features in combination
with the architecture-specific knowledge in Hipacc to further optimize the reduction
operation on GPUs.
To sum up, our contributions in this chapter are as follows:
1. An efficient border handling approach on GPUs based on iteration space
partitioning (ISP).
2. An analytic model that combines domain- and architecture-specific knowledge to quantitatively evaluate the benefits as well as the costs of the ISP
transformation.
3. The implementation in Hipacc with an optimized warp-grained partitioning.
4. An efficient parallel reduction approach on GPUs by extending the traditional
optimization techniques in Hipacc with new features and improved instructions
in CUDA, such as the shuffle instructions and atomic functions.
The remainder of this chapter is organized as follows1 : Section 5.2 introduces ISP
and derives the index bound used to partition the image iteration space. Section 5.3
formulates our performance model that quantitatively evaluates the benefits and the
costs of the ISP transformation. Section 5.4 presents Hipacc integration as well as the
optimized warp-grained partitioning approach. Section 5.5 presents the optimization
methods for global reductions in Hipacc. There, both the existing techniques and the
proposed new approach are introduced. The results are shown in Section 5.6, and
Section 5.7 discusses some related work. Finally, we conclude in Section 5.8.
1 The

contents of this chapter are based on and partly published in [QTH21] which has appeared
in the Proceedings of the 2021 IEEE International Parallel and Distributed Processing Symposium Workshops (IPDPSW), and [QRÖ+ 20] which has appeared in the Proceedings of the 23th
International Workshop on Software and Compilers for Embedded Systems (SCOPES).
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5.2 Iteration Space Partitioning
In this section, we introduce iteration space partitioning. (a) We present four commonly used patterns for image border handling. (b) We show how index-set splitting
can be used in general-purpose optimizations and how it motivates our partitioning
approach. (c) We derive index bounds and formulate the partitioning approach for
GPU architectures.

5.2.1 Border Handling Patterns
When an image is accessed out-of-bounds, there are multiple patterns to compute
the resulting pixels. Here, we introduce four commonly used patterns, as depicted in
Figure 5.2: (a) Clamp or Duplicate returns the nearest valid pixel within the bounds.
(b) Mirror returns the mirrored pixels at the border, depending on the row and column
location. (c) Repeat or Periodic returns the repeated pixels at the border, which is
the same as tiling the image with itself along x- and y-dimensions periodically. (d)
Constant returns user-defined value for all out-of-bounds pixels. To implement these
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Figure 5.2: Commonly used border handling patterns [QTH21].
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patterns, conditional checks are inserted within the address calculation of each pixel
access. Assume an image of size 𝑠𝑥 × 𝑠𝑦; then, the iteration space can be defined
as 𝑥 ∈ [0, 𝑠𝑥), 𝑦 ∈ [0, 𝑠𝑦) and 𝑥, 𝑦 ∈ ℤ. Listing 5.1 depicts a C++ implementation
example for these four patterns.
As can be observed in Listing 5.1, Clamp and Mirror implementations are similar in
computational cost. Repeat uses a while loop to iteratively check the index location,
which is required in the pattern when small images are computed using a large filter
window. Compared to these three patterns, Constant requires a different conditional
check. Unlike the other three, out-of-bounds pixels under the Constant pattern are
independent of their original location. Hence, the pixel’s value can be initialized
with the user-defined constant and only be updated when pixels are within bounds.
In real-world applications, which pattern to use depends on the filtering operation
as well as the expected image content [BA18]. For example, medical imaging applications such as multiresolution filters demand mirroring at the image border [KEF+ 03],
while computer vision applications mostly use the clamp pattern to extend the edges
in an image [TT10]. Nevertheless, all these four patterns require costly conditional
Listing 5.1: Example border handling implementation in C++.
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
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// current computing pixel
T in ;
//
if
if
if
if
in

( a ) Clamp
(x >= sx )
(y >= sy )
(x < 0)
(y < 0)
= input [x ,

x =
y =
x =
y =
y ];

sx - 1;
sy - 1;
0;
0;
// Memory access

//
if
if
if
if
in

( b ) Mirror
(x >= sx )
(y >= sy )
(x < 0)
(y < 0)
= input [x ,

x =
y =
x =
y =
y ];

sx - (x + 1 - sx );
sy - (y + 1 - sy );
0 - x - 1;
0 - y - 1;
// Memory access

// ( c ) Repeat
while (x >= sx ) x =
while (y >= sy ) y =
while (x < 0)
x =
while (y < 0)
y =
in = input [x , y ]; //

x - sx ;
y - sy ;
x + sx ;
y + sy ;
Memory access

// ( d ) Constant
in = 0; // initialize with constant
if (y >= 0 && x >= 0 && y < sy && x < sx )
in = input [x , y ]; // Memory access

5.2 Iteration Space Partitioning
checks before memory access, and minimizing the number of such conditional checks
is the goal of iteration space partitioning. Before introducing our partitioning method,
we first illustrate the concept of index-set splitting.

5.2.2 Index-Set Splitting
Index-Set Splitting (ISS) transforms a loop with conditional statements into multiple
loops that iterate over disjoint portions of the original index range. An example is
given in Listing 5.2. As can be seen in Listing 5.2, in the original loop, the conditional
statements have to be executed 𝑁 times for each iteration. Although the branch
execution might be accurately predicted on modern architectures, the existence of
such conditional statements still introduces a large overhead. Nevertheless, a closer
look into the loop unveils that the first conditional statement, namely the if-clause,
does not affect the computation after 𝑀 iterations. Similarly, the second statement,
namely the else-clause, does not affect the computation of the first 𝑀 iterations.
Therefore, it is possible to split the original loop into two separate loops: The first
loop computes the first 𝑀 iterations, and the second loop computes the remaining
iterations, as can be seen in Listing 5.2. In this way, the conditional statements can
be eliminated. As a result, the total number of executed instructions is reduced.
The idea can be extended to the two-dimensional iteration space in image processing: Since the conditional checks, as shown in Listing 5.1, do not affect the whole
iteration space, we can partition the image into different regions, as depicted in
Figure 5.1. For example, the left border check (if x < 0) only affects the left regions,
namely L, TL, BL, and does not affect the other regions. Similarly, the top border
check (if y < 0) only affects top regions, namely T, TL, TR. In this way, we partition
Listing 5.2: Index-set splitting example in C++.
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16

// Original loop
for ( int i = 0; i < N; i ++) {
if (i < M) { A[i] = A[i] * 2; }
else
{ A[i] = A[i] * 3; }
B[i] = A[i] * A[i ];
}
// Splitted loops , assume M < N
for ( int i = 0; i < M; i ++) {
A[i] = A[i] * 2;
B[i] = A[i] * A[i ];
}
for ( int i = M; i < N; i ++) {
A[i] = A[i] * 3;
B[i] = A[i] * A[i ];
}
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the whole iteration space into multiple regions that iterate over disjoint portions
of the original image. As a result, the total number of executed conditional checks
can be reduced. In the following section, we derive the index bounds to perform the
partitioning of the iteration space.

5.2.3 Partitioning on GPUs
Partitioning an image iteration space requires different strategies for CPU and GPU
architectures. For CPU implementations where the iteration space is executed
sequentially, it is sufficient to partition the image into the body and border regions
based on only the image and window size: Given an image size 𝑠𝑥 × 𝑠𝑦 and a local
operator window size 𝑚 × 𝑛. The body region that requires no conditional checks
can be defined as:
j𝑚 k
j𝑚 k j𝑛 k
j𝑛 k
{(𝑥, 𝑦) |
≤ 𝑥 < 𝑠𝑥 −
∧
≤ 𝑦 < 𝑠𝑦 −
}
(5.1)
2
2
2
2
The border of the image that requires conditional checks is the remaining part of
the iteration space, which can be further partitioned into smaller regions. We omit
the remaining derivations here since we do not consider CPUs as target architecture.
After obtaining the index bound of each region, the execution is straight forward
since the computation of each region is sequential and is independent of the others.
The index bounds computed in Eq. (5.1) are not sufficient for parallel architectures
such as GPUs. GPU architectures consist of an array of SMs that each can execute
thousands of concurrent threads. The input image is divided into threadblocks, based
on a user-defined block size. Each block is dispatched by the scheduler onto the
SM for execution. Therefore, the user-defined block size should be considered to
partition the iteration space. Assume a user-defined block size 𝑡𝑥 × 𝑡𝑦. The index
bounds can then be computed as:
&  '
𝑚

$

 %
𝑠𝑥 − 𝑚2
BH_L =
, BH_R =
𝑡𝑥
𝑡𝑥
&  '
$
 %
𝑛
𝑠𝑦 − 𝑛2
2
BH_T =
, BH_B =
𝑡𝑦
𝑡𝑦
2

(5.2)

In Eq. (5.2), the four index bounds BH_L, BH_R, BH_T, BH_B collectively determine the
partitioning of the iteration space, as depicted in Figure 5.3. Any threadblock with
an index between BH_L and BH_R in the x-dimension and between BH_T and BH_B in
the y-dimension requires no border handling. The region each threadblock needs to
execute can be identified by their block ID during runtime. A CUDA implementation
of the routine is depicted in Listing 5.3.
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Figure 5.3: Index bounds for iteration space partitioning.
Instead of using the region switching statements as in Listing 5.3, we can also
iterate over different regions in the iteration space by creating individual kernels for
each region. However, this approach has two disadvantages: First is the cost of kernel
launch from the host and the overhead from the additional PCIe communications.
Second, programmers need to manually partition the host memory to match the
original iteration space. These costs may outweigh the benefits of applying the
partitioning approach. In contrast, iteration space partitioning employs one fat
kernel and uses threadblock indices to control the fine-grained execution on each
region during runtime. However, this approach still has two disadvantages: First, the
generated fat kernel is lengthy and compromises the readability of the emitted code.
Fortunately, the implementation can be largely hidden from programmers in our
Listing 5.3: Region switching for iteration space partitioning.
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17

if ( blockIdx .x
goto TL ;
if ( blockIdx .x
goto TR ;
if ( blockIdx .y
goto T;
if ( blockIdx .y
goto BL ;
if ( blockIdx .y
goto BR ;
if ( blockIdx .y
goto B;
if ( blockIdx .x
goto R;
if ( blockIdx .x
goto L;
goto Body ;

< BH_L && blockIdx .y < BH_T )
>= BH_R && blockIdx .y < BH_T )
< BH_T )
>= BH_B && blockIdx .x < BH_L )
>= BH_B && blockIdx .x >= BH_R )
>= BH_B )
>= BH_R )
< BH_L )
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compiler-based approach, and it should still be acceptable in most cases. Second, the
additional region switching statements, as shown in Listing 5.3, need to be executed
for all the threadblocks. This could potentially increase register usage on GPUs
compared to a naive implementation. In the next section, we present an analytic
model to encapsulate this trade-off.

5.3 Performance Modeling
In this section, we provide a systematic analysis of the potential benefits and costs of
iteration space partitioning. We use a real-world application to illustrate the benefits
such as the reduction of arithmetic instructions, as well as the costs such as resource
usage increase on GPUs. Finally, we propose an analytic model to encapsulate the
trade-off and to suggest an optimized implementation.

5.3.1 Demystify the Benefits
By partitioning the iteration space into smaller regions, we expect the total number
of conditional checks to be reduced. To understand the impact on GPU architectures,
two questions need to be answered: Which instructions are reduced and in which
region? And how many instructions can be reduced given an application? To answer
these questions, we use a real-world application for illustration.
Motivation Example: Bilateral Filter
The bilateral filter is a widely used noise-removing filter that preserves edges in image
processing [TM98]. Each output pixel depends on the neighborhood pixels of the
same location. It basically performs two convolutions together, one for computing the
spatial closeness component and the other one for computing the intensity similarity
component. In general, the computation of such local operators consists of two
steps: Address calculation and kernel computation. Address calculation needs to be
performed for each accessed pixel in the filter window, and it is generally computed
using integers. The conditional checks required for border handling are part of the
address calculation, which is also where the iteration space partitioning approach
targets to optimize.
We performed two CUDA implementations for the bilateral filter: A naive version
without ISP, namely the conditional checks are performed for the whole iteration
space, and an optimized version with border handling using ISP. The compilation was
executed on a GTX680 using CUDA 10, under Ubuntu 18.04 LTS. The window size
used in the filter is 13 × 13. The border handling pattern is Clamp. We compiled the
CUDA kernel to PTX, and inventoried all executed instructions in the PTX code. We
choose to measure at PTX level to obtain a more accurate estimation than at CUDA
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Table 5.1: Bilateral filter PTX instruction comparison.
ISA

Border Handling with ISP (partitioned into 9 regions)

Naive

TL

TR

T

BL

BR

B

R

L

Body

add
sub
mul
div
max
min
fma
mad
ex2
cvt
cvta
ld
st
setp
selp
mov
neg
and

703
169
1027
2
24
0
507
4
338
512
2
170
1
342
340
10
169
1

704
169
1027
2
12
1
507
4
338
512
2
170
1
355
351
10
169
2

366
169
1014
2
12
0
507
17
338
356
2
170
1
342
339
10
169
2

704
169
1027
2
12
1
507
4
338
512
2
170
1
355
351
10
169
3

705
169
1027
2
0
2
507
4
338
512
2
170
1
367
362
9
169
4

367
169
1014
2
0
1
507
17
338
356
2
170
1
355
350
9
169
4

704
169
1027
2
0
1
507
4
338
512
2
170
1
357
350
9
169
4

703
169
1027
2
12
0
507
4
338
512
2
170
1
345
339
10
169
4

377
169
1026
2
0
0
507
4
338
354
2
169
1
344
338
9
169
4

705
169
1027
2
26
2
507
4
338
512
2
170
1
363
362
10
169
0

Total

4321

4336

3816

4337

4350

3831

4326

4314

3813

4369

source code. Further, it guarantees portability since PTX is a machine-independent
ISA across different architectures. Finally, we manually disassembled the PTX code
of the optimized version to obtain the statistics for each region. The instructions
have been categorized based on keywords for simplicity purposes. For example,
add.s32 and add.f32 are both counted as an add instruction. Note that the counted
number of instructions includes both the kernel execution in the region as well as
the additional switching statements required to go to a region as shown in Listing 5.3.
The results are depicted in Table 5.1.
We can make two important observations from Table 5.1: First, compared to the
naive implementation, not all the regions have a noticeable reduction in the total
number of executed instructions. It seems counter-intuitive that only three (T, B,
Body) out of nine regions have a clear benefit over the naive approach. This can also
be observed for other applications such as a Gaussian filter, which we will not show
here for simplicity. One reason is that the naive version may have many conditional
statements in the source code, but many of them share common sub-expressions that
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can be optimized by the NVCC compiler. In addition, the region switching statements
also account for extra instructions for the border regions. Second, compared to the
regions with clear benefits (T, B, Body), the naive implementation is more costly only
for certain arithmetic instructions such as max, add, and cvt. Therefore, the benefit
of iteration space partitioning mostly reduces the arithmetic pipeline utilization on
the GPU. Next, we construct an analytic model to capture the number of reductions.
Benefit Modeling
We assume the number of instructions2 to check one border (e.g., the left border) is
𝑛 check , and the number of instructions to execute the actual kernel is 𝑛 kernel . Then,
the total number of instructions to execute a naive implementation 𝑁 naive can be
estimated as:
𝑁 naive = (𝑛 check · 4 + 𝑛 kernel ) · 𝑚 · 𝑛 · 𝑠𝑥 · 𝑠𝑦

(5.3)

Eq. (5.3) is straightforward to understand: The naive implementation requires four
border checks for each accessed pixel, as shown in Listing 5.1, within each window
size 𝑚 · 𝑛, and the window slides along the whole iteration space of size 𝑠𝑥 · 𝑠𝑦.
For the ISP implementation, the total number of instructions 𝑁 ISP is the sum of all
the regions, namely
𝑁 ISP =

Õ
𝑝∈{TL, TR, T, BL, BR, B, R, L, Body}

𝑛 inst (𝑝)

(5.4)

In Eq. (5.4), 𝑛 inst (𝑝) is the number of instructions executed in region 𝑝. For each
region 𝑝, 𝑛 inst (𝑝) can be further estimated as:
𝑛 inst (𝑝) = (𝑛 switch (𝑝) + 𝑛 region (𝑝)) · 𝑚 · 𝑛 · 𝑛 block (𝑝) · 𝑡𝑥 · 𝑡𝑦

(5.5)

Here, 𝑛 switch (𝑝) denotes the number of instructions needed to switch to region
𝑝, and 𝑛 region (𝑝) denotes the number of instructions needed to execute this region,
including address calculation and kernel execution. Additionally, 𝑛 block (𝑝) denotes
the number of threadblocks executing this region. 𝑛 switch can be estimated based on
Listing 5.3. 𝑛 region can be estimated as follows:


𝑛
· 2 + 𝑛 kernel

 check

𝑛 region (𝑝) = 𝑛 check + 𝑛 kernel


𝑛 kernel

2 The

if 𝑝 ∈ {TL, TR, BL, BR}
if 𝑝 ∈ {T, R, L, B}
if 𝑝 = Body

(5.6)

type of instructions is not required in our model since both the ISP and the Naive approach
use the same checking statements.
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Obviously, each region only needs to execute part of the conditional check depending on its location. For example, region TL requires two border checks, while
region L requires only one border check. The Body region requires no border check.
Finally, we need to determine 𝑛 block (𝑝) in Eq. (5.5), namely the number of blocks
executing each region. First, we derive the total number of blocks in the x-dimension,
denoted as 𝑁 blockx , the total number of blocks in the y-dimension, denoted as 𝑁 blocky ,
and the total number of blocks in both dimensions, denoted as 𝑁 block .
𝑁 blockx =

l 𝑠𝑥 m
𝑡𝑥



, 𝑁 blocky


𝑠𝑦
=
, 𝑁 block = 𝑁 blockx · 𝑁 blocky
𝑡𝑦

(5.7)

Then, based on the index bounds derived earlier in Eq. (5.2), the number of blocks
executing each region can be computed as:


(BH_R − BH_L) · BH_T




(BH_R − BH_L) · (𝑁 blocky − BH_B)





BH_T · BH_L




 BH_T · (𝑁 blockx − BH_R)

𝑛 block (𝑝) =

(𝑁 blocky − BH_B) · BH_L





(𝑁 blocky − BH_B) · (𝑁 blockx − BH_R)





BH_L · (BH_B − BH_T)



 (𝑁 blockx − BH_R) · (BH_B − BH_T)

Õ
𝑛 block (Body) = 𝑁 block −

if 𝑝
if 𝑝
if 𝑝
if 𝑝
if 𝑝
if 𝑝
if 𝑝
if 𝑝

𝑝∈{TL, TR, T, BL, BR, B, R, L}

=T
=B
= TL
= TR
= BL
= BR
=L
=R

(5.8a)

𝑛 block (𝑝)

(5.8b)

As can be seen in Eq. (5.8a), the number of blocks executing each region is determined by the window size, block size, and image size. The partitioning is performed
to minimize the number of blocks that execute border regions, hence maximizing
the number of blocks that execute the body region as shown in Eq. (5.8b). Finally,
we can provide the estimated number of instructions for both implementations and
the ratio of the two as:
𝑅reduced =

𝑁 naive
𝑁 ISP

(5.9)

Observations from the Model
Two observations can be made from our derived analytical model: First, if the
kernel computation 𝑛 kernel is relatively small compared to the address calculation
𝑛 check , the iteration space partitioning is likely to contribute a larger reduction of
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Figure 5.4: Percentage of blocks executed in region Body.
instructions. On the other hand, expensive kernels are likely to benefit less since the
address calculation is insignificant. Second, as suggested by the model, the amount
of instruction reduction depends on the image size as well as the user-defined block
size, which in turn determines how many blocks execute which region. Based on
Eq. (5.8a) and Eq. (5.8b), large images are likely to benefit more from ISP due to the
high percentage of blocks executed in the body region. To illustrate this relation,
we computed the percentage of blocks that execute the body region for a 5 × 5 local
operator with two different block size configurations, as depicted in Figure 5.4. The
x-axis denotes the image size on one dimension, and all images have the same size
in both x- and y-dimension. As can be seen, given a block size, smaller images have
a lower percentage of blocks executing the body region. When small images are
computed using a large block size, there are not many blocks left to execute the body
region. In this case, the overall performance of ISP might be worse than a naive
implementation. Next, we incorporate a cost parameter into the model.

5.3.2 Cost Model
Although iteration space partitioning can reduce the number of executed instructions,
it comes with a certain cost such as resource usage increase. The region switching
statements before partitioning may introduce additional register usage. To illustrate
the effect of resource increase, we benchmarked the Bilateral filter using all four
border handling patterns under the same environment as the previous PTX code
generation. Then, we computed the speedups of the ISP implementation over the
naive implementation. The results are depicted in Figure 5.5. As can be seen in the
figure, ISP is not always beneficial. For small images, e.g., size of 512 × 512, speedups
of Mirror, Clamp, and Constant implementations are less than 1.0, which implies that
the naive approach with all conditional checks is the better implementation. This is
due to an increase in register usage that further reduces the achieved occupancy.
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Figure 5.5: Bilateral filter speedups over a naive implementation.
Reduced Occupancy
We logged the register usage for each implementation and computed the theoretical
occupancy for the underlying architecture. The results are summarized in Table 5.2.
As can be seen, compared to the naive implementation, ISP increases the register
usage under all four border handling patterns. Moreover, three of the four patterns
eventually result in a decrease in the computed theoretical occupancy. For GPU
architectures, there exists a maximum number of threadblocks or warps that can be
concurrently active on an SM [Nvi20a]. In addition to this hardware limit, the number
of threadblocks that can be executed concurrently also depends on the hardware
resource usage, namely user-defined block size, register usage, etc. When a certain
resource is heavily used in the kernel, fewer blocks will be executed concurrently.
Since the total number of blocks is fixed for the given image and block size, the
device will need more rounds/iterations to process all the blocks. This increase in the
number of rounds/iterations can be modeled by an increase in the total number of
instructions that need to be executed. In other words, a reduction in occupancy on
Table 5.2: Bilateral filter register usage and occupancy.
Implementation

Clamp

Mirror

Repeat

Constant

register usage

naive
ISP

32
40

32
40

18
32

32
63

occupancy (theor.)

naive
ISP

100%
75%

100%
75%

100%
100%

100%
50%
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the device can be modeled by an increase in the total number of instructions being
executed. Next, we put all these together to formulate a prediction model.
Prediction Model
Assume the obtained theoretical occupancy is 𝑂 naive and 𝑂 ISP for both implementations. If the amount of occupancy decreases from 𝑂 naive to 𝑂 ISP , the number of rounds
to execute all the blocks is increased by 𝑂 naive /𝑂 ISP . Combined with the previous
derived amount of instruction reduction in Eq. (5.9), we can derive a prediction model
as:
𝐺=

𝑁 naive
𝑂 ISP
= 𝑅reduced ·
𝑁 ISP · 𝑂 naive /𝑂 ISP
𝑂 naive

(5.10)

Eq. (5.10) predicts the potential gains of a ISP implementation over the naive
implementation. It captures the trade-off between instruction reduction and occupancy reduction. If 𝐺 is larger than 1, it predicts the ISP implementation to be faster;
otherwise, the naive implementation should be used.
Table 5.3: Measurement vs. model prediction.
Clamp

Constant

Mirror

Repeat

Image size

meas.

pred.

meas.

pred.

meas.

pred.

meas.

pred.

512
768
1024
1280
1536
1792
2048
2304
2560
2816
3072
3328
3584
3840
4096

Naive
Naive
Naive
Naive
Naive
ISP
ISP
ISP
ISP
ISP
ISP
ISP
ISP
ISP
ISP

Naive
Naive
Naive
Naive
ISP
ISP
ISP
ISP
ISP
ISP
ISP
ISP
ISP
ISP
ISP

Naive
Naive
ISP
ISP
ISP
ISP
ISP
ISP
ISP
ISP
ISP
ISP
ISP
ISP
ISP

Naive
Naive
Naive
Naive
Naive
ISP
ISP
ISP
ISP
ISP
ISP
ISP
ISP
ISP
ISP

Naive
Naive
Naive
Naive
Naive
Naive
Naive
Naive
ISP
ISP
ISP
ISP
ISP
ISP
ISP

Naive
Naive
Naive
Naive
ISP
ISP
ISP
ISP
ISP
ISP
ISP
ISP
ISP
ISP
ISP

ISP
ISP
ISP
ISP
ISP
ISP
ISP
ISP
ISP
ISP
ISP
ISP
ISP
ISP
ISP

ISP
ISP
ISP
ISP
ISP
ISP
ISP
ISP
ISP
ISP
ISP
ISP
ISP
ISP
ISP

Pears.
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0.9791

0.9792

0.9798

0.9817

5.4 Hipacc Integration of Warp-grained Partitioning
Table 5.3 summarizes the measured best implementations as well as our modelpredicted results for the Bilateral application. Green-colored results indicate a good
prediction by our model since it is the same as the measured ground truth. Redcolored results indicate a misprediction since it deviates from the measurement. In
addition, we computed the Pearson correlation coefficient for each border handling
pattern to indicate the amount of correlation between the output value from the
model and the measurement. As can be seen in Table 5.3, the model has only a
few mispredictions around the switching point, i.e., 𝐺 ≈ 1.0, between the two
implementations, where the performance difference is insignificant. For small and
large images where the speedup or slowdown is significantly higher, our model can
deliver an accurate prediction.

5.3.3 Intermediate Summary
We have presented a systematic analysis of the iteration space partitioning approach.
This optimization can reduce the number of executed instructions in the address
calculation, but at the cost of increasing register usage. We constructed an analytic
model to encapsulate this trade-off with the help of domain knowledge such as
mask size and architecture knowledge such as occupancy. In the end, the model
delivers a good suggestion of which implementation is the best option. However,
manual implementations of the ISP transformation are tedious, error-prone, and not
portable. Therefore, we present an integration of the proposed approach into an
image processing DSL to enable automatic code generation.

5.4 Hipacc Integration of Warp-grained
Partitioning
A kernel implementation of the Bilateral filter and the host code to launch the kernel
in Hipacc are depicted in Listing 5.4. As can be seen in the kernel implementation, dom
indicates the sliding window of the filter, and iterate applies the filter computation.
To launch the kernel from the host code, first, a mask is defined with pre-computed
coefficients. The domain can be automatically inferred from the mask. Then, the
input image can be read and assigned to the DSL image object. After that, a border
handling pattern can be specified using the BoundaryCondition object. Afterward,
the output image and its iteration space can be defined. Finally, the kernel can be
instantiated and executed. As can be seen in Listing 5.4, programmers can focus
on the filter computation and do not have to worry about any index calculations
for border handling. The source-to-source compiler is responsible for the lowering
and optimizations, including iteration space partitioning. Next, we explain how to
further optimize the ISP by implementing it using warp-grained partitioning.
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Listing 5.4: Bilateral filter in Hipacc.
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35

// kernel implementation
class BilateralFilter : public Kernel <T > {
// ...
void kernel () {
float d = 0, p = 0;
iterate ( dom , [&] () -> void {
float diff = in ( dom ) - in () ;
float c = mask ( dom );
float s = expf (- c_r * diff * diff );
d += c*s;
p += c*s * in ( dom );
}) ;
output () = p/d;
}
};
// host kernel launch
// mask and domain with pre - computed coefficients
Mask <T > mask ( coef );
Domain dom ( mask );
// input image
T * image = read_image (...) ;
Image <T > in ( width , height , image );
// clamping as boundary condition
BoundaryCondition <T > bound (in , dom , Boundary :: CLAMP );
Accessor <T > acc ( bound );
// output image
Image <T > out ( width , height );
IterationSpace <T > iter ( out );
// instantiate and launch the Bilateral filter
BilateralFilter filter ( iter , acc , mask , dom , sigma_r );
filter . execute () ;

5.4.1 Warp-Grained Partitioning
On GPU architectures, a threadblock is the basic unit for kernel execution from a
programmer’s perspective. Nevertheless, after each block is dispatched onto the SM,
it is further divided into warps. A warp is a set of 32 threads that performs SIMT
execution in lock steps. Consider a block size of 128, and it consists of 4 warps, and
a local operator with a small window size such as 3 × 3. Then, in the x-dimension,
only the leftmost warps require the left border check. Similarly, only the rightmost
warps require the right border check. The analysis here is analogous to the block
level partitioning that has been described in the previous sections. Therefore, it is
possible to further improve the partitioning granularity by adding the warp location
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Listing 5.5: Region switching with warp index.
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23

if ( blockIdx .x
if ( warpID .x
goto TL ;
if ( blockIdx .x
if ( warpID .x
goto TR ;
if ( blockIdx .y
goto T;
if ( blockIdx .y
if ( warpID .x
goto BL ;
if ( blockIdx .y
if ( warpID .x
goto BR ;
if ( blockIdx .y
goto B;
if ( blockIdx .x
if ( warpID .x
goto R;
if ( blockIdx .x
if ( warpID .x
goto L;
goto Body ;

< BH_L && blockIdx .y < BH_T )
> W_L ) goto T;
>= BH_R && blockIdx .y < BH_T )
< W_R ) goto T;
< BH_T )
>= BH_B && blockIdx .x < BH_L )
> W_L ) goto B;
>= BH_B && blockIdx .x >= BH_R )
< W_R ) goto B;
>= BH_B )
>= BH_R )
< W_R ) goto Body ;
< BH_L )
> W_L ) goto Body ;

into our region switching statement. Listing 5.5 depicts a refined region switching
method with the help of the additional warp location information. As can be seen in
Listing 5.5, similar to the previously computed block index bound BH_L and BH_R, the
warp index bound are denoted by W_L and W_R in the x-dimension. In this work, we
only consider the warp location in the x-dimension because the block layout in GPU
applications is mostly wide in x-dimension, which uses memory more efficiently.
Recall our analysis based on Table 5.1, and we would like more blocks to execute
the top (T), bottom (B), and body (Body) region due to their significant reduction
gains. With the help of the warp index, we can further switch the redundant warp
executions of all expensive regions (TL, TR, BL, BR, L, R) to the three cheaper regions
(T, B, Body), as shown in lines 2, 5, 10, 13, 18, and 21 in Listing 5.5, respectively.

5.5 Parallel Reduction on GPUs
In this section, we present our contribution to optimizing global reduction on GPUs.
The traditional GPU approach to compute a reduction in parallel can be summarized
in three steps: First, input data is loaded from the global memory. The operations
are executed in the granularity of threadblocks, and each block stages the data
from global memory into its own shared memory for later use. Then, within each
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threadblock (intra-block), a tree-based approach is used to compute the partial result
for this particular block. Finally, the partial results across all the blocks (inter-block)
are collected, before the same approach is applied again to obtain the final result
as output. Figure 5.6 depicts an overview of the steps. In the remainder of this
section, we first present the provided abstraction in Hipacc. Then, we discuss the
optimizations that can be applied for each of the three steps. We present optimizations
developed for old architecture generations as well as approaches that target recent
high-end GPUs.

5.5.1 Global Reduction in Hipacc
Reductions in Hipacc can be specified by implementing a user-defined class. This
class should be derived from the Kernel class in the framework, which provides a
virtual reduce() function to be implemented in the user class. An example is depicted
in Listing 5.6. The reduce() method takes two pixels as inputs and describes the
operation applied to the entire input image. The final result can be retrieved using
the reduce_data() method of the base class. In this work, we focus on the optimization
of simple use cases, where 2D images are linearized into 1D for global reduction.

5.5.2 Global Memory Load
Reductions are known to have low arithmetic intensity: Roughly one floating-point
operation per load [Har07]. Therefore it is critical to improve the achieved bandGlobal Memory Load
Load

...
Intrablock

...
Block 0

Block 1

...

Block N

Global Synchronization
Interblock

Block 0

Figure 5.6: Parallel reduction on GPUs [QRÖ+ 20].
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Listing 5.6: Reduction max in Hipacc.
1 # include " hipacc . hpp "
2 class MaxReduction : public Kernel < int > {
3
// ...
4
int reduce ( int left , int right ) const {
5
return max ( left , right );
6
}
7 };

width during global memory access. Hipacc currently employs two methods for
optimization: (a) Grid-stride loops to optimize for coalesced memory access [Har13].
By executing inside a for-loop with an incremental size of the entire grid, the memory
load achieves unit-stride within each warp and can handle arbitrary large input size.
(b) Reduce during load is the second method that optimizes the number of blocks
during the memory load [Har07]. Because during reduction, half of the threads in
each iteration are wasted, minimizing the number of executed threadblocks improves
the achieved bandwidth. In addition to the existing techniques, we incorporated
another approach called vectorized load for bandwidth optimization.
Vectorized Load
We propose to use vectorized load [Lui13] for further optimization. Vector data
types such as int2 and float4 are provided in the CUDA headers for use, which
leads to NVCC generating vectorized load instructions in the assembly code. For
example, LD.E.64 for int2 instead of LD.E for int. The vectorized load instruction
can reduce the total number of load instructions being executed. For example, by
utilizing LD.E.64 we can halve the executed instructions for int. In addition, a
vectorized load can be combined with the two existing methods grid-stride loops and
reduce during load without extra cost. After loading each vector data, threads can
unpack the pixels within their own register space and perform the first reduction.
An example is illustrated in Figure 5.7.

Block 0

Block 1

Block 2

Block 3

Figure 5.7: Global memory load with a vector size 2 [QRÖ+ 20].
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5.5.3 Intra-block Reduce
After the global memory load step, each threadblock continues to perform reductions within its own shared memory. Hipacc currently employs two methods to
optimize the usage of shared memory: (a) Sequential addressing is used to avoid
bank conflict [Har07]. Instead of reading two consecutive addresses for reduction
(default indexing), each thread in the block follows a rank-based indexing to avoid
the 2-way bank conflict3 . (b) In addition, read and write to the shared memory must
be synchronized within each block, which is a costly operation. Nevertheless, when
the number of working threads is smaller than the warp size, synchronization is
not needed anymore due to the SIMT execution among warps. Therefore, warp
unrolling [Har07] is used to unroll the rest of the loop in this situation. In this work,
we explore the use of shuffle instruction from Nvidia to execute efficient intra-block
reduction.
Shuffle Instruction
The traditional approach to exchange data within a threadblock is via shared memory. However, for Kepler and later architectures, Nvidia introduced new low-level
primitives called shuffle instructions [Lui14]. The new instructions enable threads to
exchange data within a warp without going through the shared memory, which avoid
costly operations such as synchronization and generate smaller memory footprint.
We propose to execute the intra-block reductions using shuffle instructions. The
implementation of a warp reduction is given in Listing 5.7.
Listing 5.7: Warp reduce with shuffle instructions.
// reduce within a warp
__device__ inline int reduce_warp_max ( int val )
{
val = max ( val , __shfl_down_sync ( FULL_MASK ,
val = max ( val , __shfl_down_sync ( FULL_MASK ,
val = max ( val , __shfl_down_sync ( FULL_MASK ,
val = max ( val , __shfl_down_sync ( FULL_MASK ,
val = max ( val , __shfl_down_sync ( FULL_MASK ,
return val ;
}

1
2
3
4
5
6
7
8
9
10

val ,
val ,
val ,
val ,
val ,

16) );
8) );
4) );
2) );
1) );

After the warp reduction, the partial results are written back to the shared memory.
These partial results need to be further computed using the traditional approach.
Nevertheless, the expensive part has already been done by the shuffle instructions.
3 Shared

memory is divided into equally sized banks. Memory accesses that span different banks can
be served simultaneously, while accessing the same bank must be serialized. 2-way bank conflict
happens when two threads access the same bank.
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At this point, only a few elements need to be further reduced. The number of the
partial results depends on the user-defined block size. For example, a 128 block size
has four elements after the shuffle instruction computation. For these four partial
results, the final reduction is performed by threads within the first warp, which
requires no synchronization.

5.5.4 Inter-block Reduce
After the intra-block reduce step, the final step is to compute all the partial results
from all the threadblocks. To make sure all threadblocks finish their executions, a
global synchronization must be observed. The traditional solution for this problem is
to use a second kernel, which waits for all blocks from the previous kernel to finish
before execution starts. Currently, Hipacc employs a single-pass kernel approach that
uses the _threadfence() intrinsic and a global atomicInc() function to produce a
single value in a single kernel. This is achieved by using the first thread of each block
to update a global memory counter using the atomic function. Then, the last finished
block is responsible for collecting the partial results and executes the final reduction.
In this work, we explore the use of atomic functions to perform the inter-block
reduce on recent GPU architectures.
Atomic Function
We propose to exploit the performance of atomic functions on new Nvidia architectures. CUDA offers arithmetic functions such as add, sub, and max, as well as
bitwise functions such as and, xor. More generic operations can be implemented
using the compare-and-swap function atomicCAS(). In this work, we focus on simple
operations such as max and sum. Utilizing atomic functions requires less memory
footprint, and the performance is scalable for larger data sizes. However, implementations running on old architectures are known to be inefficient. Hipacc addresses
Table 5.4: Baseline and proposed Hipacc implementations
Optimizations
Grid-stride loops
Reduce during load
Vectorized load
Sequential addressing
Warp unrolling
Shuffle instruction
Single-pass kernel
Atomic function

Baseline Implem.

Proposed Implem.

Requirement

3
3

3
3
3
3

Kepler or higher
CUDA 3 or higher
Kepler or higher

3
3

3
3
3
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this issue with its architecture knowledge by automatically fall back to the singlepass kernel approach. We present the performance improvement in the following
result section. In the end, we use Table 5.4 to depict a summary of all the discussed
methods.

5.6 Evaluation and Results
In this section, we present the results of benchmarking the proposed local and global
operator optimizations. For the proposed local operator border handling approach,
we benchmarked five commonly used filters in image processing: Gaussian, Laplace,
Bilateral, Sobel, and Night filter [JPS+ 00]. Gaussian, Laplace, and Bilateral are single
kernel implementations with the window size of 3 × 3, 5 × 5, and 13 × 13, respectively.
The Sobel filter consists of 3 kernels to compute x-, y-derivatives, and the magnitude,
among which the first two are local operators. The night filter consists of five kernels
that first iteratively applying the Atrous (with holes) algorithm [She92] with different
sizes (3 × 3, 5 × 5, 9 × 9, 17 × 17), before performing the actual tone mapping. For
each application, we benchmarked all four border handling patterns as introduced
earlier, namely Clamp, Mirror, Repeat, and Constant, each using four image sizes
512 × 512, 1024 × 1024, 2048 × 2048, and 4096 × 4096. We chose these implementation
variants to cover a mixture of different window sizes, number of kernels, and the
expensiveness of the filter kernel computation. Finally, for the global reduction
operators, we benchmarked three basic reduction operations: min, max, and sum.
We applied the operations on different sized image data ranging from 1K (210 ) to
16M (224 ) pixels.

5.6.1 Environment and Implementation Variant
For the local operator border handling comparisons, we employed two GPUs: GTX680
and RTX2080, whose specifications have been introduced previously in Section 4.7.3.
The host OS is Ubuntu 18.04 LTS with CUDA version 11.0. The execution time is
obtained from the output of NVProf. We computed the speedups of an isp implementation (always apply ISP) over the naive implementation (always check all borders),
as well as the isp+m implementation (apply ISP based on model prediction) over the
naive implementation. The results for the five applications are gathered in Figure 5.8,
Figure 5.9, Figure 5.10, Figure 5.11, and Figure 5.12, respectively.
For the global reduction comparisons, we used two Nvidia GPUs: K20c with Kepler
architecture and also the RTX2080. We compare among three implementations: The
baseline (current Hipacc) implementation, the enhanced Hipacc implementation with
the proposed techniques, and an implementation using Thrust [BH12], the high-level
parallel algorithm library from Nvidia. Two speedups are computed and depicted in
Figure 5.13: The speedup of the proposed approach over the baseline implementation,
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Figure 5.8: Gaussian filter normalized speedups: naive (nai.), always apply ISP (isp),
apply ISP based on model prediction (isp+m).
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Figure 5.9: Laplace filter normalized speedups: naive (nai.), always apply ISP (isp),
apply ISP based on model prediction (isp+m).
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Figure 5.10: Bilateral filter normalized speedups: naive (nai.), always apply ISP (isp),
apply ISP based on model prediction (isp+m).
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Figure 5.11: Sobel filter normalized speedups: naive (nai.), always apply ISP (isp),
apply ISP based on model prediction (isp+m).
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Figure 5.12: Night filter normalized speedups: naive (nai.), always apply ISP (isp),
apply ISP based on model prediction (isp+m).
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and the speedup of the proposed approach over the Thrust implementation. Execution
time is measured as the median of 20 executions each.

5.6.2 Discussions
Efficient Border Handling for Local Operators
Always Apply ISP over Naive Implementation As can be observed in Figures 5.8 to 5.12, the isp approach contributes a speedup over the naive implementation
in most cases, especially for large image sizes such as 2048 × 2048 and 4096 × 4096.
In general, the amount of speedup also increases with the computed image size,
which has been analyzed by our model, as discussed in Figure 5.4. Furthermore, the
Repeat border handling pattern benefits more from the ISP approach than the other
three patterns due to the more costly address calculation. For example, the Gaussian
kernel achieves a speedup of up to 2.9 for the Repeat pattern and up to 1.3 for the
others, as can be seen in subplots 1 to 8 in Figure 5.8.
Apply ISP based on Model Prediction As analyzed in our prediction model, it
is not always beneficial to apply the ISP optimization for certain applications such as
the Bilateral filter. This can be seen in subplot 17 (Bilateral-Clamp-GTX680) and 18
(Bilateral-Mirror-GTX680) in Figure 5.10, where the 512 × 512 image has a speedup
of less than 1.0 for the ISP implementation. In these scenarios, our prediction model
suggests falling back to the naive implementation. In these cases, applying ISP would
slow down the execution by about 40%.
In only a few scenarios, our model did not predict the implementation performance
accurately. For example, on the RTX2080, when executing the bilateral filter with
small images, our model always suggested the ISP implementation, as can be seen in
subplots 21 and 22 in Figure 5.10. The model did not see a reduction in occupancy
in these scenarios due to the increased number of available registers on the Turing
architecture. As a result, the implementation is up to 30% slower than the naive
version. Nevertheless, by combining ISP with the prediction model, we can achieve
a performance-optimized implementation in almost all scenarios.
Geometric Mean Speedups For each application, we also computed the geometric mean of the speedups of the isp+m implementation over the naive implementation
Table 5.5: Geometric mean across all implementations.

150

Applications

Gaussian

Laplace

Bilateral

Sobel

Night

Geometric Mean

1.438

1.422

1.355

1.877

1.102
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across all benchmarks on both GPUs. The result is given in Table 5.5. Our final
implementation can achieve a speedup range from 10% to 87%. In general, we can
observe that the less expensive the kernel computation is, the more speedup our
approach contributes. As can be seen in the table, Gaussian and Laplace have a
higher geometric speedup (1.438, 1.422) than Bilateral and Night filter (1.355, 1.102).
Our approach benefits most for applications such as the Sobel filter that consists of
multiple less expensive kernels, where a speedup of more than 4.0 can be achieved
on the RTX2080.
Efficient Global Reductions
Figure 5.13 and Figure 5.14 depict the two speedups computed on two GPUs: The
speedup of the proposed approach over the baseline implementation, and the speedup
of the proposed approach over the Thrust implementation, respectively.
Compared to the baseline implementation, our proposed approach achieves a
consistent speedup from 1.10 to 3.34 across two different architectures. One is Kepler,
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Figure 5.13: Speedups compared with the baseline implementation are plotted over
the number of pixels to be reduced.
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and the other is Turing. It can be observed in Figure 5.13 that when the reduction
images are above a certain size, the achieved speedups increase along with the image
size. For small images, the achieved speedups show no increase due to the device
resource availability. For example, the RTX2080 has sufficient resources to compute
up to 8 threadblocks concurrently per SM for the min reduction kernel. This implies
images smaller than 216 do not have enough data to occupy the GPU fully. The
speedups observed for small images mainly come from the use of vectorized load and
atomic functions. The improvement by using shuffle instructions can be observed on
large images.
Compared to the Thrust implementation, our approach can achieve a consistent
speedup from 1.37 to 9.02, as depicted in Figure 5.14. After profiling, we observed
that the performance difference is mainly due to the generation of kernel launch
configurations. Hipacc employs its default configuration (128 block size) for the
benchmarked architectures. In comparison, Thrust uses its internal tuner to decide
on the launch configurations. For example, on the RTX2080, Thrust uses a constant
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Figure 5.14: Speedups compared with the Thrust implementation are plotted over
the number of pixels to be reduced.

152

5.7 Related Work
block size of 256 for all the images with different grid sizes (up to 920). Moreover,
Thrust executes two kernels for each reduction, while our approach employs one.

5.7 Related Work
Our employed ISP approach is similar to the general-purpose compiler optimization
technique called index-set splitting (ISS), or loop splitting [WSO95; Sak97], where
a single loop is transformed into multiple loops that iterate over disjoint portions
of the original index range. This technique has inspired several existing works
targeting different architectures for efficient image border management [Bai11;
Ham15; Ham07]. For FPGA accelerators, Bailey [Bai11] proposed a filter design with
border management to minimize hardware costs. Özkan et al. [ÖRH+ 17] proposed
an analytic model that determines efficient implementations with image border
handling as well as loop coarsening for hardware synthesis. Beyond image processing,
border communication has been studied in scientific computing for stencil kernels,
where autotuning framework by Zhang and Mueller [ZM12] and DSLs such as
StencilGen [RVS+ 18] and SDSL [RKH+ 15] provide boundary handling for the halo
margins. However, these works mostly focus on reducing redundant inter-tile
communications. Within the context of image processing DSLs, early efforts such as
the Apply DSL [Ham07] handles image borders by generating separate loops with
different bounds-check requirements. Later, the same author proposed a declarative
border handling approach with domain inference using Halide [Ham15], a wellknown image processing DSL [RBA+ 13]. It is highly beneficial to have an automated
border handling approach within DSLs. Thus, programmers can be relieved from
the burden of inferring the domain size manually. Nevertheless, both mentioned
works focus solely on the language constructs and do not consider GPU targets. For
GPU architectures, one popular DSL that addresses border handling is Lift [HSS+ 18].
Like Halide, Lift is a DSL based on functional programming that offers high-order
primitives such as pad to re-index out-of-bounds pixels. However, it does not further
optimize the branching overhead during device execution. Another DSL that supports
border handling on GPUs is Hipacc [MHT+ 12b]. Compared to the existing techniques
in Hipacc, our approach proposes two major advancements: First, we show that it
is not always beneficial to partition the iteration space during computation. The
performance depends on kernel properties and inputs such as image size and block
size. Based on a proposed analytic model, our approach can determine a performanceoptimized implementation. Second, we illustrate that ISP can be applied at different
levels of granularity. Instead of partitioning at the threadblock level, we propose to
partition the iteration space at the warp level, which further improves the memory
access efficiency for GPU architectures.
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5.8 Conclusion
We presented our contributions on the single-kernel optimization. In particular,
we improved the border handling computations for local operators and proposed
an efficient reduction implementation in Hipacc. Local operators require border
handling on GPUs, where conditional checks are needed for address calculations in
stencil kernels that introduce huge overhead. This can be optimized by partitioning
the iteration space into disjoint regions. Although partitioning can reduce the number
of executed conditional statements, it also comes with additional costs in register
increase. We showed that it is possible to encapsulate this trade-off using an analytic
model and make accurate predictions based on the combination of domain- and
architecture-specific knowledge. We also integrated the proposed approach into
a source-to-source compiler called Hipacc, which enables a complete workflow to
generate efficient kernels for GPUs automatically. Additionally, we improved the
performance of the reduction implementation in Hipacc. Thanks to the enhancement
of function support and the availability of new low-level intrinsics from Nvidia,
high-level frameworks such as Hipacc can greatly benefit from the latest techniques.
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Conclusion and Future Directions
The emergence of domain-specific architectures such as GPUs provides massive
computing performance that drives the development in an increasing number of
domains. Nevertheless, the multi-layered compute and memory hierarchy in modern
GPU architectures is challenging to program. Even for experts with deep architecture knowledge, obtaining an efficient implementation incurs an iterative effort
of performance profiling and tuning to exploit the trade-off space among locality,
parallelism, and computations. Due to the lack of compiler support for high-level
optimizations, GPU programming still requires explicit memory management to
serve the computation at different granularities. Moreover, with the rapid evolution
towards general-purpose computing architectures, it is not easy to achieve both
performance portability and programmability at the same time. The hand-tuned
implementation by architecture experts is not performance portable, while librarybased approaches are not programmable. Neither approach is able to achieve both
objectives to enable high productivity. As a remedy, a DSL approach provides an alternative by limiting the language expressiveness within a single domain. Then, with
the combination of domain- and architecture-specific knowledge, a DSL approach can
offer domain-specific abstractions to programmers, and apply architecture-specific
optimizations to perform efficient code generation for various target back ends. The
abstractions enable programmability and flexibility for domain developers, and the
compiler-based automated optimizations facilitate performance portability. In a DSL
approach, optimizations should be applied at different levels, which is crucial to
achieve high-performance implementations. The contributions in this thesis consist
of system-level optimizations that explore inter-kernel transformations to improve
locality and parallelism, and techniques for optimizing single-kernel efficiency of
commonly used abstractions. In the following, the contributions of our work are
summarized and possible future work is outlined.

6.1 Summary
Our first contribution targets system-level locality optimization. The peak performance scaling of compute and memory resources in contemporary GPU architectures
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is developed at a different pace. It always seems easier for hardware vendors to
increase the SM’s computing power than the global memory bandwidth. As a result,
data cannot be moved fast enough from memory to compute units. Even with the
introduction of HBM, the ratio between peak compute and memory performance
in recent GPUs is still difficult to achieve. Consequently, locality is key to efficient
implementations, and data should be kept as close to the compute unit as possible.
On the other hand, applications such as in image processing are increasing in complexity and generally consist of a sequence of kernels in a pipeline. The inter-kernel
communications are intensive and exhibit an opportunity for locality optimization.
Targeting this opportunity, we proposed kernel fusion: A multi-kernel transformation technique for locality improvement at the system level. The proposed kernel
fusion technique consists of two building blocks: a benefit estimation model and a
fusible kernel searching algorithm. Whether two kernels can be fused depends on
a number of criteria including data dependence, resource usage, and header compatibility. Kernel fusion transforms the redundant intermediate data access from
global memory into faster memories such as register or shared memory. If there is an
external data dependence, fusion becomes illegal since the external consumer would
lose access to the intermediate data. If the data dependence requirement is respected,
kernels may still not be fused due to resource usage. During GPU execution, the
number of blocks that can be executed in parallel can reduce when the kernel uses too
many resources. We consider a group of kernels legal to fuse when all the mentioned
constraints are met. Then, we proposed two approaches to search for fusible kernels
efficiently. A basic search strategy is fusion along edges, which has a restrictive
data dependence requirement that limits linearly dependent scenarios. Although the
basic approach can already optimize many applications, there are some scenarios
where intermediate data is shared among multiple kernels (not linearly dependent),
and it is also beneficial to apply kernel fusion. To cover these use cases, we developed an advanced search strategy based on the graph min-cut algorithm. Instead
of expanding the fusion scope as in the basic search strategy, this approach shrinks
the fusion scope starting from the whole application. To assist the min-cut graph
partitioning, we also developed an analytic model to quantitatively estimate the
fusion benefit depending on the compute patterns. This is only possible by combining
domain-specific and architecture-specific knowledge. In the end, we integrated our
approach into Hipacc to obtain an automated end-to-end optimization workflow.
We evaluated our approach over commonly used image processing applications,
and a geometric mean speedup of up to 2.52 can be observed in the experiment.
Furthermore, all the present results in this work have been evaluated independently
and archived for public use and reproducibility.
Our second contribution targets system-level parallelism optimization. As more
and more transistors are being crammed into the same chip, the number of CUDA
cores and SMs for computation keeps increasing. With this performance improve-
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ment, applications that were considered costly on the old GPUs, are not enough to
occupy the device fully on new architectures. Traditional GPU computing focuses on
data-level parallelism. Using the SIMD execution model, data is mapped to threads for
parallel computation. Nevertheless, little attention has been paid to the threadblock
level parallelism. Unlike threads that execute in SIMT mode, blocks can execute
different kernels. This enables another level of parallelism based on the MPMD execution model. Different blocks can be dispatched and executed on the same SM to have
concurrent kernel executions. This is useful for many applications: One example is
the multiresolution filters widely used in medical imaging applications. We proposed
a parallel, multi-stream implementation for multiresolution filter applications on
GPUs. Our approach unveiled the concurrent kernel execution opportunities in the
coarse-grained level of the underlying image pyramid. In addition, we showed how
to model the block level execution of both single- and multi-stream implementations
with high fidelity. Depending on the computation expensiveness of the level processing kernel, one implementation variant may be better than the other. Among four
real-world image processing applications, we demenstrated that a geometric mean
speedup of up to 2.5 could be achieved using our proposed approach. The second part
of this contribution is the combination of CUDA graph with Hipacc. CUDA graph
as an asynchronous task-graph programming model. It captures data dependence
information in the graph and facilitates automatic multi-stream scheduling during
execution. Nevertheless, it does not have other information, such as resource usage
for architecture-specific optimization. By combining CUDA graph with Hipacc, we
can join the benefits brought by these two approaches, i.e., workflow optimization
combined with work launch overhead reduction. In addition, the multi-stream concurrent kernel execution featured in CUDA graph can be improved by exploiting
kernels with complementary resource usage. Compared to CUDA graph without
Hipacc, our approach can achieve a geometric mean speedup of 1.11 for selected
image processing applications.
Our last contribution targets single-kernel optimizations. In particular, we optimized the border handling in local operators and the parallel reduction in global
operators. Border handling is a critical step for local operators such as image filtering,
where out-of-bound memory access may happen at the image border. We presented a
systematic analysis of an efficient border handling approach based on iteration space
partitioning, and illustrated the potential resource usage increase due to the region
switching statement. We highlighted the scenarios in which applying the ISP-based
border handling actually slows down the execution. For example, small images
computed with a large window size may not be beneficial from applying the ISP
transformation, where the occupancy reduction outweighs the benefit of ISP. Instead,
it is faster to use a naive approach by checking all borders. This trade-off can be
captured using an analytic model, which is able to predict the better implementation
variant based on domain- and architecture-specific knowledge. By exploring this
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performance trade-off, we can gain up to 40% speedup for commonly used image
filtering operations. The second part of this contribution is optimizing global reductions. We utilized the latest CUDA intrinsics and took advantage of the performance
improvement of existing instructions. For example, the atomic instruction in CUDA
has been partially software implemented prior to the Pascal architecture, which is
often replaced by a demoted implementation such as in inter-block reduction for
better performance. Nevertheless, Nvidia provided hardware acceleration for the
atomic operations in recent architectures, which is now a better option for many
reduction kernels. We enhanced the Hipacc implementation to automatically select
the better variant based on the architecture knowledge, while the input DSL code
remains untouched. The existing reduction implementation can achieve a speedup
of up to 3.43.

6.2 Future Directions
The DSL and compiler framework presented in this work can be extended in three
directions for future research. First is the language abstraction and target domain.
Hipacc was developed for 2D image processing applications, especially for medical
imaging and computer vision. It would be useful to extend the language abstractions
to support 3D images, or nD tensors even better. This would naturally extend our
target domain to machine learning, in which applications also consist of many kernels
that share certain data dependencies. Moreover, existing optimizations can also be
extended to support higher dimensions. For example, border handling can partition
the iteration space into 28 regions for a 3D image. This potentially requires more
costly region switching statements, and the trade-off can be re-evaluated using an
updated model based on the techniques proposed in this work.
Another direction for future research is to utilize the latest GPU architecture
features for better performance support. For example, recent Nvidia architectures
feature dedicated tensor cores for machine learning applications. It is beneficial to
exploit the possibility of utilizing the tensor core hardware for image processing
operations, such as reductions and convolutions. For example, it is possible to use
tensor cores for convolution by fitting the kernel operation within 16 by 16 size
block matrices. Although a tensor core implementation may be slower than the
CUDA core version, it may still be beneficial to exploit concurrent computations,
since both hardware components are separated computing resources on the device.
Another interesting feature to investigate is the asynchronous data movement on the
latest Ampere architecture. Traditionally, data that is copied from global memory
to shared memory must travel a long journey through L2 cache, L1 cache, as well
as registers. With the new CUDA language construct and architecture support, it is
possible to bypass the register usage, which also reduces the resource usage in the
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kernels. This new feature may contribute significantly to the performance of certain
local operators in image processing that are already memory-bound.
Regarding the backend of Hipacc, one possible direction is to enable the CPU-GPU
concurrent execution. Currently, the host CPU acts as a GPU device controller, which
is responsible for initialization and task offloading. During GPU computation, it
is possible to perform computations concurrently on the host. In this case, data
dependence needs to be explored to take the CPU node into consideration. Another
possible direction is to explore the multi-GPU target. Instead of offloading computations to one device, it is possible to have a cluster of GPU nodes locally or in the
cloud. In this case, data transfer between host and device, as well as between device
and device should be considered. It is also worth exploring the language abstractions
for such architectures. Ideally, the target details should be hidden from the DSL user,
which means the compiler is responsible for the design space exploration and task
mapping. Here, the design space consists not only the partitioning into different
compute nodes, but also the order of transformations when multiple options are
available. For example, kernel fusion is ideal when computing large image data, while
concurrent kernel execution contributes more to kernels with smaller images. In
addition to GPUs, Hipacc also supports other backends such as FPGAs. Our proposed
system-level optimization can also be explored on these other targets. For example,
kernel fusion can be researched for FPGAs to reduce the resource usage of local
operator implementations.
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Appendix
A.1 Kernel Fusion Artifact Evaluation

This artifact describes the steps to reproduce the results for the CUDA code generation
with kernel fusion in Hipacc (http://hipacc-lang.org) (an image processing DSL and
source-to-source compiler embedded in C++), as presented in the paper at the CGO
2019 conference with the title ”From Loop Fusion to Kernel Fusion: A Domainspecific Approach to Locality Optimization”. We provide the original binaries as well
as the source code to regenerate the binaries, which can be executed on x86_64 Linux
system with CUDA-enabled GPUs. Furthermore, we include two Python scripts to
run the application and compute the statistics as depicted in Figure 6 in the paper.

A.1.1 Artifact Check-list
• Algorithm: Min-cut based kernel fusion in an image processing DSL.
• Program: Hipacc, Clang AST, CUDA.
• Compilation: Please check subsection C3.
• Transformations: Kernel fusion is implemented as an optimization pass in the
Hipacc code generation.
• Binary: Included for x86_64 Linux (tested on Ubuntu 14.04 and 18.04).
• Run-time environment: Linux (Ubuntu 14.04 or later, 18.04 recommended),
CUDA (9.0 or later, 10.0 recommended).
• Hardware: Please check subsection C2.
• Output: Execution time in milliseconds for each kernel.
• Experiments: Please check subsection E.
• Publicly available?: Yes.
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A.1.2 Description
How Delivered
The pre-compiled binaries and the python scripts are available via:
https://www12.cs.fau.de/downloads/qiao/kernel_fusion/
The artifact source code is publicly available and hosted on GitHub at: https://github.
com/hipacc/hipacc/tree/kernel_fusion
Hardware Dependencies
CUDA enabled GPUs are required. We used three Nvidia cards, as discussed in
Section 5.1 in the paper:
• Geforce GTX 745 facilitates 384 CUDA cores with a base clock of 1,033 MHz
and 900 MHz memory clock.
• Geforce GTX 680 has 1,536 CUDA cores with a base clock of 1,058 MHz and
3,004 MHz memory clock.
• Tesla K20c has 2,496 CUDA cores with a base clock of 706 MHz and 2,600 MHz
memory clock.
For all three GPUs, the total amount of shared memory per block is 48 Kbytes, the total
number of registers available per block is 65,536. GPUs with similar configurations
are expected to generate comparable results.
Software Dependencies
To run the provided binaries, the prerequisites are the following:
• Clang/LLVM (5.0 or later), compiler_rt and libcxx for Linux (5.0 or later).
• CMake (3.4 or later), Git (2.7 or later).
• Nvidia CUDA Driver (9.0 or later).
To build Hipacc from source and re-generate the binaries, the prerequisites are the
following:
• Clang/LLVM (6.0), compiler_rt and libcxx for Linux (6.0).
• CMake (3.4 or later), Git (2.7 or later).
• Nvidia CUDA Driver (9.0 or later).
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• OpenCV for producing visual output in the samples.
For Ubuntu 18.04, most of the software dependencies can be installed from the
repository. CUDA driver is available on the Nvidia download website.

A.1.3 Datasets
The provided binaries generate random images of size 2,048 by 2,048 pixels, hence
no additional data is required. Nevertheless, some real-world images are included in
the repository, which can be used for visualization. The location is: https://github.
com/hipacc/hipacc/tree/siemens-dev/samples-public Images of the same size are
expected to have similar execution times. Throughout our experiment, we have used
an image size of 2,048 by 2,048 pixels. Note that an exception is the Night filter,
which computes an image of size 1,920 by 1,200 pixels. The choice of image size was
made randomly, and not relevant to the purpose of kernel fusion.

A.1.4 Installation
This subsection illustrates the installation steps to build Hipacc from source, the
previous software dependencies should be met prior to the following steps.
1. Clone the Hipacc repository:
$ git clone https : // github . com / hipacc / hipacc . git
$ cd hipacc /

2. Switch to kernel fusion branch and update the submodule samples:
$ git checkout kernel_fusion
$ git submodule init && git submodule update

3. Build Hipacc from source:
$ mkdir build && cd build
$ cmake ../ - DCMAKE_INSTALL_PREFIX = " pwd " / release
$ make && make install

Hipacc should be successfully installed in the release folder.

A.1.5 Experiment Workflow
After a successful installation, we can go to the release folder and generate binaries.
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1. Disable/Enable kernel fusion:
$ cd release / samples / common / config

disable fusion by (-fuse off) or enable by (-fuse on) in cuda.conf.
2. Generate binary and run the application, e.g. Harris corner:
$ cd ../../3 _Preprocessing / Harris_Corner /
$ make cuda

The above step should produce a binary main_cuda, which should be comparable
to the provided binary. The steps can be repeated for all six applications in the
paper, which are located within the preprocessing directory and the postprocessing
directory, respectively.
After having the binaries, the provided python scripts can be used to collect the
total execution time and the statistics as shown in Figure 6 in the paper. Note that
the name of the executable binary might need to be adapted in the python script.

A.1.6 Evaluation and Expected Result
The above experiment workflow is expected to output the execution times comparable
to Figure 6 in [QRH+ 19]. The values in the figure are also available in text format via
the provided download website.
The reproduced GPU execution results are expected to have small variations
compared with the original presented data. For example, the median value among
50 runs of a baseline Harris corner implementation is expected to have a variation
between 0.05 ms and 0.1 ms on a GTX680. In general, we expect a variation of +/0.1 in the final speedup comparison. The gains in Table 1 and Table 2 in [QRH+ 19]
can be derived from the median value of the obtained statistics.

A.1.7 Notes
• From experience, the first call to a GPU device takes a longer time. We did
several dummy calls to the GPU at the beginning of our evaluation.
• The provided binaries were generated and documented at the beginning of the
work, which might use an older version of Clang/LLVM, CUDA Driver/Runtime, and MVRTC version. Nevertheless, the results are expected to be comparable with executions with newer drivers.
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A.2 Fusibility Exploration Algorithm Complexity
In this section, we derive the algorithm complexity that is used in our fusibility
searching approach based on the min-cut technique. We know that the complexity
of the Stoer-Wagner algorithm is O (|𝐸 0 ||𝑉 0 | + |𝑉 0 | 2 log |𝑉 0 |) for any graph 𝐺 0 =
(𝑉 0, 𝐸 0) [SW97]. For simplicity, we denote the number of vertices in the graph as
𝑚 = |𝐸|, and the number of edges in the graph as 𝑛 = |𝑉 |. Assume the following worstcase scenario: Every time the Stoer-Wagner algorithm is applied on the application
graph, only one vertex has been cut. This implies that no fusible kernel pair exists in
the graph, but we have to discover this by re-partitioning the whole graph. In this
case, since each time the number of vertices in the graph is only reduced by 1, the
min-cut algorithm is applied 𝑛 − 1 times in total.

A.2.1 Worst-Case Running Time
Given the above scenario, the total running time can be calculated as the sum of the
running time of each step:
O (𝑚(𝑛 − 1) + (𝑛 − 1) 2 log((𝑛 − 1))) + O (𝑚(𝑛 − 2) + (𝑛 − 2) 2 log((𝑛 − 2))) + ...+
O (𝑚 · 1 + 12 log(1)) + O (𝑚)
6 O (𝑚𝑛 + 𝑛 2 log(𝑛)) + O (𝑚(𝑛 − 1) + (𝑛 − 1) 2 log((𝑛 − 1))) + ...+
O (𝑚 · 1 + 12 log(1)) + O (𝑚)
= O (𝑚𝑛 + 𝑚(𝑛 − 1) + ... + 𝑚 · 1) + O (𝑛 2 log(𝑛) + (𝑛 − 1) 2 log((𝑛 − 1)) + ...+
12 log(1)) + O (𝑚)
= O (𝑚 · (𝑛 + 𝑛 − 1 + ... + 1) + O (𝑛 2 log(𝑛) + (𝑛 − 1) 2 log((𝑛 − 1)) + ...+
12 log(1)) + O (𝑚)
𝑛(𝑛 + 1)
= O (𝑚 · (
) + O (𝑛 2 log(𝑛) + (𝑛 − 1) 2 log((𝑛 − 1)) + ... + 12 log(1))+
2
O (𝑚)
6 O (𝑚 · 𝑛 2 ) + O (𝑛 2 log(𝑛) + 𝑛 2 log((𝑛 − 1)) + ... + 𝑛 2 log(1)) + O (𝑚)
= O (𝑚 · 𝑛 2 ) + O (𝑛 2 · (log(𝑛) + log(𝑛 − 1) + ... + log(1))) + O (𝑚)
= O (𝑚 · 𝑛 2 ) + O (𝑛 2 · log(𝑛 · (𝑛 − 1) · ... · 1)) + O (𝑚)
= O (𝑚 · 𝑛 2 ) + O (𝑛 2 · log(𝑛!)) + O (𝑚)
= O (𝑚 · 𝑛 2 + 𝑛 2 · log(𝑛!) + 𝑚)
Finally, we substitute the number for 𝑚 and 𝑛. The complexity of the proposed
fusibility exploration algorithm 2 can be given as: O (|𝐸| · |𝑉 | 2 + |𝑉 | 2 · log(|𝑉 |!) + |𝐸|).
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Zusammenfassung
Durch den steigenden Einsatz von Grafikprozessoren (GPUs) zur Durchführung
gewöhnlicher Berechnungen gewinnen effiziente Programmierwerkzeuge für diese
immer mehr an Bedeutung. Unabhängig von den andauernden Bestrebungen zum
Erreichen einer besseren Programmierbarkeit in CUDA und OpenCL, bleiben diese
Sprachen dennoch relativ Hardware-nah und erfordern ein tiefgreifendes Architekturverständnis, um gute Ergebnisse zu erzielen. Entwickler und Entwicklerinnen müssen
den Grafikspeicher manuell verwalten, um die vielschichtige Berechnungs- und Speicherhierarchie voll auszuschöpfen. Die Leistungsfähigkeit dieser händisch optimierten Implementierungen ist wenig portabel, d.h. es ist nicht garantiert, dass sich diese
auf neuen Architekturen effizient ausführen lassen. Stattdessen müssen Entwickelnde
für jede neue Architektur wiederholt aufwendige Optimierungen durchführen. Um
dieses Problem zu umgehen, können Entwickelnde Hochleistungsbibliotheken einsetzen, die von den Hardware-Herstellerfirmen oder der Open-Source-Gemeinschaft
bereitgestellt werden. Durch den Einsatz solcher Bibliotheken wird die Portabilität
erhöht, da es die Aufgabe des Anbietenden der Bibliothek ist deren Effizienz auf
verschiedenen Architekturen sicherzustellen. Allerdings ist der Einsatz solcher Bibliotheken mit eingeschränkten Freiheitsgraden bei der Programmierbarkeit verbunden.
Bibliotheksfunktionen werden über ein vordefinierte Programmierschnittstelle (API)
angeboten, dessen Abstraktionsebene für Entwickelnde einer bestimmten Domäne
nicht unbedingt ausreichend sein muss. Außerdem sind bibliotheksbasierte Ansätze
hinderlich bei der Optimierung auf Systemebene über verschiedene Funktionen
hinweg. In dieser Arbeit wird ein Ansatz mittels einer domänenspezifischen Sprache
(DSL) vorgestellt, der sowohl einen hohen Grad an portabler Leistungsfähigkeit als
auch an Programmierbarkeit bietet. Dies wird ermöglicht durch die Kombination
von domänenspezifischen Abstraktionen mit architekturspezifischen Optimierungen.
Die Abstraktionen bieten ein hohes Maß an Programmierbarkeit und Flexibilität für
Domänenentwickelnde, während die Compiler-basierten Optimierungen die Portabilität der Leistungsfähigkeit über verschiedene Architekturen hinweg sicherstellen.
Der Kern eines solchen DSL-Ansatzes sind Optimierungen, welche algorithmisches
Wissen mit Hardware-Wissen kombinieren, um Varianten effizient zu explorieren.
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Die wissenschaftlichen Beiträge dieser Arbeit liegen im Bereich von Optimierungen
auf Systemebene und der Quellcodegenerierung für GPUs.
Heutige Applikationen aus den Bereichen der Bildverarbeitung und dem maschinellen Lernen wachsen stetig in ihrer Komplexität und bestehen aus mehreren
Berechnungskernen (engl. Kernel) einer Berechnungskette. Jeden Kernel einzeln
zu optimieren ist durch die schnelle Evolution moderner GPU-Architekturen nicht
mehr zielführend. Mit jeder neuen Architekturgeneration steigt die Rechenleistung
und die zur Verfügung stehende Speicherbandbreite. Dabei überwiegt der Anstieg
zusätzlicher Leistung deutlich gegenüber dem Anstieg zusätzlicher Bandbreite. Daher ist eine gute Datenlokalität essenziell, um Hochleistungsimplementierungen zu
erhalten. So birgt beispielsweise die Inter-Kernel-Kommunikation innerhalb einer
Bildverarbeitungskette großes Potential für verbesserte Datenlokalität. Als erster
wissenschaftlicher Beitrag wird eine Technik namens Kernel-Fusion vorgestellt, mit
deren Hilfe die Anzahl und Zugriffe auf den langsamen GPU-Hauptspeicher reduziert werden kann. Zusätzlich wird gezeigt, dass diese Transformation von einem
Quelltext-zu-Quelltext-Übersetzer automatisiert durchgeführt werden kann, indem
Domänenwissen aus der Bildverarbeitung mit dem Architekturwissen über GPUs
kombiniert wird.
Ein weiterer beobachtbarer Trend in der Architekturentwicklung ist die zunehmende Anzahl an CUDA-Rechenkernen und Streaming-Prozessoren (SMs) zur Berechnung. Herkömmliche GPU-Programmierung konzentriert sich auf die effiziente
Ausnutzung der vorhandenen Datenparallelität. Mit dem Single-Instruction, Multiple
Threads (SIMT) Model können Daten einzelner Ausführungsfäden (engl. Threads)
zugewiesen werden, um von der massiven Rechenleistung zu profitieren. Allerdings
kann die GPU für kleinere Bilder, die auf älteren Architekturen noch als sehr berechnungsintensiv galten, nicht mehr voll belegt werden. Um dennoch die steigende
Anzahl an Rechenwerken einer GPU effizient auszunutzen, wird es immer wichtiger
auch die Parallelität auf Kernel-Ebene zu betrachten. Als zweiter wissenschaftlicher
Beitrag werden Techniken zur nebenläufigen Kernel-Ausführung vorgestellt, mit
deren Hilfe Betriebsmittel innerhalb der Rechenwerke feingranular geteilt werden
können. Zusätzlich werden verschiedene Implementierungsvarianten verglichen
und analytische Modelle entwickelt, um geeignete Entwurfspunkte basierend auf
algorithmischem und architekturellem Wissen vorherzusagen.
Nachdem Datenlokalität und Parallelität betrachtet wurden, welche die zwei wichtigsten Optimierungsziele moderner GPU-Architekturen darstellen, werden weitere
Optimierungsmöglichkeiten der Berechnungen innerhalb eines Algorithmus erörtert.
Als dritter wissenschaftlicher Beitrag dieser Arbeit werden Techniken zur Optimierung einzelner Kernels für lokale und globale Operatoren vorgestellt, die zu
den am weitverbreitetsten Berechnungsschritten der Bildverarbeitung gehören. Für
lokale Operatoren wird eine systematische Analyse zur effizienten Randbehandlung basierend auf Iterationsraumpartitionierung vorgestellt. Dazu wird Domänen-
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und Architekturwissen verwendet, um einen geeigneten Arbeitspunkt zwischen
der Ressourcenbelegung und Reduzierung der Instruktionsauslastung zu finden.
Das analytische Model unterstützt dabei die Quelltext-zu-Quelltext-Transformation,
um zu entscheiden welches die bessere Implementierungsvariante ist und damit
die Ende-zu-Ende-Quellcodeerzeugung zu verbessern. Für globale Operatoren wird
ein effizienter Ansatz zur Ausführung globaler Reduktionen auf GPUs vorgestellt.
Der Ansatz profitiert von den kontinuierlichen Verbesserungen der Leistung und
Programmierbarkeit durch die Hardwarehersteller, wie beispielsweise die Nutzung
neuer Hardware-naher Primitive bereitgestellt durch Nvidia.
Die vorgestellten Techniken beschränken sich nicht nur auf Optimierungen für
mehrere Kernels, sondern betrachten auch einzelne Kernels und lassen sich nahtlos
in unsere DSL zur Bildverarbeitung und den dazugehörigen Quelltext-zu-QuelltextÜbersetzer namens Hipacc integrieren. Schließlich kann mit dem vorgestellten DSLFramework die Produktivität der Entwicklerin bzw. Entwicklers, die nach hochleistungsfähigen GPU-Implementierungen streben, drastisch verbessert werden.
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