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The world of sports is being transformed by the rise of automated 
systems which enable the monitoring of athletes. Such systems 
provide objective assessments about the performance of athletes, 
the loads they are exposed to or their tactical behavior.
Presently, data collection, preparation and analysis are still often 
performed in a manual or semi-automatic manner. This process can 
be time-consuming and subjective, impeding accurate long-term 
monitoring of athletes. Streamlining this process may facilitate  
the data acquisition considerably and enable a transition of the 
subsequent analysis from subjective impressions to objective and 
accurate evaluations.
This thesis addresses several challenges in turning the above-
mentioned desiderata into practical solutions. It provides practical 
solutions for improving and extending the acquisition, filtering  
and analysis of positional and inertial data. The contributions of 
this thesis have the potential to considerably facilitate activity  
monitoring in sports and thus provide a basis for future studies in 
sports science.
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Zusammenfassung

Die zunehmende Verbreitung automatisierter Systeme für die
Überwachung von Hobby- und Profisportlern führt zu weitreichen-
den Veränderungen in der Welt des Sports. Diese Systeme ermöglichen
objektive Aussagen über die Leistung von Athleten, über die Belastun-
gen, denen sie ausgesetzt sind sowie über ihr taktisches Verhalten. Auf
Grundlage dieser Informationen können individuelle Trainingspläne
oder optimierte Teamstrategien entworfen sowie Risikofaktoren für
die Sportler erkannt werden. Zudem können Kampfrichter durch
diese Informationen in ihrer Entscheidungsfindung unterstützt wer-
den während Zuschauer durch ein tiefgründigeres Verständnis für die
Leistungen ihrer Idole intensiver an Sportereignissen teilhaben können.

Die Datenerfassung, -verarbeitung und -analyse, welche zum Erre-
ichen dieser Ziele erforderlich sind, erfolgen allerdings nach wie vor
häufig auf manuellem oder halbautomatischem Wege. Dieser Prozess
kann subjektiv beeinflusst und äußerst zeitaufwendig sein, wodurch eine
präzise Langzeitüberwachung von Athleten erschwert wird. Die Ra-
tionalisierung dieses Prozesses durch automatische Überwachungssys-
teme könnte die Datenerfassung deutlich erleichtern und in der an-
schließenden Analyse subjektive Eindrücke durch objektive Auswertun-
gen ersetzen.

Um die obengenannten Desiderata in praktische Lösungen zu über-
führen, müssen diverse Probleme adressiert werden. Erstens wird ein
adäquates Messsystem für die Datenerfassung benötigt. Zweitens ist
in der Regel eine Filterung der erfassten Daten erforderlich, um Mess-
rauschen und Ausreißer zu reduzieren. Drittens ist die Anwendung von
Methoden der Mustererkennung essentiell für die automatisierte Anal-
yse der Daten. In dieser Arbeit werden Lösungen vorgestellt, welche ver-
schiedene Aspekte dieser drei Transformationsschritte behandeln.

Um die Datenerfassung zu vereinfachen, wird eine Methode für
die automatische Kalibrierung lokaler Positionierungssysteme (LPS)
vorgeschlagen. Während frühere Ansätze auf Time-of-Arrival-Systeme
beschränkt waren, ermöglicht der in dieser Arbeit vorgestellte Opti-
mierungsansatz auch die Kalibrierung von Time-Difference-of-Arrival-
Systemen. Zusätzlich wird ein neuer Ansatz für die Erkennung von
Non-Line-of-Sight (NLOS)-Messungen in Positionierungssystemen
präsentiert. Basierend auf der Auswahl gültiger Messungen anhand
der Abstrahlcharakteristika des LPS, kann damit die Genauigkeit der



Positionsschätzungen verbessert werden. Die Zuverlässigkeit dieser
Methode übertrifft jene anderer NLOS-Detektionsansätze aus der
Literatur.

Für die Filterung von Positionsdaten im Sport werden zwei Kalman-
basierte Ansätze vorgestellt. Diese beinhalten ein robustes Kalman-
Framework, welches verschiedene Filtererweiterungen kombiniert.
Diese Erweiterungen sind bisher in der Literatur größtenteils unab-
hängig voneinander betrachtet wurden, konnten aber nicht simultan
eingesetzt werden. Mit dem vorgestellten Framework lassen sich
diese Filtererweiterungen selbst unter schwierigen Bedingungen gle-
ichzeitig und robust nutzen. Daneben wird eine neue Methode für
die Einbeziehung von a-priori-Informationen über sportspezifische
Trajektorien in Kalmanfiltern vorgeschlagen. Sie basiert auf einer
Erweiterung des Bewegungsmodelles des Filters und erlaubt eine weit-
ere Verbesserung der Qualität der Positionsdaten mit nur geringem
zusätzlichem Berechnungsaufwand.

Des Weiteren werden in dieser Arbeit Methoden für die Analyse von
Positions- und Inertialdaten vorgestellt. Für die Kombination beider Da-
tentypen mit dem Ziel der automatischen Aktivitätserkennung im Rugby
wird eine effiziente Strategie vorgeschlagen. Zudem wird die Anwen-
dung von Deep-Learning-Methoden in das Gebiet der sensorbasierten
Aktivitätserkennung im Sport eingeführt. Mit der Entwicklung eines
Ansatzes für die automatische Aktivitätserkennung im Beachvolleyball
mittels eines Deep Convolutional Neural Networks wird das Potential
von Deep-Learning-Methoden in diesem Kontext demonstriert.

Die in dieser Arbeit vorgestellten Beiträge adressieren verschiedene
Herausforderungen, welche bei der automatisierten Überwachung
von Sportlern häufig anzutreffen sind. Diese Beiträge liefern prak-
tisch einsetzbare Lösungen für die Verbesserung und Erweiterung der
Erfassung, Filterung und Analyse von Positions- und Inertialdaten
im Sport. Die Entwicklung der vorgestellten Methoden erfolgte im
Hinblick auf einen sportbezogenen Einsatz, sie können jedoch auch in
anderen Anwendungsfeldern, welche eine präzise Positionsverfolgung
oder Aktivitätserkennung erfordern, von Nutzen sein. Die Beiträge
dieser Arbeit erlauben es, die Überwachung sportlicher Aktivitäten
deutlich zu erleichtern und bieten damit eine Basis für zukünftige
sportwissenschaftliche Studien.



Abstract

The world of sports is being transformed by the rise of automated systems
which enable the monitoring of recreational and professional athletes.
Such systems provide objective assessments about the performance of
athletes, the loads they are exposed to or their tactical behavior. This
information may serve as the basis for individual training plans or help
to identify risks and to develop the optimal team strategy. In addition,
judges can be supported in their decisions and the experience of spec-
tators can be enhanced with deeper insights about the achievements of
their idols.

However, data collection, preparation and analysis to achieve these
goals are still often performed in a manual or semi-automatic manner.
This process can be time-consuming and subjective, impeding accurate
long-term monitoring of athletes. Streamlining this process by means of
automatic monitoring systems may facilitate the data acquisition con-
siderably and enable a transition of the subsequent analysis from sub-
jective impressions to objective and accurate evaluations.

Turning the above-mentioned desiderata into practical solutions re-
quires addressing several research problems. First, a suitable measure-
ment system for data acquisition is necessary. Second, the acquired mea-
surements usually need to be filtered to reduce measurement noise and
outliers. Finally, applying pattern recognition techniques to the filtered
data is essential for an automatic analysis. Within this thesis, solutions
for tackling various aspects of these three transformation steps are pre-
sented.

Regarding data acquisition, a method for automatic calibration of
Local Positioning Systems (LPSs) is proposed. Previous calibration ap-
proaches focused on Time-of Arrival-LPSs. In contrast, the optimization-
based calibration method presented in this thesis makes automatic cali-
bration available for Time-Difference-of-Arrival-LPSs. Moreover, a novel
approach for mitigating Non-Line-of-Sight (NLOS) measurements in
LPSs is introduced. By selecting valid measurements based on a model
of the radiation characteristics within the LPS, the proposed approach
allows improving the accuracy of the acquired position estimates. The
proposed method outperforms various other NLOS detection algorithms
presented in the literature.

For filtering of position data in sports, two Kalman-based approaches
are presented. This includes a robust Kalman framework that combines



various filter extensions which have been addressed independently in
the literature, but could not be used simultaneously. With the presented
framework, the filter extensions can be leveraged concurrently and ro-
bustly, even under challenging conditions. Subsequently, a novel ap-
proach for including prior knowledge about sport-specific trajectories in
Kalman Filters is introduced. It is based on an augmentation of the mo-
tion model of the filter and allows further improvement of positional data
while maintaining computational tractability.

In order to extract relevant information from the data, methods for
analyzing positional and inertial data in sports are proposed in this the-
sis. A strategy for efficiently merging these types of data within discrim-
inative features for automatic activity recognition in rugby is presented.
In addition, the application of deep learning methods is introduced into
the field of sensor-based activity recognition in sports. The potential of
applying deep learning in this context is demonstrated by developing a
pipeline for automatic activity recognition in beach volleyball using a
Deep Convolutional Neural Network. With this approach, various differ-
ent actions in beach volleyball can be detected and classified automati-
cally. The proposed approach outperforms traditional methods by a con-
siderable margin in terms of accuracy.

In sum, the contributions of this thesis address various challenges
that are often encountered in the field of sports analytics: They provide
practical solutions for improving and extending the acquisition, filtering
and analysis of positional and inertial data. These solutions have been
designed and evaluated with a focus on sports applications but can also
be beneficial in other applications that require accurate position track-
ing or human activity recognition. The contributions of this thesis have
the potential to considerably facilitate activity monitoring in sports and
thus provide a basis for future studies in sports science.
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Chapter 1

Introduction

In this chapter, the purpose of this thesis is outlined. First, a motivation
for the conducted work in the field of sports analytics is given. Second,
relevant technical challenges that need to be considered within this con-
text are highlighted. Third, the current state-of-the-art is elaborated and
relevant scientific articles and patents are presented. Fourth, the main
contributions of this work are introduced. Fifth, an overview about the
structure of this thesis is given.

1.1 Overview and Motivation

The world of sports is undergoing a fundamental transformation process.
The widespread use of various monitoring systems in both recreational
and professional sports has changed the way in which the performance
of athletes is perceived, evaluated and optimized. Advances in measure-
ment technology in terms of accuracy, robustness, miniaturization and
cost have propelled a development that leads from subjective and man-
ual assessments to objective automatic monitoring and analysis systems.

The application of such systems in sports addresses the needs of dif-
ferent stakeholders. The most important interest groups include ath-
letes, coaches, referees and spectators. Athletes can be provided with
information about various parameters regarding their physical perfor-
mance, such as running speed, distance covered, accelerations and de-
celerations or the distribution of intensity levels. This information can
help to track and, in connection with feedback systems [Baca 06], opti-
mize training success.

1



Chapter 1. Introduction

Coaches can get information about the fatigue of athletes, which can
support them in their decisions about replacements and the refinement
of training sessions in order to reduce the risk of injuries related to fatigue
and overuse [John 14, Opar 12, Rees 06]. Information about the technical
and tactical behavior of the own team or of the opposing team can enable
coaches to identify weaknesses and to improve their strategy [Lese 11].
With sophisticated data analytics, performance and progress of athletes
can be assessed more reliably and objectively. While coaches tradition-
ally had to rely on subjective observations and gut feelings about the in-
tensity and demand of their last training session or the best game strat-
egy for facing the next opponent, their decisions can be built upon facts
instead, when objective monitoring and analysis systems are employed.

Moreover, referees can be supported with objective information
about rule compliance and if or if not a specific event (e.g. a goal or
tackle) has occurred. The experience of spectators and fans can be en-
hanced with visualizations and graphical overlays based on analysis sys-
tems and by providing them with additional information about the per-
formance and achievements of their idols.

Although early studies in sports analytics started already in the 1950s
and 60s [Reep 68], the pervasion of sports monitoring systems has gained
considerable momentum in many professional sports leagues in the last
years. Nowadays, such systems are used by many teams, e.g., in soc-
cer (Bundesliga, Germany1), rugby (National Rugby League, Australia2)
or football (National Football League, USA3) but also in race sports such
as horse racing (Australian Turf Club4). The innovation, design and ap-
plication of technology in competitive sports has been deemed to be “of
paramount importance to athletes looking to optimize their best possi-
ble performance in the future” [Dyer 15].

The use of analytics has started to shape entire team strategies and
the success of teams that employ such approaches testifies to the poten-
tial of automatic monitoring and analysis systems in sports. For example,
analysis of match data from the National Basketball Association (NBA)
has revealed that an increased number of three-point field goal attempts
increases the chances of winning a game. The Golden State Warriors
are one of the teams which adapted their play most consequently to this

1http://www.hawkeyeinnovations.co.uk/sports/football [online, accessed November 17,
2016]

2http://gpsports.com/rugby-union/ [online, accessed November 17, 2016]
3https://www.zebra.com/us/en/nfl.html [online, accessed November 17, 2016]
4https://www.longines.com/#!/universe/news/longines-unveils-the-longines-

positioning-system [online, accessed November 17, 2016]

2



1.1. Overview and Motivation

strategy. With a record number of three-point goals, they won the NBA
championship in 2015 [Ross 15]. In rugby, analysis of match statistics has
shown, that teams that perform more kicks in a game tend to be more
successful. The Saracens, a team from the English Premiership, have fo-
cused on this way of playing [Gera 15] and became champions in 2016
[Staf 16].

With automated analyses, not only the match strategy but also the
training could be optimized according to tactical considerations. If the
recorded activity information indicates that a player performed many
defensive actions but only few attacks in the current training session, the
coach could adapt the training to pursue a balanced skill set. With a long-
term monitoring, this could also be transferred to a complete training
strategy composed of many sessions. The success and practical realiza-
tion of the developed training and match strategies can then be moni-
tored continuously and automatically.

Besides the success of athletes, the prevention of injuries is one of
the most important goals in sports monitoring and analysis. Here, the
focus is especially on those injuries that are caused by overuse and fa-
tigue. In contrast to acute injuries, overuse injuries are not caused by a
specific single event but result from cumulative traumata and repetitive
stress [Full 07]. For example, in volleyball and beach volleyball, most in-
juries are due to overuse [Aaga 97]. The large loads that are imposed on
the athlete’s body, e.g. during a jump serve, affect shoulders, knees and
the lower back of the players most severely. The resulting overuse injuries
can lead to reduced performance and possibly permanent impairments
[Bahr 03b].

Overuse injuries are a serious issue also in most other sports and
they affect both professional and non-professional athletes [Cova 12].
Overuse injuries can sometimes precede acute injuries. For example
in rugby, it has been shown that tackles are the main cause of injuries
[Bath 02]. A significant correlation between the number of tackles and
different indicators for muscle damage have been identified [Taka 03].
Hence, a tackle that does not lead to an acute injury under normal condi-
tions can have severe consequences if the player is weakened by overuse
due to previous repeated involvement in a high number of tackles.

Detailed investigations of the etiology of sports injuries are necessary
in order to avoid them [Mech 92]. Injuries in sports exhibit a multifacto-
rial nature. Therefore, as many relevant risk factors as possible have to be
considered [Bahr 03a], which makes a fine-grained monitoring of player
actions during training and matches indispensable.

3



Chapter 1. Introduction

By analyzing a profile of high load actions, training intensity and vol-
ume can be tailored individually and precisely to each player. This helps
to reduce overload and allows better tissue recovery, thus reducing the
risk of overuse injuries [Rees 06]. For example, a monitoring system may
reveal that a player recently performed many actions that were accom-
panied by high loads for the shoulder (such as spikes or overhead serves
in volleyball). To avoid overuse injuries, the player could then shift to
actions that are less straining for the shoulder. Alternatively, the game
strategy could be modified in order to relieve players that were recently
involved in many high load actions.

In some sports, the connection of monitoring data with medical
records has already led to concrete guidelines. As an example, in a study
relating the number of pitches conducted by youth baseball players with
the incidence of overuse injuries and elbow pain, it was concluded that
players should not perform more than 75 pitches per game or 600 pitches
per season in order to reduce the risk of injuries [Lyma 02]. In fact, Drew
et al. [Drew 16] argue that training load monitoring should be part of ev-
ery injury prevention programme.

However, gathering the necessary information about the performed
actions often requires cumbersome manual video analysis. Although
preprocessing of video footage can help extracting relevant sequences
[Gome 12, Link 10], the video analysis of one single training session for
one single player can take up to several hours. This great effort is un-
acceptable, especially for a consistent long-term monitoring of athletes.
In professional sports, every single player action is captured in exten-
sive statistics. This data is usually acquired in a semi-automatic or
completely manual manner, which necessitates considerable manpower.
Such means are not available for amateur athletes and for most scientific
studies.

Automatic sports monitoring and analysis systems would consider-
ably facilitate the acquisition of detailed player-specific information. By
automatically obtaining statistics about the number, type and intensity
of actions that were performed by players, such systems can yield crucial
information for characterizing risk factors and mechanisms for overuse
injuries and possibly even help to prevent them.

As the basis for automatic sports monitoring and analysis, the activi-
ties of the athletes need to be measured. Two of the most important mea-
surement modalities in this context are positioning systems and inertial
sensors. Positional data can be used to automatically assess the perfor-
mance of an athlete or to analyze interdependencies of the trajectories
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1.1. Overview and Motivation

Data 
Acquisition

Filtering AnalysisInput Output

Figure 1.1: Transformation pipeline from the input (a sports event) to the de-
sired output (an abstract representation of the relevant aspects of the input). The
transformation steps include the acquisition of data that describes the input, as
well as the filtering and subsequent analysis of this data.

of multiple athletes. The inability of many conventional evaluation tech-
niques to reveal spatial differences impedes the identification of key per-
formance parameters [Gold 12]. Enriching statistics with spatial, i.e., po-
sitional data thus has the potential to gain better understanding of ath-
lete performance, develop new metrics, and design new training strate-
gies.

While positional data provides a macroscopic view on the movements
of athletes, inertial data allows fine-grained classification and analysis of
specific actions. Together, positional data and inertial data are able to
reflect important and diverse aspects of various sports.

Nevertheless, acquiring raw measurements of physical quantities
such as positions and accelerations alone is of no practical value for ath-
letes, coaches, referees and fans. The raw measurements are often cor-
rupted by various forms of errors like noise, drift or outliers which need
to be corrected or mitigated by filtering algorithms in order to obtain re-
liable data. The data from just a single athlete, captured during a single
training session or match, easily contains millions of samples and is usu-
ally high-dimensional. Intuitive interpretation of such vast amounts of
data is problematic, considering that the human mind can hardly cap-
ture more than three dimensions. As a consequence, automated analysis
procedures are necessary to extract relevant information from the data
which can then be interpreted by the human user.

This transformation process from the input, i.e. the actual sports
event (training or competition) to the output in the form of an abstract
representation of relevant aspects of the event can be subdivided into
three main building blocks: data acquisition, filtering and analysis. This
pipeline is visualized in Fig. 1.1.
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In this work, this pipeline of acquiring, filtering and analyzing sport-
specific positional and inertial data is described and solutions to some of
the most important challenges of this process are proposed.

1.2 Technical Challenges

The above-mentioned transformation process is associated with various
boundary conditions and resulting challenges. Firstly, the data acqui-
sition must be unobtrusive. The measurement hardware must not hin-
der the athlete or endanger his or her safety and it needs to comply with
the rules of the specific discipline. This imposes tight constraints regar-
ding size, weight and rigidity of hardware components that are worn by
the athlete. In professional sports, these constraints are usually defined
by the respective sports federations. Secondly, measurement systems
should be easy to use and set up in order to reduce the risk of operat-
ing errors and to minimize the cost and effort of operation. Thirdly, the
acquired measurements need to be accurate and precise enough for the
task at hand and have to be obtained with a sampling rate that allows
capturing the dynamics of the input. Since the data acquisition is the
starting point of the processing pipeline, meeting these requirements is
crucial. Errors that occur in the data acquisition will affect all subsequent
processing steps and are often hard or even impossible to correct later
on. In contrast, a clean data acquisition reduces the effort required for
filtering and can greatly facilitate the data analysis.

Even with a careful design of the measurement system, measurement
errors and noise can not be avoided. However, they can be mitigated
by filtering the acquired data. In order to allow live visualization of the
data or to provide feedback to the athletes based on this data without de-
lay, the filtering often needs to be conducted in real-time. This limits the
choice of algorithms and constrains their allowable computational cost
depending on the available hardware [Jens 16]. Additionally, the filter al-
gorithms need to be able to handle measurement outages and outliers in
the data.

For the analysis of the filtered data, several challenges need to be tack-
led. The analyzed data is often high-dimensional. Analyzing positional
and inertial data from several athletes can easily involve hundreds of di-
mensions that need to be considered. This leads to increased computa-
tional cost for handling this data and impedes the extraction of relevant
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information. Moreover, the high degree of intraindividual and interindi-
vidual variation within the data makes it difficult to develop analysis sys-
tems with good generalization abilities.

In this work, different strategies for tackling these challenges in the
context of sports will be presented. Regarding the acquisition and filter-
ing steps, the focus of this thesis will be on positional data captured with
LPSs. For the analysis, the positional data will be combined with inertial
sensor data with the goal of automatic activity recognition.

1.3 Literature and Patents

In this section, the state-of-the art of the central aspects of this thesis are
outlined. First, an overview about the scientific literature and patents
concerned with two important parts of the acquisition of positional data
is given. This includes the calibration of positioning systems and the se-
lection of beacon nodes for position calculation. Secondly, previously
published work regarding the filtering of positional data is presented.
Thirdly, prior publications dealing with automatic activity recognition in
sports are introduced. In this context, we focus on rugby and beach vol-
leyball, since the application of automatic activity recognition has great
potential regarding the investigation and possible prevention of injuries
in these sports.

1.3.1 Acquisition of Positional Data

Automatic Calibration of Positioning Systems

Like Global Navigation Satellite Systems (GNSSs), LPSs require an infras-
tructure of beacon nodes in order to determine the position of an object.
While satellites take over the role of these nodes in the case of GNSSs, lo-
cal beacon nodes (often also referred to as anchors) have to be set up
around the area that needs to be covered by the LPS. The object that
is being tracked needs to be equipped with a mobile node (often also
referred to as tag) which can communicate with the beacon nodes. By
sending and receiving signals between the beacon nodes and the mobile
node, the position of the object of interest can be inferred. For accurate
positioning, the location of the beacon nodes needs to be determined
accurately prior to operating the LPS. This process is referred to as ca-
libration. Accurate manual determination of the beacon node location
requires costly measurement instruments, such as a tachymeter. In ad-
dition, it is often error-prone and time-consuming, since the position of
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each beacon node must be determined separately and the measurement
instrument often has to be repeatedly relocated and justified to cover the
complete LPS setup. Therefore, several auto-calibration methods have
been proposed in the literature in order to facilitate the calibration pro-
cess.

Olson et al. [Olso 06] described a method for determining the posi-
tions of the beacon nodes of an acoustic underwater LPS which was used
as a navigational aid for an Autonomous Underwater Vehicle (AUV). An
initial estimate of the AUV positions was obtained via dead-reckoning.
Assuming a 2D setup of the AUV and the beacon nodes, a voting pro-
cedure was employed to identify the most likely beacon node positions.
Duff and Muller [Duff 03] presented a scheme for finding the beacon po-
sitions of an Ultrasound (US) LPS which employed range measurements
via the Time-of-Arrival (ToA) principle. In this scheme, initial beacon
positions supplied by the user were iteratively refined with a nonlinear
least squares fitting algorithm which was run repeatedly, starting from
different initial conditions. Other methods which were also based on op-
timization were proposed by Syafrudin et al. [Syaf 12], Ruiz et al. [Ruiz 11]
and by Ureña et al. [Ure 15]. Mahajan and Figueroa [Maha 99] used
range measurements from an external measurement system to obtain
the positions of the beacon nodes. Mautz and Ochieng [Maut 07]demon-
strated the calculation of the positions of four coplanar beacon nodes of
an US-LPS. Their algorithm does not require an initial estimate of the
beacon positions. An additional approach for determining the positions
of coplanar beacon nodes of an acoustic LPS without the need of user-
supplied initial conditions was described by Guevara et al. [Guev 12].
Ruiz et al. [Ruiz 96] combined range measurements from an US-LPS with
estimated robot positions acquired via dead reckoning using an H-∞fil-
ter to localize the beacon nodes.

All of these auto-calibration schemes were developed for acoustic
LPSs which provide range measurements between the mobile node and
the beacon nodes, i.e. which are based on the ToA principle. They make
use of geometric properties of this measurement principle which are not
valid for Time-Difference-of-Arrival (TDoA) measurements. Ruiz et al.
[Ruiz 11] proposed an auto-calibration method that can also be used for
TDoA systems. However, their approach requires the exact positions of at
least three beacon nodes as initial information. Finding these positions
makes additional manual measurements with additional hardware nec-
essary. Moreover, the case of unknown timing offsets between different
nodes was not considered.
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Although TDoA systems are widely used [Liu 07], no general LPS ca-
libration method for TDoA systems has been proposed yet. Instead, ac-
curate beacon node positions of TDoA systems need to be determined
with cumbersome manual measurements, since an appropriate auto-
calibration method is not available.

Within the scope of this thesis, such an auto-calibration method for
TDoA-based positioning systems was developed. This approach also
covers the case of unknown clock offsets and requires only a rough ini-
tial estimate of the beacon node positions. This method is described in
detail in section 3.1.

Beacon Node Selection

In order to determine the position of a mobile node using a LPS, measure-
ments from several beacon nodes are necessary. However, if the mea-
surement of only one single beacon is corrupted, this can lead to consid-
erable errors in the calculated position. One of the most relevant error
sources is the occurrence of NLOS conditions [Cong 01], i.e. the signals
transmitted between the LPS nodes do not travel on the direct path but
are reflected, causing an erroneous measurement. To avoid such prob-
lems, NLOS conditions need to be detected reliably. Detected NLOS er-
rors must either be corrected or the affected measurements have to be
excluded from the position calculation.

Various solutions for this task have been proposed. Fischer et al.
[Fisc 06], filed a patent application regarding a method and system for
the localization of an object. In the patent application, NLOS errors were
tackled via a selection of beacon node measurements to maximize the
Signal-to-Noise Ratio (SNR) of the used beacons. The proposed crite-
ria for the selection include the geometrical arrangement of the bea-
con nodes and the mobile node, the antenna radiation patterns of the
beacon nodes, shadowing of the beacon antennas, the Free Space Path
Loss (FSPL) of the signal between the nodes and an optimization of the
Dilution of Precision (DOP). Furthermore, measurements from several
beacon nodes are weighted according to their consistency with regard to
the estimated position of the mobile node. The use of SNR for beacon
node selection was also suggested by Hol et al. [Hol 11].

In a publication by Pfeil et al. [Pfei 10], another method for the treat-
ment of NLOS measurements was presented. It is based on the surveil-
lance of the power level of the signals sent from the mobile node and
a reference node, which are received at the beacon nodes. Information
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about the antennas and directional parameters of the signal that is emit-
ted by a static reference node are considered in the analysis. In contrast
to the reference node, the respective parameters of the mobile node are
time variant due to its movement (translation and rotation). Therefore,
a dynamic analysis of the signals emitted by the mobile node was omit-
ted by Pfeil et al.. Instead, the radiation pattern of the mobile node was
assumed to be spherically symmetric for simplification. In addition, the
use of the Received Signal Strength Indication (RSSI) for the detection
of errors was suggested by Groves [Grov 11] and by Peng et al. [Peng 15].
However, an important shortcoming of this approach is also pointed out
by the authors. In practice, the mobile nodes are attached to an object
whose position needs to be determined. This object occludes or damp-
ens the propagation of the signal which is emitted by the mobile node.
Hence, in some cases the NLOS signal that is received at a beacon node
can be stronger than the direct path signal. Therefore, the RSSI is no re-
liable indicator for the discrimination of Line-of-Sight (LOS) and NLOS
signals. Modeling the radiation pattern of the mobile node as spherically
symmetric, as proposed in [Pfei 10] does not take this effect into account
either and is therefore also not reliable.

Hol et al. [Hol 11] presented an algorithm for pose estimation com-
bining Ultra-Wideband (UWB) and Inertial Measurement Unit (IMU) ob-
servations. In this approach, the detection of NLOS errors is based on hy-
pothesis testing of the innovations of an Extended Kalman Filter (EKF),
which is used to fuse ToA and inertial measurements. If an observation
deviates too much from the one-step ahead prediction of the EKF, the
observation is rejected. The methods presented by Pfeil et al. [Pfei 09]
and by Ke and Wu [Ke 11] are also based on evaluating the innovations of
Kalman Filters (KFs).

An approach that is based on the analysis of the consistency of sev-
eral TDoA measurements was presented by Cong and Zhuang [Cong 01].
Their contribution focused on mobile user location in wireless commu-
nication networks. To identify beacons which received NLOS signals, an
intermediate position of the mobile node is calculated for different sub-
sets of the available beacon nodes. These sets are then weighted based
on the residuals of the corresponding intermediate positions. The total
weight of each beacon measurement is the summed weight of all subsets
this beacon belongs to. Depending on the number of available beacons,
the number of possible beacon sets can make this approach computa-
tionally very expensive, since for each set an intermediate position needs
to be estimated.

10



1.3. Literature and Patents

None of the aforementioned approaches makes use of information
about variable orientation of the mobile node and its geometrical ar-
rangement with the target it is attached to (i.e. the object whose position
is sought). So far, the radiation pattern of the tag antenna is regarded as
an independent parameter during position estimation. In practice how-
ever, the mobile node is usually attached rigidly to the object of interest
(e.g. an athlete), which influences the signal emitted by the node. Fur-
thermore, the possibly varying orientation of the system constituted by
the mobile node and the target have been disregarded.

To overcome these limitations, a novel beacon node selection scheme
for avoiding NLOS errors was developed. The proposed method is ex-
plained and evaluated in section 3.2.

1.3.2 Filtering of Positional Data

Robust Kalman Filtering

As mentioned above, the acquired positional data can be corrupted.
Therefore, filtering is required in order to improve the quality of the mea-
sured position trajectories. One of the most popular filters for improving
positional data is the Kalman Filter (KF). The KF was introduced in 1960
by R.E. Kalman [Kalm 60]. Since then, it has been widely used in various
contexts with many adaptions and extensions of the original algorithm
have been proposed in the literature.

The popularity of the KF can be attributed to several advantages; it al-
lows filtering in real-time, can be adapted for a wide range of problems,
allows the fusion of data from different sources as well as the fusion of
measurements with model information. Furthermore, the KF is the op-
timal filter for linear Gaussian systems in the least mean square sense
[Bole 93]. Nevertheless, the KF also has several shortcomings. If the as-
sumptions of linearity or normality are violated, the quality of the filtered
output deteriorates. Moreover, the KF requires careful selection of appro-
priate process and measurement models and the associated covariance
matrices. The choice of these parameters is often difficult because the
characteristics of the system which needs to be modeled are only par-
tially known. Although the use of suitable parameters is essential for the
optimal performance of KFs, in practice, they are often set in a manual
tuning procedure [Ting 07].

To overcome these limitations and to improve the performance of the
original KF, numerous modifications have been presented in the litera-
ture. The adaptation of the KF approach to non-linear systems [Ljun 79],
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Kalman smoothing [Moor 73] and the handling of outliers [Liu 04] are
some of the most popular of these modifications. Usually, these modifi-
cations are treated separately, and combinations of several enhancement
methods are not considered. Moreover, although the KF can be used for
non-uniformly sampled data in general, most of the published work de-
scribing the aforementioned modifications assume observations that are
acquired with a constant sampling rate. Finally, the applicability of the
published methods for the estimation of the crucial filter parameters is
tightly restricted regarding the required preconditions.

Probably the most prevalent modification of the KF is its adapta-
tion to non-linear systems. This has led to the development of the Ex-
tended Kalman Filter (EKF) [Welc 95], the Unscented Kalman Filter (UKF)
[Juli 97] and the Square-Root Unscented Kalman Filter (SRUKF) [Van 01].
In the EKF, suitability to non-linear systems is realized via point-wise lin-
earization of the process and measurement models, while the UKF and
SRUKF both employ the unscented transformation of the state covari-
ance matrix. Non-linearities can also be tackled with a Particle Filter (PF),
which allows a non-parametric description of probability distributions in
the state-space by Monte Carlo approximations [Hurz 01]. However, this
comes at the cost of increased computational effort. The focus of this
work is mainly on the EKF, due to its high practical relevance.

In addition to the extension of the KF to non-linear systems, differ-
ent approaches have been proposed to mitigate the effect of outliers on
the filtering process. Outliers lead to undesired disturbances of the filter
output since they violate the assumption of Gaussian noise. According
to Grubbs, “an outlying observation, or outlier, is one that appears to de-
viate markedly from other members of the sample in which it occurs”
[Grub 69]. For example, in a localization scenario, outliers can occur
when measurements are disturbed by Non-Line-of-Sight (NLOS) condi-
tions.

In the filter approach presented by Agamennoni et al. [Agam 11],
outliers are handled by modeling measurement noise with a Student’s
t-distribution instead of a Gaussian distribution. In the update step
of the KF, the measurement noise covariance matrix is replaced by its
expected value, which is determined iteratively. This causes compu-
tational overhead, which is even more severe when Kalman smooth-
ing also needs to be performed. In this case, this iterative algorithm
needs to be applied several times for each output value. Moreover, the
transfer of this technique to the EKF was not considered in the publi-
cation by Agamennoni et al.. A weighted, robust KF was proposed by
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Ting et al. [Ting 07]. In their method, a scalar weight is assigned for
each data sample, such that a measurement with a lower weight con-
tributes less to the estimation of the current state. This approach showed
the same performance as a thresholded KF, where measurements are
rejected as outliers if their Mahalanobis distance exceeds a predefined
value. Gandhi and Mili [Gand 10] employed redundant observations and
a threshold on a median-based distance measure for the detection of out-
liers. Their method causes a considerable increase of computation time.
Other thresholded KFs with outlier rejection were presented by Meyr and
Spies [Meyr 84] and by Mirza [Mirz 11]. Zuluaga et al. [Zulu 15] compared
different versions of weighted KFs with a thresholded KF in the context
of wind speed prediction. Here, the thresholded KF achieved the lowest
error. Another possible alternative for handling outliers is the Huberiza-
tion in a modified correction step. This method was described by Ruck-
deschel [Ruck 01], who presented two robust versions of the KF that are
applicable in the presence of outliers. Based on these filters, an outlier-
robust Kalman smoother was introduced in [Ruck 14]. Stojanovic and
Nedic [Stoj 16] introduced a robust KF based on the Masrielez-Martin fil-
ter.

Almost all publications dealing with KFs implicitly or explicitly as-
sumed a constant sampling rate for the observations. This also includes
multirate systems comprising several measurement units, each with a
constant sampling rate [Arme 04, Srid 93]. However, a constant sampling
rate cannot always be guaranteed, for example if measurements have
to be rejected as outliers or due to data loss. Li et al. [Li 08] described
Kalman filtering for non-uniformly-sampled multirate systems, but did
not consider outliers and smoothing in their work.

Different possibilities for delayed smoothing of the data have been
proposed in the literature. Kalman smoothing allows exploiting all avail-
able data within a certain delay, if no strict real-time processing is re-
quired. This includes different forms of fixed-point, fixed-interval and
fixed-lag smoothing [Simo 06]. Fixed-point smoothing can be employed
when a state estimate at a fixed time is to be determined, whereas fixed-
interval smoothing yields state estimates for a fixed interval of measure-
ments. In many applications, such as medical imaging [Vauh 01], atmo-
spheric process studies [Cohn 94] or target tracking [Chen 01], where the
delay introduced by the smoothing needs to be constant, fixed-lag fil-
tering is the most suitable choice. Hence, the focus of this work is on
fixed-lag smoothing, considering its wide range of applications.
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Regardless of the used modifications of the KF, the estimation of the
measurement and process noise covariance matrices is still essential for
the optimal performance of all Kalman-based filters. This estimation
task has been considered in various publications. A parameter estima-
tion scheme for a KF based on the statistical properties of the innova-
tion sequence was proposed by Wang et al. [Wang 10]. Ghahramani and
Hinton [Ghah 96], as well as Axelsson and Orguner [Axel 11] suggested
Expectation-Maximization (EM) [Demp 77, Shum 82] as a method of de-
termining the noise parameters. Bavdekar et al. [Bavd 11] proposed two
different approaches, direct optimization and EM, for noise parameter
estimation. While the proposed methods are useful for parameter esti-
mation, the effect of outliers has not been investigated, with the excep-
tion of the work by Agamennoni et al. [Agam 11]. However, a constant
sampling rate and a linear model were assumed in their work and the
used EM algorithm for parameter estimation was not clarified.

Despite the substantial body of published work in the field of Kalman
filtering, no approach has been presented so far which simultaneously
addresses non-linear, outlier-robust Kalman filtering of non-uniformly
sampled data with automatic estimation of all the necessary filter para-
meters and smoothing. Hence, with the current state-of-the-art, it is not
possible to make optimal use of the available data in many applications.
For example, applying Kalman smoothing to non-uniformly sampled po-
sitional data leads to undefined and variable delays in the filter output.
This makes it impossible to synchronize the filter output with other sen-
sor systems and may deteriorate the performance of subsequent ana-
lysis algorithms. To close this gap, a robust Kalman framework which
addresses the five aforementioned issues (i.e. non-linearity, robustness,
non-uniform sampling, fixed-lag smoothing, parameter estimation) has
been developed. This framework is described and evaluated in detail in
section 4.1.

Incorporation of Prior Knowledge

While the KF modifications described above were not specifically de-
signed for sports applications, positional data in sports often exhibits
particular properties that can be exploited in the filtering process. The
trajectories to be filtered in a sports context are oftentimes subject to con-
straints. For example, a runner in a track and field competition is only al-
lowed to move within the bounds of the defined track. Similar constraints
can be found in many other sports, such as track cycling, speed skating

14



1.3. Literature and Patents

or in horse and dog racing. The incorporation of such prior knowledge
about constraints in the filtering process has the potential to further im-
prove the quality of the filter output.

The linear KF and the non-linear EKF, UKF and SRUKF do not natu-
rally handle constraints, but various methods for incorporation of con-
straints in KFs have been proposed in the literature. Constraints can be
subdivided into hard constraints and soft constraints. While hard con-
straints need to be satisfied exactly, soft constraints only need to be sat-
isfied approximately.

Simon [Simo 10] states, that most practical systems should be mod-
eled with soft constraints rather than hard constraints. Three main ap-
proaches for incorporating soft constraints in KFs can be found in the
literature: introduction of pseudo-measurements, projection of the state
estimates towards the constraints and regularization [Simo 10]. The in-
corporation of constraints by means of pseudo-measurements is realized
by enhancing the measurement vector with the constraints, i.e. the con-
straint information is modeled as a measurement, although there is no
actual measurement device which captures this information. If projec-
tion is employed, the unconstrained KF estimate is projected towards
the constraint surface [Simo 02]. Regularization approaches require a
change in the structure of the regular KF to include a regularization term
in the estimation problem solved by the KF [Saye 01].

EKFs incorporating soft constraints by means of pseudo-
measurements were described by Alouani and Blair [Alou 93] and
by Tahk and Speyer [Tahk 90]. Additionally, Lahrech and Noyer [Lahr 04]
suggested how map information can be used as pseudo-measurements
for car navigation. The concept of pseudo-measurements was adapted
for use with the UKF by Teixeira et al. [Teix 09]. Employing pseudo-
measurements requires the additional estimation of the corresponding
covariance matrix. Furthermore, adding pseudo-measurements in-
creases the dimension of the observation vector, which leads to an
increase in computational complexity. Another disadvantage of this
approach lies in the fact that it merges model information with the
observed data, rendering common outlier detection methods for KFs
ineffective since they are based on the comparison of predicted and
actual measurements.

A projection strategy for the incorporation soft constraints was pro-
posed in a publication by Massicotte [Mass 95]. There, a positivity con-
straint was softly imposed on the state estimate by scaling of the state
variables, which can be interpreted as a projection toward the constraint
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surface. The scaling factor for correction needs to be determined man-
ually, making its tuning cumbersome and prone to errors. Another pro-
jection approach was used by Ford et al. [Ford 01]. They suggested esti-
mating the trajectory of a race car by projecting the estimated position
towards the track surface in the direction of its normal vector. This led to
an improved position accuracy along this axis, whereas the the position
error on the track surface increased.

A regularization approach was proposed by Simon and Simon
[Simo 06]. They introduced a penalty term into the KF in order to include
a priori information. A downside of this method is its heuristic nature,
which makes it difficult to find the optimal settings for a specific appli-
cation. Furthermore, the computational time required for determining
the constrained state estimate increases.

The incorporation of soft constraints in KFs presented so far still suf-
fer from at least one of the following shortcomings. First, computational
cost is considerably increased compared to an unconstrained solution,
which limits the real-time capability of the signal filtering. Second, ad-
ditional parameters are required. Since these parameters have to be de-
termined empirically, this reduces the practicality of these methods and
may also lead to suboptimal filter performance. Third, other improve-
ments of Kalman-based filters, such as optimal smoothing or outlier re-
jection are not compatible with the methods presented in the literature.

An alternative filtering approach which includes soft constraints and
does not suffer from these shortcomings has been developed. This
method is explained in detail in section 4.2.

1.3.3 Automatic Activity Recognition in Sports

Activity Recognition in Rugby

The automatic recognition of activities in sports has been addressed in
numerous publications. Most of this work has been based on measure-
ments acquired with wearable IMUs or Inertial-Magnetic Measurement
Units (IMMUs). Sensor-based activity recognition systems have been de-
veloped for various sports, e.g. soccer [Schu 15], skateboarding [Groh 15],
snowboarding [Holl 10], basketball [Nguy 15], hockey [Mitc 13] and ta-
ble tennis [Blan 15]. Apart from the applications in sports, sensor-based
systems have also been designed for the recognition of daily-life activi-
ties [Bao 04, Leut 13, Ravi 05], for recognizing gestures [Nguy 12, Ordo 16,
Rogg 15] or for the monitoring of production lines [Stie 08].
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While the authors of the previously introduced publications focused
on the recognition of activities of single subjects, research in the recog-
nition of complex activities with multiple participants as they occur in
game sports like rugby is still in its infancy [Chen 12]. Many relevant
activities in game sports include several persons interacting with each
other. By analyzing measurements about interacting subjects separately,
information about mutual influences and interactions, which could im-
prove the activity recognition, is discarded. However, player interactions
are an essential part of game sports and should therefore be included in
the analysis procedure.

Few systems for the recognition of activities involving multiple sub-
jects have been reported so far. Methods for the automatic recognition of
activities that include several participants have mostly been published in
the context of computer vision. For example, Oliver et al. [Oliv 00] used
Coupled Hidden Markov Models [Bran 97] to model human interactions
based on video data. Du et al. [Du 06] employed a Dynamic Bayesian
Network to recognize interaction activities. Their algorithm also works
on video data. In these studies, interactions between two or three partic-
ipants were considered.

The described methods require detailed modeling of the analyzed
processes. In game sports, where many players can interact at the same
time (e.g. 14 players in rugby sevens), a huge variety of possible inter-
actions would have to be modeled in order to capture all nuances of the
game. The complexity of such an approach is prohibitive for the direct
application of the previously mentioned methods (which were designed
for two or three participants) to a game sport like rugby.

In the work by Direkoglu and O’Connor [Dire 12], a different approach
for team activity recognition was introduced. Based on positional data
extracted from videos of handball plays, they represented the course of
the game as a series of position distributions. These were used success-
fully to classify team activities such as basic defense or offense fast break.
Another recognition approach based on two-dimensional player posi-
tions extracted from videos was presented by Kong et al. [Kong 09]. In
their method, motion descriptors of multiple players are combined in a
histogram, which is then used to classify three different team activities
(attacking, defending, stalemate). Perse et al. [Pers 10] employed colored
petri nets to distinguish different team activities based on trajectory tem-
plates. While these trajectory-based approaches allow the recognition of
some team activities, there are not able to capture detailed player inter-
actions, as for example duels in soccer or tackles in football and rugby.
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Kelly et al. [Kell 12] introduced an approach for automatically detect-
ing collisions in rugby. Their method is based on data from wearable
acceleration sensors. This sensor data was analyzed separately for each
player, thereby ignoring possible interrelations between the sensor sig-
nals from different players.

Focusing on the application in the context of rugby, a novel approach
for the automatic recognition of multi-player activities in game sports
has been developed within the scope of this work. The approach is based
on the combination of positional and inertial data. The details of this
method and its evaluation are presented in section 5.1.

Activity Recognition in Beach Volleyball

Sensor-based activity recognition systems specifically designed for vol-
leyball or beach volleyball are not covered extensively in the literature.
Jarning et al. [Jarn 15] aimed at determining the jump frequency in vol-
leyball in order to understand and prevent patellar tendinopathy (also
known as jumper’s knee). Using accelerometer sensors, they evaluated
peak vertical acceleration and peak resultant acceleration during vol-
leyball plays. They concluded that differences in these parameters are
not sufficient for the differentiation between jumping and non-jumping
movements.

Rawashdeh et al. [Rawa 15]used IMMUs attached to the upper arm to
capture sensor signals related to the arm motion. With the acquired data,
they were able to automatically distinguish between volleyball serves and
baseball throws. Cuspinera et al. [Cusp 16] used gyroscopes and acceler-
ation sensors on the wrist and hand of beach volleyball players to dis-
tinguish between four different serve types. They concluded that such a
differentiation may be possible. However, their work did not include a
comprehensive evaluation and results were obtained with data contain-
ing only one serve type.

In most of the previous work regarding sensor-based activity recog-
nition, classification was based on a set of generic or heuristic features
that were calculated from the sensor data. These features served as input
to classification algorithms that were trained to discriminate between
different activity classes. Typical classification algorithms were Naïve
Bayes (NB) [Lewi 98], Support Vector Machine (SVM) [Cort 95, Suyk 99], k-
Nearest-Neighbors (kNN) [Cove 67]), decision trees [Brei 84] and Random
Forest (RF) [Brei 01, Liaw 02]. In some cases, the classification results
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were improved by using voting techniques such as Pluarility Voting
(VOTE) [Ho 94], bagging [Brei 96] and boosting [Meir 03].

As an alternative to the classical classification approach based on
hand-crafted features, deep learning methods have gained a lot of popu-
larity over the last years [LeCu 15]. The most important advantage of deep
learning is the possibility to automatically extract features from the mea-
sured data, also known as representation learning. Although it has been
extremely successful in image and speech recognition [Deng 13, He 15,
Hint 12a], deep learning has not yet fully reached the area of sensor-
based activity recognition [Lane 15].

Zheng et al. [Zhen 14] used Deep Convolutional Neural Net-
works (DCNNs) to distinguish between four daily life activities using
accelerometer data. They showed that this approach outperformed
a 1-Nearest-Neighbor classifier. Also Zeng et al. [Zeng 14] employed
DCNNs for human activity recognition from tri-axial accelerometers.
The data sets used in their study included different daily life activities
and activities of assembly-line workers. The authors demonstrated
that DCNNs outperformed various other methods for feature extraction.
However, a comparison of the DCNN with other classification algorithms
was not part of the study. Bailador et al. [Bail 07] demonstrated the use
of Continuous Time Recurrent Neural Networks for gesture recognition.
In their work, eight different gestures were classified based on the data
of a tri-axial accelerometer that was held in one hand. Again, a compar-
ison of the presented approach with other methods was not included.
Ordóñez et al. [Ordo 16] designed a recurrent network architecture for
gesture recognition from IMMU data. Using their Deep Convolutional
Long-Short-Term-Memory Neural Network, they outperformed several
other approaches in terms of classification performance. As input to the
network, measurements from at least ten tri-axial sensors at different
body positions were required. This high degree of instrumentation is
not acceptable in most sports applications since it would significantly
hinder the mobility of athletes.

The literature review showed, that the usability of deep learning
methods for sports activity recognition still remains to be investigated.
Moreover, the performance of deep learning algorithms for application
in sensor-based activity recognition has not been compared systemat-
ically to other state-of-the-art activity recognition approaches. There-
fore, an automatic system for activity monitoring in beach volleyball is
described in section 5.2. Our work is based on a DCNN and is compared
to various other state-of-the-art classification methods.
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1.4 Contributions

This thesis contributes to several key aspects of the acquisition, filter-
ing and analysis of positional and inertial data in the context of sports.
With the methods proposed in this thesis, the acquisition of positional
data using LPSs becomes reliable, user-friendly and cost-efficient. The
presented techniques for filtering of positional data allow an accurate
and robust real-time output of trajectories even under challenging con-
ditions. Depending on the application, filtering can be conducted with
minimum prior knowledge about the tracked movements or with the
incorporation of sport-specific movement constraints. A novel strategy
that combines IMU data and positional data for the automatic recogni-
tion of tackles and scrums in rugby is presented. Further, deep learning
methods for sensor-based activity recognition in sports are introduced
and demonstrated in the context of beach volleyball. The main contri-
butions of this thesis are:

(I) The precise calibration of a LPS is crucial for its accuracy. How-
ever, generally applicable automatic calibration procedures have
been reported only for ToA positioning systems so far. To bridge
this gap, a novel automatic calibration procedure that is applica-
ble to TDoA positioning systems is introduced in section 3.1. This
method requires only rough initial estimates of the beacon posi-
tions and makes the setup of TDoA positioning systems easier and
more reliable. A patent application encompassing the proposed
calibration method has been filed [Kaut 16a].

(II) One of the most relevant sources of positioning inaccuracies in
LPSs is the occurrence of NLOS errors. In order to avoid such er-
rors, a beacon node selection scheme that circumvents the usage
of measurements that are corrupted by NLOS errors is presented
in section 3.2. In contrast to previously reported methods, the pro-
posed approach leverages information about variable geometric
arrangements of the object to be tracked and the LPS infrastruc-
ture. Thereby, NLOS influences during positioning can be effi-
ciently mitigated. The presented beacon node selection scheme
has been included in a patent application [Kaut 15b].

(III) The quality of positional data can be improved via filtering. A novel
Kalman-based filter procedure that encompasses robustness to-
wards outliers, Kalman smoothing and real-time conversion from
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non-uniformly sampled inputs to a constant output rate is in-
troduced in section 4.1. The aforementioned features have been
mostly treated independently in the literature, so that not all of
their benefits could be exploited at the same time. In this the-
sis, a coherent analysis procedure that combines all these features
and their benefits is presented. To further facilitate the utiliza-
tion of the proposed methodology and to ensure optimal perfor-
mance, a strategy for estimating all necessary parameters is intro-
duced. Thereby, the versatility of the KF as one of the most widely-
used filtering approaches is substantially expanded while taking
full advantage of its most prevalent extensions. A detailed descrip-
tion and evaluation of this KF framework has been published in
[Kaut 15a].

(IV) In order to further improve the accuracy of position tracking
in sports, a method for constraining KFs by incorporating prior
knowledge in an augmented motion model is introduced. This
method is described and evaluated in section 4.2. The presented
approach does not require cumbersome tuning of additional filter
parameters and causes only little computational overhead. At the
same time, the accuracy of the filtered output is improved. This
filtering technique has been published in [Kaut 16b].

(V) While many activities involving only a single athlete can be classi-
fied robustly, the automatic classification of complex activities in-
volving several athletes is still in its infancy. In section 5.1, a new
approach for the recognition of such multi-player activities in the
context of game sports is presented. The method fuses positional
and inertial data in a set of interaction features. The presented ap-
proach has been published in [Kaut 15c].

(VI) Despite the fact that deep learning approaches have shown out-
standing performance in various pattern recognition tasks, its us-
ability in the field of sensor-based activity classification has not
been systematically analyzed so far. In section 5.2, possible advan-
tages of using deep learning in this context are investigated by de-
signing a DCNN as part of an unobtrusive automatic monitoring
system for beach volleyball. The potential of deep learning to ex-
tend the boundaries of sensor-based activity recognition is demon-
strated by comparing this new approach to five common classifica-
tion algorithms. The findings presented in this section have been
published in [Kaut 17b].
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1.5 Structure of this Work

This thesis is divided into three major parts. In the first part (chapter 2),
the relevant fundamentals for the topics covered in this thesis are intro-
duced. Here, the focus is on the principles of positioning systems, KFs
and inertial-magnetic sensors. Moreover, a short introduction into pat-
tern recognition fundamentals is given. The second part, consisting of
chapters 3-5, addresses each contribution of this thesis in detail. The
contributions are organized according to the three building blocks of the
previously introduced processing pipeline (Fig. 1.1): data acquisition,
filtering and analysis.

• Chapter 3 deals with the two contributions concerning the acqui-
sition of positional data in sports. These include the method for the
automatic calibration of TDoA positioning systems (section 3.1)
and the approach for situation-aware beacon node selection for
LPSs (section 3.2).

• Chapter 4 covers the two contributions regarding the filtering of
positional data in sports. This chapter comprises the description
of the proposed robust Kalman framework (section 4.1) and of the
concept of augmented motion models for position filtering (sec-
tion 4.2).

• Chapter 5 focuses on the analysis of positional and inertial data in
sports. Here, methods for the automatic recognition of activities
in rugby (section 5.2) and in beach volleyball (section 5.1) are pre-
sented.

Finally, the methods and results presented in this thesis are summa-
rized and discussed in chapter 6. Furthermore, challenges for future re-
search are outlined and conclusions regarding the presented work are
drawn.
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Chapter 2

Fundamentals

2.1 Positioning Fundamentals

In this section, fundamental considerations for the acquisition of posi-
tion measurements are presented. An overview of different types of posi-
tioning systems is given. Subsequently, measurement principles of elec-
tromagnetic positioning systems and the corresponding methods for in-
ferring positions from the raw measurements are described in detail. In
addition, relevant error sources, which influence the position estimation,
are highlighted. The positioning fundamentals given in this section serve
as the starting point for the contributions regarding the acquisition of po-
sition data in sports, which will be presented in chapter 3.

2.1.1 Positioning Systems in Sports

For the acquisition of position data in sports, various types of measure-
ment systems may be employed. Positioning systems can be classified
regarding their measurement technology. Commonly used systems in-
clude optical, acoustic and electromagnetic positioning systems. All of
these systems exhibit specific advantages and disadvantages, which will
be briefly outlined in the following paragraphs.

Vision-based or optical positioning systems allow object tracking
with high spatial and temporal resolution. Markerless optical position-
ing systems (e.g. Hawk-Eye1) are non-invasive, i.e., they do not require
manipulation of the object to be tracked. This is an important property,
especially in the sports context, since any changes to the objects to be

1Hawk Eye Innovations Ltd, Basingstoke, UK
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tracked (for example, a tennis ball) are technically difficult or prohibited
by sports regulation. Also, marker-based optical systems are available on
the market (e.g. Qualisys2, OptiTrack3 and Vicon4). In general, they offer
a more precise and robust tracking than markerless systems but require
manipulation of the object to be tracked. Marker-based systems allow
positioning with an accuracy in the millimeter range. Optical positioning
systems require extensive post-processing for recognition and tracking of
the object of interest in the video data. Moreover, they are susceptible to
occlusions, involve high hardware costs and the volume that can be cov-
ered by optical systems is often not sufficient for position tracking under
realistic conditions. Because of their high temporal and spatial resolu-
tion, optical positioning systems are used for detailed motion analyses,
e.g., to analyze the gait of an athlete.

Acoustic positioning systems allow object tracking with high accu-
racy and low hardware costs. Major drawbacks of such systems are their
limited range, their susceptibility to occlusions and the slow propagation
speed of acoustic waves. This slow signal propagation limits the possi-
ble sampling rate and real-time capability of such systems. Other fac-
tors that can negatively influence the performance of acoustic position-
ing systems are wind, ambient noise and temperature changes. Exam-
ples of acoustic positioning systems are the Active Bat [Haza 02], Cricket
[Priy 05] and Dolphin [Mina 04] systems.

Electromagnetic positioning systems include GNSSs and a wide va-
riety of LPSs. Electromagnetic positioning systems allow positioning
of objects with good accuracy (centimeters to meters). The sampling
rates range from 5 Hz (GNSS) up to several thousand Hz with some LPSs.
Electromagnetic positioning systems require equipping the object to be
tracked with a passive or active tag. Moreover, an infrastructure of bea-
con nodes is required. In case of GNSSs, satellites take over the role of
these beacons. In case of LPSs, nodes have to be deployed locally, which
leads to increased hardware costs. While GNSSs allow positioning only in
outdoor applications, LPSs allow positioning both indoors and outdoors.
Moreover, LPSs offer better accuracy and higher sampling rates than
GNSSs. Electromagnetic positioning systems are more robust towards
occlusions than optical and acoustic positioning systems. The most im-
portant GNSSs are the Global Positioning System (GPS), Globalnaja Naw-
igazionnaja Sputnikowaja Sistema (GLONASS) and the Galileo satellite

2Qualisys AB, Göteborg, Sweden
3NaturalPoint Inc., Corvalis, OR, USA
4Motion Systems Ltd, Oxford, UK
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navigation system. Various LPSs are available on the market, e.g., Inmo-
tio LPM5, OpenRTLS6, Kinexon7 , RedFIR8 and ClearSky9. Due to their
ability to track objects robustly, with high sampling rates and good accu-
racy, electromagnetic LPSs are increasingly used in sports applications
[Lese 11]. Therefore, this work will focus on this kind of positioning sys-
tems.

2.1.2 Measurement Principles

The fundamental structure of most electromagnetic positioning systems
is similar. They consist of one or more beacon nodes (anchors) with
known and usually fixed positions bi ∈R3 and one or more mobile nodes
(tags) with unknown and usually variable positions mk ∈R3 10.

Determining the position of the tags requires the transmission of
electromagnetic signals between the nodes. This transmission is sub-
ject to the fundamental principles of radio wave propagation [Whit 96].
For the communication between the nodes to be successful, the power
of the received signal Pr at the receiving nodes needs to be high enough
to obtain a sufficient SNR. For a signal path with no obstacles and long
enough to neglect near-field antenna effects, the received signal power is
given by

Pr = Pt − L t +Gt − L f s +Gr − L r . (2.1)

Here, Pr is the received power (dB), Pt is the transmitted power (dB), L t

is the transmission line loss (dB), Gt is the gain of the transmit antenna
(dBi), L f s is the FSPL (dB), Gr is the gain of the receive antenna (dBi) and
L r is the line loss of the receiver (dB). The FSPL depends on the traveled
distance d and the wave length λ of the signal according to

L f s = 10 log
�

λ

4πd

�2

= 20 log d +20 log f −147.55, (2.2)

where the signal frequency is given by f = c /λ and c is the speed of light.
If the signal is obstructed by an obstacle, the LOS signal is further atten-
uated.

5Inmotio Object Tracking BV, Amsterdam, Netherlands
6OpenRTLS, Berlicum, Netherlands
7Kinexon Sports & Media GmbH, Munich, Germany
8Fraunhofer Institute for Integrated Circuits, Nuremberg, Germany
9Catapult Sports, Melbourne, Australia
10For brevity, the index k of the mobile node will be dropped in the remainder of this thesis
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If signals can be transmitted successfully between the nodes (unidi-
rectionally or bidirectionally), the propagation times of the electromag-
netic waves can be determined. Using these propagation times , the po-
sition of the mobile node in the local coordinate system is inferred. The
most common principles for inferring mobile node positions from signal
propagation are ToA, TDoA and Angle of Arrival (AoA).

ToA In ToA-systems, the propagation time of a signal traveling between
nodes is measured directly. Since the propagation speed c of electro-
magnetic signals is known, propagation times T can be translated into
distances d using

d = c ·T . (2.3)

Therefore, a ToA-system provides distance measurements between the
nodes. If several distance measurements between a mobile node and
beacon nodes are available, the position of the mobile node can be cal-
culated. In the 2D case, the mobile node lies at the intersection of circles
around the beacon nodes with radius |m−bi |. An example for a 2D ToA
scenario is given in Fig. 2.1. In practice, the measured distance dm ,bi

be-
tween the mobile node and the i -th beacon node differs from the true
distance by an error ei . An optimal estimate of the mobile node position
m̂ in the least-squares sense can be found by solving

m̂= argmin
m

∑

i

wi (|m−bi | −dm ,bi
)2. (2.4)

Scalar weights wi can be used to assign different importance to measure-
ments from different beacon nodes. If all measurements have the same
importance, then wi = 1∀i . The weights can be summarized in a weight
vector w. In the 3D case, the position of the mobile node can be deter-
mined by estimating the intersection of spheres instead of circles cen-
tered at the beacon nodes. To avoid the need for highly accurate syn-
chronization between the involved nodes, ToA measurements are usu-
ally realized using Two-Way Ranging (TWR), where signals between the
nodes are sent and received in a bidirectional communication scheme.

TDoA As the name implies, TDoA systems make use of the difference
of arrival times of electromagnetic signals sent between nodes. One pos-
sibility for implementing a TDoA measurement is to measure the differ-
ence of arrival times of the signals from two sending nodes at one re-
ceiving node. The second possibility is to measure the difference of ar-
rival times of a signal sent from one node at two receiving nodes. Since
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Figure 2.1: Example for 2D ToA positioning. The bold arcs indicate the true dis-
tances between the beacon nodes bi and the mobile node m. The thin arcs indi-
cate the deviation between the true and measured distances. |m−bi | ( i = 1, 2, 3)
is constant along each depicted arc. The lightly shaded areas represent the possi-
ble mobile node positions if only two beacon measurements are used. The darkly
shaded area represents the possible mobile node positions considering all three
beacon measurements.

only time differences are necessary, the absolute time at which a signal
was sent is not required, thus circumventing the need for accurate syn-
chronization between nodes. In contrast to ToA systems, where the po-
sition of the mobile node is found by determining the intersections of
spheres, TDoA systems require the determination of intersections of hy-
perboloids. In analogy to ToA systems, deviations between the true time
differences and the measured time differences need to be accounted for.

The LPS that was used for the experiments conducted in the context
of this work employed the first of the previously described differencing
approaches, i.e., it measured difference of arrival times of the signals
from the mobile node and a reference node at each receiving beacon
node. The system architecture is described in detail in [Stel 04]. In this
system, the measured time differences∆t are shifted by an unknown and
time-varying offset to f f . An estimate of the mobile node position m̂ and
the time offset t̂o f f can be determined for this setup according to the fol-
lowing equation:

(m̂, t̂o f f ) = argmin
(m, to f f )

∑

i

wi [|m−bi | − |r−bi | − c (∆ti + to f f )]
2 (2.5)
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b1
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Figure 2.2: Example for 2D TDoA positioning. The bold hyperboloids indicate the
true time/distance differences for beacon nodes bi and the mobile node m. The
thin hyperboloids indicate the deviation between the true and measured differ-
ences. |r−bi | ( i = 1, 2, 3) is constant along each depicted hyperboloid. The lightly
shaded areas represent the possible mobile node positions if only two beacon
measurements are used. The darkly shaded area represents the possible mobile
node positions considering all three beacon measurements. An offset to f f = 0 is
assumed in order to simplify the visualization.

Here, bi describes the position of the i -th beacon node, r is the position of
the reference node,∆ti is the difference of the arrival times of the signals
sent from the mobile and reference nodes at the i -th beacon node. As
in Eqn. 2.4, different weights can be assigned to each measurement. An
example for TDoA localization according to this approach is given in Fig.
2.2 (assuming to f f = 0 in order to simplify the visualization).

AoA Localization by means of AoA measurements is also based on dif-
ferences of arrival times. However, in contrast to TDoA systems, the bea-
con nodes contain antenna arrays instead of single antennas. Knowing
the distance between the elements of such an array, differences in the ar-
rival times of a signal received at one beacon node can be converted into
angle measurements. The position of the mobile node can be estimated
by determining the intersection of rays starting at the beacon nodes in
the measured directions.
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Solvers The localization equations can be solved using various itera-
tive algorithms (e.g., Gauss-Newton algorithm [Wedd 74]) or closed-form
algorithms (e.g., Bancroft algorithm [Banc 85]). In this work, localiza-
tion was performed using the iterative Levenberg-Marquardt algorithm
[Marq 63]. This algorithm can be interpreted as a combination of steep-
est descent and the Gauss-Newton approach and has been shown to
perform well for solving localization problems [Yan 08, Siro 10]. Within
the scope of this work, the levmar implementation of the Levenberg-
Marquardt algorithm [Lour 05]was used.

Finding a unique solution of the localization equations requires at
least as many measurements as there are unknowns. If more measure-
ments are available, the system is overdetermined. This allows the calcu-
lation of a residual vector e ∈RB which contains the deviations between
the actual measurements of the B beacon nodes and the measurements
which would be expected according to the estimated mobile node posi-
tion m̂. For ToA-localization, this yields:

eTo A =















|m̂−b1| −dm ,b1

...
|m̂−bi | −dm ,bi

...
|m̂−bB | −dm ,bB
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eTo A,1
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eTo A,i
...

eTo A,B















(2.6)

The residual vector for TDoA systems can be obtained as:

eT D o A =
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(2.7)

The residuals can be used as an indicator for the quality of the esti-
mated mobile node position.

2.1.3 Measurement Errors

In practice, the ToA, TDoA and AoA measurements are subject to errors.
The most important types of errors are random noise and NLOS errors
[Cong 01]. The random measurement noise mainly results from thermal
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noise and phase noise in the electronic circuits of the mobile and bea-
con nodes. It can be modeled as Additive White Gaussian Noise (AWGN)
[Gezi 05].

NLOS errors occur, if the signals that are transmitted between the
nodes do not travel on the shortest path (LOS). If a signal that is emitted
from a mobile node is reflected before reaching a beacon node, its prop-
agation time is longer than it would have been on the LOS. Such reflec-
tions can also lead to multi-path effects that occur if the NLOS signal in-
terferes with the LOS signal, which also causes erroneous measurements.
The exact distribution of NLOS errors is usually unknown and the magni-
tude of these errors is theoretically unlimited. The affected ToA, TDoA or
AoA measurements and the resulting position estimates can be distorted
considerably and can even become useless. Therefore, it is of great im-
portance to identify such erroneous measurements. If it can be deter-
mined, which beacon nodes received a NLOS signal, the corresponding
measurement can be dismissed. If enough other beacon nodes with valid
measurements remain, a useful position can still be obtained. However,
if a valid measurement is falsely rejected, valuable information remains
unused, thereby reducing the accuracy and/or sampling rate of the ac-
quired position estimates. An example setup of a TDoA-LPS for localiza-
tion in athletics with NLOS occurrence is depicted in Fig. 2.3.

The calibration of a LPS presents another possible source of errors.
If inaccurate beacon node positions are assumed, the quality of the es-
timated tag positions also deteriorates. Independent of the employed
measurement principle, the position estimation of the mobile nodes is
always conducted with respect to the beacon nodes. The positions of the
beacon nodes define the local coordinate system in which all measure-
ments are obtained. Although the position accuracy is invariant with re-
spect to rotation and translation of the local coordinate system, the co-
ordinate system needs to be consistent, i.e., the coordinates of the bea-
con nodes must correspond to the actual distances between the nodes.
If this condition is not met, the resulting position estimates of the mo-
bile nodes will be distorted and inaccurate since the ToA, TDoA or AoA
measurements do not match with the assumed coordinate system, even
without noise or NLOS errors. This should be avoided by careful defini-
tion of the beacon node positions, either by manual measurement (e.g.
with a tachymeter) or in an automatic calibration procedure.
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Figure 2.3: Example setup of a TDoA-LPS for localization in athletics. Beacon
nodes (b1, ..., b4) are placed around the track. The mobile node (m) is attached
to the shirt of the athlete. A reference node (r) is placed on the infield. The solid
black line indicates the LOS signal path between m and b4. The dashed line in-
dicates a possible NLOS path due to signal reflection at objects in the vicinity of
the track (signal paths to the other beacon nodes were omitted for better clarity
of the visualization).

2.2 Inertial-Magnetic Sensors

In the following paragraphs, a brief description of the measurement prin-
ciples of inertial-magnetic sensors is given. These sensors provide a
cheap and unobtrusive way of acquiring signals related to human mo-
tion. Data from inertial-magnetic sensors can serve as the basis for au-
tomatic activity recognition as exemplified in chapter 5.

Inertial-magnetic sensors are often combined in IMMUs, which usu-
ally contain tri-axial acceleration sensors, gyroscopes and magnetome-
ters. If no magnetometers are included, the sensor device is referred to
as IMU. IMMU sensors can be realized as Micro-Electromechanical Sys-
tems (MEMS), which allows miniaturization of the IMMUs. State-of-the-
art IMMUs, such as the miPod [Blan 14], exhibit dimensions in the mil-
limeter range and weigh only a few grams.

With accelerometers, linear accelerations of the sensor and thereby of
the object to which the sensor is attached can be measured. The acceler-
ation is measured indirectly by evaluating the displacement of a seismic
mass which is suspended so that it can move only along one axis. The dis-
placement is related to the force F acting on the mass m . Using Newton’s
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second law F =m · a, the acceleration can be determined. The acceler-
ation vector as that is measured by the sensor is the sum of the inertial
acceleration ai and the gravitational acceleration g:

as = ai +g (2.8)

Gyroscopes measure the angular velocityω of an object. MEMS gyro-
scopes are based on vibrating elements which can be used to measure the
Coriolis force Fc = −2m (ω× v). This force acts on a mass m that moves
with speed v in a system that rotates at angular velocity ω. If a rotation
occurs, a vibration perpendicular to the original movement axis of the vi-
brating elements is induced. By measuring this effect, the turning rate of
the system can be inferred.

Magnetometers measure the local magnetic field at the position of
the sensor. If the only magnetic field acting on the sensor is the mag-
netic field of the earth, magnetometers can be used to determine the
heading of the sensor (compass). MEMS magnetometers usually employ
Anisotropic Magneto-Resisitive (AMR) effects. The resistance of the sen-
sor material of an AMR sensor depends on the direction of the magnetic
field to which it is exposed. With a combination of several AMR sensors,
the direction and magnitude of the magnetic field can be determined.

In order to obtain measurements about accelerations, turning rates
and magnetic fields in 3D, three realizations of each sensor type are used.
The sensitive axes of these three realizations are approximately perpen-
dicular in most IMMUs.

2.3 Kalman Filters

This section covers the principles of Kalman filtering as applied in this
thesis. The basic filter structure is elucidated before describing three
types of non-linear KFs, namely the EKF, UKF and SRUKF, in detail.
Based on the these fundamentals, the contributions concerning the fil-
tering of position data will be developed in chapter 4.

2.3.1 Principles

In order to correct erroneous measurements and to improve the accu-
racy of the position estimates, filtering of the raw positions is necessary.
Because of its various advantages (see section 1.3.2), the KF and its non-
linear versions are suitable tools for this task.
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Figure 2.4: Recursive state estimation in KFs

All Kalman-based filters exhibit a recursive structure and assume the
filtered process to be Markovian. This means, that for predicting the state
of the analyzed system at the next time step k +1, it is sufficient to know
the current state at time k and that the states from the past (k−1, k−2, ...)
can be disregarded. The recursive state estimation is visualized in Fig. 2.4
and can be summarized as follows:

For each discrete time point k , a prediction step and an update step
are performed to yield an estimate of the current state of the analyzed
system. In addition to the state estimate itself, a representation of the un-
certainty of the estimate is calculated in each step. The prediction step
comprises the calculation of an a priori state estimate x̂k+1|k , which is
based on measurements available up until k and the process model. In
the context of trajectory filtering, the process model is also referred to
as the motion model. When a new measurement for time point k + 1
becomes available, the a posteriori state estimate x̂k+1|k+1 (i.e., the state
estimate for time k+1 given the observations up until and including time
k + 1) is determined from the a priori state estimate, the new measure-
ment and the sensor model. This second part is the update step. The
prediction and update steps are repeated recursively and applied to the
data that needs to be filtered.

In the original KF, linearity of the sensor and process models is as-
sumed. In most practical systems, these assumptions are inappropriate.
To make the KF applicable for non-linear systems, the EKF [Welc 95], UKF
[Juli 97] and SRUKF [Van 01]were developed.
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2.3.2 State Description and Filter Models

For filtering motion trajectories with Kalman-based filters, a suitable
state description and corresponding motion and sensor models are re-
quired.

The state description is represented in the state vector that should
contain all information that is required to describe the state of the sys-
tem under the Markov assumption. For most experiments in this work,
the chosen state model comprises the target position in 2D, described
by the coordinates px and py , the norm of the translational velocity v ,
the norm of the acceleration a , the 2D orientation φ (Euler angle) and
the turning rateω with respect to the current position. This description
is able to capture the important aspects of the movement of athletes in
various sports. The state vector x is thus given by

x= [px py v a φ ω]T . (2.9)

When the EKF, UKF or SRUKF are employed, the possible choice of
motion model includes both linear and non-linear variants. A wide range
of different motion models are available for trajectory filtering [Li 03].
These include, for example, the constant velocity model, the constant ac-
celeration model and the constant turn model.

For filtering trajectories in sports, a motion model that describes the
movement of an object in a 2D plane with a constant turning rate and
a constant acceleration can be defined. It is represented analytically as
follows:
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ak |k
φk |k +ωk |k Tk

ωk |k















, (2.10)

where Tk represents the (possibly varying) time interval between step k
and step k +1.

In the following paragraphs, the equations for combining such model
information with measurements by means of Kalman-based filters will
be presented.
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2.3.3 The Extended Kalman Filter

Filter Equations

Arguably the most widely used Kalman-based filter is the EKF. In the EKF,
the linear KF is extended to nonlinear systems by linearization of the in-
volved models using their respective Jacobian matrices. The uncertainty
of the state estimates is modeled as a multi-dimensional Gaussian dis-
tribution, represented by the a priori covariance matrix Pk+1|k and the a
posteriori covariance matrix Pk |k . The process model characterizes the
transition of the state from time step k to time step k+1 and is described
by the function F (x̂k |k , uk , Tk ). Additional control input to the system is
denoted by uk . The prediction step of the EKF can be described by:

x̂k+1|k = F (x̂k |k , uk , Tk ) (2.11)

Pk+1|k =Φk Pk |kΦ
T
k + Γ̂k QΓ̂T

k (2.12)

Here, Φk is the Jacobian of the process model for step k :

Φk =
�

δF (x, u, T )
δx

�

x̂k |k ,uk ,Tk

(2.13)

The matrix Q represents the zero-mean Gaussian process noise. It is
transformed using Γ̂k , which expresses the influence of unknown distur-
bances on the state dynamics and is dependent on the choice of distur-
bance representation [Bavd 11]. In this work, Γ̂k is modeled as an identity
matrix, i.e., Γ̂k = I, which simplifies Eqn. 2.12. Moreover, since in the case
of trajectory filtering in sports, no control input uk is available, it is omit-
ted in the remainder of this work.

The sensor model relates the state vector to a measurement yk . With
this model, a measurement prediction can be obtained from the pre-
dicted state estimate x̂k |k−1. The sensor model is represented by the func-
tion h (x̂k |k−1)with the corresponding Jacobian:

Ck =
�

δh

δx

�

x̂k |k−1

(2.14)

Based on the a priori estimate and the measurement at step k , the a
posteriori state estimate is determined in the update step which is de-
scribed by:

zk = yk −h (x̂k |k−1) (2.15)

Σk =Ck Pk |k−1CT
k +R (2.16)
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Kk =Pk |k−1CT
k Σ
−1
k (2.17)

xk |k = xk |k−1+Kk zk (2.18)

Pk |k = [I−Kk Ck ]Pk |k−1 (2.19)

The term zk represents the deviation between the expected measure-
ment and the actual measurement and is referred to as the innovation.
The corresponding covariance matrix is denoted by Σk . R represents the
measurement noise covariance matrix and Kk is the Kalman gain matrix.

Example

To illustrate the application of the EKF in practice, an example scenario
for the use of the EKF is constructed in the following paragraphs.

Consider a sprinter in a 100 m race. The position of the athlete is mea-
sured every Tk=0.1 s by means of a LPS. The measurements are assumed
to be corrupted by zero-mean Gaussian noise with a standard deviation
of 0.6 m. Due to this considerable measurement noise, the quality of the
measured trajectory needs to be improved using an EKF. In a 100 m race,
the athlete has to run on an approximately straight line, hence a one-
dimensional description of the trajectory is sufficient in this case. For
such a scenario, a state description in terms of the one-dimensional po-
sition p (i.e., distance from the starting block in meters) and the speed of
the runner v in meters per second may be employed:

x=

�

p
v

�

(2.20)

After the acceleration phase at the beginning of the race, the athlete
is assumed to move with approximately constant speed. Hence, the state
prediction can be performed using the following equation11

x̂k+1|k = F (x̂k |k , Tk ) =

�

pk |k +Tk vk |k
vk |k

�

. (2.21)

The corresponding Jacobian matrix is

Φk =

�

1 Tk

0 1

�

(2.22)

11Since this is a linear model, it would be sufficient to use the original linear KF instead of
the EKF. This simple linear model is chosen for illustration purposes.
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If only the position and not the speed can be measured directly in this
scenario, the sensor model can be described by

h (x̂k |k−1) = p (2.23)

and thus

Ck =
�

1 0
�

(2.24)

For such a one-dimensional measurement, the measurement noise
covariance matrix reduces to a scalar. The position measurements ex-
hibit a standard deviation of 0.6 m, hence the measurement noise covari-
ance matrix can be set as R= [(0.6 m )2].

Not only the measurements are corrupted by noise, but also the state
prediction by means of the process model introduces noise into the state
estimation. Since the assumption of constant speed is just an approxima-
tion, the error of the state prediction also needs to be modeled. Assuming
that the selected model allows a position prediction with a standard devi-
ation of 0.5 m and a speed prediction with a standard deviation of 0.2 m/s
and assuming both errors to be independent leads to the following diag-
onal process noise covariance matrix:

Q=

�

(0.5 m )2 0
0 (0.2 m/s )2

�

(2.25)

If position and speed prediction errors were not assumed to be indepen-
dent, the off-diagonal elements of Q would be non-zero.

During filter operation, the state estimate x̂ and the corresponding
covariance matrix P are propagated through time as described by Eqns.
2.11 and 2.12. However, at the beginning of the filter process, an initial
guess of both x̂0 and P0 is required. In this example, one might assume
that the athlete is waiting at the starting block, when the filter is initialized
before the race, i.e.,

x̂0 =

�

0 m
0 m/s

�

. (2.26)

Since one can not be absolutely sure about this guess (the athlete
might be moving in the vicinity of the starting block), this uncertainty
might be modeled as

P0 =

�

(2 m )2 0
0 (1 m/s )2

�

. (2.27)
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Starting with these initial guesses, a prediction for the first time step
can be performed. Since the initial speed estimate was zero and a con-
stant speed is assumed, the predicted state does not change in the first
step, i.e., x̂1|0 = x̂0. With the values given above, the uncertainty of the
state estimate increases (since a prediction is made without new infor-
mation), which yields:

P1|0 =

�

(2.06 m )2 0.10m 2/s
0.10m 2/s (1.02 m/s )2

�

. (2.28)

As the first measurement y1 becomes available, the predicted state es-
timate and the corresponding covariance matrix are updated. As an ex-
ample, the first measurement could indicate that the athlete has moved
forward by y1 =0.8 m. Applying the equations and values stated above,
yields:

x̂1|1 =

�

0.74 m
0.02 m/s

�

(2.29)

and

P1|1 =

�

(0.58 m )2 0.01m 2/s
0.01m 2/s (1.02 m/s )2

�

. (2.30)

These results demonstrate, that the updated state estimated is a com-
bination of the prediction and the measurement. The Kalman gain de-
termines the influence of the measurement on the state estimate. If
the measurement noise is small in comparison to the uncertainty of the
predicted state, the Kalman gain increases and the new state estimate
moves more strongly towards the actual measurement. If the measure-
ment noise is large compared to the uncertainty of the predicted state,
the Kalman gain decreases and the new state estimate remains closer to
the prediction. The uncertainty of the state estimate decreases in the up-
date step, since new information (the measurement) has been incorpo-
rated in the state estimate. The prediction and update steps are repeated
for each new time step, thereby combining model information and mea-
surements.

The state estimation with the UKF and SRUKF is qualitatively similar
to the procedure used in the EKF, however, there are differences in the
representation and propagation of the uncertainty of the state estimate.

2.3.4 The Unscented Kalman Filter

The linearization of sensor model and process model in the EKF by
means of the Jacobians represents an approximation, if the actual models
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Figure 2.5: State representation in EKF and UKF. In the EKF, the state estimate is
represented by the mean vector x and the covariance matrix P. In the UKF, the
state estimate is represented by a set of sigma points, which are described by the
matrix Ξ.

are non-linear. This introduces linearization errors in the filtering pro-
cess of the EKF. To reduce these errors, the UKF was introduced by Julier
and Uhlmann [Juli 97]. While the linearization in the EKF corresponds to
an approximation by a first-order Taylor series, the UKF captures non-
linearities up to the third order for Gaussian systems [Wan 00].

The UKF represents the uncertainty of the state estimate by a matrix
Ξ containing 2d +1 sigma vectors, where d is the number of dimensions
of the state vector. This approach is represented in Fig. 2.5. In contrast
to the Particle Filter (PF), the UKF assumes the process and measure-
ment noise to be normally distributed. This restriction allows consid-
erably fewer sample points than in the PF, thus reducing computational
costs.

To perform the prediction step from the a posteriori state estimate
with mean x̂k |k and covariance matrix Pk |k to the next new time step k+1
using a non-linear model function F as in 2.11, a matrix Ξk |k of 2d + 1
sigma vectors ξi , k |k is formed as follows:

ξ0, k |k = xk+1|k (2.31)

ξi , k |k = xk+1|k + [(d +λ)Pk |k ]
1
2
i i = 1, ..., d (2.32)

ξi , k |k = xk+1|k − [(d +λ)Pk |k ]
1
2
i i = d +1, ..., 2d (2.33)

This step requires the Cholesky factorization of the a posteriori state
covariance matrix Pk |k to find the Cholesky factor Sk |k such that Sk |k ST

k |k =
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Pk |k and P
1
2

k |k = Sk |k . The Cholesky factor Sk |k is used to calculate the
sigma points which represent the current covariance matrix and which
can be transformed non-linearly one by one.

Additionally, weights w are defined:

w (m )
0 =

λ

d +λ
(2.34)

w (c )
0 =

λ

d +λ
+ (1−α2+β ) (2.35)

w (m )
i =w (c )

i =
1

2(d +λ)
i = 1, ..., 2d (2.36)

The scaling parameter λ is defined as

λ=α2(d +κ), (2.37)

where α determines the spread of the sigma vectors and κ is a secondary
scaling parameter. With β , prior knowledge about the distribution can
be incorporated (β = 2 for Gaussian distributions). The model function
can then be applied to each sigma vector separately such that

ξi , k+1|k = F (ξi , k |k ) i = 0, ..., 2d . (2.38)

The new a priori state estimate with mean xk+1|k and covariance ma-
trix Pk+1|k are computed from the weighted sigma vectors:

xk+1|k =
2d
∑

i=0

w (m )
i ξi , k+1|k (2.39)

Pk+1|k ≈
2d
∑

i=0

w (c )
i (ξi , k+1|k − xk+1|k )(ξi , k+1|k − xk+1|k )

T +Q. (2.40)

The update step of the UKF is the same as in the EKF (see Eqns. 2.15-
2.19).

Using this procedure, the UKF works in a similar way as the EKF, how-
ever, linearization, and thus linearization errors, are avoided by trans-
forming the state covariance matrix into sigma points, propagating them
non-linearly and transforming them back into a covariance matrix.
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2.3.5 The Square-Root Unscented Kalman Filter

Avoiding linearization errors in the UKF comes at the cost of an increased
computational overhead and numerical instability. To deal with these
problems, a modified version of the UKF, the SRUKF, was developed by
van der Merwe and Wan [Van 01]. In the original UKF, Cholesky factor-
ization of the state covariance matrix is required for calculating the sigma
points which can be transformed non-linearly. After that, the new sigma
points are transformed back to form the new covariance matrix. Depend-
ing on the choice of process model and filter parameters, this new matrix
might not be positive-semidefinite, i.e., it no longer constitutes a valid
covariance matrix and the Cholesky factorization is not possible.

In the SRUKF, these problems (high computational cost and numer-
ical instability) are avoided by directly propagating and updating the
Cholesky factor Sk |k instead of the covariance matrix Pk |k according to
the process model. The calculation of the a priori sigma point matrix
Ξi , k |k−1 and weights w is equivalent to that in the UKF. But instead of cal-
culating an a priori covariance matrix Pk+1|k , the corresponding Cholesky
factor matrix Sk+1|k is determined via QR-decomposition:

[QQ R , RQ R ] = q r {[pw1(ξ1:2d , k |k−1)Q
1
2 ]} (2.41)

Ŝk+1|k = h t {RT
Q R } (2.42)

Here, Q is the process noise covariance matrix, d is the dimension
of the state vector and q r {·} denotes the QR-decomposition. The QR-
decomposition of a matrix M is given by M = QQ R ·RQ R , where QQ R is a
unitary matrix, i.e., (Q∗Q R )

T QQ R = I and RQ R is an upper triangular matrix.
h t {·} denotes the Householder triangularization. The Householder tri-
angularization is necessary to transform RQ R to the square matrix Ŝk+1|k ,
such that RT

Q R RQ R = Ŝk |k−1ŜT
k+1|k [Sima 05]. After that, Sk+1|k needs to be

updated to include the zeroth sigma point ξ0, k+1|k , [Van 01]:

Sk+1|k = c ho l up d a t e {Ŝk+1|k , ξ0, k+1|k , w (c )
0 } (2.43)

Updating Ŝk+1|k with ξ0, k+1|k and w (c )
0 means that

Sk+1|k ST
k+1|k = Ŝk+1|k ŜT

k+1|k +
Ç

w (c )
0 ξ0, k+1|kξ

T
0, k+1|k . (2.44)

This yields the Cholesky factor Sk+1|k of the a priori state covariance ma-
trix. After this update, the state estimation for the next time step follows
and the described steps are repeated recursively as shown in Fig. 2.4.
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As in the case of the UKF, the application of the SRUKF to position
filtering can be conducted in a similar manner as in the EKF example
given in section 2.3.3.

2.4 Pattern Recognition Fundamentals

Using positioning systems and inertial-magnetic sensors, various mea-
surements related to the movements of athletes or objects in sports can
be acquired. However, raw time series of positions or accelerations are
of little use. In order to allow a meaningful analysis of the recorded data,
relevant information needs to be extracted. This can be achieved with
Pattern Recognition (PR) methods. In this section, a description of pat-
tern recognition methods relevant for this thesis is given. These methods
are later employed for automatic activity recognition in sports in chapter
5.

2.4.1 Pattern Recognition Pipeline

Pattern Recognition algorithms allow the automatic detection and classi-
fication of patterns of interest. According to Watanabe [Wata 85], a pat-
tern is the ”opposite of a chaos; it is an entity, vaguely defined, that could
be given a name”.

With PR methods, the measured input can be transferred to a higher
abstraction level in the form of a classification of the patterns of inter-
est (decision). Typical pattern recognition systems include the steps of
sensing, pre-processing, feature extraction, and classification [Duda 12,
Niem 90] in order to achieve the transformation of the input into a deci-
sion. This procedure is visualized in Fig. 2.6.

By analyzing inertial-magnetic and positional data, relevant activities
can be recognized automatically (activity recognition). The elements of
the pattern recognition pipeline in the context of activity recognition in
sports will be described in more detail in the following paragraphs.

Input The input of a PR system can be any object or process of interest.
In a sports context, the input is often represented by the movements and
actions performed by one or multiple athletes. Also the movements of
items (e.g. ball, puck) or animals (horses, dogs) can serve as inputs to a
PR system for sports applications.
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Sensing

Pre-Processing

Feature Extraction

Classification

Input

Class Decision

Figure 2.6: Pattern recognition pipeline (modified from [Duda 12] and [Niem 90])

Sensing In order to analyze the input, such as the movements of an
athlete, in an automated manner, it needs to be transduced with suit-
able measurement systems. The measurement systems used in this work
include positioning systems (LPS and GPS) and IMMUs. These mea-
surement systems yield time series data s m

t with m = 1, 2, ..., M and
t = 1, 2, ..., Tm where M is the number of channels of the measurement
system and Tm is the number of samples for this channel. The number of
samples and the corresponding sampling rate need not be the same for
all channels. A positioning system that acquires two-dimensional posi-
tion data of one athlete provides time series data with M = 2, an IMMU
comprising three-dimensional accelerometers, gyroscopes and magne-
tometers yields times series data with M = 9.

The input movements should also be captured with a reference mea-
surement system, e.g. a video camera or motion capture system. By com-
paring the output of the PR system to the ground truth data from the ref-
erence system, its performance can later be evaluated.

Pre-Processing Before the acquired data can be used for the automated
recognition of patterns, different pre-processing steps are often neces-
sary. These include for example filtering, synchronization and segmen-
tation. Filtering can be applied to reduce noise and outliers in the mea-
sured input signals. The filtering is often conducted using KFs or low-
pass filters. Synchronization is necessary if different measurement sys-
tems (e.g. LPS and IMMU) with different time stamps are used simulta-
neously. Moreover, synchronization of the data from the actual sensing
devices with the reference data is necessary.
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Many classification algorithms can not be applied on a continuous
data stream directly. Therefore, the acquired time series are often seg-
mented, e.g. with a moving-window approach. This yields signal sec-
tions with a fixed length which can be processed individually. The win-
dow size and overlap are design parameters that need to be selected ac-
cording to the task at hand. As an alternative to the moving-window ap-
proach, an event detection approach can be used to segment the data.
For example, simple thresholds on the measured signals might be used
to detect possibly relevant events in the time series data. In this case, seg-
mentation can be carried out by extracting the detected signal sections.

Feature Extraction After pre-processing, the data to be analyzed is of-
ten still very abstract and high-dimensional. For example, if the move-
ments of an athlete are captured with an IMMU with a sampling rate
of 100 Hz for each of the 9 signal channels and the data is segmented
into windows with a length of 2 s, each segment would be represented
by a 100× 9× 2 = 1800 dimensional vector. Classification of such high-
dimensional data is time-consuming and can even be computation-
ally unfeasible. To reduce dimensionality and make computation fea-
sible, features are often extracted from the raw data. The goal of fea-
ture extraction is to obtain a low-dimensional representation of the pre-
processed data which captures discriminative signal characteristics that
are required for the classification task. In the space spanned by the fea-
tures, the patterns belonging to different classes should occupy compact
and disjoint regions [Jain 00]. Finding suitable data representations is of-
ten difficult, depends on the available measurements and is highly task-
specific [Guyo 06].

Features can be defined manually or automatically. Manually defined
features can be divided into generic features and expert features. Generic
features are not specialized for the task at hand but are often established
in a specific domain. For example, for the analysis of IMMU data, sta-
tistical moments of the measured signals are widely used as generic fea-
tures. Expert features are specifically designed for the classification task
at hand, based on prior knowledge about the classes that need to be dis-
tinguished.

As an alternative to manually defined features, a data representa-
tion that is suitable for classification can also be learned automatically
from the data. This approach is also known as representation learn-
ing [Beng 13]. One of the most prominent methods in the context of
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representation learning are Artificial Neural Networks (ANNs). More-
over, blind source separation methods such as Singular Value Decompo-
sition (SVD) [Golu 70, Droz 05], Independent Component Analysis (ICA)
[Lee 98]or Parallel Factor Analysis (PARAFAC) [Bro 97, Just 13]may be em-
ployed to extract features automatically.

Often, not all calculated features are useful for the classification. The
use of uninformative features creates computational overhead and can
lead to deterioration of the classification performance. To avoid this, dif-
ferent methods for the selection of features have been developed. Fea-
ture selection approaches can be divided into wrapper approaches, em-
bedded approaches and ranking approaches [Guyo 03].

In embedded approaches, the feature selection is a part of the clas-
sifier training itself. Hence, these approaches are developed specifically
for a classification algorithm. Examples for classifiers with embedded
feature selection are decision trees and ANNs [Mitc 82].

In wrapper approaches, classification algorithms are trained and
tested with different subsets of the original feature set [Koha 97]. Vari-
ous schemes for finding a suitable subset, such as best-first feature selec-
tion or exhaustive search have been proposed in the literature [Guyo 03].
Wrapper approaches allow finding features which work well for a specific
classifier and are also able to take interactions between features into ac-
count. However, this comes at the cost of increased computation time,
since the classifier needs to be trained and tested with many different
feature combinations.

Filter approaches for feature selection are data-driven and are not
influenced by the choice of classification algorithm. They are based
on a ranking of the features according to some criterion that indicates
the interactions between each single feature and the class labels. Cri-
teria to be used for this purpose include the Adjusted Rand Index (ARI)
[Hube 85, Sant 09] or Mutual Information (MI) [Kras 04]. Feature selec-
tion is then performed by using only highly ranked features according
to these criteria. Filter approaches are usually computationally cheaper
than wrapper approaches. However, features are analyzed individually
and interactions between features are ignored, which can lead to sub-
optimal results.

Classification The goal of the classification step is to assign each in-
put pattern to a class (in some applications, a pattern may also belong to
several classes) based on the calculated features. This is done by find-
ing decision boundaries that separate patterns belonging to different
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classes. The decision boundaries are hyperplanes in feature space. Nu-
merous classification algorithms have been proposed in the literature.
Some of the most popular classification algorithms are NB [Lewi 98], SVM
[Cort 95], kNN [Cove 67], decision trees [Brei 84] and RF [Brei 01]. More-
over, classification approaches based on deep learning [LeCu 15] have
been gaining interest over the last years. In contrast to the other classi-
fication algorithms, the deep learning approach allows representation
learning and classification in a unified framework.

The classification performance of the base classifiers can often be
improved with additional techniques such as voting [Ruta 05], boosting
[Meir 03] and bagging [Brei 96].

A comprehensive description of all classification algorithms men-
tioned above is beyond the scope of this work. Only the deep learning
approach will be explained in more detail due to its importance for the
contributions of this thesis.

2.4.2 Deep Learning

Overview

Deep learning [LeCu 15] describes a machine learning concept that is
based on a hierarchical processing of the input data. This hierarchical
processing is realized using ANNs which are inspired by the information
processing of the human brain. ANNs consist of multiple neurons (of-
ten referred to as units) which are connected to each other. The strength
of these connections influences the way the network processes informa-
tion.

The neurons are usually organized in layers. ANNs consist of an in-
put layer, one ore more hidden layers and an output layer. The input of
an ANN is passed through the network, thereby being transformed ac-
cording to the architecture and parameters of the network. The output
of the network can be for example a function approximation or a classi-
fication decision. If the information flow within the network is unidirec-
tional from input to the output, the network is a feed-forward network.

If an ANN exhibits many layers, it is called a Deep Neural Network
(DNN). Amongst other applications, DNNs can be used for classifica-
tion purposes. The major advantage of DNNs over other classification
approaches is their ability to automatically find features from the raw
input data. This makes the often difficult manual definition of features

46



2.4. Pattern Recognition Fundamentals

input layer

hidden layer I

hidden layer II

output layer

(1)W

Lin

L1

L2

Lout

(2)W

(3)
W

1 2 ... ...

1 2 ...

Figure 2.7: Feed-forward neural network with two fully-connected hidden layers
(modified from [LeCu 15])

unnecessary. Depending on the problem at hand, different types of net-
work layers, such as fully-connected layers, convolutional layers or pool-
ing layers can be incorporated in a DNN.

Fully-Connected Layers

Fully-connected layers are an important building block of many DNNs.
A feed-forward network with two fully-connected hidden layers is visu-
alized in Fig. 2.7. This network exhibits 3 input units and 2 output units.
In a sports context, such a network could be used for example to classify
if a horse in a harness race is trotting or galloping (2 outputs) based on
its current speed, acceleration and stride frequency (3 inputs).

The network input vector x ∈R1×L i n is propagated through the net-
work to form the output vector o ∈ R1×Lo u t . Here, L i n is the number of
features that serve as input to the network and Lo u t is the number of
outputs. The input z(1) ∈ R1×L1 of the first hidden layer with L1 units
is calculated as a linear combination of the inputs x parametrized with
the weight matrix W(1) ∈ RL i n×L1 with elements w (1)

i j . Often, a bias vector

b ∈ R1×L1 is also added to the input activations z. However, bias terms
are omitted at this point for the sake of clarity. In order to enable the
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network to learn also non-linear mappings, the input activations of the
hidden units is transformed using the non-linear activation function f (1)

(different activation functions may be used in different layers). Subse-
quently, the output y(1) ∈ R1×L1 of the first hidden layer are multiplied
with the weight matrix W(2) ∈ RL1×L2 with elements w (2)

i j to form the in-

puts z(2) ∈R1×L2 of the second hidden layer and so on until the final out-
put is calculated. The forward-pass of the input vector x (with elements
xi ) through the network to obtain the output o therefore consists of the
following steps [LeCu 15].

The outputs y (1)j of the first hidden layer are given by

z (1)j =
L i n
∑

i=1

w (1)
i j xi (2.45)

y (1)j = f (1)(z (1)j ). (2.46)

The outputs y (2)j of the second hidden layer are obtained as

z (2)j =
L1
∑

i=1

w (2)
i j y (1)i (2.47)

y (2)j = f (2)j (z
(2)
j ). (2.48)

The network outputs oj = y (3)j are calculated using the following
equations:

z (3)j =
L2
∑

i=1

w (3)
i j y (2)i (2.49)

oj = y (3)j = f (3)(z (3)j ). (2.50)

The element-wise multiplications in Eqns. 2.45, 2.47 and 2.49 can be
written as matrix multiplications:

z(n ) = y(n−1)W(n ) (2.51)

where z(n ) is a vector containing the input of the n−th layer, y(n−1) is the
weighted output of the previous layer and W(n ) ∈ RLn−1×Ln is the weight
matrix containing the weights for the connections of the units from layer
n −1 to layer n .
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Convolutional Layers

Convolutional layers are specialized neural network layers inspired by
the neural network structure of the cat’s visual cortex [Hube 68].

They are particularly well suited for input data with local structures,
i.e., where neighboring inputs are interdependent. Time-series data in
sports often exhibits this property, since subsequent samples are highly
correlated. For example, if the trajectory of an athlete is captured with
an LPS at a sampling rate of 20 H z , the position of the athlete at the i -th
sample is close to the position at the previous sample. To account for this
property in a neural network, the input is filtered with kernels acting on
a local neighborhood of input samples instead of on the whole input se-
quence at the same time. Mathematically, this is realized by performing
convolution instead of matrix multiplication as in Eqn. 2.51. Let x be an
input time series sampled uniformly with a sampling rate of 1/∆T where
each element xi is the sample at time i∆T andΨ is a discrete filter kernel
with elementsψi . The output zi of a discrete convolution of x withΨ for
time i∆T is given by

zi = (x ∗Ψ)i =
∞
∑

τ=−∞
xτ ·Ψi−τ. (2.52)

In practice, however, the input and the kernels have only finite sup-
port. Using convolution instead of dense matrix multiplication can be
interpreted as imposing sparsity and weight sharing on the connectivity
between subsequent layers. This connectivity is exemplified in Fig. 2.8,
where a kernel with a length of three samples is used. The output of the
convolution at each unit j in layer n +1 is thus influenced only by three
units of the previous layers. These are called the receptive field of unit j .

Convolution can also be performed on multi-channel input and with
multiple filters. For example, the data collected with a 3D accelerome-
ter sensor can be interpreted as a multi-channel input with elements xi k

with i = 1...L i n and k = 1...K . In the example of the 3D accelerometer,
the number of channels is K = 3. Each input channel k is then convolved
with each of the p = 1...P filter kernelsΨk p . Moreover, a bias term is usu-
ally added to the result of each convolution. The activations of a convolu-
tional layer with multi-channel input and multiple filters then becomes

zp =
K
∑

k=1

Ψk p ∗xk + bp . (2.53)
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layer n

layer n+1

i

j

Figure 2.8: Connectivity between convolutional layers using a kernel with length
three. Connections depicted with the same line style have identical weights. The
highlighted units of layer n represent the receptive field for the highlighted unit
at layer n +1 (modified from [Good 16]).

Subsequently, the activations are again transformed using a non-
linear activation function to obtain the output of the convolutional layer
yp = f (zp ) .

Often, Rectified Linear Units (ReLUs) [Zeil 13] with the activation
function

f (z ) =ma x (0, z ) (2.54)

are employed. The use of ReLUs in combination with convolutional lay-
ers has been found to significantly improve the performance of recogni-
tion systems [Jarr 09].

Additionally, pooling can be applied to the convolution output. If
pooling is used, subsets of the output are replaced by a summary statistic
such as the mean (average-pooling) or maximum (max-pooling). This is
performed in a moving-window procedure. With pooling, the output of
a convolutional layer becomes more robust towards shifts or distortions
in the input signals [Bour 10]. A DNN with convolutional layers is called
a DCNN.

Training

In the training phase, the network weights are adapted in order to enable
the network to perform the task it was designed for, e.g., activity classifi-
cation based on IMMU data.

First, the weights need to be initialized. The initial weights of the
network are often set randomly, for example by drawing from a normal
distribution. Starting with the initial weights, the training is performed
by showing the network data for which the desired network response is

50



2.4. Pattern Recognition Fundamentals

known (ground truth) and then iteratively adapting the weights based on
the deviation between the actual and desired network output according.

The goal of training is to adapt the weights in such a way that the ac-
tual network output o is close to the desired output eo. This can be in-
terpreted as an optimization problem where the error E = g (eo, o) gets
minimized. The function g (eo, o) is called the objective function. This
optimization can be conducted using the backpropagation algorithm in
conjunction with gradient descent optimization. In this approach, the
error E is backpropagated through the network. Each weight of the net-
work is updated according to the gradient of the error with respect to this
weight, i.e., the corresponding partial derivative δE /δwi j . The updated
weight w +

i j is then obtained using the following update rule:

w +
i j =wi j −η

δE

δwi j
. (2.55)

Here, η represents the learning rate.
The backpropagation concept can be applied to networks with fully-

connected or convolutional layers, but also other layer types can be
trained via backpropagation. The calculation of the required partial
derivatives will be demonstrated for the network depicted in Fig. 2.7, us-
ing the squared error objective function, i.e.,

E = g (eo, o) =
Lo u t
∑

i=1

1

2
(eoi −oi )

2. (2.56)

The partial derivative of the error with respect to each weight is formed by
going backwards through the network and using the chain rule. First, the
derivative of the error with respect to the network output is calculated. In
this example, this becomes:

δE

δoi
= oi − eoi . (2.57)

Using the chain rule, the partial derivative of the error with respect to
the input of the output layer is:

δE

δz (3)i

=
δE

δoi

·
δoi

δz (3)i

(2.58)

where δoi /δz (3)i is the derivative of the activation function of the out-
put layer, i.e., f ′(3). The partial derivative of the error with respect to the
weights w (3)

i j then becomes

51



Chapter 2. Fundamentals

δE

δw (3)
i j

=
δE

δoj

·
δoj

δz (3)j

·
δz (3)j

δw (3)
i j

(2.59)

with

δz (3)j

δw (3)
i j

= y (2)i . (2.60)

Proceeding to the next layer (in the backward direction), the partial
derivative of the error with respect to the output of the second hidden
layer is given by

δE

δy (2)i

=
L2
∑

j=1

w (2)
i j

δE

δz (3)j

, (2.61)

which is the equivalent to Eqn. 2.57 for the second hidden layer instead
of the output layer. By adopting Eqns. 2.58-2.60, the rest of the network
is traversed and each weight is updated according to Eqn. 2.55.

In the next iteration of the training loop, the network output is com-
puted again using the new weights, compared to the reference and the
process starts over. This iterative process continues until a predefined
stopping criterion is met, e.g., until the agreement between network out-
put and reference does not improve anymore or a predefined number of
iterations is reached.

One possibility for realizing the training procedure would be to
present all available training samples to the network and then to adapt
weights according to the average of the weight changes that would be im-
posed by each single sample. However, in practice the weights of DNNs
are usually optimized by training the network with mini-batches of the
training data. These mini-batches contain randomly drawn subsets of
the total training set. This speeds up the training procedure for large trai-
ning sets, because only a fraction of the training data needs to be eval-
uated for each weight update [Bott 10]. Since the mini-batches contain
different samples in each training step, the objective function (deviation
between actual and desired network output) becomes stochastic. The
gradient descent approach in conjunction with mini-batch training is
thus called Stochastic Gradient Descent (SGD). Optimization algorithms
such as Adam [King 15] and AdaGrad [Duch 11]have been specifically de-
signed for such stochastic optimizations. Besides the improvement in
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training speed, the stochastic nature of the objective function addition-
ally allows the optimizer to escape from poor local minima during the
training process.

Classification with Deep Neural Networks

Deep neural networks can be used as a powerful tool for classification
tasks, e.g., for activity recognition. By combining different layers with
different functions, DCNNs are able to simultaneously extract features
from the raw data and perform classification based on these features. For
classification, the output layer of the network is designed to have as many
units as there are classes and the soft-max activation function is usually
used in this layer. The soft-max function fs m for the m-th output unit
with respect to an input vector z is given by

fs m (zm ) = om =
e zm

∑M
j=1 e z j

(2.62)

where M is the number of classes. Using this function, the output om can
be interpreted as an approximation of the posterior probability of class
m given the input z [Bish 06], i.e.,

p (m |z) = om . (2.63)

The network is then trained to produce the highest activation at the
output unit which corresponds to the true class of the current sample. To
achieve this, the cross entropy between the output of the network o and
the true labels eo is usually used as cost function g (eo, o) in the training.

Therefore, the one-hot representation of the true class labels is used,
i.e., the label for an element from class k is a vector with M elements
where eom = 0, ∀m 6= k and eok = 1.

In a classification context, the vectors o and eo can be interpreted dis-
crete distributions. If the soft-max activation function is used in the out-
put layer, the m-th vector elements om and eom give the predicted and true
posterior probabilities of the current network input belonging to class m .
The cross entropy H for these distributions is given by [Shor 81]:

H (o,eo) = g (eo, o) =−
M
∑

m=1

eom · l o g (om ) (2.64)

The goal of training is then to minimize this cross-entropy in order to
obtain a high classification accuracy of the network.
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Figure 2.9: Data splitting for cross-validation. Often, F = 10 folds are used.

2.4.3 Evaluation

After designing a PR system, its performance needs to be evaluated. This
is necessary in order to determine if the system is appropriate for the task
at hand and to compare different systems. The goal of the evaluation of
a classifier is to estimate its performance on unseen data. To this end,
the available data needs to be split into training and test data. The clas-
sifier model is trained only on the training data and afterwards tested on
the test data. This is crucial in order to discover and avoid overfitting.
A classifier such as a decision tree may achieve a classification accuracy
of 100 % on the training data if given enough degrees of freedom. How-
ever, it may still perform poorly on the test data if it fails to capture gen-
eralizable data properties. Splitting the data into training and test sets
is usually performed in a cross-validation procedure. In each fold of the
cross-validation, different parts of the original data are used for training
and testing, as visualized in Fig. 2.9. The classifier performance is evalu-
ated for each fold. The results for all folds are then summed up to obtain
an evaluation summary.

The outcome of a classifier test can be described in a confusion ma-
trix (Tab. 2.1). Each element ci , j of the matrix denotes the number of in-
stances that were predicted by the classifier as belonging to class i when
truly belonging to class j . For a multiclass problem with M classes the
confusion matrix is of size NM×M . The sum of all elements in the confu-
sion matrix is the total number of instances N that were presented to the
classifier.

For a binary classification problem (M = 2) with class one as the pos-
itive class, c1,1 is the number of true positives (T P ), c1,2 is the number of
false positives (F P ), c2,1 is the number of false negatives (F N ) and c2,2 is
the number of true negatives (T N ).

Numerous measures for quantifying the performance of a classifier
are available. Some of the most widely used measures include sample ac-
curacy, balanced accuracy, sensitivity (also known as recall), specificity
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Table 2.1: Confusion matrix

and precision. An overview over various performance measures for bi-
nary and multiclass problems can be found in [Kaut 17a].

The sample accuracy is given by

s a mp l e a c c u r a c y =

∑M
m=1 cm ,m

N
. (2.65)

The balanced accuracy is given by

b a l a n c e d a c c u r a c y =
1

M

M
∑

m=1

cm ,m

Nm
. (2.66)

where Nm is the number of samples from class m . The sample accu-
racy reflects the performance of a classifier under the assumption that
the misclassification costs for the elements of a class correspond to the
prior probability of this class, whereas balanced accuracy assumes equal
misclassification costs over all classes. Sensitivity, specificity and preci-
sion can be obtained as follows:

s e n s i t i v i t y =
T P

T P + F N
(2.67)

s p e c i f i c i t y =
T N

F P +T N
(2.68)

p r e c i s i o n =
T P

T P + F P
. (2.69)

In addition to the classification performance, the computational
costs associated with the employed algorithms also needs to be taken
into account in most applications [Jens 16].
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Chapter 3

Acquisition of Positional Data
in Sports

In this chapter, the contributions regarding the data acquisition aspect
of the processing pipeline outlined in section 1.1 are presented (Fig. 3.1).
These contributions are twofold. First, a method for the automatic ca-
libration of TDoA positioning systems is introduced in section 3.1. Sec-
ond, an approach for beacon node selection in NLOS environments is
presented in section 3.2.

Data 
Acquisition

Filtering AnalysisInput Output

Figure 3.1: Transformation pipeline leading from an actual sports event to an ab-
stract representation of the relevant aspects of this event. In this chapter, the con-
tributions regarding the data acquisition aspect of this pipeline are presented.
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3.1 Automatic Calibration of TDoA
Positioning Systems

3.1.1 Overview

The achievable tag positioning accuracy of a LPS crucially depends on the
precise knowledge of the positions of the beacon nodes. Manual mea-
surement of these beacon node positions is often cumbersome, prone to
errors and requires additional expensive hardware, such as a tachymeter.
An automatic calibration procedure for finding the beacon node posi-
tions in the local coordinate system without additional hardware would
greatly facilitate the setup of LPSs and make it more reliable. However,
the literature research in section 1.3.1 showed, that such procedures are
not available for TDoA LPSs. The purpose of this section is therefore to
present a calibration method for TDoA-based positioning systems. With
this calibration method, the positions of the beacon nodes required for
LPS operation can be determined with marginal effort by the user. This
approach also covers the case of unknown clock offsets and requires only
a rough initial estimate of the beacon node positions.

Parts of this section have been included in a patent application
[Kaut 16a]. The description of the methods included in the patent ap-
plication has been extended in this thesis and experiments, evaluation,
results and discussion have been added.

This section is structured as follows. First, the measurement princi-
ples are recapitulated briefly. Subsequently, an overview of the calibra-
tion procedure is given before explaining the single aspects in detail. Af-
ter that, the conducted experiments are described and their results are
presented and discussed.

3.1.2 Methods

As already mentioned in section 2.1.2, TDoA positioning systems mea-
sure the time difference of the arrival of one signal at two nodes or of two
signals at one node. The underlying principles are the same in both archi-
tectures. Without loss of generality, the focus of the methods presented
here is on the latter case: the mobile node and a reference node emit sig-
nals which are received at the beacon nodes. At each beacon node, the
TDoA between the two signals is determined. Due to synchronization
errors between the reference node and the mobile node, the TDoA mea-
surement can also include a clock offset which is in general unknown and
fluctuating but the same for all beacon nodes at a given point in time.
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From the TDoA measurements, the position of a tag m̂ and the corre-
sponding clock offset can be estimated as described in section 2.1.

For each estimated tag position, a residual vector eT D o A ∈ RB with
elements eT D o A,i can be computed (see also Eqn. 2.7). This vector con-
tains the error of the actual TDoA measurements of each of the B bea-
con nodes with respect to the estimated mobile node position m̂. This
means, it contains the deviations between the following two quantities:
First, the TDoA values which are expected if the estimated tag position
and the assumed beacon node positions were correct. Second, the TDoA
values which were actually measured. For convenience, these time devi-
ations can be converted into distance deviations using Eqn. 2.3, yielding
a distance error for each beacon node measurement and each estimated
tag position:

eT D o A,i = |m̂−bi| − |r−bi| − c (∆ti + t̂o f f ) (3.1)

The residual vectors are influenced by TDoA measurement errors and
also by errors in the assumed positions of the beacon nodes, i.e, by ca-
libration errors. If no TDoA measurement errors occurred, the resid-
ual vectors would contain only zeros, in a perfectly calibrated LPS. In a
real scenario with measurement errors, the residuals are generally non-
zero, even if the LPS is perfectly calibrated (assuming an overdetermined
position estimation problem with more TDoA measurements than un-
knowns). However, if the true beacon node positions deviate from the
assumed positions, i.e., the LPS is not well calibrated, this introduces ad-
ditional errors and leads to increased residuals.

In a least-square sense, the optimal tag position estimate is the one
with minimum residuals [Chen 99]. Equivalently, the squared norm of
the residual vector |e|2 should be minimal for a good position estimate.
Moving from the analysis of a single tag position estimate to a set of N tag
position estimates with residual vectors en , this means that 1

N

∑N
n=1 |en |2

should be minimal. This can only be achieved, if the correct beacon node
positions are used for localization, since incorrect positions would lead
to additional errors an thus to a non-optimal solution. The goal of the
LPS calibration is therefore to find accurate estimates of the beacon node
positions.

Following the arguments above, we propose to interpret the calibra-
tion task as a minimization problem:

Θ̂= a r g min
Θ

fc a l i b (Θ) (3.2)
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with the objective function

fc a l i b (Θ) =

√

√

√ 1

N

N
∑

n=1

|en (Θ)|2
Bn

= nR M SR (Θ) (3.3)

Here, the vector Θ contains the beacon node positions and Bn is the
number of beacon nodes that received a signal for the n-th position mea-
surement. We suggest normalization by Bn in order to achieve equal con-
tributions of each of the N tag positions estimates to the objective func-
tion. Without the normalization, residuals of tag positions obtained from
many beacon measurements would be given higher importance than the
residuals of tag positions obtained from only a few beacons.

With the minimization problem described in Eqn. 3.2, the beacon po-
sitions for which the normalized Root-Mean-Square Residual (nRMSR)
is minimal are sought. We suggest performing this optimization us-
ing Sequential Quadratic Programming (SQP)[Bogg 95], a gradient-based
method for constrained non-linear local optimization.

The parameter vector Θ̂, which needs to be determined, contains the
estimates of the three-dimensional coordinates of each of the B beacon
nodes of the LPS:

Θ̂= [b̂1,x b̂1,y b̂1,z ... b̂i ,x b̂i ,y b̂i ,z ... b̂B ,x b̂B ,y b̂B ,z ]
T . (3.4)

Hence, 3 ·B unknown variables have to be determined in the calibration
process. Since the solution of the calibration is invariant regarding trans-
lation and rotation of the local coordinate system, it can be shifted and
rotated arbitrarily and hence, the origin of the local coordinate system
can be chosen freely. We propose to define the coordinates of the refer-
ence node as the point of origin, i.e. r= [0 0 0]T .

In order to transfer this optimization approach to a practical calibra-
tion procedure, additional steps are required. An overview of the pro-
posed procedure is visualized in Fig. 3.2 and can be summarized as fol-
lows:

1. estimate positions of the beacon nodes

2. move the tag in the region of interest to collect TDoA measure-
ments

3. determine tag positions and clock offsets from TDoA measure-
ments and initial beacon positions

4. detect and exclude outliers, select measurements for optimization
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Figure 3.2: Overview of the calibration procedure for determining the beacon
node positions in a TDoA-LPS. Detailed explanations to each individual step are
given in the text.

5. vary assumed beacon positions

6. determine tag positions from TDoA measurements and new bea-
con positions

7. determine nRMSR for current estimate of beacon positions

8. repeat steps 5 to 7 until beacon positions that minimize residuals
of the mobile node positions are found

9. rotate and/or shift local coordinate system as desired

In the next paragraphs, these steps will be explained in closer detail.
Local optimization algorithms such as SQP require an initial guess

of the parameters to be optimized. In the case of LPS calibration, this
means, that initial estimates of the beacon node positions are necessary
(step 1). The estimation of these initial beacon node positions may be
performed in various ways, e.g., manual estimation using a site plan or
an aerial image, using GPS position measurements of the beacon nodes
or with dead reckoning.

The objective function in 3.2 is based on the residuals of N tag po-
sition estimates. In order to calculate these estimates, TDoA measure-
ments for these tag positions need to be obtained. These measurements
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Figure 3.3: Example of tag positions calculated using the manually estimated
setup and the beacon node positions measured with the tachymeter (reference).
The corresponding TDoA measurements were acquired while walking along the
border of a rugby field, hence the true trajectory of the tag was approximately
rectangular.

can be interpreted as the training data for the calibration. To acquire
TDoA measurements for the calibration, we propose to move a tag within
the area covered by the LPS and to store the corresponding measure-
ments for further processing (step 2). To avoid geometrical ambiguities
and to ensure accurate operation of the LPS in all relevant areas, we sug-
gest to record measurements from tag positions which are distributed
over the whole region of interest.

Using the acquired TDoA measurements and the initial beacon posi-
tion guess, we propose to estimate the positions of the tag and the cor-
responding clock offsets according to see Eqn. 2.5. This yields a first es-
timate of the tag trajectory, which is disturbed by measurement errors
and by the errors in the assumed beacon node positions. An example of
these tag position estimates using the initial guess of the beacon node
positions is visualized in 3.3.
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Often, the measurement errors of the data acquired in step 2 also
include NLOS errors. These can lead to considerable errors in the tag
position estimates and high corresponding residuals. Using these mea-
surements for the calibration would have an undesired influence on the
objective function, i.e., the nRMSR would be dominated by the erro-
neous NLOS measurements. As a consequence, minimizing this func-
tion would lead to beacon node position estimates which are optimized
for these erroneous measurements and not for correct TDoA measure-
ments. To avoid this, we propose to remove outliers from the acquired
measurements (step 4). We suggest using a Grubbs test [Grub 69] on the
residuals of the estimated mobile node positions to identify and exclude
erroneous measurements. The Grubbs test is a statisical test, which al-
lows the iterative detection and removal of outliers.

Steps 5 to 9 are executed within the SQP optimization algorithm. In
step 5, the parameter vector containing the current beacon position es-
timates is updated according to the gradient of the objective function
fc a l i b (Θ) at the current iteration [Bogg 95]. With the updated parame-
ters and the TDoA measurements, new tag position estimates are com-
puted (step 6). Subsequently, the objective function is evaluated using
the residuals of the new tag positions to determine the corresponding
nRMSR (step 7).

The parameter vector is updated iteratively as described above, until
the optimization converges (8). We suggest considering the optimization
as converged, if the nRMSR of the current step has improved by less than
0.01 % compared to the previous iteration.

After convergence of the SQP optimization, the LPS is calibrated. The
beacon node positions that are estimated within this calibration proce-
dure define a local coordinate system. Often, the alignment of this coor-
dinate system with fiducial marks at the current venue is desirable from a
practical point of view. For example, if the LPS is used to track athletes on
a running track, interpretation of the position data is more intuitive if the
home stretch is parallel to one of the axes of the coordinate system and
the origin is at the finish line. To achieve this, rotation and translation
and operations can be applied on the estimated beacon node positions
to obtain a local coordinate system with the desired alignment (step 9).

3.1.3 Experiments and Evaluation

The efficacy of the described approach was evaluated in different exper-
imental settings. The proposed calibration procedure was tested with
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setup 1 setup 2 setup 3 setup 4
venue rugby field horse racing tracks running track

duration (s) 125.5 117.9 145.3 145.8
# training samples 200 200 200 200

# test samples 23 939 5 454 3 510 4 000
# beacon nodes 12 16 16 12

Figure 3.4: Overview of the datasets used for evaluation. Details for each LPS
setup are given. These include the venue, where the system was installed, the
duration over which TDoA calibration measurements were recorded, the number
of test and training samples (number of tag positions) and the number of beacon
nodes of the LPS.

four different LPS setups (see Tab. 3.4). For all setups, the beacon
node positions were manually measured with a tachymeter (accuracy: 5-
10 mm standard deviation [Maut 07]). These tachymeter measurements
of the beacon node positions served as reference for the evaluation.

With the four LPS setups, two different types of experiments were
conducted. In the first group of experiments, the performance of the pro-
posed calibration procedure was evaluated using real, manually supplied
initial beacon node position estimates based on satellite photographs.
The second group of experiments was designed for evaluating the influ-
ence of the accuracy of the initially supplied beacon node position esti-
mates on the calibration outcome. In these experiments, the reference
beacon node positions were artificially disturbed before running the ca-
libration algorithm. Hence, the two types of experiments differed regar-
ding step 1 and step 2 of the proposed calibration procedure. Both types
of experiments will be described in detail in the following paragraphs. A
summary of the experiments and the corresponding evaluation is given
in Tab. 3.1.

Experiments 1 - initial guess based on satellite photographs

Initialization For obtaining realistic initial beacon node position esti-
mates for calibration (step 1), the approximate beacon node positions
were manually selected in satellite photographs covering the LPS area in
the four test setups (see Fig. 3.5). The vertical position of the beacon
nodes was estimated visually. Estimates were obtained for all four LPS
setups.
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Experiment 1 Experiment 2
initial beacon estimates (step 1) real simulated

TDoA measurements (step 2) simulated real

evaluation

ηi ni = nR M SRi ni /nR M SRr e f

ηc a l i b = nR M SRc a l i b /nR M SRr e f

beacon RMSE
tag RMSE -

Table 3.1: Overview of the experiments and evaluation for assessing the efficacy
of the proposed calibration algorithm. The two types of experiments and the cor-
responding evaluation are described in detail within the text.

TDoA measurements In order to acquire TDoA measurements for ca-
libration (step 2), a tag was moved in the area of interest. To account
for the high Vertical Dilution of Precision (VDOP) of the evaluated se-
tups, this movement was conducted in a horizontal plane and a constant
height for all tag positions was assumed. For setup 1 (rugby field), the
tag was moved along the border of the playing field. For setups 2, 3 and 4
(running and horse racing tracks), one complete track round was covered
with the tag and corresponding TDoA measurements were recorded.

No reference measurements were available for the tag positions. To
make the evaluation of the calibration in terms of tag position accu-
racy possible, TDoA measurements were simulated in addition to the
real TDoA data. In order to keep the simulations as realistic as pos-
sible, the simulated data was based on the real data. To this end, tag
trajectories were determined using the real TDoA measurements and
the reference beacon node positions. The calculation of the tag posi-
tions was performed with a Levenberg-Marquardt algorithm according
to Eqn. 2.5. Subsequently, noise and outliers in the resulting trajectories
were mitigated using Robust Locally Weighted Scatter Plot Smoothing
(RLOWESS)[Clev 79], an offline filtering technique based on iteratively
reweighted polynomial fitting. These smoothed trajectories served as the
ground truth in this first type of experiments. Based on the smoothed tra-
jectories and the reference beacon node positions, ideal TDoA measure-
ments were simulated according to the TDoA model outlined in section
2.1.2:

∆ti =
|m−bi| − |r−bi|

c
+ to f f (3.5)
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path of mobile node
beacon nodes

Figure 3.5: LPS setup example (setup 4). The circles indicate the manually
marked beacon node positions, the line indicates the path on which the mobile
node was moved to capture TDoA measurements from different positions. Bea-
con positions were marked using the Google Earth software (Google Inc., Moun-
tain View, CA, USA).

A constant offset of to f f = 7 · 10−6 s was assumed (the choice of the off-
set has no influence on the position results). To these ideal measure-
ments, Gaussian noise with a standard deviation of 3.336 · 10−10 s was
added (equivalent to a distance error of c · 3.336 · 10−10 s= 0.1 m). More-
over, outliers were artificially introduced in 1 % of the measurements by
increasing the standard deviation of the noise to the equivalent of 20 m.

The proposed calibration procedure was then applied to each of the
four LPS setups to obtain calibrated beacon node positions using the ini-
tial guess based on satellite photographs (step 1) and the simulated TDoA
data (step 2). Furthermore, tag positions were determined using the ini-
tial, calibrated and reference beacon node positions.

Evaluation During the calibration experiments, the available tag posi-
tions were divided randomly into a training set and a test set. The trai-
ning set included 200 positions in each run. These training tag positions
with their corresponding TDoA measurements were used to find the cali-
brated beacon positions in the optimization procedure described above.
All other measurements were assigned to the test set for the evaluation
of the calibrated beacon positions. The number of test samples ranged

66



3.1. Automatic Calibration of TDoA Positioning Systems

from 3 510 to 23 939 for the different LPS setups. Test and training sets
were disjoint.

For the evaluation of the experiments with the initial guess based on
satellite photographs, several performance indicators were determined.
First, the normalized Root-Mean-Square of the Residuals (nR M SR )
of the mobile node positions that were obtained using the initial
guesses of the beacon node positions was calculated (Eqn. 3.3), yielding
nR M SRi ni . This value was set in relation to the results obtained using
the reference measurements of the beacon positions nR M SRr e f . To
this end, the ratio

ηi ni =
nR M SRi ni

nR M SRr e f
(3.6)

was calculated for each of the four LPS setups. The nRMSR is an indicator
for the quality of the tag positions (see section 3.1.2). Hence, an initial
solution with a quality that is worse than the reference solution would
yield ηi ni > 1.

Second, the nRMSR obtained with the calibrated setups
(nR M SRc a l i b ) was compared to that of the reference setups in terms of
the ratio

ηc a l i b =
nR M SRc a l i b

nR M SRr e f
(3.7)

Also this ratio was computed for all four setups. A calibration solution
with a quality that is better than the reference solution in terms of nRMSR
would yield ηc a l i b < 1.

Third, the deviation between the measured reference beacon node
positions and the calibrated beacon node positions was determined.
Since the quality of the positioning is invariant towards rotation and
translation of the local coordinate system and therefore invariant to-
wards rotation and translation of the beacon node positions, the cali-
brated and reference beacon positions had to be aligned for compari-
son. To this end, the Kabsch algorithm [Kabs 76] was used for finding
the optimal translation vector and rotation matrix for the alignment of
the calibrated and reference beacon positions. The deviation between
the calibrated and reference beacon node positions after alignment was
characterized in terms of the Root-Mean-Square Error (RMSE) (in me-
ters).

Fourth, the tag positions obtained with the initial, calibrated and ref-
erence beacon node positions were compared to the simulated ground
truth tag positions for each setup. For each comparison, the RMSE of the
tag positions was determined.
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configuration # σx (m) σy (m) σz (m)
1 1 1 0.5
2 1 1 1
3 5 5 2.5
4 5 5 5
5 10 10 5
6 10 10 10
7 20 20 10
8 20 20 20

Table 3.2: Standard deviationσ of simulated initial beacon node positions

Experiments 2 - simulated initial guess

Initialization The quality of the manual beacon node position esti-
mates is highly user-dependent. Therefore, further simulations were
conducted in order to test the proposed approach with several different
initial positions. In these simulations, the accurately measured beacon
positions (reference) were artificially corrupted with additive Gaussian
noise.

Tests were run with eight different noise configurations. An overview
of the noise configurations is given in Tab. 3.2. In four configurations,
the noise distributions in x- y- and z-direction were isotropic. In the
four other configurations, the standard deviation of the noise in x- and
y-direction was twice as high as in z-direction. The different noise mag-
nitudes in the different directions reflect the geometry of the LPS setups.
While the tested setups span several hundred meters in the horizontal
plane, the vertical position of the beacon nodes is always within the range
of several meters.

For each of the four LPS setups and each of the eight noise levels, the
calibration procedure was repeated with 100 randomized initial condi-
tions.

TDoA measurements In order to test our calibration method not only
with simulated TDoA data as in the first part of the experiments, the orig-
inally measured TDoA data served as input to the calibration procedure
for this second experimental setting.
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Evaluation Also for the experiments with simulated initial guess, the
available tag positions were divided randomly into a training set and a
test set, as described above.

In these experiments, no ground truth tag positions were available
for comparison. Therefore, only the ratios ηi ni and ηc a l i b , as well as the
deviation between the measured reference beacon node positions and
the calibrated beacon node positions in terms of the RMSE were used
as figures of merit, as described above. For the simulated initial beacon
node positions, this resulted in 400 values for each of these performance
indicators (100 randomized repetitions for each of the four LPS setups).
The results were summarized by calculating percentiles over these 400
values for each of the eight noise configurations.

3.1.4 Results

The results regarding the ratios ηi ni and ηc a l i b , as well as the deviation
between the reference beacon node positions and the calibrated beacon
node positions are presented in Figs. 3.6 - 3.8. Since these performance
indicators were determined for both types of experiments, they are pre-
sented together.

Fig. 3.6 shows the percentiles of the ratio ηi ni between the nRMSR
for the initial beacon positions and the reference beacon positions. The
nRMSR increased for higher noise levels of the initial guess. It can be seen
that the tag nRMSR based on the manually selected beacon positions was
up to 33 times higher than for the reference values.

Fig. 3.7 shows the percentiles of the ratio ηc a l i b between the nRMSR
for the calibrated beacon positions and the reference beacon positions.
For low noise levels, the nRMSR of the calibrated setup was even lower
than for the reference measurements (nRMSR ratio < 1). For high noise
levels, the calibration was not always successful, i.e., the residuals of the
mobile node positions after calibration were considerably higher than
the reference.

When the initial guess of the beacon positions was disturbed with
isotropic noise with a standard deviation of 1 m, the calibration outper-
formed the reference in 97 % of the cases (ηc a l i b < 1). This value dropped
to 67 % for a standard deviation of 5 m.

The nRMSR after calibration starting from the manually selected bea-
con nodes exceeded the reference by 0.6 % in the worst case and was
lower than the reference by 28.8 % in the best case. The quality of the
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Figure 3.6: Percentiles of ratioηi ni = nR M SRi ni /nR M SRr e f between nRMSR for
initial vs. reference beacon positions for different noise levels (cropped at 35 for
better scaling). A high ratio indicates that the quality of the tag positions is bet-
ter using the reference beacon positions than using the initial estimates of the
beacon positions. Only results for the test sets are shown. The green line corre-
sponds to the experiments with the initial guess based on satellite photographs,
the other lines were obtained with the simulated intial guesses.

initial guess of the beacon positions was improved by the calibration in
all cases.

The RMSE between the reference beacon node positions and the cali-
brated positions is visualized in Fig. 3.8. With high noise levels of the ini-
tial guess, the calibrated beacon node positions deviated considerably
from the reference values. For initial estimates with a standard devia-
tion up to 1 m, the RMSE of the calibrated beacon node positions was
below 2 m in almost all cases. Using the manually supplied initial posi-
tions based on satellite photographs, the RMSE of the calibrated beacon
positions was between 0.62 m and 1.70 m.

In Fig. 3.9, the RMSE of the tag positions obtained with the manu-
ally supplied initial guess, reference and calibrated beacon positions is
visualized for each of the four LPS setups. With the manually supplied
initial guess, the accuracy of the tag positions was very poor (RMSE up
to 13.8 m). Using the reference beacon positions and the calibrated posi-
tions resulted in considerably lower errors of the tag positions. With the
reference beacon positions, the RMSE of the tag positions was between

70



3.1. Automatic Calibration of TDoA Positioning Systems

0 20 40 60 80 100
0.6

0.8

1

1.2

1.4

1.6

1.8

2

percentile

η
ca

li
b

 

 

σ
xy

= 1m σ
z
= 0.5m

σ
xy

= 1m σ
z
= 1m

σ
xy

= 5m σ
z
= 2.5m

σ
xy

= 5m σ
z
= 5m

σ
xy

= 10m σ
z
= 5m

σ
xy

= 10m σ
z
= 10m

σ
xy

= 20m σ
z
= 10m

σ
xy

= 20m σ
z
= 20m

manual

Figure 3.7: Percentiles of ratio ηc a l i b = nR M SRc a l i b /nR M SRr e f between
nRMSR for calibrated vs. reference beacon positions for different noise levels
(truncated at 2 for better scaling). A ratio above one indicates that the quality
of the tag positions is better using the reference beacon positions. A ratio below
one indicates that the quality is better when the calibrated beacon positions are
used. Only results for the test sets are shown. The green line corresponds to the
experiments with the initial guess based on satellite photographs, the other lines
were obtained with the simulated intial guesses.

27.1 cm and 55.0 cm. The RMSE was slightly higher with the calibrated
setups and increased by 1.8 cm - 5.9 cm compared to the reference solu-
tion.

3.1.5 Discussion

Using real estimates of the initial beacon positions based on satellite pho-
tographs (experiments 1), the calibration was successful for all tested
setups, i.e., the residuals of the mobile node positions were lower or in
the same order as for the reference beacon node positions. In addition,
the position error of the calibrated beacons was relatively low, with a
RMSE below 2 m in all cases. The RMSE of the tag positions that were
obtained with the calibrated setups was comparable to the reference so-
lution, even though the tag RMSE of the initial setup was high. This in-
dicates that simply marking approximate beacon positions in an aerial

71



Chapter 3. Acquisition of Positional Data in Sports

0 20 40 60 80 100

2

4

6

8

10

12

14

16

18

20

percentile

R
M

S
E

 r
ef

er
en

ce
 v

s.
 c

al
ib

ra
te

d 
b
ea

co
ns

 (
m

)

 

 

σ
xy

= 1m σ
z
= 0.5m

σ
xy

= 1m σ
z
= 1m

σ
xy

= 5m σ
z
= 2.5m

σ
xy

= 5m σ
z
= 5m

σ
xy

= 10m σ
z
= 5m

σ
xy

= 10m σ
z
= 10m

σ
xy

= 20m σ
z
= 10m

σ
xy

= 20m σ
z
= 20m

manual

Figure 3.8: Percentiles of the deviation between the reference and calibrated bea-
con node positions. The deviation is given in terms of the RMSE. The green
line corresponds to the experiments with the initial guess based on satellite pho-
tographs, the other lines correspond to the experiments with simulated initial
guess.

image can provide suitable initial conditions for the presented calibra-
tion.

The results of the experiments with simulated initial guess (experi-
ments 2) showed that the calibration of the initial beacon node estimates
led to a considerable improvement of the tag position quality (ηc a l i b <
ηi ni ). In many runs, the nRMSR obtained with the calibrated setup was
even lower than with the reference beacon positions (ηc a l i b < 1, see Fig.
3.7), which testifies to the usefulness of the proposed methods.

The performance of the calibration in terms of the nRMSR and bea-
con RMSE detriorated with increasing noise levels of the initial guess.
Poor calibration solutions that were obtained in some cases may have
resulted from the existence of several local minima in the objective func-
tion. These may cause the optimizer to arrive at a solution that is only
locally but not globally optimal. One possible alternative would be to
employ a global optimization algorithm instead of a local optimizer such
as SQP. However, this would increase the computational cost of finding a
solution, thus hampering the practical usability of the calibration proce-
dure. Instead we suggest estimating a new set of initial beacon positions
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Figure 3.9: RMSE of the tag positions with respect to the simulated ground truth
positions from the experiments with manually supplied initial guess. The tag po-
sitions were calculated using the manually estimated setup, the beacon node po-
sitions measured with the tachymeter (reference) and the calibrated beacon node
positions.

(e.g., from the satellite photographs) and run the calibration a second
time if the residuals after the first run are too high.

Another problem that might corrupt the calibration procedure is the
presence of outliers in the TDoA measurements and the corresponding
estimated mobile node positions. Although our proposed procedure in-
cludes an outlier detection prior to the optimization, outliers might be
masked by the generally poor quality of the mobile node position esti-
mates that are based on the inaccurate initial guess of the beacon node
positions. If the training set is corrupted by many outliers, the calibration
can lead to erroneous results.

The geometry of the tested setups with relatively small deviations in
the vertical positions of the beacon nodes (maximum vertical distance
between highest and lowest beacon node≈ 5 m) led to a high VDOP. As a
consequence, the vertical component of the mobile node positions could
not be determined reliably. Therefore, the mobile node had to be moved
in a horizontal plane during the acquisition of the test and training data
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for the calibration. With this constraint, a constant elevation of the mo-
bile node was assumed. If the elevation of the mobile node during the
data acquisition is not constant, this might alter the calibration results.
However, it is not required to know the elevation of the mobile node be-
forehand, since the calibration finds the beacon positions relative to the
mobile node positions. Therefore, assuming a different vertical compo-
nent of the mobile node positions simply shifts the whole coordinate sys-
tem of the LPS.

A direct comparison with other LPS calibration procedures from the
literature was not possible, since these did not consider the case of TDoA
measurements and unknown clock offsets, as in our scenario. Further-
more, many of the calibration algorithms from the literature (see sec-
tion 1.3.1) were not evaluated quantitatively [Duff 03, Maha 99, Syaf 12,
Ure 15]. Also the evaluation of other algorithms from the literature al-
lows no fair comparison, since LPSs with different measurement princi-
ples and considerably different accuracy were used, the geometry of the
beacon nodes was constrained in some cases and the size of the area cov-
ered by the LPSs varied between the order of≈ 1 m 2 [Guev 12, Ruiz 11]and
≈ 10, 000 m 2 [Olso 06]. Considering these differences, only a rough com-
parison of the accuracy of the calibrated beacon positions can be con-
ducted based on the ratio between ranging error and calibration error.
Here, ratios of ≈ 1 [Maut 07], ≈ 20 [Ruiz 11] and ≈ 40 [Guev 12] have been
reported. Our results from experiments 1 (ranging error of 0.1 m, beacon
node RMSE between 0.62 m and 1.70 m) yield a ratio between 6 and 17
for the different LPS setups. The performance of the proposed TDoA-LPS
calibration algorithm in terms of beacon node position accuracy is thus
comparable to the performance of algorithms from the literature which
have been designed for other types of LPSs.

The calibration performance in terms of the tag position accuracy
has not been evaluated quantitatively in any of the previously published
work. Hence, a comparison regarding this metric was not possible.

The results of our experiments show, that the proposed procedure
presents a practically viable solution for the calibration of LPSs which are
based on the TDoA principle. The presented methods provide a robust
tool for finding accurate beacon node positions. These form the basis
for the estimation of precise tag positions and thus for accurate position
tracking in sports.
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Highlights:

• introduction of a calibration algorithm for TDoA positioning
systems

• proposed algorithm facilitates setup of LPSs

• no cumbersome manual measurement of beacon positions
with costly additional hardware necessary

• evaluation of proposed methods with real and simulated
data

• calibration robust with respect to initial guess

• tag position accuracy after calibration comparable to refer-
ence solution
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3.2 Beacon Node Selection for Robust Localization

3.2.1 Overview

The careful calibration of a LPS is indispensable for accurate position-
ing, but additional measures are required for robust LPS operation. The
occurrence of NLOS measurements is one of the most relevant sources
of positioning errors. In order to determine the position of a mobile
node, measurements from several beacon nodes are required. However,
if the measurement of only a single anchor is corrupted by a NLOS error,
this can lead to considerable errors in the calculated position. To avoid
such problems, NLOS conditions must be detected reliably. Detected
NLOS errors must either be corrected or the corresponding measure-
ments have to be excluded from the position calculation. Although sev-
eral approaches for detecting NLOS measurements have been proposed
in the literature (see section 1.3.1), none of them takes the variable orien-
tation of the tag and the influence of its attachment to the target (e.g., the
athlete that is to be tracked) into account. However, these aspects con-
tain important information for avoiding the use of NLOS measurements
in the position calculation. Based on this information, a novel approach
for selecting LOS beacon node measurements is presented. With this ap-
proach, beacon nodes can be excluded from the position estimation a
priori, thereby not only eliminating NLOS errors but also reducing com-
putational cost.

The selection approach presented in this section has been part of
a patent application [Kaut 15b]. In addition to the explanations in the
patent application, a more detailed description of the methods has been
included in this thesis. Moreover, experiments, evaluation, results and
discussion have been added within the scope of this thesis.

3.2.2 Methods

The first aspect of our approach consists of modeling the tag and the tar-
get as a connected system. The radiation pattern of this system is used to
predict the field of view of the tag, i.e., the area in which beacon nodes can
potentially receive a LOS signal from the tag. For example, if a tag with
a spherically symmetric radiation pattern is attached to an object which
shields the signal of the tag in one direction, the resulting radiation pat-
tern will not be spherically symmetric anymore but will be directive. For
position tracking in athletics, the tag is usually attached to the bib num-
ber at the chest of the athlete (target). The radio signals that are emitted
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Figure 3.10: Example scenario for positioning with occlusions due to the attach-
ment of the tag (m) at the target. Only beacon nodes within the field of view
(green area) of the tag can receive LOS signals. The beacon nodes b2 and b3

are able to receive LOS signals while the LOS path to b1 is occluded. Signals re-
ceived by b1 in this configuration are assumed to be NLOS signals (modified from
[Kaut 15b]).

by the tag in the direction of the athlete’s body are attenuated due to the
high amount of water in the human body [Hall 06]. If a beacon node that
is occluded by the target receives a signal from the tag, it can be assumed
that this signal reached the beacon on a NLOS signal path and is therefore
erroneous. Hence, it should not be used for determining the position of
the tag. As a consequence of these considerations, we propose a beacon
node selection scheme based on the radiation pattern that results from
the attachment of the mobile node at the target. An example scenario is
visualized in Fig. 3.10.

The second aspect of our beacon node selection approach comprises
the consideration of variable orientation of the target and the attached
tag. The tag is usually fixed to the target, therefore, their relative posi-
tions can be assumed to be constant, i.e., the tag and the target are mod-
eled as one single rigid body, which is subject to translation and rota-
tion. With this assumption, the combined radiation pattern of the sys-
tem formed by the mobile node with the target is constant with respect
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to the mobile node. The signal transmission between the mobile and
beacon nodes, however, depends on the position and orientation of the
tag-target-system, since its radiation pattern can not be assumed to be
spherically symmetric in general. With the information about the orien-
tation of the tag-target-system and its radiation pattern, predicting which
beacon node is within the field of view of the tag is more accurate than in
the case when the orientation influence is neglected.

We suggest to acquire information about the orientation of the tar-
get either using inertial sensors or by exploiting a priori knowledge about
the movement of the target. For example, if the horizontal position of an
athlete on a running track is sought, the coordinates and shape of the
running track and also the running direction are known a priori. The 2D
orientation of the target can then be inferred from the estimated posi-
tion of the runner. Further, the radiation pattern of the tag antenna is
assumed to be known. By estimating the signal attenuation caused by
the athlete’s body, the radiation pattern of the system consisting of the
tag and the target can be modeled. Together with the information about
the orientation, the anchors to be used for position estimation can then
be determined.

Fig. 3.11 illustrates an example of the approximated field of view of a
tag. Here, the direct signal that is emitted by the tag and attenuated by
the target exceeds a certain strength only in in the green areas. For each
position, the orientation is inferred from the a priori track information.
Only measurements from the anchors in the field of view should be used
for position determination.

3.2.3 Experiments and Evaluation

In order to test our approach under realistic conditions, we collected
34 position data sets during 400 m and 800 m runs. The runs were per-
formed by 8 different runners. The runners covered a distance of ap-
proximately 18,000 m for the recordings. The data was collected on two
different oval running tracks (400 m per round) whose geometries were
compliant to the regulations of the International Association of Athletics
Federations [Wils 08].
The positions of the runners were measured in 2D using the TDoA LPS
described by Stelzer et al. [Stel 04] (see also section 2.1.2). An LPS setup
with 12 beacon nodes was used on both tracks.

The runners were equipped with two different types of LPS tags (Fig.
3.12). One type of tag was designed with the goal of not disturbing the
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Figure 3.11: Approximated field of view of the tag for one position of the target
on the running track.

runners, hence it was designed to be small (approx. 6 cm×4 cm×0.5 cm)
and lightweight. This type of tag will be referred to as measurement tag.
The other type of tag was designed for optimal measurement accuracy
and therefore featured two external antennas for improving the measure-
ment quality. This type of tag will be referred to as reference tag.

Due to their increased size and weight, the reference tags were not
suitable to be used in competitions. However, the measurement tags suf-
fered from weakened signal transmission between the LPS nodes, which
caused a reduced SNR, outliers in the measurements and an irregular
sampling period with considerable measurement outages, lasting up to
13.7 s.

In total, 82, 258 position measurements were obtained with the mea-
surement tags and 292, 587 with the reference tags. TDoA measurements
from both transponders were recorded during all runs. Due to the system
architecture and the different properties of the tags, the tags did not mea-
sure at the exact same time points. However, their measurement time
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Figure 3.12: Measurement and reference tags used for acquiring TDoA measure-
ments. The reference tags features two external antennas (orange). A one-euro
coin is depicted as a fiducial marker.

stamps were based on the same clock. The sensor attachment is shown
in Fig. 3.13.

The trajectories obtained with the reference tags were calculated us-
ing all available beacon node measurements and outliers were removed
manually. Subsequently, the trajectories were low-pass filtered with a
cutoff frequency of 0.5 Hz to remove high-frequency noise. These low-
pass-filtered trajectories were then interpolated to obtain reference posi-
tions for the same times for which data from the measurement transpon-
ders was available. This pre-processed data from the reference transpon-
ders served as the ground truth for the evaluation.

Using this data, different approaches for beacon node selection were
tested. For all approaches, at least four beacon node measurements were
used for each determined position. Since for each position, three un-
knowns had to be found (2D position and timing offset of the LPS), the
usage of at least Bmi n = 4 beacons guaranteed an overdetermined posi-
tioning problem, which allowed calculating residuals of the determined
positions as quality indicators (see also section 3.1).

We compared the following methods for beacon node selection (de-
scribed in more detail below the list):

1. baseline: using all available measurements (no selection)
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3.2. Beacon Node Selection for Robust Localization

measurement tag

antennas of
reference tag 

Figure 3.13: Attachment of the reference and measurement tags. The measure-
ment tag was attached to the bib number of the runner. The reference tag was
carried in a textile harness at the back of the runner and the antennas were placed
at the shoulders to avoid signal attenuation due to the athlete’s body.

2. rejecting outlying observations with a Grubbs test on the changes
of the TDoA measurements of each beacon node [Grub 69]

3. rejecting outlying observations using a thresholded KF which
tracks the TDoA measurements [Ting 07]

4. testing all possible beacon combinations and assigning weights to
each beacon node based on the cumulative residuals of each bea-
con node (similar to [Cong 05])

5. testing all possible combinations of Bb e s t beacon node measure-
ments to find the best Bb e s t measurements based on the residuals
[Cong 01]

6. iteratively reweighted least squares [Holl 77] position estimation
with bisquare weight function based on residuals

7. distributed fault detection and RSSI tracking proposed by Pfeil et
al. [Pfei 09, Pfei 10], using a KF and a χ2 test as well as a plausibility
analysis of the RSSI to detect NLOS measurements
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8. iteratively reweighted least squares [Holl 77] position estimation
with iterative rejection of outlying observations

9. proposed method: selection based on the estimated field of view
of the tag

10. reference method: iteratively reweighted least squares estimation
[Holl 77] of timing offset only; bisquare weight function [Clev 79]
based on deviation from reference positions (ground truth)

The core algorithm for all compared approaches was the Levenberg-
Marquard algorithm (see section 2.1.2), which was used to solve the min-
imization problem described in Eqn. 2.5.

In method (1), no selection of beacon nodes was conducted and all
available measurements were assigned equal weights (wi = 1∀i ). This
method served as baseline for the comparison of selection approaches.

For methods (2) and (3), it was assumed that TDoA measurements
vary smoothly over time, since a continuous movement was followed.
Therefore, if the rate of change of the TDoA measurements varied rapidly,
it was assumed that this was caused by a NLOS error and the correspond-
ing measurement was excluded from the position calculation by setting
its respective weight to wi = 0. In approach (2), such outliers in the rate
of change of the TDoA measurements were identified off-line using a
Grubbs test with significance level 0.05. In approach (3), the TDoA mea-
surements were tracked using a linear KF with a constant-velocity model
and potential NLOS measurements were identified by thresholding the
Mahalanobis distance between the predicted and actual measurement.
The optimal threshold was determined in a grid search.

The approach proposed by Cong and Zhuang [Cong 05], which was
the starting point for method (4), requires calculating probabilities for
the occurrence of NLOS for each beacon node measurement. Due to
the time offset in the measurements of the used LPS, those probabili-
ties could not be calculated, since they are a function of the unknown
time offset. Therefore, we adapted the approach proposed by Cong and
Zhuang to use the residuals of the determined positions as quality indi-
cators. For position calculation from B available measurements, there
exist 2B possible combinations for which measurement is corrupted by
NLOS and which is not. For each of these combinations, we set wi = 0 for
each assumed NLOS measurements and equal weights to the remaining
measurements such that

∑B
i=1 wi = B in all cases. The residuals ei for

each beacon node were then summed up over all tested combinations.
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From these summed up residuals, final weights were obtained using the
bisquare weight function [Clev 79]. With these weights, the final position
estimate was determined.

For approach (5), all combinations of using Bb e s t measurements
from the available B measurements were tested. The solution with the
lowest residuals was then considered as the final solution. The number
of combinations that needs to be tested for each position calculation is
� B

Bb e s t

�

. We chose Bb e s t = 5, since this yielded the best results in [Cong 01].
In approach (6), the weights of the measurements were iteratively up-

dated as described by Holland and Welsch [Holl 77]. Again, the bisquare
weight function was employed [Clev 79]. Weights of measurements for
which the residual was greater than 2.5 times the median absolute devi-
ation were set to zero [Leys 13].

Method (7) was designed especially for the employed LPS. The im-
plementation in the commercially available software of the system was
used for our experiments.

In approach (8), the measurement weights were updated iteratively,
similar to approach (6). Instead of using the bisquare weight function,
the weight of the measurement with the highest residual was set to zero
in the next iteration until the average residual of the remaining measure-
ments fell below a threshold. As for method (3), the threshold was deter-
mined in a grid search.

For approach (9), we used the methods explained in section 3.2.2. The
field of view of the mobile node attached to the runners was determined
using a simulation of the radiation pattern of the tag antenna and the tar-
get. The simulation was conducted using the CST Studio Suite 1. The tag
antenna was modeled as a monopole antenna with a length of approx-
imately λ/2. The body of the athlete was modeled as biologic tissue as
defined in the simulation software. The dimensions l of the body were
modeled such that l � λ. The system was simulated at the center fre-
quency of the employed LPS, i.e., f = 5.8 GHz. A screenshot of the sim-
ulation setup and the resulting far-field radiation pattern is visualized in
Fig. 3.14. For simplification and since the pitch angle of the tag was ap-
proximately zero during the experiments, only the radiation pattern in
the horizontal plane was used for the anchor selection (see Fig. 3.15).

The orientation of the athlete and tag were determined based on an
initial estimate of the tag position m̂i ni (median of last five calculated
positions) and the track geometry. Using the radiation pattern, the 2D
orientationφ of the tag-athlete system, the tag position estimate and the

1Computer Simulation Technology, Darmstadt, Germany

83



Chapter 3. Acquisition of Positional Data in Sports

Figure 3.14: Simulation of the radiation pattern of the tag antenna when posi-
tioned at the chest of the athlete (biologic tissue). Left: screenshot of the simula-
tion setup. Right: radiation pattern in 3D (antenna located at the origin).

beacon node positions, only beacon nodes at positions bi for which the
expected received signal power Pr exceeded a threshold were selected.
Using Eqns. 2.1 and 2.2 and summarizing Pt , L t , ,Gr , L r (assuming an
isotropic receiver antenna) and the threshold in one constant κ led to
the decision rule for selecting the beacon nodes:

Gt (φ)− L f s (m̂i ni ,φ, bi ) +κ> 0, (3.8)

with

L f s (m̂i ni ,φ, bi ) = 20 log10(|m̂i ni −b|+20 log10 f −147.55 (3.9)

and
Gt (φ) = 10 log10 (g a i n (φ)) (3.10)

Since not all system parameters for calculatingκwere known, its optimal
value was estimated using a grid search with κ ∈ {10, 10.5, 11, ..., 60}. The
best results were obtained with κ= 52.5.

For method (10), the data from the reference tags was used for bea-
con node selection. Here, the iteratively weighted least squares algorithm
from method (6) was used together with the positions obtained with the
reference tag to estimate only the timing offsets t̂o f f of the measurement
tag data. The weights that were obtained from this procedure, were then
used in a second step for calculating the measurement tag positions. This
algorithm served as reference in the comparison of selection algorithms.
It is not applicable in a real scenario, since it requires reference tag posi-
tions which are not available in practice.
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Figure 3.15: Horizontal radiation pattern of the tag when positioned at the ath-
lete’s chest. An angle of 0◦ corresponds to the forward facing direction with re-
spect to the athlete (ventral). The gain is given in linear scale.

Each of the above-mentioned approaches was evaluated in terms of
the RMSE between the measurement tag positions calculated with the
respective selection method and the reference tag positions.

3.2.4 Results

The results of the comparison between the different selection ap-
proaches are summarized in Fig. 3.16. The position estimation without
any selection of the received measurements (1) and with method (2)
led to the highest positioning error (method (1): median of RMSE
4.72 m, mean 4.94 m, method (2): median of RMSE 4.61 m, mean 4.98 m).
The lowest error (median of RMSE 0.52 m, mean 0.60 m) was achieved
with the selection based on the reference measurements (method
(10)). Considering only methods which did not use the reference data
(which is not available in a realistic application), the proposed selection
method (9), based on the the radiation pattern of the tag attached to the
target yielded the lowest error (median of RMSE 0.75 m, mean 0.86 m).
The second-best of these methods (method (8):iterative rejection of
measurements) led to a median RMSE of 1.77 m and a mean RMSE of
1.83 m.
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Figure 3.16: Box plots of the RMSE of the compared beacon node selection ap-
proaches over the analyzed data sets.

3.2.5 Discussion

The results of the algorithm comparison demonstrate the performance of
the proposed beacon node selection method (9). With our approach, the
median of the RMSE was reduced by 84.1 % compared to using all avail-
able measurements and by 57.6 % compared to the second-best solution
(excluding the reference algorithm). The accuracy obtained with the pro-
posed approach is in the range of the reference algorithm (10) which re-
quired ground truth tag positions.

The RMSE of the reference algorithm was approximately half a meter
for most data sets. This can be attributed to different error sources. First,
not all invalid measurements were dismissed, even by the reference al-
gorithm. Second, the TDoA measurements were corrupted by Gaussian
measurement noise. Third, a systematic deviation between the positions
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of the reference and measurement tags was introduced by the different
placement of the tags at the body of the athletes.

The poor performance of methods (2) and (3) can be explained by the
fact that they are based on detecting unexpected changes in the measure-
ments, which might indicate the occurrence of a NLOS measurement.
However, beacon nodes also received NLOS measurements over several
consecutive samples. While the first occurence was often detected cor-
rectly, the following invalid measurements were not detected anymore
if the NLOS signal path stayed approximately the same. LOS were even
falsely dismissed when a beacon node changed back to valid measure-
ments after a NLOS period. Also method (7) was affected by these prob-
lems.

The results of method (5) were negatively influenced by enforcing a
fixed number of five measurements per position estimate. On the one
hand, less than five valid measurements were available in some cases,
hence the algorithm was forced to include erroneous measurements in
these cases. On the other hand, more than five valid measurements were
available most of the time, but by fixing the number of measurements to
be used, valuable information for the position estimation was dismissed.

In the case of the weighting approaches (4), (6) and (8), the deter-
mination of the weights also relied on position estimates that included
NLOS measurements. In cases where several NLOS measurements were
received at the same time, the initial position estimates were too far away
from the true solutions in these cases and the LOS measurements and
the corresponding solutions were masked by the NLOS measurements.
In the iterative methods, valid measurements were also rejected or ob-
tained low weights due to a bad initialization with all available measure-
ments. In some cases, the algorithms were not able to recover from these
wrong assignments, leading to an erroneous solution.

Not only the the accuracy of the position estimates varied markedly
between the compared algorithms, but there were also clear differences
regarding the computational cost. While the proposed method only re-
quires the geometric determination of beacons which are able to receive
a LOS signal and a single position estimate, other algorithms were com-
putationally considerably more expensive. For example, in method (4),
2B intermediate position estimates had to be computed to arrive at a sin-
gle position estimate. In cases when all of the 12 beacon nodes in our
setup received a signal, this resulted already in a 4096 intermediate posi-
tion calculations. Also in method (5), the selection of the N = 5 best mea-
surements required 792 intermediate solutions when all beacon nodes

87



Chapter 3. Acquisition of Positional Data in Sports

received a signal. The necessity to compute such a high number of inter-
mediate solutions increases the computation time.

Although our method outperformed the other tested approaches in
terms of accuracy and is also computationally tractable, it exhibits some
limitations. The proposed method relies on an estimate of the tag orien-
tation in order to account for the anisotropic radiation pattern of the tag.
Especially in highly dynamic systems, the estimation of this orientation
can be problematic. Moreover, our approach requires an appropriate
model of the radiation pattern of the tag in combination with the target.
The measurement of this radiation may not be possible, since it requires
sophisticated measurement equipment. Also the simulation of the radi-
ation pattern can be very complex, depending on the specific tracking
problem. However, our experiments indicate, that even a simplified mo-
del can yield satisfactory results.

Our method might be further improved by including also informa-
tion about the DOP in the selection process to account not only for NLOS
conditions but also for the effect of different geometrical beacon node ar-
rangements.

Highlights:

• introduction of new method for selection of valid beacon
node measurements based on field of view of the tag

• proposed approach allows> 80 % error reduction (RMSE) by
rejecting NLOS measurements

• best accuracy in comparison to eight other algorithms from
literature

• comparable performance to algorithm that uses reference
measurements

• computationally tractable algorithm

88



Chapter 4

Filtering of Positional Data in
Sports

After the data acquisition, the quality of the raw positional data can be
further improved with suitable filter algorithms. The contributions re-
garding the filtering aspect of the processing pipeline outlined in section
1.1 are presented in this chapter (Fig. 4.1). First, a robust KF-based filter
framework is introduced. Second, a novel approach for the incorpora-
tion of prior knowledge in KFs is presented.

Data 
Acquisition

Filtering AnalysisInput Output

Figure 4.1: Transformation pipeline leading from an actual sports event to an ab-
stract representation of the relevant aspects of this event. In this chapter, the
contributions regarding the filtering of position data in sports are presented.
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Figure 4.2: Overview of the presented filter extensions and their combination
with the original KF. Modified from [Kaut 15a]with permission.

4.1 Robust Kalman Framework

4.1.1 Overview

The literature search in section 1.3.2 revealed that a non-linear KF which
encompasses robustness towards outliers, Kalman smoothing and real-
time conversion from non-uniformly sampled inputs to a constant out-
put rate is currently not available. Moreover, a reliable, automated
method for determining the necessary parameters for such an approach
has not been introduced yet. A filtering framework which closes these
gaps could improve and facilitate signal filtering not only in a sports con-
text, but also in a wide variety of other problems. The purpose of this sec-
tion is to introduce a novel KF framework which combines applicability
to non-linear systems, outlier handling, non-uniform sampling, fixed-lag
smoothing and parameter estimation in a coherent analysis procedure,
as outlined in Fig. 4.2. First, state-of-the-art possibilities for non-linear
Kalman filtering are briefly recapitulated and a method for the rejection
of outliers is introduced. Hereafter, an KF-based scheme to create fil-
tered output with a constant rate from non-uniformly sampled input is
described. Subsequently, these approaches are combined with fixed-lag
smoothing. Finally, a method for the estimation of all filter parameters
under the described conditions is presented. The performance of the de-
veloped filter framework is evaluated and discussed using real and artifi-
cial data.

The work presented in this section are based on the publication
[Kaut 15a].

4.1.2 Methods

Handling Non-Linearities

As previously mentioned in section 2.3, the original KF can be extended
for use with non-linear systems in the form of the EKF, UKF and SRUKF.
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Due to its high practical relevance, the proposed filter framework is de-
scribed with the EKF as its core component. However, due to the sim-
ilarity in the general filter structure, the combination of filter modifica-
tions that are described in the following paragraphs may also be applied
to other versions of the KF.

Handling Outliers

For optimal performance of KFs, a Gaussian distribution of the measure-
ment noise is required. In practice, this nominal condition is often vio-
lated by the presence of outliers. It is therefore necessary to make the KF
robust against outliers to ensure good performance when nominal con-
ditions are not met [Kass 85]. Outliers corrupt the quality of the filtered
state estimates and may even lead to divergence of the filter. To mitigate
these issues, the filter framework needs to be designed such that it han-
dles outliers appropriately. This work focuses on non-propagating out-
liers that are introduced into the filtering process in the form of outlying
observations (Type I outliers [Fox 72]).

A widely-used quantitative specification for outliers has been pro-
posed by Tukey [Tuke 77]. He defined extreme outliers as those data
points that are not within the interval [q1−1.5 · (q3−q1); q3+1.5 · (q3−q1)],
where q1 and q3 are the first and third quartiles of the underlying distribu-
tion. For normal distributions, this interval is approximately equivalent
to µ± 2.7σ, where µ and σ are the mean and standard deviation of the
distribution.

The rejection of outlying observations represents one possibility for
making an EKF more robust, i.e., when an observation is marked as an
outlier, it is ignored in the filtering process. To detect outliers, we propose
to evaluate the Mahalanobis distance dk of the current innovation (see
also Eqns. 2.15 and 2.16):

dk =
q

e T
k Σ

−1
k ek (4.1)

If the current observation leads to a Mahalanobis distance which ex-
ceeds a predefined threshold, the measurement is marked as invalid and
the current update step is omitted.

Theoretically, the above-mentioned outlier definition from [Tuke 77]
could be translated directly into a threshold for the Mahalanobis dis-
tance, i.e., dk > 2.7 for outlying observations. However, in practice, the
choice of a suitable threshold is dependent on the adequacy of the state
prediction model and the correct choice of the noise covariance matrices
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Q and R, since they influence Σk . If the underlying covariance matrices
are inadequate, the outliers cannot be detected reliably from the result-
ing Mahalanobis distance or valid measurements might wrongly be re-
jected. As a consequence, the choice of a pertinent threshold and the
estimation of Q and R should be performed simultaneously. The estima-
tion of these parameters will be described in section 4.1.2.

Conversion of Non-Uniform Sampling

In most practical applications, filter outputs are desired at predefined
times or with a certain rate. Possible scenarios with this requirement
include cases where observations from different measurement systems
with different sampling characteristics need to be synchronized, where
transmission standards have to be met or where a constant sampling rate
is necessary for further signal processing.

If the availability of observations can not be guaranteed at predefined
times, a sample rate conversion procedure needs to be employed in order
to ensure the availability of the necessary filter output when it is required.
For achieving this goal, we propose exploiting the prediction abilities of
the EKF as depicted in Fig. 4.3.

Let M be the set of time indices k for which an observation is avail-
able. The set O contains all k for which a filtered output needs to be com-
puted (M and O are not necessarily disjoint). The set Mv contains all k
for which a valid measurement is available, i.e., where the observation
was not marked as an outlier (Mv ⊆M ).

If an observation is usable (k ∈Mv ), the basic recursive steps of pre-
diction and update are applied. State estimates for points in time at
which no valid observation exists (k ∈ O \Mv ) are computed from the
previous a posteriori state estimate, as described in Eqns. 2.11 and 2.12,
omitting the subsequent update step.

The observation times are assumed to be known, but possibly irregu-
larly spaced. The points in time for which an output needs to be created
can be chosen depending on the problem at hand, either at a constant
interval or irregularly spaced. Hence, a predefined output rate can be
obtained even when the input is sampled non-uniformly.

As a positive side-effect, the insertion of intermediate prediction
steps as described above mitigates a well-known problem: The lineariza-
tion that is part of the EKF can lead to unstable filter behavior if the time
step intervals are not small enough [Juli 95]. By adding additional steps,
the linearization errors of the EKF can be reduced, since the step width

92



4.1. Robust Kalman Framework

O {
M {

t

input

output

prediction + update

prediction only

Figure 4.3: The sample rate conversion scheme exploits the prediction abilities
of the EKF. At times t for which an observation (+) is available, prediction and
update are performed as usual. When an output (o) needs to be obtained with-
out a measurement, only the prediction step is conducted and the update step is
omitted. The set M contains the discrete time points for which an observation is
available, and the set O contains those for which a filtered output is calculated. In
this example, O and M are disjoint. Reprinted from [Kaut 15a]with permission.

for which the state covariance matrix needs to be propagated also de-
creases [De G 97].

Fixed-Lag Smoothing for Variable Sampling Rates

Optimal smoothing provides a means for further improvement of the
filtering results but needs to be conducted offline in its original form
[Simo 06]. An efficient algorithm for optimal smoothing is the Rauch-
Tung-Striebel (RTS) smoother [Rauc 65]. For many tasks, offline process-
ing with RTS smoothing is not suitable, and the filter output needs to be
calculated with a constant delay. This can be achieved using fixed-lag
Kalman smoothing. However, to the best knowledge of the authors, no
method for fixed-lag smoothing of non-uniformly sampled data has been
reported in the literature so far. In the following paragraphs, an approach
for closing this methodological gap is outlined. The proposed smoothing
scheme for variable sampling rates is visualized in Fig. 4.4.

In the basic RTS smoothing algorithm, the smoothed state estimates
x̂k |N and the corresponding covariance matrices Pk |N are obtained as fol-
lows:

Jk =Pk |kΦ
T
k P−1

k+1|k (4.2)

x̂k |N = x̂k |k + Jk (x̂k+1|N − x̂k+1|k ) (4.3)

Pk |N =Pk |k + Jk (Pk+1|N −Pk+1|k )J
T
k (4.4)

where N is the index of the point in time corresponding to the last
available observation and k = N − 1, ..., 0. This algorithm is valid for
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uniformly- as well as for non-uniformly sampled data. Note that for
points in time where no observation is available (k 6∈ Mv ), no mea-
surement update is possible, and x̂k |k and Pk |k , which are required for
smoothing, cannot be computed.

In order to move from offline smoothing to a fixed-lag smoother,
equations 4.2-4.4 need to be adapted, since the data has to be processed
with a constant delay L . As a consequence, not all a posteriori state es-
timates up to time step N are available. Instead, for each k , only data
up to time step lk can be used for smoothing, where t (lk )≤ t (k ) + L . For
fixed-lag smoothing, we therefore propose to change Eqns. 4.3 and 4.4
to:

x̂k |lk
= x̂i |i + Ji (x̂i+1|lk

− x̂i+1|i ) (4.5)

Pk |lk
=Pi |i + Ji (Pi+1|lk

−Pi+1|i )J
T
i (4.6)

for k = 1, ..., N and i = lk −1, ..., k for each k . The initial point is given by
x̂lk |lk

and Plk |lk
.

These equations are still only valid for points in time where a valid
observation is available. If smoothed state estimates are to be computed
at points i for which no valid measurements are available (for example,
if a variable input rate should be converted into a constant output rate),
the update step is inapplicable, and it follows that:

x̂i |i = x̂i |i−1 (4.7)

and
Pi |i =Pi |i−1 ∀i /∈Mv (4.8)

Hence, the a posteriori state features x̂i |i and Pi |i in Eqns. 4.5 and 4.6
can be substituted by the corresponding a priori state estimate x̂i |i−1 and
covariance matrix Pi |i−1.

It is sufficient to iterate over i ∈ {lk −1, ..., k ∩ (Mv ∪k )}, because x̂i |i−1

and x̂i+1|i both incorporate information from the same observations. Ad-
ditionally, since an output is not required for all k , smoothed estimates
only need to be computed for k ∈ O . This reduces the computational
cost of the smoothing process.

Depending on the available observations and the defined delay, it is
possible that there are no valid observations within the delay for a given
output time. To ensure continuity of the filter output, we propose calcu-
lating the corresponding state using the usual EKF equations (including
the rejection of outliers) starting from the previous smoothed filter out-
put in this case.
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Figure 4.4: The sample rate conversion (see Fig. 4.3) can be combined with outlier
rejection and fixed-lag smoothing. Measurements that are marked as outliers are
not included in the forward state estimation by skipping the update step. In order
to guarantee a constant delay for fixed-lag smoothing, the recursion is started
from the latest valid measurement and is continued up to and including the point
in time for which the smoothed output is calculated. The last recursion step is
conducted using the modifications described in (4.7) and (4.8). Observations that
are identified as outliers are ignored in the smoothing procedure. Reprinted from
[Kaut 15a]with permission.

Parameter Estimation

The correct choice of the filter parameters is crucial for optimal perfor-
mance of all KFs. To avoid cumbersome and possibly erroneous manual
tuning of the parameters, an automated estimation approach is required.

In this section, a novel approach for estimating the required filter-
ing parameters, i.e., the process noise covariance matrix Q, the measure-
ment noise covariance matrix R and the threshold α for the handling of
outliers is described. Our approach is based on the direct optimization
strategy presented by Bavdekar et al. [Bavd 11], which was designed with-
out considering outliers.

One possibility for obtaining suitable filter parameters would be to
optimize the filter performance based on ground truth data. However,
ground truth measurements for parameter estimation are usually diffi-
cult to obtain or completely unavailable in practical applications. There-
fore, we designed our method in a way that no reference measurements
are required.
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The problem of finding estimates Q̂ and R̂ is tackled by formulating
it as an optimization problem. The objective function which needs to be
minimized is the negative of the log-likelihood function of the innova-
tions, which is given by:

(Q̂,R̂) = a r g min
(Q,R)

�

N
∑

k=1

log(d e t (Σk ))+eT
k Σ
−1
k ek

�

(4.9)

With this maximum likelihood approach, parameter estimation can
also be performed if the data to be filtered is sampled irregularly. It may
be noted that the last part of Eqn. 4.9 (eT

k Σ
−1
k ek ) represents the squared

Mahalanobis distance d 2
k of the innovation. We summarize

fk = log(d e t (Σk ))+eT
k Σ
−1
k ek . (4.10)

In the aforementioned publication [Bavd 11], the authors suggested to
solve this problem using standard nonlinear optimization methods, like
SQP.

Since SQP is a gradient-based optimization method, it may converge
to local minima without reaching the global minimum which is sought.
Also the EM algorithm for parameter estimation only converges to local
extrema. To avoid this, we suggest using a global search method, such
as a Genetic Algorithm (GA) [Lawr 91], instead. Suitable bounds for the
search space of the GA can be identified based on physical considerations
of the underlying process and measurement hardware. Details about op-
timization by means of genetic algorithms can be found in [Will 97].

In order to apply the proposed method to the outlier-robust EKF with
sample rate conversion, further modifications are suggested: First, since
the estimation of Q and R is based solely on the observations, all steps
k /∈ O\M can be omitted. Second, the described approach is only valid
for Gaussian noise. The normality assumption is violated by the presence
of outliers which therefore distort the estimation of the true noise para-
meters. This may lead to non-optimal estimates of the noise parameters.
In addition, an appropriate threshold needs to be found for the detection
and rejection of outliers. This threshold depends on the correct estimates
of Q and R (see section 4.1.2). Due to this interdependence simultaneous
estimation of the noise parameters and the detection threshold α are re-
quired. The parameter set that needs to be estimated therefore consists
of

Θ̂ ≡ (Q̂, R̂, α̂). (4.11)
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4.1. Robust Kalman Framework

The necessary modifications of the objective function for estimating not
only the noise covariance matrices, but also a suitable threshold for the
detection of outliers are presented in the following paragraphs.

An optimal outlier detection threshold would allow the rejection of
outliers without dismissing valid measurements. To include these goals
in the objective function, we propose to limit the Mahalanobis term in
Eqn. 4.9 by introducing a penalty term β . If the squared Mahalanobis
distance of the measurement at step k is below the detection threshold
α, the measurement is not regarded as an outlier, and fk is calculated as
stated before. If the squared Mahalanobis distance exceeds the detection
threshold, the measurement is rejected and dk is replaced by β , which is
defined as:

β (Θ) = d̃ 2+1.5 · (q3,d 2 −q1,d 2 ) (4.12)

where d̃ 2, q1,d 2 and q3,d 2 are the median, lower and upper quartiles of
the squared Mahalanobis distances d 2 that occur in the current data set.
Thus, the penalty term corresponds to the boundary between outliers
and inliers in the squared Mahalanobis distances according to the def-
inition from [Tuke 77]. As a result, the rejection of valid measurements
is penalized, since, in this case, d 2

k would be smaller than β . Hence, dis-
missing a valid measurement would lead to an increase of the objective
function. In contrast, the rejection of outliers leads to a decrease in the
objective function, because here, d 2

k would be bigger than β .
The proposed problem formulation described above can be summa-

rized as:

Θ̂ = a r g min
Θ

�

NM
∑

k∈M

log(d e t (Σk ))+ gk

�

(4.13)

where:

gk =

¨

eT
k Σ
−1
k ek d 2

k ≤α
β d 2

k >α
(4.14)

and NM is the number of measurements.
The GA that is used for minimizing the objective function is initial-

ized with a constrained random population of possible parameter sets.
To evaluate the objective function, the EKF is tested without smoothing
with each of these parameter sets.

Assuming the noise characteristics to be approximately constant over
different data sets, filter parameters can first be determined offline using
a representative training data set and then be applied to new data for real-
time or fixed-lag filtering.
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Chapter 4. Filtering of Positional Data in Sports

4.1.3 Experiments and Evaluation

Simulated Data

The proposed methods were evaluated using both simulated and real
data. For the generation of simulated data, we employed the model de-
scription defined in section 2.3.2, i.e., a state model comprising the target
position in 2D (px , py ), the speed v , acceleration a , orientationφ and the
turning rateω and the corresponding the motion model assuming con-
stant turning rate and constant acceleration.

Two data sets D 1 and D 2 with different process noise parameters
were created. The process noise was introduced via unmodeled inde-
pendent changes in a and ω (data set D 1) and through v , a , ω and φ
(data set D 2). The noise covariance matrices were parametrized as:

Q= d i a g [0 0σ2
v σ

2
a σ

2
φ σ

2
ω] (4.15)

R= d i a g [σ2
x σ

2
y ] (4.16)

The measurement noise was drawn from a normal distribution with
zero mean and a standard deviation ofσ2

x = 5 ·10−3 m2 in x-direction and
σ2

y = 1.6·10−2 m2 in y-direction. At randomly selected times, outliers were

added by changingσ2
x andσ2

y to 50 m2. The relative number of outliers in
the data was set to 5 %. For the simulation of non-uniform sampling, the
input time vector was created using a Poisson random walk as tk = 10 ms
+1.5·τ·10−3, whereτ∼ P o i s (20). Each of the artificially created data sets
consisted of 100 segments with a duration of 30 s (≈2200 samples each)
and was divided into disjoint training (5 segments) and testing subsets
(95 segments).

Parameter Estimation

The noise parameters and the threshold for outlier detection were esti-
mated using only the training sets. The filtered results were evaluated on
the test sets. The parameter estimation and filtering were conducted us-
ing the proposed method, i.e., with handling of outliers during parameter
estimation and filtering. Here, the objective function described by Eqn.
4.13 was used. This approach will be referred to as method A. For com-
parison, parameter estimation and filtering were also conducted without
special handling of outliers. In this case, the objective function described
by Eqn. 4.9 was used. This method will be referred to as approach B .

Preliminary tests indicated that minimization of the objective func-
tion by means of SQP was not appropriate, since in most cases it did not

98



4.1. Robust Kalman Framework

converge to a suitable minimum, even when data without outliers was
used and the initial point was close to the true values. Therefore, global
optimization with GA was employed for the parameter estimation. The
calculated parameter estimates were then compared to the true (simu-
lated) values for evaluation.

Subsequently, the simulated data from the testing sets were filtered
with the proposed modified EKF with the estimated parameters. The
RMSE between the simulated ground truth data and the filtered output
was calculated for smoothing time lags ranging from 0 s to 0.5 s. For com-
parison, the simulated data sets were also created without outliers and
filtered using the true noise parameters. The resulting accuracy of the
filter output was evaluated.

Penalty Term

The efficacy of employing a penalty term as described in Eqn. 4.12 was
analyzed. To achieve the desired effect on the objective function, the
penalty term β (Θ) for a given parameter set needed to be bigger than
the squared Mahalanobis distance of valid measurements, thus penal-
izing the rejection of useful information. In addition, β (Θ) needed to
be smaller than the squared Mahalanobis distance d 2

k of the outliers to
encourage the dismissal of corrupted observations by the filter. In or-
der to test the validity of the proposed concept for cases when the cor-
rect parameters have not been found yet, we tested all segments of data
sets D 1 and D 2 with 1000 randomly chosen combinations of noise pa-
rameters. Assuming poor prior knowledge of the system characteristics,
each single parameter was varied between 10−2 times and 102 times its
true value. As figures of merit, the percentage of valid measurements for
which β (Θ) > d 2

k and the percentage of outliers for which β (Θ) < d 2
k was

determined.
The accuracy of the proposed outlier detection method was evaluated

in terms of sensitivity and specificity over all segments of data sets D 1
and D 2.

Real Data

The experiments based on simulated data were complemented by apply-
ing the proposed filtering approach to real data. The real data consisted
of 2D position measurements from the TDoA LPS described in [Stel 04]
(see also section 2.1.2). In our experiments, an LPS setup with 17 beacon
nodes and a reference node was used. The LPS delivered positions of
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Chapter 4. Filtering of Positional Data in Sports

the target with a non-uniform sampling rate. The time interval between
subsequent samples ranged from 5 ms to 400 ms, and the measurements
were corrupted by outliers. The LPS was used to observe the movements
of a quad bike on a race track. The analyzed LPS data included approxi-
mately 40,000 samples. The recorded LPS data was filtered using the pre-
sented methods.

In addition to the LPS measurements, the position of the quad was si-
multaneously tracked using a Real Time Kinematic (RTK)-GPS at a con-
stant sampling rate of 5 Hz to obtain ground truth data. The measure-
ments from this carrier-phase enhanced differential GPS were processed
using RTKLIB [Taka 09]. The reference antenna for the RTK-GPS was
within a distance of less than 1 km from the mobile receiver at all times
during the recordings. Hence, the RMSE of the reference measurements
can be assumed to be smaller than 1 cm [Taka 07].

The estimation of noise parameters and the filtering according to the
proposed methods were performed both with method A and B with a de-
lay of 500 ms and without a delay. Since the true noise parameters are not
known in this case, they cannot be employed to for evaluation. Instead,
the RMSE of the filtered output with respect to the reference (RTK-GPS)
was used as performance indicator.

4.1.4 Results

Simulated Data

Tables 4.1 and 4.2 summarize the results of the comparison between esti-
mated and true filter parameters using the simulated data sets. The opti-
mal thresholds for the detection of outliers were estimated to beα1 = 41.6
for D 1 and α2 = 10.8 for D 2.

The accuracy of the filter output in terms of the RMSE is depicted in
Figs. 4.5 and 4.6.

The results of the experiments for evaluating the influence of the
penalty term can be found in Tab. 4.3.

The sensitivity and specificity of the outlier detection are presented
in Tab. 4.4.

Real Data

An example plot of the measured, filtered (500 ms lag) and ground truth
data is shown in Fig. 4.7. The filter results in terms of RMSE of the filtered
real data are visualized in Fig. 4.8.
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σ2
x σ2

y σ2
a σ2

ω

true 5.0 ·10−3 1.6 ·10−2 8.2 ·10−2 5.0 ·10−3

A 5.6 ·10−3 1.8 ·10−2 1.7 ·10−2 1.4 ·10−3

B 5.0 ·10−1 1.6 7.2 3.9 ·10−1

Table 4.1: True and estimated noise parameters of data set D 1.

σ2
x σ2

y σ2
v σ2

a σ2
φ

σ2
ω

true 5.0 ·10−3 1.6 ·10−2 1.5 ·10−4 6.4 ·10−2 2 ·10−4 7.3 ·10−3

A 5.1 ·10−3 1.6 ·10−2 9.5 ·10−4 3.3 ·10−2 3.7 ·10−3 5.1 ·10−3

B 4.9 ·10−1 1.6 1.4 ·10−2 5.0 1.4 ·10−2 6.6 ·10−2

Table 4.2: True and estimated noise parameters of data set D 2.

β (Θ)> d 2
k , k ∈Mv (%) β (Θ)< d 2

k , k /∈Mv (%)
Mean Worst Mean Worst

D 1 86.75 78.87 99.21 39.29
D 2 87.07 77.95 99.59 20.69

Table 4.3: Relation between the penalty term β (Θ) and the squared Mahalanobis
distances d 2

k .

Sensitivity (%) Specificity (%)
Mean Worst Mean Worst

D 1 99.86 96.67 99.53 96.62
D 2 99.27 94.12 99.99 99.86

Table 4.4: Performance of the proposed outlier detection method.
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Figure 4.5: RMSE of data set D 1 (without training set). The blue line indicates the
RMSE of the unfiltered data (including outliers). The RMSE obtained by filtering
the simulated data (including outliers) with the parameters from the proposed
method (A) is presented in green. The orange curve corresponds to the filtering
results obtained using the parameter estimation from [Bavd 11], without special
handling of the outliers in the data (B ). The red line shows the results for filtering
the data without outliers and with the true simulated noise parameters. The rip-
ple in the filtered curves corresponds to the smallest sampling interval of 10 ms.
Modified from [Kaut 15a]with permission.

4.1.5 Discussion

Simulated Data

The experiments that were conducted using simulated data illustrated
that the proposed method for parameter estimation is capable of han-
dling observation outliers during the estimation process. The applica-
tion of a penalty term mitigated the effect of outliers even when only poor
estimates of the parameters were assumed. Rejecting outliers achieved
the desired effect on the value of the objective function in almost all
cases. The rejection of outliers led to an improvement of the objective
function, which compensated their negative influence. In some cases,
the objective function was corrected for only a small number of the out-
liers (worst case: 20.69%). Nevertheless, valid parameter estimates were
still found. This can be attributed to the following two reasons: firstly,
in only 0.24% of the analyzed 200 000 runs, the fraction of outliers that
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Figure 4.6: RMSE of the filter output for data set D 2 (only test set). The results
were obtained in analogy to those from data set D 1, depicted in Fig. 4.5. Modified
from [Kaut 15a]with permission.

were corrected in the objective function was below 90%. Secondly, in
these cases, the resulting value of the objective function was approxi-
mately five times higher than for the remainder. These parameter sets
were therefore far away from the optimal parameters and were discarded
by the optimization algorithm. Regarding valid observations, the objec-
tive function was not influenced optimally in around 13% of the runs.
This could lead to an increased number of iterations for achieving con-
vergence of the optimization algorithm and could therefore slow down
the estimation process.

Furthermore, appropriate estimates of the noise parameters were de-
termined using the proposed optimization as expressed in Eqn. 4.13,
even in the presence of outliers. The estimated measurement noise para-
meters obtained with the proposed method (A) closely matched the true
values. The process noise parameters showed some deviations from the
ground truth in both investigated data sets. The measurement and pro-
cess noise parameters obtained without special treatment of the outliers
(method B ) were considerably overestimated in all cases and differed
from the true values by up to two magnitudes. Hence, the negligence of
the outliers in the parameter estimation process led to an unacceptable
overestimation of the true noise parameters.
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Figure 4.7: Example plot of the measured and filtered data with magnified de-
tail of the lower right corner of the track. The filtered curves were obtained using
a constant lag of 500 ms. The measurements were disturbed by Gaussian noise
and outliers. Using the proposed method (A), the Gaussian noise was reduced
and there was no visible effect of the outliers in the observations. When outliers
were not considered in the filtering process (B ), the filter is susceptible to the out-
liers, and the filtered curve deviated from the reference. In the depicted case, the
deviation added up to several meters. Modified from [Kaut 15a]with permission.

A disadvantage of the proposed estimation of the noise parameters
with a global optimization algorithm is the high computational cost, es-
pecially in the case of high order systems. Many function evaluations are
usually necessary to find a suitable solution. However, parameterization
of the noise covariance matrices as diagonal instead of full matrices can
reduce the computational effort if independent noise sources can be as-
sumed, which is often the case in practical applications.

For the presented parameter estimation approach, noise characteris-
tics were assumed to be approximately constant. If the system dynamics
or the measurement quality vary over time, the proposed method could
be used to estimate different parameter sets for different system states.
Then, the filter could change between these estimates during runtime.
However, this approach has not been evaluated within the scope of this
work. Alternatively, other adaptive methods, as described in [Herr 10],
may be combined with the proposed filter framework.

The results presented in Figs. 4.5 and 4.6 show the efficacy of the
proposed methods in terms of the accuracy of the filtered output. Even
when non-uniformly-sampled data containing outliers were filtered with
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Figure 4.8: RMSE of the filter output using real data. The RMSE with respect to
the RTK-GPS reference data adds up to 1.42 m for the raw measurements, 0.13 m
for the filtered positions (no lag) according to method A and 0.40 m for method
B . Using delayed filtering with a constant lag of 500 ms, the RMSE was reduced to
0.07 m for method A and to 0.24 m for method B . Modified from [Kaut 15a] with
permission.

a constant lag (green curves), the results in terms of RMSE were as good
as if there were no outliers at all in the data (red curves).

For data set D 1, the RMSE achieved with the proposed filter was
actually slightly better than for the reference (which contained no out-
liers). This is probably caused by the fact that not only the artificially-
introduced outliers were rejected, but also some samples that were overly
corrupted by the normal measurement noise. This is equivalent to cut-
ting off the tails of the underlying Gaussian distribution and thus, limits
the measurement error, thereby allowing better filtering results.

The accuracy of the filtered results improved with larger lags when
the proposed method (A) was applied. However, this also required in-
creased computation time, since with larger lags more observations were
included in the calculation of each filter output.

Finally, the proposed outlier detection method yielded robust perfor-
mance. The high values obtained for sensitivity and specificity (> 94%)
in all analyzed cases indicate that outliers can be found reliably with the
proposed approach.
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Real Data

The outcomes acquired from the filtering of simulated data are sup-
ported by the results based on real data. Using the proposed methods,
the measured positions were filtered robustly, yielding clear improve-
ments in terms of RMSE. Fig. 4.7 shows that there was no visible ef-
fect of outliers on the filtered trajectory for the proposed method (A),
whereas the filtered curve deviated considerably from the reference mea-
surements when outliers were not considered in parameter estimation
and filtering (B ). Although Ruckdeschel [Ruck 10] argued that the hard
rejection of outliers (as described above) is suboptimal, this approach
has shown robust operation in the presented simulated and real scenar-
ios. This is in line with other findings in the literature [Meyr 84, Mirz 11,
Ting 07]. The proposed filtering procedure is also compatible with other
approaches for the treatment of outliers. Therefore, the results might
be further improved, if other robustification methods, such as those de-
scribed in [Ruck 01], are employed in conjunction with the proposed filter
framework.

The presented smoothing procedure allowed further improvements
of the filtered signal in terms of RMSE. The fixed-lag filtering allowed
enhanced filtering results with a constant time delay and output rate,
although the LPS position data were sampled non-uniformly. In con-
trast to the findings from the simulated data sets, the RMSE decreased
for method B when fixed-lag smoothing was used on the real data. This
is presumably due to the smaller amount of outliers in the real measure-
ment data compared to the simulated data. Thus, the effect of the out-
liers was smaller in the real data. However, the resulting errors of the fil-
tered output using the presented methods (A) was significantly smaller,
both with and without smoothing. For this scenario, the RMSE of the
measurements was reduced by 91 % without smoothing and 95 % with
smoothing.

The presented results demonstrate that the proposed filtering ap-
proach is also applicable in real scenarios and that considerable en-
hancements of the noisy observations can be achieved even under dif-
ficult conditions.
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Highlights:

• introduction of robust and coherent procedure for position
filtering

• first combination of KF modifications that could not be used
simultaneously so far:

– applicability to non-linear systems

– real-time conversion from non-uniformly sampled in-
puts to a constant output rate

– optimal smoothing for further accuracy improvement

– robustness towards outliers

– facilitated use through automatic parameter estima-
tion

• performance of proposed filter procedure demonstrated on
real and simulated data

• position error reduction by up to 95 % in terms of RMSE
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4.2 Augmented Motion Models
for Position Filtering

4.2.1 Overview

In the previous section, a general filter framework was introduced. If ad-
ditional context knowledge is available, the filtering process can be fur-
ther improved. The purpose of this section is to introduce a method for
incorporating soft constraints in the process of filtering position data.
This allows the use of prior knowledge about the trajectories of athletes
in order to improve the quality of the filtered positions. This method
overcomes the limitations of previously proposed approaches from the
literature, i.e, the incorporation of soft-constraints by means of pseudo-
measurements, projection or regularization. The missing agreement
between the state estimates and known trajectory restrictions is often
caused by inappropriate system modeling. To mitigate modeling errors,
a method for including soft constraints directly in an augmented motion
model is proposed in this section.

The proposed approach can be combined with different forms of KFs.
Moreover, the computational overhead compared to an unconstrained
solution is small and no additional parameters are required. The pre-
sented method is applicable for object tracking whenever additional a
priori information about the trajectory of the object of interest is avail-
able. In this section, this approach is described in detail. Furthermore,
the performance of the presented method is evaluated in the context of
athletics.

The approach presented in this section has been published in
[Kaut 16b]. In addition to the previously published work, this section
also includes the combination of the proposed approach of an augmen-
ted motion model with the beacon node selection introduced in section
3.2, together with a corresponding evaluation.

4.2.2 Methods

The fundamental principle of all Kalman-based filters is to improve the
accuracy of the analyzed data by combining noisy observations with a
model of the underlying process or motion. As a consequence, the qual-
ity of the filtered state estimates depends on the quality of the measure-
ments and on the quality of the motion model. In most practical applica-
tions, the quality of the measurements is defined by the available hard-
ware (e.g. LPS or GPS) and can not easily be improved. Therefore, the
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running direction
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Figure 4.9: Official running track. Reprinted from [Kaut 16b]with permission.

choice of the motion model is of utmost importance for the performance
of the filter.

In general, the commonly used generic motion models (see section
2.3.2) are simplifications and are not able to capture all nuances of the
real motion of the object to be tracked. For example, for filtering the mo-
tion of an athlete moving on a running track (see Fig. 4.9) the generic
state vector and motion model described in 2.3.2 (comprising 2D posi-
tion px , py , speed v , acceleration a , orientation φ and turning rate ω
and assuming circular motion with constant radius and constant accel-
eration) could be used.

The motion model is required for obtaining the a priori state estimate
in the prediction step of the filter. However, the simplifying model as-
sumptions for prediction only hold to a certain extent. For example, dur-
ing the transition between the curved and straight parts of the running
track, the assumption of a constant radius is violated, which leads to sub-
optimal filter performance.

To reduce these errors, we propose to include prior knowledge about
the motion of the target on the running track in the filter process, as visu-
alized in Fig. 4.10. In the example scenario scenario described above, the
athlete moves along the predefined running track. Therefore, its move-
ment is constrained. However, within the limits of the track, variations of
the movements are possible. We suggest to include this information by
augmenting the generic motion model with prior knowledge to obtain a
more appropriate representation of the target motion.

Applying the approach of an augmented motion model to the exam-
ple of the athlete on the running track, the orientation φ and turning
rateω on the straight parts of the track are no longer predicted using the
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Figure 4.10: KF with augmented motion model for incorporation of prior knowl-
edge. Reprinted from [Kaut 16b]with permission.

generic motion model (Eqn. 2.10). Instead, the corresponding parts of
the model are changed to

φk+1|k =φt r a c k (px , py ) (4.17)

and
ωk+1|k =ωt r a c k = 0 (4.18)

in the augmented version of the model. For the straight parts of the track,
the orientation is given by:

φt r a c k (px , py ) =

¨

0, py < pc y

π, py > pc y
(4.19)

where (pc x , pc y ) is the position of the curve center. For the curved parts
of the track, the orientation is also predicted according to the track ori-
entationφt r a c k (px , py ) and the turning rate is modeled as

ωk+1|k = vk |k/rt r a c k (px , py ). (4.20)

Thus, the a priori estimate of the turning rate depends on the current
translational speed and the current radius of the track rt r a c k .

The orientation of the track depends on the current position estimate.
On the straight sections it is constant. The orientation on the curved
parts of the track can be calculated as the orientation orthogonal to the
curve normal. In the example of the running track, the curve can be an-
alytically described as a semi-circle:
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φt r a c k (px , py ) = a r c t a n (
py −pc y

px −pc x
) +
π

2
. (4.21)

In the described example, the a priori information that is used to aug-
ment the motion model depends on the current position of the runner on
the track and the corresponding track description. The parts of the state
vector for which no a priori knowledge is available are predicted using
the generic motion model described in Eqn. 2.10. With this approach, a
seamless change from an augmented to a generic motion model and vice
versa is possible.

Apart from orientation and turning rate information, also prior
knowledge about changing dynamics can be included with the presented
approach. This can be realized by changing from a constant acceleration
to a constant velocity motion model. For example, in a running compe-
tition it can be assumed that the speed of the runners does not change
rapidly after the starting phase. Therefore, the model may be adjusted
from a constant acceleration model to a constant velocity model.

Using an augmented motion model does not necessitate a change in
the general structure of the Kalman filter, since only the motion model
needs to be changed (see Fig. 4.10). This facilitates the implementation
and allows the combination with other filter modifications as described
in section 4.1.

4.2.3 Experiments and Evaluation

Data Collection

For the evaluation of our method, the data described in section 3.2
(which contained position measurements from a measurement and a
reference tag recorded during 400 m and 800 m runs) was used. The posi-
tions of the tag were calculated using the proprietary calculation method
of the used LPS (method (7) in section 3.2) and using the novel beacon
node selection method based on the radiation pattern of the tag attached
to the athlete (method (9) in section 3.2).

Filter Comparison

Compared Filters In our experiments, we tested the proposed motion
model augmentation with six different Kalman-based filters. The filters
were applied to the data from the measurement tags to obtain filtered po-
sitions for each runner. For evaluation, the SRUKF and EKF in their basic
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(unconstrained) forms and with the proposed augmented motion model
described in section 4.2.2 were used. The literature overview in section
1.3.2 indicated, that the most widely employed method for the incorpo-
ration of soft constraints is the use of pseudo-measurements. Therefore,
the EKF and SRUKF with pseudo-measurements were also included in
the comparison. Thus, the compared filters were

• the unconstrained EKF (U-EKF),

• the unconstrained SRUKF (U-SRUKF),

• the EKF with pseudo measurements (P-EKF),

• the SRUKF with pseudo measurements (P-SRUKF),

• the EKF with the augmented motion model (M-EKF) and

• the SRUKF with the augmented motion model (M-SRUKF).

Each of these filters was applied to both versions of the position data from
the measurement tags (calculated with methods (7) and (9) from section
3.2).

The pseudo-measurement filters and the augmented motion model
filters were used with the same soft constraints. These comprised the as-
sumptions that the orientation and turning rate of the runners could be
approximated from the track geometry and that the acceleration of the
athletes was zero after the starting phase. The outlier detection method
described in section 4.1.2 was applied in conjunction with all tested fil-
ters.

Parameter Estimation For our experiments, the optimal parameters
for each of the compared Kalman-based filters were estimated in order
to ensure a fair comparison between the different filter variants and to
obtain meaningful filter results. The sampling rate and measurement
accuracy varied considerably among the recorded data sets To account
for these variations, four different data sets were used for estimation of
the filter parameters: the data sets with the highest and lowest average
sampling rate and the data sets with the highest and lowest RMSE of the
measurements. These data sets were only used for the estimation of the
filter parameters and were excluded from the subsequent evaluation of
the filters.
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The measurement noise covariance matrix R was determined for
each filter as described in [Axel 11]:

R=
1

N

N
∑

k=1

eT
k ek (4.22)

Here, N is the number of position measurements and ek is the error vec-
tor of the k -th position measurement (deviation between the position
obtained with the measurement and the reference position). To avoid
overestimation of the measurement noise, outliers in the measurement
tag data were identified with a Grubbs test [Grub 69] and were excluded
from the measurement noise estimation.

Optimal parameters for the process noise covariance matrix, the
measurement noise for the pseudo measurements and the threshold for
detecting outliers in real-time were determined for each filter with a ge-
netic algorithm as described in section 4.1.2. For the evaluation of the dif-
ferent filters with the remaining 30 data sets, all measurements including
outliers were used.

Evaluation

For evaluation, the output of the different filters applied to the two ver-
sions of the position data (methods (7) and (9) from section 3.2) was an-
alyzed with respect to the accuracy of the filtered positions, robustness
towards measurement errors, robustness towards measurement outages
and computation time.

For assessing accuracy, the RMSE between the filtered data from the
measurement tags and the ground truth from the reference tags was
computed. RMSE values were obtained for each tested data set and each
tested filter. For each of the filters, box plots of the RMSE values over the
30 tested data sets were created and the mean RMSE was computed.

Additionally, the relation between the RMSE of the measurements
and the RMSE of the filtered output was analyzed to gain further insight
into the factors that influence the accuracy. Therefore, a linear regres-
sion model relating input and output RMSE was fitted for each filter. The
model was based on the results from all test sets.

The position error was also set in relation to the sampling period of
the measurement system. For this purpose, a linear regression model
was calculated, relating the deviation of each filtered position from the
reference and the time since the last measured input was received. With
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this model, the influence of measurement outages and varying sampling
rate on the accuracy of the filtered position was analyzed.

Finally, the computation time for each filter was determined. Since
the absolute calculation times depend on the employed hardware, we
determined relative computation times. All computation times were de-
termined in relation to the time that was required for the unconstrained
EKF (U-EKF), which served as the baseline.

For fitting the regression models and determining the computation
times, the results using the data from method (7) and from method (9)
were combined.

4.2.4 Results

Fig. 4.11 shows box-plots of the RMSE of the filtered positions with re-
spect to the reference data. Using the proprietary position calculation
of the LPS, the filter output of the U-EKF exhibited the highest average
RMSE (3.01 m). The lowest errors based on this data were achieved with
the M-EKF and M-SRUKF (both 1.21 m). Using the position calculation
based on the selection method proposed in section 3.2 led to qualita-
tively similar results regarding the filter comparison but the position er-
rors of the filter outputs were consistently lower. The lowest errors based
on this data were again achieved with the M-SRUKF (0.71 m) and the M-
EKF (0.78 m). Also for this comparison, the filter output of the U-EKF was
associated with the highest average RMSE (1.82 m).

The models relating the quality of the measured input to the filtered
output are visualized in Fig. 4.12. The models relating the sampling rate
of the input to the RMSE of the filtered output are shown in Fig. 4.13.

The comparison of computation times is summarized in Fig. 4.14.
The computation time for the EKF with the proposed augmented mo-
tion model increased by 19 % and by 108 % for the P-EKF, compared to
the unconstrained EKF. Compared to the unconstrained SRUKF, the in-
crease of computation time was 58 % for the M-SRUKF and 127 % for the
P-SRUKF.

4.2.5 Discussion

The SRUKF with the proposed augmented motion model exhibited the
best performance in terms of the RMSE of the filtered output (Fig. 4.11).
However, the EKF in combination with the augmented motion model
yielded almost the same results. This similarity can be explained by the
fact, that the change in movement dynamics was relatively slow in our
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Figure 4.11: RMSE of the filtered positions obtained with the compared filters.
Results marked with (7) were obtained using the proprietary position calculation
of the LPS. Results marked with (9) were based on the position data computed
with the beacon node selection introduced in section 3.2.

test data. In this case, the use of an unscented filter is not necessary since
the linearization errors of the EKF are negligible [St P 04].

The unconstrained filters were outperformed by the pseudo-
measurement filters in terms of accuracy. The RMSE was further
reduced when the augmented motion model was employed. The combi-
nation of the proposed augmented motion model with the beacon node
selection method proposed in 4.2.2 led to the best results. By combining
these two proposed methods, the mean RMSE of the filtered position
data was reduced by 76.4 % compared to standard methods (proprietary
position calculation of the LPS and unconstrained filtering). This
considerable improvement underlines the usefulness of both methods.
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Figure 4.12: Relation between RMSE of measured input and RMSE of filtered out-
put.

The variations in the RMSE of the measurements were mainly caused
by differing amounts of outliers in the position data. Thus, for a robust fil-
ter the influence of the input RMSE on the output RMSE should be small.

The small slopes of the fitted models (Fig. 4.12) corresponding to the
the M-SRUKF and M-EKF indicate, that these filters exhibited robust-
ness towards outliers. The pseudo-measurement filters were much more
susceptible to poor measurement quality due to outliers, which can be
explained by the effect of the pseudo-measurements on the covariance
matrix which reflects the uncertainty of the state estimate. According to
Julier and LaViola [Juli 07], the unconstrained state estimate has mini-
mum variance and therefore, the incorporation of a constraint should
lead to an increase of the state covariance. However, the application of
the pseudo-measurements leads to a decrease of the covariance. As the
outlier detection in our experiments was based on the Mahalanobis dis-
tance which in turn is a function of the state covariance (see Eqn. 4.1), an
inappropriate covariance matrix caused errors in the outlier detection.

The high susceptibility of the unconstrained filters towards outliers
can be attributed to the fact that both outliers and inaccurate state pre-
dictions due to an inappropriate motion model led to a high Mahalanobis
distance between the actual measurements and the measurements that
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Figure 4.13: Relation between sampling period of the measurements and error of
the filtered positions.

were predicted by the filters. As a consequence, the two effects could not
be distinguished in the unconstrained filters.

The results shown in Fig. 4.13 demonstrate the robustness of the con-
strained filters which emphasizes the benefit of using constraints for po-
sition tracking. Even when measurement outages occurred, the quality of
the filtered output in our tests deteriorated only slightly when constraints
were incorporated in the filters.

The comparison of the computation times that are required for the
evaluated filters showed that the use of the proposed augmented motion
model led to only small changes in the computation time when com-
pared to the unconstrained filters. The use of the proposed augmented
motion model requires the adaption of the Jacobian of the motion mo-
del in the M-EKF. If used in conjunction with a SRUKF or UKF, this is not
necessary, but the augmented model needs to be evaluated separately for
each of the sigma points, which increases the computational cost com-
pared to an unconstrained filter. These aspects caused the slight increase
of the computation time required for the augmented motion model fil-
ters. In contrast, including pseudo-measurements led to a considerable

117



Chapter 4. Filtering of Positional Data in Sports

U
-E

K
F

U
-S

RU
K

F

P-E
K

F

P-S
RU

K
F

M
-E

K
F

M
-S

RU
K

F

ca
lc

ul
at

io
n 

ti
m

e 
(r

el
at

iv
e 

va
lu

es
)

0

1

2

3

4

5

6

7

Figure 4.14: Relative computation times for the compared filters. The computa-
tion time for the unconstrained EKF is defined as the baseline with a value of 1.

rise in computation time. The pseudo-measurements increased the di-
mensionality of the measurement vector, thus increasing the computa-
tional cost of the update step.

The quantitative results for the computation times depend on the im-
plementation and application. Therefore, our analysis of the computa-
tion times should be treated only as a qualitative evaluation.

In terms of computational cost, it should also be considered, that
the use of pseudo-measurements requires more filter parameters (the
pseudo-measurement noise) to be estimated, which increases the com-
putational cost of the filter design. In contrast, the use of proposed aug-
mented motion models does not necessitate additional parameters com-
pared to the unconstrained model.

The performance improvement of the constrained filters in the sce-
narios for which they have been optimized comes at the cost of a loss of
generality. The constraints need to be adjusted and remodeled for each
specific application. In addition, the proposed approach is not applica-
ble in filtering tasks where only little prior knowledge about the filtered
trajectories is available, e.g., for position tracking in game sports, where
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player movements are difficult to predict. In these cases, generic motion
models are more appropriate.

The presented method is also applicable for more complex scenarios
in which a closed-form description of the track is not available. In car
navigation systems, the map representation of roads and paths is usually
piece-wise linear, i.e., roads are represented as line segments [Mand 08].
To include such map information in the position tracking using our pro-
posed approach, it would be necessary to determine the line segment
that is closest to the filtered position (according to the last a posteriori
state estimate). The orientation of this line segment can then be inserted
into the augmented motion model to improve the quality of the filtered
positions. Although a quantitative evaluation of this segmentation ap-
proach has not been conducted so far, preliminary experiments yielded
promising results.

Highlights:

• incorporation of prior knowledge in Kalman filters by means
of augmented motion models

• no additional parameters required

• no change in filter structure required

• compatible with other filter modifications

• only small computational overhead

• proposed approach outperforms unconstrained and
pseudo-measurement filters
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Chapter 5

Activity Recognition in Sports

The interpretation of the filtered data can be facilitated by means of an
automated analysis. In this chapter, contributions regarding this aspect
of the processing pipeline introduced at the beginning of this thesis are
presented (Fig. 5.1). These contributions comprise methods for the au-
tomatic activity recognition in rugby and in beach volleyball.

Data 
Acquisition

Filtering AnalysisInput Output

Figure 5.1: Transformation pipeline leading from an actual sports event to an ab-
stract representation of the relevant aspects of this event. In this chapter, meth-
ods and applications for the analysis of positional and inertial data are presented.

5.1 Rugby

5.1.1 Overview

One possible field of application for automatic activity recognition in
sports is rugby sevens. This sport has gained increasing interest all over
the world during the last years. The introduction of rugby sevens as an

121



Chapter 5. Activity Recognition in Sports

Olympic discipline in the 2016 Summer Olympics underlines this deve-
lopment1. Rugby sevens is a variation of rugby union with only seven
players per team on the field. A match consists of two halves of seven
minutes each. As a team sport, most relevant activities in rugby include
several players who interact with each other.

As the literature search in section 1.3.3 showed, existing activity re-
cognition systems for rugby usually rely on a single measurement modal-
ity and often analyze data from each player separately. Due to these re-
strictions, such approaches fail to capture complex interactions between
players or require extensive modeling of these interactions.

Combining inertial and position measurements offers new opportu-
nities for the recognition of activities with multiple participants. Fea-
tures, which incorporate information from both measurement modali-
ties as well as features which capture relations and interactions between
several players can be obtained by combining LPS and IMMU data. In
this section, we demonstrate how such features can be leveraged for ac-
tivity recognition in game sports, using rugby sevens as a showcase ex-
ample. The findings of this sections have been published in [Kaut 15c].

Within the scope of this work, we focus on the automatic recognition
of two important elements of the rugby game: tackles and scrums. For
our work regarding these two aspects of the game, we use the definitions
from the World Rugby laws of the game [Worl 15]. There, a tackle is de-
fined as follows:

A tackle occurs when the ball carrier is held by one or more opponents
and is brought to ground. A ball carrier who is not held is not a tackled
player and a tackle has not taken place. Opposition players who hold the
ball carrier and bring that player to ground, and who also go to ground,
are known as tacklers. Opposition players who hold the ball carrier and
do not go to ground are not tacklers.

In rugby sevens, a scrum is a specific formation of six players (three
of each team)[Worl 15]:

A scrum is formed in the field of play when three players from each
team, bound together in one row, close up with their opponents so that
the heads of the players are interlocked. This creates a tunnel into which a
scrum half throws the ball so that the players can compete for possession
by hooking the ball with either of their feet.

1https://www.olympic.org/rio-2016/rugby[online, accessed January 20, 2017]
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Figure 5.2: Left – Tackle: The ball carrier is brought to the ground by one or more
opponents; Right – Scrum: three players of each team interlock and compete for
ball possession. Reprinted from [Kaut 15c]with permission.

Examples of a tackle and a scrum are depicted in Fig. 5.2.

5.1.2 Methods

Data Acquisition

Sensor Hardware Data for our study was collected with a TDoA-LPS
which yielded the positions of all players in a 2D local coordinate system
([Stel 04], section 2.1.2). The LPS setup consisted of twelve beacon nodes
and a reference node as well as mobile nodes which were attached to the
shirts of the players.

To complement the position measurements, the actions of each
player were monitored using the miPod IMMU [Blan 14]. It contained
a three-axis accelerometer with a range of ±16 g and a three-axis gyro-
scope with a range of±2000 ◦/s. Inertial measurements were obtained at
a sampling rate of 200 Hz. Each player was equipped with one LPS tag
and one IMMU. The sensors were put in a neoprene pouch for cushion-
ing. The pouch was then attached on the inner side of the training shirts.
The sensors were positioned at the upper back and centered on the mid-
sagittal plane as depicted in Fig. 5.3. The data acquisition was filmed
with a GoPro camera for reference (resolution 1280x960 pixels, 50 frames
per second).

Study Design Data was recorded during several training sessions in or-
der to capture varying situations. Seven male and ten female amateur
rugby players participated in the study. Participating players signed an
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sensors 
inside shirt 

Figure 5.3: Placement of the IMMU and LPS tag.

information sheet to document their informed consent. The data acqui-
sition covered a test game, different types of tackles (front-on, from left
and right side, from behind), scrums and various running exercises. This
resulted in approximately ten hours of recorded data. In these record-
ings, 47 tackles and six scrums were included. These actions were manu-
ally labeled based on the video footage. During the sessions, the trajecto-
ries of the players were captured with the LPS. In addition, accelerations
and turning rates at the upper back of the players were recorded with the
IMMUs.

Preprocessing The raw LPS position measurements were obtained
with a non-uniform sampling rate (approx. 80 Hz on average) and con-
tained measurement noise and outliers. Therefore, the position data
was filtered and resampled to a constant sampling rate using the outlier-
robust EKF with fixed-lag Rauch-Tung-Striebel smoothing (100 ms lag)
described in section 4.1. The measurements from the LPS and the
IMMUs were synchronized using pre-defined movement patterns that
the subjects were asked to perform. All acquired signals were interpo-
lated to a common sampling rate (200 Hz). The IMMU measurements
were calibrated as proposed by Ferraris et al. [Ferr 95]. To account for
sensor misalignment, the coordinate systems of the accelerometers and
gyroscopes were rotated to match the body axes of the players. An ex-
ample of the preprocessed positional and inertial data during a tackle is
visualized in Fig. 5.4.
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Figure 5.4: Example signals of the sagittal acceleration (left) and positional data
of two players (right) during a tackle.

Activity Recognition

Tackle Recognition For the automatic tackle recognition, an event de-
tection procedure for identifying possible candidates for a tackle was ap-
plied. The tackle detection approach was based on considerations re-
garding the acceleration signal characteristics that were expected during
tackles. Tackles contain a collision of the ball carrier with the oppos-
ing tackling player and a second impact, when the ball carrier and the
tackling player hit the ground. This leads to high accelerations which act
on both the tackled and the tackling player. To detect these events, the
acceleration signals were first low-pass filtered with a cutoff-frequency
1 Hz to remove high-frequency noise and artifacts. From the low-passed
signal, the L 2 norm was computed. Finally, a threshold was applied to
this decision signal to detect possible tackles. The threshold detection
resulted in a number of time points for each player where a tackle poten-
tially took place. The optimal cutoff-frequency was determined with a
grid search. The threshold was defined such that all labeled tackles were
detected (sensitivity 100 %). With this approach, not only tackles were
detected, but also other events with a high impact, e.g. non-tackle colli-
sions of players were marked as possible tackles (false positives).

To allow a differentiation between tackles and other detected events,
a subsequent classification step was implemented. To this end, signal
windows with a duration of four seconds centered around the detected
event times were extracted for further analysis. From the signal seg-
ments, different generic and expert features were calculated. In previous
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work, signals were analyzed independently for each player [Kell 12], thus
ignoring interactions between players. In contrast to this approach, we
defined features which were designed to capture interactions between
players. We propose to search for possible interaction candidates for
each detected event. Since tackles are accompanied by a direct contact of
involved players, only athletes which are in close proximity to each other
qualify as interaction candidates. Therefore, employing the filtered posi-
tion data, we determined the three opposing players which were closest
to the player for which a possible tackle was detected at the time of the
event. These can be regarded as possible interaction candidates. Since
often many players are in close proximity to each other at the same time
and due to the limited accuracy of the position data, this approach is
more robust than selecting only the single closest opposing player as in-
teraction candidate.

This method allows the extraction of features that incorporate infor-
mation about the player for whom an event was detected and his or her
possibly interacting opponents. For the detected events, various features
were computed. These included features based on both the signals of the
current player and the corresponding interaction candidates, such as:

• pitch angle of player torso (with sensor alignment correction, see
Fig. 5.5)

• speed (estimated from position data in the EKF)

• distance to interaction candidates

• statistical features of the acceleration and gyroscope signals (mean,
standard deviation, skewness, kurtosis)

Prior to classification, all features were normalized to obtain a 0.05-
percentile of 0 and a 0.95-percentile of 1 for each feature. Subsequently,
a wrapper-based 10-fold cross-validated best-first feature selection was
conducted in order to identify the most discriminative features. For
classification, only features that were selected in at least two folds were
used. Detected events were classified using a Bayes Network (BN), RF,
Multi-Layer Perceptron (MP) and a NB classifier. The class distribution of
the detected events was imbalanced with non-tackle events as the major-
ity class. To account for this imbalance, the Synthetic Minority Oversam-
pling Technique (SMOTE) was applied to increase the number of tackle
events in the training sets [Chaw 02]. The feature selection and classifi-
cation were conducted using the Weka classification framework [Hall 09]
and the Embedded Classification Software Toolbox (ECST) [Ring 12].
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g
α

Figure 5.5: Pitch angle of the player torso α in relation to the gravitation vector g.

Scrum Recognition For the detection of scrums, a different approach
was developed. During a scrum in rugby sevens, three players of each
team interlock as exemplified in Fig. 5.2. In this position, they are bent
forward considerably when compared to the natural upright position
during standing or running. This results in an increased torso pitch an-
gle (Fig. 5.5). Considering this, only a single expert feature was calcu-
lated for the scrum detection. For each time window of the recorded
data, the torso pitch was estimated for all players and sorted in descend-
ing order. The torso pitch angles of the six players with the highest pitch
were then averaged for each window. This resulting signal exhibited pro-
nounced peaks for the episodes during which a scrum took place (see Fig.
5.6). These peaks were then detected using a simple threshold. The thre-
shold was determined with a grid search such that none of the performed
scrums was missed in the detection.

5.1.3 Experiments and Evaluation

For the assessment of the performance of the proposed methods, the
activity recognition approaches described above were applied to the
recorded data and evaluated in a leave-one-subject-out cross-validation
procedure. Regarding the detection of possible tackles, sensitivity and
precision were computed as figures of merit. For the subsequent classi-
fication step of the detected events (tackle/ no tackle), sensitivity, speci-
ficity and balanced accuracy were determined (see section 2.4.3 for de-
tails). These measures were also used for analyzing the performance of
the scrum detection approach.
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Figure 5.6: Scrum detection based on average torso pitch of six players with high-
est pitch. Reprinted from [Kaut 15c]with permission.

RF MP BN NB
sensitivity 95.7 % 97.9 % 95.7 % 96.8 %
specificity 97.8 % 96.0 % 96.9 % 97.5 %

balanced accuracy 96.5 % 96.9 % 96.3 % 97.2 %

Table 5.1: Classification results for distinguishing between tackles and other
events with the RF, MP, BN, NB classifiers. Reprinted from [Kaut 15c] with per-
mission.

5.1.4 Results

The experiments regarding the event detection for the identification of
possible tackles yielded a sensitivity of 100 % (design parameter) and a
precision of 11.6 %. With the feature selection for the second classifi-
cation that was used to distinguish between tackles and other detected
events, different results for the different classifiers were obtained. The
features that were selected most often and which were used in conjunc-
tion with all classifiers were the torso pitch of the player for whom an
event was detected, the torso pitch of the closest player and the distance
to the closest player.

Employing the selected classifier-specific features for the second
stage of the tackle classification yielded the sensitivity and specificity val-
ues summarized in Tab. 5.1. The highest balanced accuracy was ob-
tained with the NB classifier (97.2 %).

Using the threshold method based on the proposed expert fea-
ture, 100 % specificity and sensitivity were achieved for the detection of
scrums.
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5.1.5 Discussion

The results regarding the threshold-based event detection demonstrate
that all labeled tackles were detected reliably. Nevertheless, this ap-
proach also led to the detection of many other events (false positives),
causing a low precision (11.6 %). This had to be remedied by the sub-
sequent classification step. In the feature selection that was conducted
for this second classification step, the novel interaction features, such as
torso pitch of the closest player, were among the most important features.
Implicitly capturing interactions within the feature space allows the ap-
plication of off-the-shelf classifiers without modifications, thereby facil-
itating the implementation and application of the suggested approach.

With the proposed features, all tested classifiers achieved high sensi-
tivities and specificities (> 95 %) in the second stage of the tackle classi-
fication. Since the sensitivity of the first stage (event detection) was
100 % by design, the results in Tab. 5.1 reflect the overall performance
of the presented tackle recognition approach. The results indicated only
marginal differences in the performance of the tested classifiers, under-
lining the suitability of the proposed features.

Concerning the detection of scrums, a simple threshold was sufficient
to detect all recorded scrums based on one single interaction feature (av-
erage torso pitch). This demonstrates, that sophisticated classification
algorithms are not necessary for this task, due to the high discriminative
power of the introduced expert feature. Since the calculation of this fea-
ture is computationally cheap, scrum detection can be performed at low
computational cost. Despite the good results that were achieved with
the proposed scrum detection method, the generalizability of the thre-
shold used for the detection can not be guaranteed due to the small sam-
ple size. However, the considerable margin (≈ 60◦) between the average
torso pitch during scrums and during other activities indicates that the
proposed method can also be successfully applied to unseen data.

The presented results show that multi-player activities can be recog-
nized effectively using the introduced methods. With the presented ap-
proach, important events during the game can be detected and classified
in a fully automatic manner and without requiring complex interaction
models. However, it needs to be considered that the presented results
are based on the recordings from rugby training sessions which included
only a relatively small number of tackles and scrums. Hence, the results
have to be regarded critically and further data acquisition and evaluation
would be required to confirm the performance of the proposed methods.
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The presented methods are focused on the recognition of multi-
player activities in rugby and have been evaluated only in this context.
However, the proposed approach might also be adapted to other types of
sports. For example, in soccer or American football, interacting players
could be identified based on their proximity, as outlined above. These
interactions could then be further classified using positional and iner-
tial data. The identification of interacting players could also based on
other metrics than the proximity. Players that are possibly interacting or
are performing a coordinated action could for example also be identi-
fied based on a common movement direction or if their trajectories are
converging. Converging trajectories could be determined using motion
fields [Kim 10]. Moreover, the extension of the presented methodology to
other sports could profit from sport-specific and activity-specific expert
features. This requires insights into the activities to be analyzed. How-
ever, as we have demonstrated with the proposed scrum detection, such
features offer the potential of efficient multi-player activity recognition.

Highlights:

• automatic recognition of tackles and scrums in rugby

• fusion of positional and inertial measurements provides dis-
criminative features

• identification of interacting players and subsequent classi-
fication of interaction

• no manual modeling of possible player interactions
necessary

• computationally efficient expert features allow reliable re-
cognition of activities involving multiple participants
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5.2 Beach Volleyball

5.2.1 Overview

In the previous section, the advantages of combining positional and in-
ertial measurements for automated activity recognition in sports were
demonstrated. However, IMMU measurements can also be used on their
own. They do not require additional infrastructure such as LPS bea-
con nodes and can thus be realized as a self-contained wearable system.
Beach volleyball is a sport that is well suited for IMMU-based activity re-
cognition and monitoring. In this context, a wearable monitoring system
could help optimizing the training of athletes and to prevent injuries.

By creating an activity profile of a player, it is possible to determine
how many and which activities the athlete has performed and to adapt
the training or playing style accordingly (see section 1.1). If activities that
are accompanied by high load are performed frequently, this may lead to
overuse injuries [Aaga 97].

A monitoring system would provide a tool for identifying such risks.
Its output in terms of action counts could serve as a basis for the design of
individual training plans which take the player’s load of the last matches
and training sessions into account. For example, a player who recently
performed many actions involving jumps (e.g., jump serves, spikes or
blocks) is exposed to an increased risk of knee injuries such as patellar
tendinopathy [Jarn 15, Peer 05]. If action counts were provided by a mon-
itoring systems, such excessive loads could be identified and the player
could reduce the number of jumping actions in the training to allow bet-
ter tissue recovery, thereby reducing the risk of overuse injuries [Rees 06].
Moreover such a monitoring system would allow checking whether trai-
ning plans are being followed or need to be adapted.

Wearable sensors provide a cheap and unobtrusive possibility for
measuring signals that are related to player movements. Powerful pat-
tern recognition techniques such as deep learning could be used for ana-
lyzing these signals. By combining wearable sensors and pattern recog-
nition, an automatic activity recognition system for player monitoring in
beach volleyball could be established.

The usability of deep learning for sensor-based activity recognition in
sports has not been investigated sufficiently so far (1.3.3). In this section,
a pipeline for automatic activity recognition in beach volleyball using a
deep learning approach is introduced. Moreover, an extensive compari-
son to other state-of-the-art activity recognition approaches is presented
and discussed.
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The work presented in this section was published in similar form
in [Kaut 17b]. Methodological deviations from the previously published
work are indicated within the text of this section.

5.2.2 Methods

Section Overview

As the first aspect of the methodology for the proposed activity recogni-
tion system, the employed hardware is specified and the conducted data
collection study is described. Second, an approach for detecting rele-
vant events from the raw data stream is introduced. Third, different ap-
proaches for the classification of the detected events are outlined. Sub-
sequently, the evaluation procedure is described and the results are pre-
sented and discussed.

Data Acquisition

Sensor Hardware The data acquisition was conducted using sensor
units with Bosch BMA280 tri-axis acceleration sensors [Bosc 14a]. Since
low power consumption is an important factor in wearable systems, the
sensors were operated in low-power mode. The sensors consumed only
6.5µA in this configuration. Due to this setting, the sampling rate was
reduced to approximately 39 Hz2. The sensor range was set to ±16 g
at a resolution of 14 bit per axis. The sensor units also contained a
STM32L151CCT6 [STMi 15] ultra-low-power micro-controller.

Study Design 30 right-handed subjects (11 female, 19 male) partici-
pated in the study for this work. The skills of the players varied between
beginner and professional level. The sensors were attached to the wrist
of the dominant hand of the players with a wristband (Fig. 5.7). With the
sensor wristbands, the three-axial acceleration at the wrist of the players
was recorded during beach volleyball training.

For reference, the data acquisition was video-recorded using a
GoPro Hero 3 action camera. After the data acquisition, all performed
beach volleyball actions were manually labeled based on the recorded
videos. The actions were grouped into the ten classes described in Tab.
5.2. A screenshot from the reference video including the measured

2According to the sensor data sheet [Bosc 14a], the sampling rate of the sensors in low-
power configuration is 40 Hz. However, our tests showed, that the sampling rate was
slightly lower in practice.
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x

yz

Figure 5.7: Sensor attachment at the wrist of the dominant hand with a wristband.
Reprinted from [Kaut 17b]with permission.

three-axial acceleration signals is shown in Fig. 5.8. In total, 21 hours
of data were recorded and annotated. These included 4284 actions of
interest (without Null Class).

Activity Detection

As the first element of the activity recognition pipeline, potentially rel-
evant events were detected in the acceleration data stream. The detec-
tion should be executable on the micro-controller in the sensor device.
Therefore, a computationally efficient event detection approach was de-
signed which is described in the following paragraphs. The activity de-
tection process is summarized in Fig. 5.9.

We based our detection approach on two assumptions about the sig-
nal characteristics of the considered beach volleyball actions. Almost all
actions that were relevant in our analysis involved a ball contact. The
first assumption was that impacts of the ball at the wrist or hand cause
distinct high-frequency peaks in the acceleration data. Our second as-
sumption was that most relevant actions include a swing movement of
the dominant arm to bring the arm in the correct position for the ball
contact and/ or to gain momentum.

In order to find the acceleration peaks associated with the ball impact,
the acceleration signals from all three sensor axes were high-pass filtered
(Butterworth filter, cut-off frequency 8 Hz). Subsequently, the L 1-norm
of the high-passed signal was computed. Then, this signal was smoothed
using a low-pass filter (Butterworth filter, cut-off frequency 3 Hz). When
this auxiliary signal exceeded a threshold εi mp a c t , the next local maxi-
mum in the signal was determined. The amplitude of this maximum ac-
celeration peak was then employed as indicator for an impact. The use
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Action Class Description
Underhand Serve Underhand technique serve with different hand pos-

tures
(US) One hand is holding ball on knee/hip height and ball is

hit with the other hand
Overhead Serve Overhead technique serve w/o jumping, topspin or float

serve style
(OS) Ball is thrown overhead and hit with one hand
Jump Serve Jump serve using topspin technique
(JS) Ball is thrown overhead and hit while jumping
Underarm Set Underarm set played with the forearm
(UT) Ball is played on knee to hip height with both arms ex-

tended
Overhead Set Overhead set played with the hands
(OT) Ball is softly played overhead with the fingers
Shot Attack Precise attack with sub-maximal speed
(SA) Ball is hit overhead while jumping; spiking with arcing

trajectory or soft dinking
Spike Hitting ball hard with maximal speed
(SP) Ball is hit overhead while jumping; spiking with open

hand and downward trajectory
Block Attempt or actual execution of blocking an opponents

attack
(BL) Involves a maximal jump with arms extended overhead

forming a plane
Dig Defensive play to prevent ball from hitting the ground
(DG) Ball is played with either one or both extended arms

while diving to the ground
Null Class Non-beach-volleyball actions that occur between rallies
(NL) Different motions like clapping, cheering, catching a ball

and undefined motions

Table 5.2: Description of the ten beach volleyball action classes used in this work

of the impact indicator alone was not sufficient to reliably detect relevant
events. Therefore, an indicator for the swing movement before the ball
contact was computed additionally. This was realized by calculating the
average of the absolute values of all three axes in an interval of 200 ms
before the corresponding acceleration peak.

Using the two detection features (the impact indicator and the swing
indicator), a C4.5 decision tree was built to further improve the activity
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Figure 5.8: Screenshot from the reference video with the corresponding acceler-
ation signals. The action performed in this scene is a jump serve. The time of
the depicted frame is indicated by the dashed lines in the signal plots. Reprinted
from [Kaut 17b]with permission.

detection. A decision tree performs only threshold comparisons to clas-
sify an instance. This makes it computationally efficient and suitable for
an embedded implementation. The decision tree was trained to solve the
binary classification problem of differentiating between relevant actions
(classes 1 to 9) and irrelevant actions (class 10).

The activity detection was designed to focus on detecting as many
relevant events as possible (high recall) rather than on rejecting as many
irrelevant events as possible (high precision). If a relevant event remains
undetected (false negative), the event is dismissed and the error can not
be recovered in the further processing pipeline. In contrast, if an event
is falsely assumed to be relevant (false positive) this error can be cor-
rected in the subsequent activity classification. Following this reason-
ing, we designed the detection algorithm to reach a recall of 99 %. This
was achieved by training the decision tree in combination with the Meta-
Cost algorithm [Domi 99] for cost sensitive learning. With this approach,
the cost ratio between false negatives and false positives was varied in a
leave-one-subject-out-validated grid search. The cost ratio that yielded
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Figure 5.9: Summary of the activity detection. Possibly relevant actions were ex-
tracted from the raw data stream for subsequent classification. Reprinted from
[Kaut 17b]with permission.

a recall of 99 % was used for the training of the detection decision tree.
The threshold εi mp a c t was set as the minimum of the acceleration peaks
of the detected relevant events in the training data.

For each potentially relevant event, the raw acceleration data from
2 s before the acceleration maximum until 2 s after the acceleration max-
imum were stored for further processing. This corresponded to 157 sam-
ples per sensor channel per event. All events that were detected in the test
data in each fold of the leave-one-subject-out cross-validation (true pos-
itives and false positives) were used as input for the subsequent classifi-
cation procedure.

Activity Classification

In order to classify the detected events according to the ten pre-defined
classes, two different approaches were investigated. The first approach
was based on generic features in conjunction with different classifica-
tion algorithms. In the second approach, a DCNN was employed for si-
multaneous feature-extraction and classification. Both approaches are
described in detail in the following paragraphs.
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Classifiers with Generic Features The first classification approach was
similar to the methods described in previous related publications (e.g.
[Bao 04, Blan 15, Leut 13, Nguy 15, Ravi 05]). For the classification with
this first approach, a set of manually defined features was computed from
the raw data. Features were calculated from each of the three accelerom-
eter axes for the detected event windows. The following features were
obtained:

• median

• mean

• standard deviation

• skewness

• kurtosis

• dominant frequency

• amplitude of spectrum at dominant frequency

• maximum

• minimum

• position of the maximum

• position of the minimum

• energy.

Moreover, the following Pearson correlation coefficients were calculated:

• correlation between x-axis and y-axis

• correlation between x-axis and z-axis

• correlation between y-axis and z-axis.

In total, 39 features were computed for each event. To account for
different magnitudes, the features were normalized by subtracting the
median from the distribution of each feature and by scaling the features
according to their interquartile ranges.

Prior to the classification, feature selection was performed. In
[Kaut 17b], the feature selection was based on the ARI of the features. A
threshold was determined and only features with an ARI above this thre-
shold were used for classification. However, with this selection approach
the classification performance deteriorated compared to using the com-
plete feature set. Therefore, a different approach was employed within
the current work.

Within this work, the feature selection was conducted with a filter ap-
proach based on the mutual information (MI). A high MI between the
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distribution of a feature and the distribution of the labels reflects a high
dependency between them. Thus, a feature with a high MI is considered
to be more discriminative for the current classification task than a feature
with a low MI [Peng 05]. Following this reasoning, the 39 generic features
were ranked according to the MI between the respective feature and the
class labels. The classification was conducted using the best Nf e a t fea-
tures according to the MI. The number of features to be used was varied
in the range Nf e a t = 5, 6, ...39 to find the optimal number of features for
each classifier.

The class distribution of the detected events exhibited consider-
able imbalance. Class imbalance can cause a decline of the perfor-
mance of classifiers and a distortion of classification performance met-
rics [Kots 06]. To avoid these negative effects, new instances from the mi-
nority classes were synthetically created via SMOTE [Chaw 02]. With this
resampling in the feature-space, equal instance counts for all classes in
the training data were obtained. The instances from each class were re-
sampled to the number of instances that belonged to the majority class
in each fold, i.e., the class with the highest number of instances. In the
collected data, the null class exhibited the most instances in all folds.

The normalized and resampled features were then used as input
for different classification algorithms in order to distinguish the action
classes. We tested various classifiers that were successfully applied in
previous sensor-based activity classification studies (see section 1.3.3).
The compared classifiers were SVM (with radial basis function kernel),
kNN, Gaussian NB, Classification and Regression Tree (CART), RF (ten
trees) and a VOTE classifier based on the five aforementioned base classi-
fiers. The optimal parameters for the SVM (parameters C and γ) and for
the kNN classifier (parameter k ) were determined in a cross-validated
grid search with C ∈ {100, 101, ..., 1010}, γ ∈ {10−9, 10−8, ..., 10−2} and k ∈
{1, 2, ..., 10}.

In the voting approach, the predicted class for an event was obtained
as the weighted vote of the predictions from five base classifiers. The
weights of the base classifiers were based on the classification accuracies
of the corresponding classifiers on the training data. Thus, the class pre-
diction of a classifier with a high classification accuracy was given more
importance than the prediction of a classifier that performed poorly.

For the implementation of the algorithms described in this section,
the Python package scikit-learn [Pedr 11]was employed.
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Deep Convolutional Neural Network (DCNN) In contrast to the pre-
viously described classification approach that relied on generic features,
the DCNN employed in this work learned features automatically. The raw
acceleration data of the detected events served as input to the DCNN.
The input was neither scaled, centered nor pre-filtered. The network in-
put had 471 dimensions (three-axial acceleration, approx. 4 s per event,
sampling rate 39 Hz).

The design of our DCNN was inspired by the guidelines proposed by
Goodfellow et al. [Good 16] as well as the architecture proposed by Zheng
et al. [Zhen 14], which was developed for time series classification. The
final hyperparameters of our network were determined empirically.

Our DCNN comprised an input layer, two convolutional layers with
ReLUs and max-pooling, two fully-connected layers and a soft-max
[Brid 90] output layer for classification. An overview of the DCNN is
shown in Fig. 5.10. The elements shown in the schematic representation
of the network are referenced as italic notes in the following description
of the network.

The first hidden layer in the DCNN was a convolutional layer
(convolution I). In this layer, eight kernels were applied for filtering each
of the three accelerometer signals. The one-dimensional kernels had a
length of 32 samples (approx. 0.8 s ) and exhibited different weights for
each axis. To the output of each filter, a scalar bias was added which was
also learned from the data and varied between filters.

In the next step, the filtered output of the first convolutional layer was
transformed non-linearly using ReLUs (rectification I).

The output of the ReLUs was subsequently compressed using tem-
poral max-pooling (max-pooling I). For the output of the first convolu-
tional layer, overlapping pooling windows with a length of four samples
(approx. 0.1 s ) and a stride of two samples (approx. 0.05 s ) were applied.

Following the temporal max-pooling, a second convolutional layer
(convolution II) was applied. The second convolutional layer contained
16 one-dimensional filter kernels with a length of 16 samples and an ad-
ditional bias for each kernel. The output of this layer was again trans-
formed and compressed by applying the ReLU non-linearity (rectifica-
tion II) and overlapping temporal max-pooling (max-pooling II). For the
max-pooling, windows with a size of six samples and a stride of four sam-
ples were used.

The non-linearly transformed and pooled output of the second con-
volutional layer served as the input for the subsequent fully-connected
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layers I and II. A scalar bias was added to each unit of the fully-connected
layers. Each of the fully-connected layers consisted of 64 ReLUs.

The final output layer exhibited as many neurons as classes. Hence,
the output layer consisted of ten units in our case. As in the previous
fully-connected layers, a bias was added to the input of each unit. For the
output layer, the soft-max activation function was employed. The class
predicted by the network was defined as the one which corresponded to
the output unit with the highest activation and thus exhibited the highest
estimated posterior probability.

Before the training of the DCNN, a resampling procedure as de-
scribed in section 5.2.2 was used to obtain a balanced class distribution.
The only difference to the procedure described above was, that this time
the resampling was performed directly on the raw data and not on pre-
computed features.

The network weights were initialized by drawing from a truncated
normal distribution with zero mean and a standard deviation of 0.1. All
biases were initialized as 0.1. The cost function for the training of the
DCNN was the cross entropy between the output of the network yne t and
the true labels yt r ue .

In order to speed up the training, the training data was randomly
split into mini-batches containing 200 detected events each and network
weights were updated after each mini-batch. The mini-batches were re-
shuffled after each epoch (i.e., after each pass of the complete training
data of the current fold).

To improve the generalization abilities and robustness of the DCNN,
zero-mean Gaussian noise (additive noise) was superimposed on the in-
put signals during the training process. The standard deviation of the
noise was set to 4.5 m/s2. A new noise vector was created each time
a sample was used, thus the network was never presented exactly the
same input signal more than once during training. No artificial noise was
added to the data during testing.

The training was performed using the Adam algorithm [King 15], a
gradient-based optimizer for stochastic objective functions. The learn-
ing rate was set to 10−3. The other hyperparameters for the training were
defined as suggested by Kingma and Ba [King 15], i.e., β1 = 0.9, β2 = 0.999
and ε = 10−8. Early stopping was employed in the training procedure to
avoid overfitting. Hence, the training was stopped as soon as the classi-
fication performance on a validation data set stopped increasing. More-
over, random dropout [Hint 12b] was applied to the connections of the
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Figure 5.10: Overview of the DCNN architecture. Elements in brackets are only
used during training and not during testing. The signal dimension of the output
of each layer is given in italics. A detailed description of the network is given in
the text in section 5.2.2. The example signals show the three-axial acceleration
recorded during a float serve. Reprinted from [Kaut 17b]with permission.
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fully-connected layers (random dropout I and II) as an additional regu-
larization technique against overfitting. This was realized by randomly
removing connections between units of these layers during the training.
In each training step, 70 % of the connections were removed (respective
weights were set to zero) in order to prevent complex co-adaptions be-
tween the network units. No connections were dropped during testing.
The DCNN was implemented and trained using TensorFlow [Abad 15].

5.2.3 Experiments and Evaluation

Activity Detection

In order to evaluate the performance of the described activity recogni-
tion pipeline, the detection and classification algorithms described in
the previous section were applied to the recorded beach volleyball data.
The activity detection was assessed using a leave-one-subject-out cross-
validation. To characterize the detection performance, the total number
of detections, the number of true positives, false positives and false neg-
atives as well as the precision were determined. The recall was defined
as a design parameter (99 %).

Activity Classification

The performance of the proposed activity classification approaches was
evaluated in a leave-three-subjects-out cross-validation. This resulted in
ten different splits with the data from 27 subjects for training and from
three subjects for testing in each split. The subjects were divided ran-
domly and the splits were identical for all tested classifiers. The data in
the training sets were resampled as described in section 5.2.2. For testing,
only the original data without resampling was used.

Based on the training data, Nf e a t generic features were selected ac-
cording to the MI as described in section 5.2.2. The SVM, kNN, NB, CART,
RF and VOTE classifiers were then evaluated using the selected features.
For the SVM and kNN classifiers, the grid search for the parameter op-
timization was conducted on the training data in an inner leave-three-
subjects-out cross-validation. To reduce the computational cost, the grid
search for the parameter optimization for the SVM was performed with
1000 randomly selected samples from the training data of each fold of the
inner cross-validation.

During the training of the SVM, kNN, NB, CART, RF and VOTE classi-
fiers with the optimized parameters, all samples from the training data of
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the outer cross-validation were employed. For the training of the DCNN,
the data from two randomly selected subjects was held out in each fold
as validation data. This was used for monitoring the training progress
and to determine when to stop the training of the DCNN in order to avoid
overfitting. Thus, the DCNN was trained with the data from 25 subjects in
each fold, while the other classifiers were trained with the data of 27 sub-
jects in each fold. The classifiers based on generic features were trained
with the selected features according to the MI. An explicit feature selec-
tion for the DCNN was not necessary, since features were learned auto-
matically by the network.

The performance of the different classification approaches was sum-
marized in terms of the confusion matrix, the sample accuracy and the
balanced accuracy. Moreover, the average computation time for the
classification of one detected event was evaluated. This time was sep-
arated into the time required for the feature calculation and the time for
the actual class prediction. Additionally, the time required for the trai-
ning of each classifier was determined. Training and testing of the clas-
sifiers was performed on a PC with an Intel Xeon E3-1276 CPU (3.6 GHz)
and 32 GB RAM.

5.2.4 Results

Activity Detection

Using the described method for the detection of relevant events in the
acceleration data stream, 12180 events were detected in total. In Fig.
5.11, the number of detected events from each class is visualized. The
detected events consisted of 4242 true positives and 7938 false positives.
42 relevant events were not detected (false negatives). The most false
negatives (13) occurred for actions from the block class which led to a
recall of 89.2 % for this class. The overall recall of the detection algorithm
was 99.0 % The overall precision of the detection algorithm was 34.8 %.
The optimal threshold for the acceleration peak was εi mp a c t = 5.1 m/s2,
which corresponded to a cost ratio of 150 between false negatives and
false positives.

Activity Classification

Feature Selection. The MI, which was the basis for the feature selec-
tion, exhibited values between 0.03 (dominant frequency on y-axis) and
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Figure 5.11: Number of detected instances per class. The vertical axis is discon-
tinuous for better visualization due to the high number of instances in the Null
Class (NL). Reprinted from [Kaut 17b]with permission.

0.68 (position of the maximum on y-axis). The features with the highest
MI were:

• position of the maximum on y-axis

• standard deviation along z-axis

• energy along z-axis

• standard deviation along y-axis

• energy along y-axis

For the NB, kNN, CART and VOTE classifiers, the best classifica-
tion results in terms of balanced accuracy were obtained using the first
Nf e a t = 36 features from the MI-ranking. Using the first Nf e a t = 32 fea-
tures yielded the best results for the SVM and the RF performed best
when Nf e a t = 32 were employed.

Classification Accuracy. The results regarding the classifiers based on
generic features, which are reported in this section, were obtained using
the optimal number of features for each of the classifiers as described
above.

The classification results in terms of the sample accuracy and bal-
anced accuracy of the different classifiers are summarized in Fig. 5.12.
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Figure 5.12: Sample accuracy and balanced accuracy of the evaluated classifiers.

The highest sample accuracy (83.2 %) and the highest balanced accu-
racy (79.5 %) were achieved with the DCNN. Among the classifiers using
generic features, VOTE yielded the best results with a sample accuracy of
72.6 % a balanced accuracy of 63.7 %.

Fig. 5.13 shows the normalized confusion matrices for the DCNN,
VOTE and kNN classifiers. The normalized confusion matrix for the
DCNN as the best performing classifier is given in full detail in Tab. 5.3.

Computation Time. The average computation times for conducting
one classification (feature calculation and class prediction) with each of
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Figure 5.13: Normalized confusion matrices for the a) DCNN, b) VOTE and c)
kNN classifiers.
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US OS JS UT OT SA SP BL DG NL
US 87.2 3.7 0.0 1.4 0.0 0.0 0.0 0.9 1.0 1.9
OS 3.0 84.6 16.1 0.3 0.0 10.6 1.3 0.0 0.0 0.3
JS 0.0 3.9 72.0 0.0 0.0 0.9 4.0 0.0 0.0 0.0
UT 4.3 0.0 0.0 83.2 0.7 0.4 0.0 0.0 9.4 4.9
OT 0.0 0.0 0.0 0.1 87.6 7.1 0.6 3.7 1.5 1.1
SA 1.8 5.7 0.7 0.1 8.9 60.2 10.2 4.7 1.5 2.2
SP 0.0 2.0 11.2 0.1 0.2 14.1 82.2 7.5 1.5 0.6
BL 0.0 0.0 0.0 0.2 0.9 2.2 0.9 75.7 0.5 1.0
DI 0.6 0.0 0.0 9.2 0.3 1.7 0.4 0.0 77.7 3.6
NL 3.0 0.0 0.0 5.3 1.4 2.8 0.4 7.5 6.9 84.5

Table 5.3: Normalized confusion matrix for the DCNN, columns represent the
true class, rows represent the predicted class, results in %. Details about the
classes can be found in Tab. 5.2. Reprinted from [Kaut 17b]with permission.

the evaluated classifiers are shown in Fig. 5.15. The time taken for cal-
culating the generic features for one action was between 1.90 ms (32 fea-
tures for RF) and 2.10 ms (36 features for NB, kNN, CART and VOTE).

The shortest computation time (0.76µs) for the class prediction was
required by the CART classifier. Class prediction with SVM and VOTE re-
quired the most time (2.65 ms and 3.50 ms).

One classification with combined feature calculation and class pre-
diction using the DCNN required 0.06 ms on average. Hence, the DCNN
required the shortest computation time for the complete classification of
one action.

The average computation times for the training of each classifier are
visualized in Fig. 5.14. The times were averaged over the ten cross-
validation folds, which contained 7144 training samples on average after
resampling.

The kNN classifier does not require explicit training and the compu-
tation time given for this classifier is the time that was required for build-
ing the data representation used by scikit-learn.

The NB classifier required the shortest computation time (18.1 ms) for
training. The training of the DCNN took the most time (759.9 s). Among
the classifiers using generic features, the SVM (275.6 s) and VOTE (308.6 s)
classifiers selection exhibited the longest training times.
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Figure 5.14: Average time in seconds for training each classifier on the training
data of each fold of the cross-validation (7144 samples per fold on average).
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Figure 5.15: Average time for classifying one detected event (milliseconds, loga-
rithmic scale). The classification time consists of the time taken for feature cal-
culation and the time for the actual class prediction from these features. In the
DCNN, feature calculation and prediction are combined and cannot be separated
in terms of computation time.
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5.2.5 Discussion

Activity Detection

Applying the proposed approach for activity detection on the collected
data showed that the detection of potentially relevant events with a high
recall of 99 % was possible. Only few relevant events remained unde-
tected (false negatives). The class with the most false negatives was the
block class. A post-hoc examination revealed, that in all cases of missed
blocks, the blocks were only attempted, i.e., no ball contact occurred.
The detection algorithm was mainly designed for actions that involve a
ball contact, which explains the lower performance of the detection al-
gorithm on attempted blocks. Still, even for this class a high class-wise
recall of 89.2 % was achieved.

The activity detection represents only the first step in the processing
pipeline and false positive detections were corrected in the subsequent
classification step. Hence, the low overall precision of 34.8 % is accept-
able.

Activity Classification

Classifiers with Generic Features With the classifiers that were based
on generic features (NB, kNN, CART, SVM, RF and VOTE), no satisfactory
results were achieved. Among these classifiers, the maximum sample ac-
curacy was 72.6 % and the maximum balanced accuracy was 63.7 %. The
RF classifier achieved the best trade-off between computation time and
classification performance among the classifiers with generic features.
While exhibiting only 4.5 % lower balanced accuracy than the VOTE clas-
sifier, it required only a fraction of the time for training and prediction.

In comparable studies which also aimed at the activity classification
using inertial sensors (see section 1.3.3), classification rates of more than
80 % were achieved with the same classifiers and similar features. For
example, Blank et al. [Blan 15] used almost the same features as in our
study for classifying eight different types of table tennis strokes based on
IMU data. They achieved an accuracy of 96.7 % with a SVM (same kernel
as in our study). Schuldhaus et al. [Schu 15] classified shots and passes
in soccer based on mean, variance, skewness and kurtosis (also used in
this study) of IMU measurements. They achieved an accuracy of 88.6 %
with an SVM. Bao and Intille [Bao 04] distinguished between 20 daily-life
activities using acceleration measurements and a decision tree classifier
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based on statistical and correlation features. They achieved an accuracy
of 84.3 %.

One possible explanation for the discrepancy between the results of
previous studies and our study is the fact that in the current study only ac-
celerometers were used to reduce power consumption of the sensor unit.
In most other studies, also gyroscope measurements were employed.
Turning rate data from gyroscopes provides information about the ro-
tation of the sensor which could be used for the activity classification.
However, the use of gyroscopes would increase the power consumption
for sensing substantially. For example, the Bosch BMG160 [Bosc 14b], a
state-of-the-art tri-axial gyroscope sensor from the same manufacturer
as the employed acceleration sensors, would consume 5 mA, which is 769
times the power consumption of the acceleration sensor that was used in
the current study. However, low power consumption is an important as-
pect of mobile systems [Marw 10].

Apart from the additional gyroscope information, higher sampling
rates above 100 Hz were used in other studies. Also the acceleration sen-
sor employed in our study would allow sampling rates of up to 200 Hz
instead of the 39 Hz that were used in the presented study. However, this
would increase the power consumption of the sensor by a factor of 20
[Bosc 14a]. Using gyroscopes or higher sampling rates would therefore
considerably decrease battery run-time and reduce the usability of the
sensing device as a tool for activity monitoring in beach volleyball.

With the MI-based feature selection employed in this study, the
classification performance of the classifiers using generic features was
improved compared to a feature selection based on the ARI and also com-
pared to using all 39 generic features [Kaut 17b]. Compared to the results
of this previous study, the highest sample accuracy achieved with generic
features increased from 67.2 % to 72.6 % and the balanced accuracy in-
creased from 60.3 % to 63.7 % (obtained with the VOTE classifier). These
results imply that the MI-based feature selection was more successful in
choosing the most suitable features for the classification task at hand. A
wrapper approach for feature selection [Koha 97]might still yield better
results than the filter approach used in this work. However, in conjunc-
tion with cross-validation and parameter selection for six different clas-
sifiers and more than 12 000 samples, the resulting computational cost is
prohibitive.

Despite the improvements that were achieved with the MI-based fea-
ture selection, the classifiers based on generic features did not yield sat-
isfactory results. Alternatively, application-specific features designed by
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experts from the motion characteristics of the analyzed actions could
be used for the classification. However, the movements to be classi-
fied exhibited a high degree of similarity which complicates the design
of useful features. Hence, an increase of classification performance with
manually-designed expert features is questionable.

Deep Convolutional Neural Network Due to the unsatisfactory results
of the established methods on the presented beach volleyball data set,
a new approach for sensor-based activity classification was necessary.
The DCNN outperformed the classifiers based on generic features by a
considerable margin of 10.6 % regarding sample accuracy and by 15.8 %
regarding balanced accuracy. This demonstrates that deep learning is a
suitable solution for the problem of sensor-based activity classification
in sports.

As the confusion matrix of the DCNN (see Fig. 5.13a and Tab. 5.3)in-
dicates, the action classes that were confused most often by the DCNN
were mostly classes for which the corresponding movements were alike.
Some of the actions that were confused most often were Underarm Set
vs. Dig (UT-DG), Overhead Serve vs. Jump Serve (OS-JS), Spike vs. Shot
Attack (SP-SA) and Jump Serve vs. Spike (JS-SP). For example, during
a Jump Serve and a Spike, the movements of the dominant arm are
very similar. In this case, the use of a second sensor unit at the non-
dominant hand could improve the classification performance, since in
a Jump Serve it is used to throw the ball in the air before the hit which
does not occur in a Spike. It can be assumed, that the similar actions
that were confused were also similar in terms of the associated load on
the joints. Hence, the confusion of these similar actions in the context
of overuse injury analysis is acceptable. Nevertheless, the misclassifica-
tions reduce the reliability of tactical conclusions that are drawn based
on the classified actions.

Beside the high classification accuracy, the computational cost of the
DCNN also compared favorably to the other evaluated classification al-
gorithms. The average computation time that was required for classify-
ing one detected event with the presented DCNN was markedly shorter
than for all classifiers based on generic features. For example, the com-
putation time for the SVM was approximately 78 times higher than for
the DCNN. Although the class prediction itself was performed quickly,
e.g., with NB and CART classifiers, the computational cost for the explicit
calculation of the generic features eliminated this advantage. In contrast,
the DCNN allowed a combined feature calculation and class prediction at
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low computational cost. The training time for our DCNN was in the same
range as for VOTE, the best-performing classifier based on generic fea-
tures. The outcomes of our experiments show that the proposed DCNN
offers both good classification accuracy and computational efficiency.

The ability of the DCNN to automatically extract features from the
raw data presents another major advantage. Due to this ability, no cum-
bersome feature design, feature selection or other pre-processing of the
acceleration data of the detected events were required.

The fundamental concepts of the DCNN are applicable for a wide di-
versity of problems, ranging from image classification [Kriz 12] to the as-
sessment of Parkinson’s disease [Esko 16]. Nevertheless, the specific re-
alization of the network architecture and the training regime needs to be
adjusted for the problem at hand in order to obtain useful results. The de-
sign parameters for the architecture include the number, type, size and
sequence of network layers, the way of connecting subsequent layers as
well as the initialization and activation functions for the involved units.
In addition, various parameters need to be defined for the training, e.g.,
the optimization algorithm and its hyperparameters, the objective func-
tion, possibilities for stopping criteria and regularization techniques.

Due to this large number of parameters and the resulting possibil-
ities for combining them, finding the optimal settings in an automatic
manner is currently computationally unfeasible. Thus, the network ar-
chitecture and training scheme presented in this work had to be de-
termined empirically. Architectures used in previous publications and
design guidelines served as the starting point for the proposed DCNN
[Good 16, Zhen 14]. Fortunately, research by Hinton et al. [Hint 12a] in-
dicates, that the performance of deep neural networks is relatively in-
sensitive to the exact details of the network architecture. In our tests, we
found that the use of additional layers did not improve the classification
performance. Also a change in the number of units in each layer did not
alter the results significantly.

The presented DCNN suffered from overfitting, i.e., its classification
accuracy was much higher on the training data than on the validation
and test data. This might be caused by a lack of variability in the trai-
ning data, especially regarding actions for which relatively few repeti-
tions were recorded in the study. Although the imbalance in the class
distribution was addressed via resampling with SMOTE, the synthetically
created samples were correlated and did not exhibited as much variabil-
ity as additional real data would have.
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Overfitting effects were reduced by using pooling layers, by adding ar-
tificial noise to the training data and by applying random dropout to the
connections of the fully connected layers. Overfitting might be further re-
duced by collecting more data for training, by unsupervised pre-training
of the network and/ or by training the network with batch normalization
[Ioff 15].

System implementation

In the presented study, the sensor unit was optimized for low power-
consumption to allow a long-term player monitoring. The proposed ac-
tivity detection algorithms requires only little pre-processing of the raw
data and several threshold comparisons in a decision tree. Thus, it is suit-
able for embedded implementation on the sensor unit. The proposed
classification methods were not yet optimized for computational effi-
ciency and embedded implementation. The missing mobile implemen-
tation of the classification is currently remedied by storing the data of the
detected events in the sensor unit and performing off-line classification
of the actions on a separate device.

All subjects in our study were right-handed. Left-handed players
would need to wear the sensor unit at their left wrist, which would lead
to altered signal characteristics. To account for this different attachment,
the signals from the sensor axis that is parallel to forearm (y-axis) would
have to be inverted to achieve similar signal characteristics as for the
right-handed players. We presume that with this adjustment, the same
detection and classification algorithms as for right-handed players can
be used.

The proposed system requires the players to wear a sensor wristband
(Fig. 5.7). Prior to the data acquisition in our study, some of the par-
ticipants were skeptical regarding this sensor attachment and were con-
cerned that the wristband would disturb their play. Despite these initial
concerns, the participants reported no impairment by the sensor wrist-
band after they had used it during the study. However, user acceptance
was not evaluated on a wider scale and some players may feel handi-
capped by wearing a sensor wristband in beach volleyball.

The proposed system was developed and evaluated only in the con-
text of beach volleyball. Nevertheless, it might also be applicable for
player monitoring volleyball. Many actions in beach volleyball exist in
comparable form in volleyball and also associated injuries are similar.
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However, the application of the proposed system was not tested in a vol-
leyball scenario and further experiments would be necessary to validate
this assumption.

Highlights:

• development of activity monitoring system for beach volley-
ball

• reliable detection and classification of ten different actions

• automatic feature extraction and classification with deep
learning

• extensive comparison of different classification approaches

• balanced accuracy of proposed DCNN 15.8 % higher than
with standard classifiers

• first use of deep learning for sensor-based activity recogni-
tion in sports
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Chapter 6

Summary, Discussion and Con-
clusion

In the previous chapters, solutions to various challenges regarding the
acquisition, filtering and analysis of positional and inertial data in sports
were presented. In this chapter, the contributions of this thesis are sum-
marized and discussed. Furthermore, directions for future research are
outlined. The chapter closes with conclusions drawn from the material
presented in this thesis.

6.1 Summary and Discussion of Contributions

6.1.1 Acquisition of Positional Data in Sports

In chapter 3, two novel approaches for facilitating the acquisition of po-
sitional data and avoiding erroneous measurements were presented.

Contribution (I):
Automatic Calibration of TDoA Positioning Systems

In section 3.1, a calibration method for TDoA positioning systems was
introduced. The automatic calibration renders cumbersome and error-
prone manual measurements of the beacon node positions unnecessary.
Only rough initial estimates of the beacon node positions are required
for the calibration. Tests with different noise levels of the initial condi-
tions showed good calibration results even for poor initializations of the
beacon node positions. In the presented experiments with manually se-
lected initial positions, the tag position accuracy after calibration was in
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the range of the accuracy of the ground truth data. This demonstrates
the practical usability of the presented methods.

Contribution (II):
Beacon Node Selection for Robust Localization

A novel beacon node selection method for robust positioning was pre-
sented in section 3.2. By reliably selecting valid beacon node measure-
ments, NLOS measurements were effectively excluded from the position
estimation. This allowed considerable improvements in positioning ac-
curacy. The proposed algorithm achieved the best accuracy in an exten-
sive comparison to eight other selection approaches from the literature
and yielded comparable results to a selection algorithm which was based
on reference measurements. The presented approach is computationally
tractable since it does not require the calculation of intermediate posi-
tion estimates. At the same time, it allowed an error reduction in terms
of RMSE of more than 80 % compared to a baseline approach that used
all available measurements and an error reduction of 57.6 % compared to
the second-best approach.

Implications

The data acquisition presents the first step of the processing pipeline that
was presented within this thesis. The ability to collect high quality sports
data is of utmost importance for all subsequent processing steps and the
reliability of all conclusions that are drawn based on this data. In sports,
positional data describing the movement of athletes provides the foun-
dation for numerous analyses, such as performance assessment and tac-
tical considerations. Commercially available LPSs are often designed un-
der laboratory conditions, but fail in realistic environments, e.g., due to
NLOS errors or other signal disturbances. The methods that were intro-
duced in chapter 3 help to facilitate the acquisition of positional data and
to avoid erroneous position estimates from the very beginning and en-
able the operation of LPS under challenging and realistic conditions.

Previously reported methods for the automatic calibration of beacon
node positions were only applicable for ToA positioning systems [Duff 03,
Maha 99, Maut 07, Olso 06, Ruiz 96, Syaf 12, Ure 15] or required knowl-
edge of the exact location of a subset of beacon nodes [Ruiz 11]. More-
over, the performance of the proposed calibration methods was not eval-
uated quantitatively in many studies [Duff 03, Maha 99, Syaf 12, Ure 15].
In other studies, only the accuracy of the calibrated beacon positions was
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evaluated. Although this is an important performance indicator for LPS
calibration algorithms, the calibration is performed with the goal of ob-
taining accurate tag positions. However, in contrast to the evaluation
conducted within the scope of this thesis, the tag accuracy after calibra-
tion has not been assessed quantitatively in previous research.

With the presented methods, automatic calibration becomes also
available for the widely used TDoA positioning systems, even in the pres-
ence of unknown clock offsets. The proposed method for beacon node
calibration does not depend on any sports-based assumptions and can
be applied to various types of LPSs. It was further demonstrated, that
the presented calibration procedure does not only yield accurate beacon
node positions but that these also result in accurate tag positions.

With contribution (II), the proposed beacon node selection method,
it is possible to significantly reduce NLOS errors, one of the most impor-
tant sources of mismeasurements in localization. This was achieved by
leveraging information about the variable orientation of tag and target
and the influence the target has on the radiation pattern of the tag an-
tenna. Previously proposed selection methods, relying on the assump-
tion of a radially symmetric radiation pattern of the tag antenna [Grov 11,
Peng 15, Pfei 10], did not consider the case of NLOS paths that remain
stable over multiple consecutive measurements [Hol 11, Ke 11, Pfei 09] or
required the computationally expensive calculation of many intermedi-
ate solutions [Cong 01]. By modeling the influence of the target on the
radiation pattern of the tag antenna, the selection approach presented
in this thesis outperformed previously proposed solutions.

Although erroneous and noisy raw positional data can be improved
by filters, the extent of improvement is limited. If the quality and conti-
nuity of the raw positional data is low, assumptions about the movements
are required to correct errors and to bridge measurement outages. How-
ever, these assumptions are always just simplifications. If a runner in a
competition suddenly accelerates to break away from the main group of
runners and the LPS delivers only erroneous position estimates during
this period, this decisive event of the race can not be captured. With the
presented methods for calibration and beacon node selection, such sit-
uations can be avoided, allowing the positional data to reflect real world
processes instead of assumptions.
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6.1.2 Filtering of Positional Data in Sports

In order to improve the acquired positional data and to allow high-quality
continuous real-time output, new KF-based filtering techniques were in-
troduced in chapter 4.

Contribution (III):
Robust Kalman Framework

In section 4.1, a novel Kalman-based filtering framework was presented.
It exhibits several features, namely the applicability to non-linear sys-
tems, non-uniform sampling and handling of outliers. At the same
time, it allows optimal utilization of available measurements by fixed-lag
smoothing and automated parameter estimation.

Experiments based on simulated data demonstrated that even in the
presence of outliers and with non-uniformly sampled measurements,
suitable noise parameters of non-linear systems can be estimated, and
the filtered output can be calculated in real-time or with a constant de-
lay. The automated estimation of filter parameters makes cumbersome
manual parameter tuning redundant. Using the proposed filter frame-
work, the error of the filtered output was less or equal to the error that
would have resulted from filtering data without outliers and with per-
fectly known system characteristics. Experimental results based on real
measurements testified to the practicability of the presented approach in
realistic situations.

Contribution (IV):
Augmented Motion Models for Position Filtering

While the methods in section 4.1 provide a generally applicable filtering
framework, a more specialized approach for integrating prior knowledge
in the filtering process was introduced in section 4.2. Here, the concept
of augmented motion models for incorporating soft constraints in KFs
was presented.

The proposed method outperformed unconstrained filters and
pseudo-measurement filters in a realistic scenario. When comparing the
considered methods, the approach introduced in this thesis achieved
the best results regarding overall accuracy of the filtered data, robustness
towards outliers and robustness towards measurement outages. Further
improvements were achieved by combining the proposed filter method
with the beacon node selection presented in section 3.2.
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Implications

The KF-based methods presented in chapter 4 allow robust real-time fil-
tering of positional data in sports. However, KFs are being used in a wide
range of other applications ranging from asset tracking over surveillance
of production lines to robot and car navigation. Since it is not based on
any sport-specific assumptions, the proposed filter framework is appli-
cable in all these scenarios. The framework can even be used in a more
general way than the original KF and other KF-based filter versions that
have been published before.

The features of the proposed KF-framework have previously been in-
troduced individually in the literature. These include the adaptation of
the KF approach to non-linear systems [Juli 97, Ljun 79, Van 01, Welc 95],
methods for the handling of outliers [Agam 11, Gand 10, Meyr 84, Mirz 11,
Ruck 01, Stoj 16, Ting 07], Kalman smoothing [Moor 73, Ruck 14], a KF for
non-uniformly sampled input [Li 08] and different approaches for the
estimation of the filter parameters [Axel 11, Bavd 11, Ghah 96, Wang 10].
However, in these publications, the different KF extensions have mostly
been treated independently. Thus, only small subsets of these extensions
could be employed simultaneously, and the advantages of the others had
to be sacrificed due to their irreconcilability. With the proposed KF-
framework, all aforementioned extensions of the KF become applicable
in situations where they could not be used so far because the necessary
pre-conditions were not met. Thereby, the newly presented method ex-
pands the boundaries for the application of Kalman-based filtering and
makes its advantages accessible even under challenging conditions.

The approach of augmented motion models presented in section 4.2
provides a new tool for the incorporation of prior knowledge in the fil-
tering process. Previously published methods [Alou 93, Ford 01, Lahr 04,
Mass 95, Simo 06, Tahk 90] required additional parameters to achieve this
goal, but no systematic approach for estimating these parameters was
provided. However, the use of sub-optimal parameters leads to sub-
optimal filter performance and reduces the usability of these methods.
Moreover, the approaches from the literature cause considerable com-
putational overhead compared to a standard KF.

These limitations can be overcome with the proposed filtering ap-
proach that uses an augmented motion model. The presented method
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does not require additional parameters or a change in the general struc-
tures of the filter, which facilitates implementation and renders supple-
mentary parameter estimation unnecessary. In addition, the computa-
tional overhead with respect to an unconstrained solution is kept small
without compromising the accuracy of the filter output.

The approach of augmented motion models can not only be used
in the presented athletics example but also in other sports and applica-
tions that are not related to sports. The proposed method can be utilized
to robustly improve object tracking if prior knowledge about the object
movement is available. The good results that were achieved with the out-
lier handling, resampling and parameter optimization from section 4.1
and the augmented motion model from section 4.2 in conjuction with a
SRUKF show, that the presented EKF framework can also be used with
other Kalman-based filters.

The presented filtering methods do not only serve to improve the ac-
quired raw positional data, but are often necessary to make erroneous
and discontinuous position measurements usable at all. Reliability of
the positional data is essential for further analyses. Assessing the perfor-
mance of athletes based on unfiltered data or using it for activity recogni-
tion (as in section 5.1) can cause incorrect and misleading results. Even
the calculation of simple performance measures, such as the maximum
speed of an athlete, can be corrupted by a single erroneous position mea-
surement. The presented filtering methods offer a means for correcting
such errors robustly and in real-time, thereby providing a reliable basis
for subsequent analyses, such as automatic activity recognition.

6.1.3 Activity Recognition in Sports

In chapter 5, methods for the automatic activity recognition in sports
were introduced. These methods were applied in the context of rugby
and beach volleyball.

Contribution (V):
Activity Recognition in Rugby

Using positional data acquired and filtered with the methods outlined in
chapters 3 and 4 and combining them with inertial measurements, an
approach for the automatic recognition of tackles and scrums in rugby
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was proposed in section 5.1. It uses interaction features that merge posi-
tional and inertial measurements for an improved recognition of multi-
player activities. Thereby, complex activities including multiple partici-
pants can be represented implicitly within the feature space. The results
regarding the tackle and scrum approach suggest that activities with sev-
eral participants can be detected reliably with the help of the proposed
interaction features.

Contribution (VI):
Activity Recognition in Beach Volleyball

A novel activity recognition system for beach volleyball was presented in
section 5.2. This system relied only on IMMU measurements, thereby
allowing operation without additional LPS hardware.

Using data from wrist-worn acceleration sensors, ten different types
of player actions were detected and classified. For the classification, six
established classification algorithms were compared to a deep learning
approach. Adequate classification results were only achieved with the
proposed DCNN. It outperformed the second-best classifier by 15.8 % in
terms of balanced accuracy while at the same time requiring less com-
putation time for classification on the same hardware.

Implications

With the methods presented in chapter 5, the automatic activity recog-
nition based on LPS and IMMU data can be realized in different sports.
Although the focus of this work was on applications in rugby and beach
volleyball, the proposed methods can also be transferred to other sports.
The interaction features that were used for activity recognition in rugby
could also be adapted to recognize duels in other team sports that in-
clude close player interactions (e.g. football).

The proposed methods for the automatic detection of scrums and
tackles in rugby contribute to the relatively new field of automatic recog-
nition of activities involving multiple participants. Previous approaches
addressing this problem have been published in the area of computer
vision [Bran 97, Du 06, Oliv 00]. They require explicit modeling of all pos-
sible interactions and consider only two or three participants. However,
the effort of manually modeling all possible interactions between, e.g,
14 players in rugby sevens makes a direct adaptation of these methods
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for game sports unfeasible. In other publications, team activities like at-
tacking and defending were analyzed [Dire 12, Kong 09, Pers 10], but in-
dividual player interactions were not considered. In the work by Kelly et
al. [Kell 12] an approach for detecting collisions in rugby was introduced.
However, interrelations between the sensor data of different players were
not considered, since data from each player was analyzed individually.

With the proposed approach for the automatic detection of scrums
and tackles in rugby, a novel strategy for the automatic detection of
multiplayer-activities is introduced. The presented method circumvents
the necessity of creating extensive explicit models. The proposed simul-
taneous use and subsequent fusion of positional and inertial measure-
ments takes interrelations between the data of different players into ac-
count and offers new possibilities for the automatic analysis of rugby and
other sports.

Regarding the automatic recognition of single-player activities, the
considerable potential of deep learning methods for automatic activity
recognition in sports was revealed in section 5.2. Similar deep learning
approaches have previously been employed for human activity recogni-
tion [Bail 07, Ordo 16, Zeng 14, Zhen 14]. With the presented study, these
techniques are transferred to the area of activity recognition in sports and
their potential in the context of beach volleyball is demonstrated.

In addition, the first systematic comparison of various state-of-the-
art classifiers with a DCNN in the context of sensor-based movement
classification was provided. The superior performance of the DCNN
compared to previously used methods like SVM, NB, RF, indicates that
the application of deep learning for sensor-based movement classifica-
tion is a promising research field and has the potential of achieving ac-
curate classification outcomes.

Although previously published work also aimed at the automatic
recognition of volleyball or beach volleyball actions [Cusp 16, Jarn 15,
Rawa 15], the deep-learning-based monitoring system presented in this
thesis is the first one that allows a detailed and automatic monitoring of
beach volleyball actions.

Since no manual feature design is required for classification by means
of deep learning techniques, the adaptation of the proposed activity re-
cognition pipeline for other sports is facilitated. However, this advan-
tage can only be obtained at the cost of collecting extensive amounts
of training data. The training of deep neural networks usually requires
hundreds of samples from each class in order to achieve acceptable per-
formance on unseen data. Even in the presented beach volleyball study,
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in which almost 5000 labeled samples were collected, the trained DCNN
suffered from overfitting. Collecting big amounts of labeled data is time-
consuming and thus costly. Classical classification algorithms such as
SVM or RF can often cope better with limited training data, as in the pre-
sented rugby study, but they also require careful feature design. For de-
veloping an activity recognition system for a specific application, these
specific advantages and disadvantages for each approach need to be con-
sidered.

The proposed approaches for automatic activity recognition in sports
significantly facilitate and speed up data acquisition and analysis for
studies in sports science. They allow building up extensive data sets con-
taining fine-grained information about the actions performed by profes-
sional and non-professional beach volleyball players.

In addition to the potential for training optimization, the output pro-
vided by the proposed recognition system in combination with medical
records can be used to asses the risk factors of overuse injuries and to de-
velop guidelines in order to prevent them. For such studies, the number
and type of actions performed by each player need to be monitored. With
the proposed systems for automatic activity recognition in rugby and
beach volleyball, this monitoring is considerably facilitated and thus, the
analysis of risk factors of overuse injuries is simplified. Hence, the pro-
posed systems might help elucidating the connection between excessive
loading and subsequent pathology, which is currently not well under-
stood in sports such as beach volleyball [Rees 06]. Insights on this con-
nection may allow providing concrete guidelines for athletes and trainers
in order to reduce the risk of injuries.

6.2 Outlook

The contributions presented in this thesis can be used as basis for fu-
ture research and applications in various fields. In this section, cur-
rent and future developments in the acquisition, filtering and analysis
of sports data are discussed. Furthermore, issues to be investigated in
future research are highlighted and possible directions for solutions are
suggested.

6.2.1 Data Acquisition and Filtering

Regarding the calibration of positioning systems, investigations aiming
at an increased robustness of the proposed calibration towards high
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noise levels in the initial beacon node estimates could allow further im-
provements of the calibration results. One possibility to achieve this goal
would be to start the calibration procedure from slightly varying initial
beacon node positions and then select the best of the resulting solutions.
These different initializations could be obtained if the user provides sev-
eral estimates of the beacon node positions or by synthetically varying
the initial estimates.

The usability of the beacon node selection approach might be en-
hanced by a tuning procedure that can be performed in the field. By
acquiring some test measurements with the LPS, the radiation pattern
of the tag-target system could be estimated automatically. This would
allow for correcting variations in the tag attachments and would make
prior simulations or measurements of the radiation pattern unnecessary.

Future work regarding the proposed KF framework should include in-
vestigations on whether and how the parameter estimation can be sped.
A robustification of the EM-algorithm for parameter estimation might be
a possible solution for this issue.

Despite the technological progress in recent years, the accurate and
robust tracking of motions in sports remains challenging. Concerning
LPSs in a broader context, a change in measurement technology is cur-
rently taking place. So far, most radio-based LPSs used narrow-band
communication in the Industrial, Scientific and Medical (ISM) frequency
bands. The TDoA-LPS used within this work is based on this technol-
ogy. However, due to the increasing amount of devices operating within
these frequency bands, LPS performance is often compromised by inter-
fering signals. Especially during professional sports competitions, po-
tentially hundreds of devices in the vicinity of the LPS communicating in
the same frequency bands can drastically impair the operation of the po-
sitioning system. To alleviate this issue, UWB positioning systems have
emerged in the last years. Although usually offering smaller ranges than
narrow-band systems, the use of high bandwidths yields several advan-
tages. These include improved reliability, better ranging resolution and
less interference with other devices [Gezi 05]. These properties indicate
that UWB could become one of the dominating LPS technologies in the
future. In addition, UWB localization has been deemed one of the key
enabling technologies for the Internet of Things (IoT) [Dard 16].

Another promising research direction for improved positioning in
sports is the fusion of TDoA, ToA and/or AoA radio measurements with
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IMMU measurements. While radio measurements allow stable localiza-
tion over extended periods of time, the limitations regarding measure-
ment accuracy restrict the applicability for fine-grained tracking. In con-
trast, IMMU tracking, that is based on the dead reckoning approach,
can capture subtle movements but suffers from drift if used over longer
timescales. A fusion of both modalities could combine the respective
advantages and mitigate the disadvantages. This sensor fusion could
be achieved by means of a KF-based approach. Although different ap-
proaches for this fusion have already been proposed in the literature
[Al Q 14, Falc 12, Hol 09], the applicability of these methods in highly dy-
namic sports contexts remains to be investigated.

6.2.2 Data Analysis

The automatic analysis of sports data could benefit from the develop-
ment of a unified system which is able to objectively and reliably analyze
game sports both at the level of single events and at the level of team strat-
egy and tactics. With such a system, a richer view on the sport could be
obtained. The combination of positions and inertial measurements pro-
posed in section 5.1 is one possible route to such a system. Enhancing
activity recognition with spatial information could lead to new insights
in game sports [Gold 12].

The findings from section 5.2 suggest that the application of deep
learning in sports contexts bears great potential. Future research could
explore possibilities for implementing deep learning algorithms in a
wearable system to provide results in real-time and on the wearable de-
vice. Further, options for replacing the heuristic action detection algo-
rithm by a computationally efficient deep learning approach could be
investigated. This issue might be tackled by using recurrent neural net-
works which are able to operate on a continuous raw data stream. In
addition, advances in the use of deep reinforcement learning [Mnih 15]
could reduce the cost of acquiring training data for deep neural networks.

Mobile computing platforms, optimized especially for the execution
of deep learning algorithms like the presented DCNN classification have
recently become available (e.g. Qualcomm Zeroth, [Cont 15]). Using
such platforms, the transfer of deep learning models to wearable activity
recognition devices will be facilitated in the future. This could improve
the usability of such approaches in sports.

It can be speculated that the use of automatic analysis and monitor-
ing systems in sports will advance further in the future. Nevertheless,
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there are also critical opinions regarding this process. Some people fear
that the excessive use of analytics may take the fun out of the sport and
make it less attractive by reducing the instinctive and emotional aspects
of sports. But the success of athletes and teams that rely on the output
of automatic analysis and monitoring systems is convincing more and
more coaches to build their strategies on objective data, rather than on
their gut feeling. Nevertheless, automatic analyses in sports will most
likely not be able to replace human decision making completely anytime
soon [Groh 16].

6.3 Conclusion

In this thesis, various contributions in the field of sports analytics are pre-
sented, evaluated and discussed. The contributions of this thesis are rele-
vant for the challenges of acquiring, filtering and analyzing sport-specific
positional and inertial data.

In order to develop solutions to all of these aspects, this thesis cov-
ers several methodologies, ranging from position estimation, local and
global optimization methods, probabilistic filtering and outlier detection
over orientation estimation from inertial sensors, event detection, fea-
ture design and feature selection to deep learning.

With the proposed calibration and beacon node selection methods,
the acquisition of positional data in sports can be facilitated and its reli-
ability can be increased. The presented filtering methods allow the im-
provement of raw measurements under difficult conditions with a gen-
erally applicable framework and further refinements if additional prior
information is available. The use of these methods is not constrained to
sports applications. Also other areas, such as car and robot navigation
can benefit from the proposed solutions.

In addition to these widely usable methods for data acquisition
and filtering, specific solutions for the automatic activity recognition in
sports are presented. Therefore, the analysis procedure needs to be indi-
vidually adapted for the task at hand to allow appropriate performance.
With the suggested fusion of positional and inertial data, activity recogni-
tion in game sports can be improved. The introduction of deep learning
to the domain of activity recognition in sports has revealed the great po-
tential of these methods in this context and can serve as a starting point
for future investigations in this field.
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6.3. Conclusion

The contributions regarding the acquisition, filtering and analysis of
positional and inertial data in sports provide a foundation for future stud-
ies in sports science. By connecting this pipeline with additional context
information, such as medical records of the athletes, possible risk factors
could be identified and overuse and fatigue injuries may be reduced in
the future.

The presented contributions can be used to collect sports data more
easily and with higher quality than with approaches available in the lit-
erature. Measurement errors can be corrected in a robust way and in
real-time with the proposed filtering methodology. With the introduced
activity recognition methods, sports data can be analyzed automatically,
thereby reducing the need for manual data screening and enabling the
evaluation of extensive data sets.
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The world of sports is being transformed by the rise of automated 
systems which enable the monitoring of athletes. Such systems 
provide objective assessments about the performance of athletes, 
the loads they are exposed to or their tactical behavior.
Presently, data collection, preparation and analysis are still often 
performed in a manual or semi-automatic manner. This process can 
be time-consuming and subjective, impeding accurate long-term 
monitoring of athletes. Streamlining this process may facilitate  
the data acquisition considerably and enable a transition of the 
subsequent analysis from subjective impressions to objective and 
accurate evaluations.
This thesis addresses several challenges in turning the above-
mentioned desiderata into practical solutions. It provides practical 
solutions for improving and extending the acquisition, filtering  
and analysis of positional and inertial data. The contributions of 
this thesis have the potential to considerably facilitate activity  
monitoring in sports and thus provide a basis for future studies in 
sports science.
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