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Abstract

In the light of increasing globalization and ongoing rapid developments in information
technology, software systems for planning production and supply networks play an im-
portant role for companies to remain competitive in future markets. Most planning sys-
tems use optimization methods for determining an efficient and economical production
or supply network plan. In particular, mixed-integer optimization plays an important
role in this context. It can be observed that the size of the arising mixed-integer pro-
grams has constantly increased over recent decades. The challenge is to ensure a high
scalability of running time and solution quality even for very large instances anticipated
in future. To address this challenge, we pursue three different approaches.

In the first part of the work, we initially describe presolving methods known from liter-
ature and practice. Based on these methods, we develop eight new presolving techniques
for mixed-integer programming and confirm their benefit by computational results on
real-world instances.

Decomposition methods are well suited for achieving a high scalability of running time
and solution quality. Therefore, we examine a decomposition approach in the second part
of this thesis. Our algorithm splits the original problem into mixed-integer subproblems
and solves the subproblems alternately to determine an optimal solution. By presenting
computational results, we show that our method performs significantly better than a
standard decomposition approach.

In the last part, we describe an aggregation scheme for solving discrete lot-sizing
problems. Starting with a coarsened formulation of the original problem, the formulation
gets refined until an optimal solution is determined. Test results demonstrate that our
approach usually accomplishes a better running time than a state-of-the-art mixed-
integer solver.
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Zusammenfassung

Vor dem Hintergrund fortschreitender Globalisierung and einer nach wie vor rasan-
ten Entwicklung in der Informationstechnologie, spielen Softwaresysteme zur Planung
von Produktion und Versorgungsnetzen eine immer wichtigere Rolle für eine zukünftige
Wettbewerbsfähigkeit von Firmen. Die meisten Planungssyteme nutzen zur Bestim-
mung eines effizienten und ökonomischen Planes Methoden der Optimierung. Insbeson-
dere spielt die gemischt-ganzzahlige Optimierung hierfür eine wichtige Rolle. Dabei
ist festzustellen, dass die Größe der zu lösenden gemischt-ganzzahligen Programme seit
Jahrzehnten stetig zunimmt. Die Herausforderung besteht darin, eine hohe Skalier-
barkeit von Laufzeit und Lösungsqualität für sehr große Instanzen auch in der Zukunft
zu gewährleisten. Um dieser Herausforderung zu begegnen, verfolgen wir in dieser Arbeit
drei verschiedene Ansätze.

Im ersten Teil der Arbeit werden zunächst bekannte Presolving-Methoden aus der Lit-
eratur und Praxis beschrieben. Darauf aufbauend entwickeln wir acht neue Presolving-
Methoden für gemischt-ganzzahlige Programme und belegen deren großes Potenzial an-
hand von Rechenergebnissen auf realen Instanzen.

Da Dekompositionsverfahren für große Instanzen prädestiniert sind, um eine hohe
Skalierbarkeit von Laufzeit und Lösungsqualität zu ermöglichen, untersuchen wir im
zweiten Teil der Arbeit einen Dekompositionsansatz. Unser Algorithmus zerlegt das
ursprüngliche Problem in gemischt-ganzzahlige Teilprobleme und löst diese abwechselnd,
um eine optimale Lösung zu bestimmen. Anhand von Rechenergebnissen zeigen wir,
dass unser Ansatz ein deutlich besseres Laufzeitverhalten aufzeigt als ein herkömmliches
Dekompositionsverfahren.

Im letzten Teil der Arbeit beschreiben wir ein Aggregationsschema zum Lösen diskreter
Losgrößenprobleme. Dabei wird das Problem zunächst auf einer gröberen Darstellung
gelöst und diese solange verfeinert bis sich eine Optimallösung bestimmen lässt. Durch
eine ausführliche Rechenstudie belegen wir, dass dieser Ansatz gewöhnlich eine bessere
Laufzeit erzielt als ein hocheffizienter gemischt-ganzzahliger Löser.
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Chapter 1.

Introduction

Solving mixed-integer programs arising in production planning has received growing
interest both in the literature as well as in industrial practice in recent years. Although
there are many research contributions and publications on production planning based
on mixed-integer programming, many open questions still remain. We do not claim
that this note alters the situation very much, but hope, however, to make a few useful
contributions to the research area of mathematical programming. Our primary focus is
to present exact mixed-integer programming methods for solving production and supply
network planning problems.

This introductory chapter is structured as shown in Figure 1.1, from which we describe
in the following each block in detail. In the course of this thesis, we address three open
research questions that are related to the grey colored blocks. These questions will first
appear at the end of the introduction in Section 1.5.

Advanced Planning

Supply Chain Management

Supply Network Planning

Mixed-integer ProgrammingProduction Planning

Figure 1.1.: Structure of the introduction

1.1. Supply chain management and advanced planning

Against the backdrop of ongoing globalization and rapid changes in information tech-
nology, managing operations in nowadays competitive marketplaces poses significant
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Chapter 1. Introduction

challenges. To address such challenges for integrated business planning, the term Supply
Chain Management (SCM) was introduced in 1982 by Oliver and Webber [95] and has
received increasing interest both in research as well as in industrial practice in the past
decades. One reason for this growing interest is that SCM incorporates many different
areas and that the tasks to accomplish the aims of SCM are very demanding. Therefore,
SCM on the whole is more an ongoing endeavor instead of a temporary project.

Following the proposal of Christopher, a supply chain is

“... a network of organizations that are involved, through upstream and
downstream linkages in the different processes and activities that produce
value in the form of products and services in the hand of the ultimate con-
sumer.” (Christopher [92])

Although there is a rather broad consensus on what a supply chain constitutes, there are
several definitions for the term SCM. We have decided to adopt the following definition:

“Supply chain management (SCM) is the task of integrating organizational
units along a supply chain and coordinating materials, information and fi-
nancial flows in order to fulfill (ultimate) customer demands with the aim of
improving competitiveness of the supply chain as a whole.” (Stadtler [111])

This definition of SCM is best represented by the House of SCM (see Stadtler [113]).
One building block of the House of SCM is Advanced Planning. The planning of jobs
is always restricted to a planning horizon. According to the importance of a decision
and the length of the planning horizon, planning tasks are classified into three planning
levels : long-term planning typically focuses on the structure and design of a supply chain
over several years, mid-term planning deals with planning horizons from six to twenty-
four months, and short-term planning considers planning horizons from a few days to
three months (see Anthony [14]). Each supply chain consists of four main supply chain
processes, namely procurement, production, distribution, and sales. The Supply Chain
Planning Matrix (Rhode et al. [106]) classifies the planning tasks of Advanced Planning
according to the planning levels and the supply chain processes (see Figure 1.2).

In this thesis, we engage in mid-term as well as short-term planning of production.
Mid-term production planning comprises, among others, Master Production Scheduling
(MPS). MPS determines how to use the available production capacity of one or more
facilities in the most economical way. MPS plans only finished products, whereas Mate-
rial Requirements Planning (MRP) determines the production and order quantities for
all remaining items. Short-term production planning comprises the sequencing of lots
on machines and the determination of the production lot-sizes. In Section 1.4, we will
describe basic mixed-integer models for mid-term and short-term production planning.

Computer-based methods for supporting tasks of Advanced Planning are called Ad-
vanced Planning Systems (APS). APS are based on hierarchical planning (see Hax and
Meal [72]) and make extensive use of heuristics as well as mathematical programming.

2



1.2. Mixed-integer programming

procurement production distribution sales

long-term

mid-term

short-term

materials program

supplier selection

cooperations

plant location

production system

physical distribution

structure

product program

strategic sales

planning

personnel planning

material require-

ments planning

contracts

master production

scheduling

capacity planning

distribution mid-term

sales planning

personnel planning

ordering materials

lot-sizing

machine

shop floor control

warehouse

replenishment

transport planning

short-term

sales planning

planning

scheduling

flow of goods information flows

Figure 1.2.: The Supply Chain Planning Matrix (Rhode et al. [106])

1.2. Mixed-integer programming

As mentioned in Section 1.1, APS make extensive use of mathematical programming.
Mathematical programming is concerned with the search for optimal decisions under
restrictions. The most prominent mathematical models include linear programming,
(mixed-)integer linear programming, and combinatorial optimization.

In particular for supply chain production, models from further areas of mathematical
programming such as nonlinear programming, multi-objective programming, stochastic
programming, and so forth, are widely used (see Mula et al. [93]). In this work, however,
we restrict ourselves to linear programming and mixed-integer linear programming. For
simplicity, we refer to the latter as mixed-integer programming

Linear programming is the branch of applied mathematics concerned with problems
as follows

min c>x
s.t. Ax ≥ b,

x ≥ 0,

where c ∈ R
n, A ∈ R

m×n, b ∈ R
m, and variables x ∈ R

n. Dantzig [45], one of the
protagonists of linear programming, suggested the simplex algorithm for the solution of
this problem. Nowadays, the simplex algorithm has a great significance for solving linear
programs in practice (see Bixby [30]). Another algorithm for solving linear programs,

3



Chapter 1. Introduction

the so-called ellipsoid method, was invented by Khachiyan [85]. The ellipsoid method
was the first polynomial algorithm for solving linear programs and provided significant
contributions to the theory of linear programming and combinatorial optimization (see
Grötschel, Lovász, and Schrijver [67]). Only a few years later, the interior point algo-
rithm was published by Karmarkar [81], which is - in contrast to the ellipsoid method -
a practically efficient polynomial time algorithm for solving linear programs. Nowadays,
very sophisticated and efficient implementations of the simplex algorithm as well as the
interior point algorithm are available (see for example Gurobi Optimization, Inc. [2]).
Comprehensive representations of linear programming are given among others in Dantzig
and Thapa [47, 48], Chvátal [37] as well as Padberg [98].

Real-world problems often require integrality. If for example an optimal production
plan requires to produce 12.3 airplanes, this is usually not reasonable. In addition, yes/no
decisions are desired that can be modeled by using binary variables. For example, binary
variables are often used for an indication if production occurs at a specific time period
in a production planning model. A linear program in which some variables are required
to take on integral (binary) values is called a (mixed-)integer (binary) program.

A first algorithm to solve integer programs was proposed by Gomory [65]. This algo-
rithm solves linear programming relaxations with the simplex algorithm and determines
so-called cutting planes to cut off fractional solutions. A few years later, a similar algo-
rithm for solving mixed-integer programs was suggested by Gomory [66]. Nearly at the
same time, a linear programming based branch-and-bound algorithm was suggested by
Land and Doig [88] to tackle mixed-integer programs. Another contribution to branch-
and-bound was made by Dakin [43], who proposed a branch-and-bound algorithm that
adds appropriate bound constraints on an integer variable which attains a fractional
value in the linear programming relaxation. In contrast to linear programming, mixed-
integer programming in general is NP-hard (see Cook [40] and Papadimitriou [100]).
A branch-and-bound approach that applies cutting planes to strengthen the linear pro-
gramming relaxations is referred to as branch-and-cut (see Padberg and Rinaldi [97]).
The linear programming relaxations in a branch-and-cut approach are usually solved by
the dual simplex method (see Bixby et al. [15]), since the dual simplex algorithm enables
so-called warm starts. In order to increase pruning inside the branch-and-bound tree, a
bunch of heuristics is typically applied (see Berthold [29]). Almost all state-of-the-art
general MIP solvers rely on the latter architecture (see for example Gurobi Optimiza-
tion, Inc. [2], SCIP [5, 6]). A comprehensive documentation of the progress in software
for mixed-integer programming up to 2004 is reported in Bixby, Fenelon, Gu, Rothberg,
and Wunderling [31]. Extensive descriptions of mixed-integer programming are given
in the books of Nemhauser and Wolsey [94], Schrijver [109], Wolsey [121], and recently
Conforti et al. [39].
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1.3. Supply network planning

1.3. Supply network planning

Following the trend of developing APS in the late 90s, the company SAP SE [3], one
of the leading vendors of business software, started to develop and sell the package Ad-
vanced Planning and Optimization (APO). The software package APO provided various
functional components to solve typical decision problems arising within the supply chain
of a globally operating company.

One component of APO, namely Supply Network Planning Optimization (SNP Op-
timization) relies on mixed-integer programming models and solvers. The aim of SNP
Optimization is to provide quantitative decision support for planners by suggesting mid-
term and long-term plans for procurement, production, distribution, and sales. Supply
chain plans may cover a time interval up to several years and include various organi-
zational units (locations) of the supply network such as raw material suppliers, plants,
warehouses, and transport facilities (see Stadtler et al. [112]). Large-scale scenarios
contain up to several thousands of products and hundreds of locations.

Besides network flow type constraints for transportation of material through the sup-
ply network, a feasible supply chain plan must satisfy a variety of business-specific con-
straints. A detailed description of a basic mixed-integer programming model employed
for SNP Optimization is suggested in Gamrath et al. [60]. After the SNP Optimization
has built the mathematical model, it invokes a mixed-integer solver to solve it. The
resulting solution is then converted into a supply chain plan proposed to the customer.

1.4. Production planning

Production planning problems mainly deal with three decisions: the size of the pro-
duction lots of the products, the time at which those lots should be produced, and the
location where the production must take place. The production decisions are typically
determined by the best trade-off between financial and customer service objectives. The
financial objectives are represented by production and inventory costs. Costs for ma-
chines, manpower, materials, and startups are attributed to production costs. Inventory
costs are for example caused by the capital tied up in stock. Customer service objectives
are to get the quantity of the claimed product in the promised time and place.

Following the proposal of Pochet and Wolsey, production planning is

“... the planning of the acquisition of the resources and raw materials, as well
as the planning of the production activities, required to transform raw ma-
terials into finished products meeting customer demand in the most efficient
and economical way.” (Pochet and Wolsey [103])

In the following, we study three important production planning problems that aim
at supporting companies on their production decisions for developing an efficient work
flow. The descriptions are taken from Pochet [101] as well as Pochet and Wolsey [103].
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Chapter 1. Introduction

Single-item lot-sizing model

The first model is the single-item, single-level, uncapacitated lot-sizing model (U-LS).
For each time period t, with 1 ≤ t ≤ n, the data pt, qt, ht, and dt represent the unit
production cost, the fixed production cost, the unit inventory cost, and the demand to
be satisfied, respectively. For simplicity, we assume that dt ≥ 0 for all periods t. The
variables xt, yt, and st represent the production lot-size in period t, an indication if
production occurs in period t (xt > 0 ⇒ yt = 1), and the inventory (stock) at the end
of period t, respectively. The U-LS model can be written as follows:

min
n∑

t=1

(ptxt + htst + qtyt)

s.t. st−1 + xt = dt + st (t = 1, . . . , n),
s0 = sn = 0,
xt ≤ Mtyt, (t = 1, . . . , n),
x ∈ R

n
+,

s ∈ R
n+1
+ ,

y ∈ {0, 1}n.

(1.4.1)

The first constraints are often referred to as flow conservation constraints, as every
feasible solution corresponds to a feasible flow in a network. Figure 1.3 illustrates an
example for t = 5, where d15 :=

∑5
i=1 di is the total demand. The constraint s0 = sn = 0

stipulates that there is no initial and no final inventory. The inequality constraints
are called capacity constraints. A capacity constraint forces the corresponding set-
up variable yt in period t to be 1, whenever there is production in period t. If the
positive number Mt is large enough for each t, e.g., Mt =

∑n
i=1 di, then the model is

uncapacitated.
The U-LS problem is solvable in polynomial time (see Wolsey [121]). If we exchange

Mt in the formulation (1.4.1) with capacities Ct that vary over time, we obtain the
single-item, single-level, capacitated lot-sizing model (C-LS). Wolsey proved in [121] by
a polynomial reduction of the {0, 1}-knapsack problem to the C-LS problem that the
C-LS problem is NP-complete.

Master production scheduling model

The second model is known as the multi-item, single-level, capacitated lot-sizing model
and it corresponds to the simplest MPS model (see Section 1.1). The purpose of this
model is to plan the production of a set of items that are linked through capacity
restrictions coming from the common resources used.

We define the indexes t with 1 ≤ t ≤ n to represent the relevant time periods, i
with 1 ≤ i ≤ m to represent the set of items to be produced, and k with 1 ≤ k ≤ r
to represent the set of shared resources with limited capacity. All data vectors p, q,
h, and d as well as the variables x, y, and s have the same meaning for each item i

6



1.4. Production planning

1 2 3 4 5

0

−d1 −d2 −d3 −d4 −d5

d15

x1 x2 x3 x4 x5

s1 s2 s3 s4

Figure 1.3.: U-LS network with 5 time periods

as in the U-LS model. A superscript i indicates the item i for which they are defined.
The constant Lkt represents the available capacity of resource k during period t. The
coefficients αik and βik represent the amount of capacity of resource k consumed per unit
of item i produced, and for a set-up of item i, respectively. The multi-item, single-level,
capacitated lot-sizing model can be written as follows:

min
m∑

i=1

n∑

t=1

(pitx
i
t + hits

i
t + qity

i
t)

s.t. sit−1 + xit = dit + sit, (t = 1, . . . , n), (i = 1, . . . ,m),
xit ≤ M i

ty
i
t, (t = 1, . . . , n), (i = 1, . . . ,m),

m∑

i=1

αikxit +
m∑

i=1

βikyit ≤ Lkt , (t = 1, . . . , n), (k = 1, . . . , r),

x ∈ R
mn
+ ,

s ∈ R
m(n+1)
+ ,

y ∈ {0, 1}mn.

(1.4.2)

Compared to the U-LS model, the main differences are the second capacity constraints,
which express the capacity restrictions on each resource k in each period t.

Material requirements planning model

A third model is the multi-item, multi-level, capacitated lot-sizing model and it can be
seen as an MRP model (see Section 1.1). Its purpose is to simultaneously optimize the
production and purchase of all items from raw materials to finished products in order
to satisfy for each item the dependent demand caused by production of other items and
the independent demand coming from customers.

7



Chapter 1. Introduction

The dependency between the items is represented by the so-called bill of materials.
Possible structures of the bill of materials are shown in Figure 1.4.

(a) Series (b) Assembly

3 2 3 1

2

2 1

(c) General structure

Figure 1.4.: Types of product structures in multi-level models (Pochet [101])

We introduce the notation D(i) representing the set of direct successors of item i that
consume some amount of item i when they are produced. For j ∈ D(i), we denote by rij

the amount of item i that is required to produce one unit of item j. The numbers along
the edges (i, j) in Figure 1.4c constitute such rij values. The multi-item, multi-level,
capacitated lot-sizing model can be written as follows:

min
m∑

i=1

n∑

t=1

(pitx
i
t + hits

i
t + qity

i
t)

s.t. sit−1 + xit−γi = (dit +
∑

j∈D(i)

rijxjt) + sit, (t = 1, . . . , n), (i = 1, . . . ,m),

xit ≤ M i
ty
i
t, (t = 1, . . . , n), (i = 1, . . . ,m),

m∑

i=1

αikxit +
m∑

i=1

βikyit ≤ Lkt , (t = 1, . . . , n), (k = 1, . . . , r),

x ∈ R
mn
+ ,

s ∈ R
m(n+1)
+ ,

y ∈ {0, 1}mn.
(1.4.3)

The main difference to the multi-item, single-level, capacitated lot-sizing model consists
in the form of the flow conservation constraints. For each item i in each period t, the
amount delivered from production or vendors is xit−γi ordered in period t− γi, and the

demand to be satisfied is the sum of the dependent demand
∑

j∈D(i) r
ijxit implied by the

production of direct successors j ∈ D(i) and the independent demand dit requested by
customers.

We close our excursion on production planning with some remarks. In the literature
there exist various other production planning models, profitable reformulations, useful
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1.5. Motivation and outline

inequalities, and much more. Actually, we only have touched the surface of the elaborate
research field of production planning using mixed-integer programming. For an extensive
classification of different production planning models and ways of how to model practical
lot-sizing problems as mixed-integer programs, we refer to Wolsey [120], Pochet and
Wolsey [103] as well as to Belvaux and Wolsey [25]. Powerful techniques for solving
production planning problems and specialized branch-and-cut approaches are suggested
in Belvaux and Wolsey [24], and in Pochet et al. [102].

1.5. Motivation and outline

Instances arising from SNP Optimization (see Section 1.3) are typically very large and
some of these instances contain C-LS subproblems, which are in general NP-complete
(see Section 1.4). Large-scale SNP instances contain about 6.5 · 105 constraints, over
6 · 106 non-zeros, and more than 2 · 106 variables including over 5000 discrete variables.
Therefore, it is not surprising that solving real-world SNP and production planning
instances still represents a challenge for state-of-the-art MIP solvers. Furthermore, the
ever-advancing globalization, the rapid pace of improvements in information technology,
and the need for more detailed models will intensify the trend for even larger mixed-
integer programs for supply network and production planning.

These challenges motivated our industry partner SAP SE [3] to start an academic-
industrial research cooperation with developers from Zuse Institut Berlin (ZIB) [4] and
Friedrich-Alexander-Universität Erlangen-Nürnberg (FAU) [1]. The primary goal of this
ongoing cooperation is to investigate how to improve mixed-integer programming solving
performance with the focus on SNP-specific model structures. To create a common basis
for investigation and performance improvements, SAP SE provided a set of benchmark
instances derived from various real-world SNP scenarios. A selection of these SNP
instances will serve as test set in this work, which is set out in Table A.1 of the Appendix.

In order to address these problems, we apply a double-tracked approach in this thesis.
On the one hand, we develop methods that can be considered as universally valid. This
is due to the fact that sometimes the exact model is inaccessible. On the other hand,
we intend to develop methods for which we know the model exactly.

One critical component for solving mixed-integer programs is a set of routines of-
ten referred to as presolve (or presolving). Presolving aims at reducing the size, and
more importantly, improving the formulation of a given model. Investigations on the
performance impact of different tools of a mixed-integer programming solver were pub-
lished in Bixby et al. [31]. One important conclusion was that cutting plane techniques
and presolving are the most important tools contributing to the power of mixed-integer
programming solvers. Thus, we pose the following question:

Are there presolving techniques that accelerate the solution of SNP
instances?

9



Chapter 1. Introduction

The first part of this thesis will deal with this question. First, we state presolving
techniques that are known from literature and practice. Building on this, we de-
scribe eight new techniques and substantiate by computational results on SNP and on
MIPLIB 2010 [86] instances their profitable usage. We will see that some of these new
presolving techniques exhibit fascinating theoretical properties as well, e.g., the validity
of complementary slackness for mixed-integer programming in some cases.

One major challenge for state-of-the-art mixed-integer programming solvers is to en-
sure high scalability of running time and solution quality as the size of the model in-
creases. One possibility to address the scalability challenge is to apply decomposition
techniques. The idea of decomposition techniques is to decompose the problem into sev-
eral subproblems, solve them alternately, and exchange information to obtain an optimal
solution. Hence, decomposition techniques usually overcome the performance bottleneck
of large problems and often yield feasible and good solutions within an acceptable time
frame. For each decomposition approach arises the following question: At which con-
straints and/or variables should the mixed-integer program be decomposed? SNP and
production planning instances are well suited for a so-called variable decomposition ap-
proach, because the inventory variables usually connect consecutive time periods. Thus,
we ask ourselves the following question:

How does variable decomposition perform on SNP and production
planning instances?

To deal with this question, we develop in the second part an algorithm that decomposes
a mixed-integer problem at a set of variables into two mixed-integer subproblems. The
subproblems are solved alternately and exchange cutting planes to determine an optimal
solution. We complete this part with computational results, where we confirm that
our algorithm outperforms a standard variable decomposition algorithm on SNP and
production planning instances.

Another approach that addresses the scalability challenge for large instances is ag-
gregation. Aggregation is a coarsening process which omits information while keeping
an appropriate global view on the problem. The aim is to maintain global optimality
in the sense that an optimal solution to the smaller problem can be translated into an
optimal solution of the original problem. Aggregation techniques are very powerful if
the underlying model is known exactly, which is for example the case for the models
in Section 1.4. In particular, we are interested in a special lot-sizing problem, namely
the discrete lot-sizing problem, where one is forced to produce nothing or the complete
amount per time period. Thus, the following question emerges:

Does aggregation help for solving discrete lot-sizing instances?

To deal with this question, we illustrate an aggregation scheme that is designed for solv-
ing network design problems in the final part of this work. A network design problem
involves identifying a subset of arcs of the underlying graph such that the constraints

10



1.5. Motivation and outline

are valid at minimum total costs. We show that discrete lot-sizing problems are solv-
able via solving appropriate network design problems and so these problems are well
suited for this aggregation scheme. Our algorithm is a branch-and-cut approach, where
the separation subproblem is a maxflow problem. Although this algorithm has a some-
what straightforward architecture compared to the algorithm of the second part, it is
amazingly powerful. For some production planning instances, as we will see by the com-
putational results, it outperforms a state-of-the-art mixed-integer programming solver.

The three questions from above will accompany us during this work in two respects.
They will serve us to provide suitable solution proposals and to carry out appropriate
computational experiments. Finally, each question will be answered in our conclusion
in Chapter 8.
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Part I.

Presolve
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Mixed-integer programming has become a very powerful tool for modeling and solving
real-world problems in the last decades. As we have seen in Section 1.3, world leading
companies increasingly focus on mixed-integer programming for solving supply network
and production planning problems. One critical component in the solution of mixed-
integer programs is presolve (or presolving). Presolving can be seen as a set of routines
that reduce the size and, much more importantly, improve the formulation of a given
model, that is, the rate to which the modified constraints describe the polyhedron defined
by the convex hull of the feasible solutions. Although many of the presolving algorithms
are based on simple ideas, it is a challenge to implement and coordinate them efficiently
in practice. Bixby et al. [31] investigated the performance impact of different features
of a mixed-integer programming solver. They observed that cutting plane techniques
and presolving are by far the most important tools. Indeed, in a few cases presolving
makes the difference between a problem being solvable or intractable (see Achterberg
and Wunderling [10]).

In the literature two types of presolving are typically distinguished. Presolving tech-
niques that are applied before solving the linear programming relaxation at the root
node are summarized under the term root presolving. Techniques that are applied at the
other nodes of the branch-and-bound tree are subsumed by so-called node presolving.
Note that we do not differentiate between both types in the course of this thesis, because
all presented techniques are applicable for both cases.

Although presolving has a major influence on the solving of mixed-integer programs,
the number of publications on this subject is surprisingly small. One early contribution
to this subject was made by Brearly, Mitra, and Williams [34]. They describe tech-
niques for removing redundant constraints, fixing variables, and so forth. Johnson and
Suhl [79], Guignard and Spielberg [68], Crowder et al. [42], Dietrich and Escudero [53] as
well as Hoffman and Padberg [73] investigated presolve reductions for zero-one inequali-
ties. Savelsbergh [108] suggested preprocessing and probing techniques for mixed-integer
problems. The idea of probing is to tentatively fix some binary variables to one or zero
and exploring the logical consequences, e.g., further fixings, improving of coefficients.
Andersen and Andersen [13] published presolving techniques for linear programming.
An algorithm for strengthening variable bounds based on a convex combination of two
inequalities was suggested by Belotti [23]. Surveys on different presolving techniques
are given by Martin [91], Mahajan [90], and Chen et al. [35]. Details on implementing
presolving reductions are discussed in Suhl and Szymanski [114], Atamtürk and Savels-
bergh [17], Achterberg [5], and most recently in Achterberg et al. [8].

This part of the thesis incorporates collaborative work with other authors that has
been published in two papers. Sections 3.1, 3.4, and 3.5 are based on the article “Progress
in presolving for mixed-integer programming”, referenced by [61]. It is joint work with
Gerald Gamrath, Thorsten Koch, Alexander Martin, and Matthias Miltenberger. Sec-
tions 2.1, 2.2, 2.7, 2.8, 2.10, 3.3, 3.4, 3.5, 3.6, and 3.8 are based on the article “Presolve
reductions in mixed-integer programming”, referenced by [8]. The latter article is joint
work with Tobias Achterberg, Robert E. Bixby, Zonghao Gu, and Edward Rothberg.
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We will now introduce the notation used in this part. Our aim is to use a notation,
which is well suited for describing presolve reductions in a general setting. Note that
the other parts of this work use a different notation. Given a matrix A ∈ Rm×n, vectors
c ∈ Rn, b ∈ Rm, ` ∈ {−∞ ∪ R}n, u ∈ {R ∪∞}n, row indexes i ∈ M = {1, . . . ,m} with
relations ◦i ∈ {=,≤,≥}, variables x ∈ Rn with column indexes j ∈ N = {1, . . . , n}, and
I ⊆ N , then

min c>x
s.t. Ax ◦i b,

` ≤ x ≤ u,
xj ∈ Z for j ∈ I

(1.5.1)

is called mixed-integer program (MIP). If I = ∅, we call it a linear program (LP).
We denote by A·j the column j ∈ N of A and by Ai· the row i ∈M of A. The notation

aij stands for the value in the i-th row and j-th column of A. In some cases, we need
a function that determines the indexes describing the non-zero entries of a vector. The
function supp (A·j) = {i ∈M | aij 6= 0} denotes the support of A·j. Similarly, we define
supp (Ai·) = {j ∈ N | aij 6= 0}. Let R ⊆ M and V ⊆ N , then ARV are the coefficients
of A restricted to the row indexes i ∈ R and column indexes j ∈ V . Similarly, xV
denotes the variable vector x limited to V . For ease of notation, we sometimes refer to
a constraint Ai·x ◦i bi by only using its row index i ∈M .

For every variable xj, j ∈ N , we can verify the set of constraints of (1.5.1) that prevent
the “shifting” of xj in direction to its lower bound or upper bound, respectively. This
dual information is referred to as variable locks (compare Achterberg [5]). Let ◦i = “≥”
for all i ∈ M and a variable xj with j ∈ N be given. Then M+

j := {i ∈ M | aij > 0}
is called the set of downlocks for variable xj and M−

j := {i ∈ M | aij < 0} is called
the set of uplocks of variable xj. Suitable adaptations for ◦i = “≤” or ◦i = “=” are
straightforward.

This part is organized as follows. In Chapter 2, we give an overview of methods known
from literature and methods that are used in SCIP [5, 6], which is a constraint integer
programming framework as well as a mixed-integer linear and nonlinear programming
solver. Then, in Chapter 3, we describe new techniques developed in this thesis and
show on SNP and MIPLIB 2010 [86] instances computational results.
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Chapter 2.

Existing techniques

In this chapter, we describe presolving techniques that are known from literature or
implemented in SCIP [5, 6]. An overview and classification of the following techniques
is given in Table 2.1. We classify the presolving techniques into the following 5 groups
based on their view on the problem: Single-row, multi-row, single-column, multi-column,
and full-problem reductions. Note that we have attributed some presolving techniques
to more as one group if different approaches exist.

Reduction type

Section Name Single-row Multi-row Single-col Multi-col Full-problem

2.1 Bound strengthening ×
2.2 Coefficient strengthening ×
2.3 Greatest common divisor reductions ×
2.4 Aggregate variables × ×
2.5 Clique extraction and merging × ×
2.6 Implied integer detection × ×
2.7 Dual bound strengthening ×
2.8 Parallel rows ×
2.9 Duality fixing ×
2.10 Parallel columns ×

Table 2.1.: Overview and classification of the techniques presented in this chapter.

We start our descriptions with row-reduction techniques, which incorporate ideas that
are fundamental for many other presolving techniques as well. In the middle of this
chapter, we illustrate reduction methods that work on a row or full-problem based view.
Finally, we illustrate pure column reduction approaches.

2.1. Bound strengthening

Bound strengthening is a common presolving technique that aims at tightening variable
bounds. Descriptions of bound strengthening are given in Savelsbergh [108], Martin [91],
Achterberg [5], and recently Achterberg et al. [8].

Essential for applying bound strengthening on one constraint i ∈ M are the minimal
activity and maximal activity of i. Both activities are determined by the bounds of the
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Chapter 2. Existing techniques

variables and the coefficients in row i. As infinite bounds are allowed in problem (1.5.1),
we use for α ∈ R the following conventions:

∞+∞ :=∞, α · ∞ :=∞, α · (−∞) := −∞, for α > 0, and

−∞−∞ := −∞, α · ∞ := −∞, α · (−∞) :=∞, for α < 0.

The minimal activity of row i is defined by

inf{Ai·x} :=
∑

j∈N
aij>0

aij`j +
∑

j∈N
aij<0

aijuj, (2.1.1)

and the maximal activity is defined by

sup{Ai·x} :=
∑

j∈N
aij>0

aijuj +
∑

j∈N
aij<0

aij`j. (2.1.2)

Analogously, we define the minimal and maximal activity of row i on a subset K ⊆ N
of the variables by inf{AiKxK} and sup{AiKxK}.

In the following, we always assume that bounds of integer variables are appropriately
rounded to integer values. Otherwise, it can occur that deduced variable bounds are not
valid.

Consider a constraint
aijxj + AiKxK ≤ bi

with i ∈M , j ∈ N , aij 6= 0, and K = supp (Ai·) \ {j}. If aij > 0, then

xj ≤ (bi − AiKxK)/aij ≤ (bi − inf{AiKxK})/aij
holds. Thus, we can derive the value

ūj := min{uj, (bi − inf{AiKxK})/aij}
as upper bound of xj. Otherwise, if aij < 0, then

xj ≥ (bi − AiKxK)/aij ≥ (bi − inf{AiKxK})/aij
holds. A lower bound of xj is given by

¯̀
j := max{`j, (bi − inf{AiKxK})/aij}.

As mentioned above, if xj ∈ Z, we have to round the bounds appropriately by

ūj := min{uj, b(bi − inf{AiKxK})/aijc},
or

¯̀
j := max{`j, d(bi − inf{AiKxK})/aije}.

Equations are analogously treated by applying bound strengthening on two inequalities.
The above process can be applied iteratively every time the minimal activity (2.1.1)

is updated. Unfortunately, this can result in an infinite sequence of bound reductions.
We illustrate this property by the following example.
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2.2. Coefficient strengthening

Example 1. Consider the constraints

x1 − ax2 = 0,
ax1 − x2 = 0

with bounds 0 ≤ x1 ≤ 1, 0 ≤ x2 ≤ 1, and coefficient 0 < a < 1. By considering the
first constraint, we derive x1 = ax2 ≤ a as upper bound. In a second step, we use
this new upper bound on x1 for applying bound strengthening on the second constraint
and achieve x2 = ax1 ≤ a2. By iterating this process t times with t ≥ 1, we obtain
x1 ≤ a2t−1, and x2 ≤ a2t. Thus, the upper bounds converge by an infinite sequence to
zero. 4

To avoid long sequences of tiny bound reductions, solvers only strengthen variable
bounds if the change is “large enough”. For example in SCIP a bound change is only
accepted if

uj − ūj > ε ·max
{
δ,min{uj − `j, |uj|}

}
,

¯̀
j − `j > ε ·max

{
δ,min{uj − `j, |`j|}

}
,

where default values for the constants δ and ε are δ := 10−3 and ε := 5 · 10−2.

2.2. Coefficient strengthening

Coefficient strengthening changes the coefficients of a constraint in such a way that the
modified constraint improves the formulation of the given model. A first contribution
of this subject for zero-one programs was made by Crowder et al. [42]. Other references
are given by Savelsbergh [108], Martin [91], and Achterberg et al. [8].

Consider the inequality
AiSxS + aikxk ≤ bi (2.2.1)

with S ⊂ N , i ∈ M , and xk an integer variable. If xk is an integer variable, we can
use sup{AiSxS} to strengthen the associated coefficient aik. In particular, if aik > 0,
uk <∞, and

aik ≥ d := bi − sup{AiSxS} − aik(uk − 1) > 0, (2.2.2)

then the inequality
AiSxS + (aik − d)xk ≤ bi − duk (2.2.3)

is valid. To prove this, we need to verify two cases. For the first case xk = uk, both
inequalities (2.2.1) and (2.2.3) are equal. For xk ≤ uk − 1, constraint (2.2.3) is still
redundant, because

AiSxS + (aik − d)(uk − 1) ≤ sup{AiSxS}+ (aik − d)(uk − 1)

= sup{AiSxS} − duk + d+ aik(uk − 1)

=︸︷︷︸
(2.2.2)

bi − duk.
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Moreover, constraint (2.2.1) is dominated by (2.2.3) for xk = uk − 1. Transforming
(2.2.1) with xk = uk − 1 leads to

AiSxS ≤ bi − aik(uk − 1) =︸︷︷︸
(2.2.2)

sup{AiSxS}+ d,

converting (2.2.3) with xk = uk − 1 results in

AiSxS ≤ bi − duk − (aik − d)(uk − 1) =︸︷︷︸
(2.2.2)

sup{AiSxS},

and sup{AiSxS}+ d > sup{AiSxS} since d > 0.
The following example illustrates the idea of coefficient strengthening.

Example 2. Let the constraint

10x1 + x2 + 2x3 ≤ 73

with variable bounds 0 ≤ x1 ≤ 7, 0 ≤ x2 ≤ 5, 0 ≤ x3 ≤ 2, and integer variable x1 be
given. Inequality (2.2.2) is satisfied, since 10 ≥ d = 4 > 0. Thus, the new inequality

6x1 + x2 + 2x3 ≤ 45

is also valid, but tighter. 4

Now consider the case, where aik < 0, `k > −∞, and

−aik ≥ d′ := bi − sup{AiSxS} − aik(`k + 1) > 0. (2.2.4)

Here, we can replace inequality (2.2.1) by

AiSxS + (aik + d′)xk ≤ bi + d′`k. (2.2.5)

The legitimation for the second case follows by the same arguments as for the first case.
We demonstrate coefficient strengthening for the case aik < 0 by an example.

Example 3. Let the constraint

−10x1 − x2 − 2x3 ≤ −63

with variable bounds 6 ≤ x1, 0 ≤ x2, 0 ≤ x3, and integer variable x1 be given. Inequality
(2.2.4) holds, because 10 ≥ d′ = 7 > 0. As a results, we obtain the constraint

−3x1 − x2 − 2x3 ≤ −21. 4
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2.3. Greatest common divisor reductions

2.3. Greatest common divisor reductions

Presolving aims at identifying redundant parts and, more importantly, on strengthening
a given model. Here, we illustrate some techniques for strengthening inequalities based
on greatest common divisor computations. Such techniques for presolving have been
suggested by Martin [91], Chen et al. [35], and more. Due to their usefulness, almost
every mixed-integer solver exploits them elaborately.

Definition 2.1. Consider numbers a1, . . . , an ∈ Z. The greatest common divisor is the
largest value d := gcd(a1, . . . , an) ∈ N such that aj/d ∈ Z for all j = 1, . . . , n.

Deleting non-zeros

Consider a constraint
AiDxD + AiCxC ≤ bi

with i ∈M , binary variables xD, continuous variables xC , and AiD ∈ N|D|. For simplicity,
we assume all variables xD and xC have finite bounds and D = {1, . . . , |D|}. Let
σ : D → D, k 7→ σ(k) for all k ∈ D be a mapping (permutation) of the indexes in D
such that

aiσ(1) ≥ aiσ(2) ≥ . . . ≥ aiσ(|D|).

If there exists an index t ∈ D with E := D \ {σ(1), . . . , σ(t)}, d := gcd(aiσ(1), . . . , aiσ(t)),
ψ := bi − bbi/dcd such that

ψ − d ≤ inf{AiExE + AiCxC} and sup{AiExE + AiCxC} ≤ ψ

is satisfied, then we can set the coefficients AiE and AiC to zero. Finally, for D̃ := D \E
and d > 1 we can further strengthen the inequality by

(AiD̃/d)xD̃ ≤ bbi/dc.

We state an example to demonstrate this idea.

Example 4. Consider the constraint

5x1 + 5x2 + 3x3 ≤ 8

with x1, x2 binary variables, and x3 ∈ [−0.5, 1]. Note that the coefficients are already
sorted. We start with t = 1, σ(t) = 1, d = gcd(5) = 5, ψ = 8− b8/5c5 = 3, and get

ψ − d = −2 ≤ inf{5x2 + 3x3} = −1.5 and sup{5x2 + 3x3} = 8 6≤ ψ = 3.

Now, we investigate t = 2, σ(t) = 2 with d = gcd(5, 5) = 5, and ψ = 3 to obtain

ψ − d = −2 ≤ inf{3x3} = −1.5 and sup{3x3} = 3 ≤ ψ = 3.
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Therefore, we can remove variable x3 and receive

5x1 + 5x2 ≤ 8

as equivalent inequality. Dividing this inequality by d = 5 and rounding down the
right-hand side yields

x1 + x2 ≤ 1. 4

Neglecting one coefficient

Another approach neglects always one coefficient for computing the greatest common
divisor and exploits this to strengthen the inequality. Let a constraint

AiDxD ≤ bi

with i ∈ M , AiD ∈ N
|D|, bi ∈ N, and binary variables xD be given. We assume D =

{1, . . . , |D|}, gcd(ai1, . . . , ai|D|) = 1 and it exists exactly one t ∈ D, w.l.o.g. let t = 1,
such that d := gcd(ai2, . . . , ai|D|) > 1. We determine

α := bi (mod d),
β := ait (mod d),

modify the right-hand side
b′i := bi − α,

and obtain as new coefficient

a′it :=

{
ait − β, if β ≤ α,
ait − β + d, else.

This procedure can be repeated if no further index t can be found, e.g., in case that at
least two coefficients are 1.

In the following, we provide an example that illustrates the idea of neglecting one
coefficient.

Example 5. Let the constraint

5.2x1 + 5.1x2 + 3.0x3 ≤ 8.3

with all variables binary be given. First, we scale the constraint by 10 and obtain

52x1 + 51x2 + 30x3 ≤ 83.

Now all coefficients are integral. We identify t = 1 with gcd(52, 51, 30) = 1 and
gcd(51, 30) = 3. We compute α = 83 (mod 3) = 2 and β = 52 (mod 3) = 1. The
right-hand side changes to 81 = 83− α, and because β ≤ α we get as a new coefficient
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for x1 the value 51 = 52− β. The constraint 51x1 + 51x2 + 30x3 ≤ 81 can be divided by
3 and we obtain

17x1 + 17x2 + 10x3 ≤ 27.

In a second iteration, we identify gcd(17, 17, 10) = 1, but gcd(17, 17) = 17. We compute
α = 27 (mod 17) = 10 and β = 10 (mod 17) = 10. As new right-hand side we find
bi = 27 − 10 = 17 and, since β ≤ α, we obtain as a new coefficient for variable x3 the
value 0 = 10− β. It remains as constraint

17x1 + 17x2 ≤ 17.

As a final step, we divide the constraint by 17 and the algorithm terminates with

x1 + x2 ≤ 1. 4
There are many more cases for using the greatest common divisor to strengthen con-

straints. We touched here only a few valuable cases, which can be implemented effi-
ciently. For further enlightening information on this subject, we refer to Achterberg et
al. [8].

2.4. Aggregate variables

Another common presolving approach is substitution or aggregation of variables. First,
we mention the basic idea of aggregation as it is suggested by Martin [91]. Afterwards,
we describe a related procedure applied in SCIP and state some extensions of variable
aggregation.

In mixed-integer programs equations of the form

aijxj + aikxk = bi

with i ∈M , j ∈ N , and k ∈ N frequently appear. If we assume that xk is a continuous
variable, then we can aggregate xk by

xk := (bi − aijxj)/aik. (2.4.1)

In order to stay feasible inside the bounds of xk, we need to adapt the bounds of xj
appropriately. In the first case aik/aij > 0, we set

`j := max{`j, (bi − aikuk)/aij} and
uj := min{uj, (bi − aik`k)/aij}.

For the second case aik/aij < 0, we set

`j := max{`j, (bi − aik`k)/aij} and
uj := min{uj, (bi − aikuk)/aij}.

If xk is an integer variable, aggregation is only possible, if the term (bi − aijxj)/aik
of (2.4.1) is integer as well.
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Exploiting odd or even right-hand side

The idea of variable aggregation can be very useful in many other situations, too. For
instance, consider a constraint

AiSxS + AiTxT = bi,

where i ∈ M , S ⊂ I, T ⊂ I, S ∩ T = ∅, integer variables xS, binary variables xT , even
coefficients AiS ∈ Z

|S|, odd coefficients AiT ∈ Z
|T |, and a right-hand side bi ∈ Z. We

consider two cases:

i) Let us assume that |T | = 1 and t ∈ T . An odd right-hand side bi implies xt = 1.
Contrary, if bi is even, then we can conclude xt = 0.

ii) Let us assume that |T | = 2 and r, t ∈ T with r 6= t. If bi is odd, we aggregate
xr := 1− xt. In the other case, if bi is even, we aggregate xr := xt.

Multi-aggregation

Let `j and uj denote the explicit lower and upper bounds of variable xj as stated in
the problem formulation, which may be infinite. Further let ¯̀

j and ūj be the tightest
bounds implied by the constraints and bounds of the other variables. If ¯̀

j and ūj are
not infinite and at least as tight as the original bounds [¯̀j, ūj] ⊆ [`j, uj], variable xj is
said to be implied free [13, 8].

Aggregation can also be applied to equations i with supp (Ai·) > 2, which is sometimes
referred to as multi-aggregation. Consider a constraint of the form

AiSxS + aijxj = bi

with S ⊆ N\{j}, and i ∈M . If xj is an implied free continuous variable only considering
rows M \ {i}, then it can be substituted out of the problem by

xj := (bi − AiSxS)/aij. (2.4.2)

The implementation of multi-aggregation is very tricky for several reasons. It can in-
crease the number of non-zeros in the constraint matrix. This problem is often referred
to as fill-in. Moreover, if the pivot element |aij| is very small, applying the substitution
may lead to problems of numerical instability. Even though the criteria for substituting
implied free variables are very conservative, this presolving approach is one of the main
sources for numerical issues in the presolving step. More details concerning this subject
can be found in Achterberg et al. [8].
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2.5. Clique extraction and merging

Dual variable aggregation

The aggregation of variables can be linked with dual arguments as well. Consider prob-
lem (1.5.1) with ◦i = “≥” for all i ∈M , and a continuous variable xj with finite bounds.
We distinguish two cases depending on the sign of the objective function coefficient of
variable xj:

i) Let cj < 0, M−
j = {i}, and AiSxS + aijxj ≥ bi be the constraint with aij < 0. If

`j ≤ (bi − inf{AiSxS})/aij and (bi − sup{AiSxS})/aij ≤ uj,

we can aggregate xj := (bi − AiSxS)/aij.

ii) Let cj > 0, M+
j = {i}, and AiSxS + aijxj ≥ bi be the constraint with aij > 0. If

`j ≤ (bi − sup{AiSxS})/aij and (bi − inf{AiSxS})/aij ≤ uj,

we can aggregate xj := (bi − AiSxS)/aij.

Finally, let us note that aggregation of implied free variables is useful for integer
variables as well if one ensures that for every feasible solution the aggregated variable
has an integer value.

2.5. Clique extraction and merging

Atamtürk, Nemhauser, and Savelsbergh [16] introduced the notation of a confict graph.
A conflict graph is an undirected graph G = (Bo ∪Bc, E) with vertices Bo representing
the set of original binary variables, vertices Bc representing the set of complemented
variables, and E being the set of edges. Let xj ∈ Bo, then x̄j := 1− xj with x̄j ∈ Bc is
the corresponding complemented variable. Two variables are joined by an edge if both
variables cannot be 1 at the same time in a feasible solution. Furthermore, there is an
edge between each variable and its complemented variable.

Every maximal clique C = Co ∪ Cc, with Co ⊆ Bo and Cc ⊆ Bc in G, defines a valid
clique-inequality ∑

j∈Co

xj +
∑

j∈Cc

x̄j ≤ 1,

which implies ∑

j∈Co

xj −
∑

j∈Cc

xj ≤ 1− |Cc|.

These inequalities are important sub-structures in mixed-integer programs and are pub-
lished among others by Johnson and Padberg [78].

Conflict graphs are often constructed by probing techniques (see Savelsbergh [108]).
Each detected implication corresponds to an edge in the conflict graph. The following
example demonstrates the detection of cliques via exploiting a conflict graph.
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Chapter 2. Existing techniques

Example 6. Consider the inequality

4x1 − 2x2 + 3x3 ≤ 2

with x1, x2, x3 ∈ {0, 1}. The following implications can be identified: x1 = 1⇒ x2 = 1,
x1 = 1 ⇒ x3 = 0, x2 = 0 ⇒ x1 = 0, x2 = 0 ⇒ x3 = 0, x3 = 1 ⇒ x2 = 1, and
x3 = 1⇒ x1 = 0. The conflict graph G = (Bo ∪ Bc, E) for this inequality is illustrated

x1

x2

x3

x̄1

x̄2

x̄3

Figure 2.1.: Conflict Graph

in Figure 2.1 and contains the clique {x1, x̄2, x3}. This clique defines the inequality
x1 − x2 + x3 ≤ 0. 4

Another possibility for generating clique-inequalities is to investigate the constraints
by itself. Let a constraint

AiTxT + AiSxS ≤ bi, (2.5.1)

with i ∈ M , T ⊆ I, S ⊆ N , and binary variables xT be given. We assume T =
{1, . . . , |T |} and let σ : T → T , k 7→ σ(k) for all k ∈ T be a mapping (permutation) of
the variable indexes of T such that

aiσ(1) ≥ aiσ(2) ≥ . . . ≥ aiσ(|T |).

Consider the case |T | ≥ 2 and AiT ∈ R
|T |
+ . Let t ∈ T be the greatest index with

1 ≤ t ≤ |T | − 1 such that

aiσ(t) + aiσ(t+1) > bi − inf{AiTxT + AiSxS}, (2.5.2)

then {xσ(1), . . . , xσ(t+1)} is a clique. This approach is illustrated in the next example.

Example 7. Consider the constraint

5x1 + 4x2 + 4x3 + 3x4 − x5 ≤ 5
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2.5. Clique extraction and merging

with x1, x2, x3, x4 ∈ {0, 1}, and a continuous variable x5 ∈ [0, 2]. In this example we
omit the index for the row, because we have only one row. Note that the coefficients
are already sorted by (5, 4, 4, 3). We start with t = 1 and aσ(1) + aσ(2) = 5 + 4 =
9 > 5 − inf{5x1 + 4x2 + 4x3 + 3x4 − x5} = 7. Then, we continue with t = 2 and
aσ(2)+aσ(3) = 4+4 = 8 > 7. For t = 3 we achieve aσ(3)+aσ(4) = 4+3 = 7 6> 7. Therefore,
t = 2 is the greatest index for which (2.5.2) is satisfied and we have determined the clique
{x1, x2, x3}. This clique defines the inequality x1 + x2 + x3 ≤ 1. 4

Consider the case |T | ≥ 2 and −AiT ∈ R
|T |
+ . Let t ∈ T be the smallest index with

1 ≤ t ≤ |T | − 1 such that

−aiσ(t) − aiσ(t+1) > bi − inf{AiTxT + AiSxS}, (2.5.3)

then {x̄σ(t), . . . , x̄σ(|T |)} is a clique. Next, we show an example for this approach.

Example 8. Consider the constraint

−4x1 − 3x2 − 3x3 − 2x4 + x5 ≤ −7

with x1, x2, x3, x4 binary variables, and continuous variable x5 ∈ [0, 2]. As in Example 7,
we omit the row index. The coefficients are sorted by (−2,−3,−3,−4). We start with
t = 3 and −aσ(3)−aσ(4) = −(−3)−(−4) = 7 > −7−inf{−4x1−3x2−3x3−2x4+x5} = 5.
Then, we continue with t = 2 and −aσ(2)− aσ(3) = −(−3)− (−3) = 6 > 5. For t = 1 we
achieve −aσ(1) − aσ(2) = −(−2) − (−3) = 5 6> 5. Therefore, t = 2 is the smallest index
for which (2.5.3) is satisfied and we found the clique {x̄1, x̄2, x̄3}. This clique defines the
inequality −x1 − x2 − x3 ≤ −2. 4

Very often some edges of the conflict graph are directly given by the formulation of
the mixed-integer program. For example every set packing or set partitioning constraint

∑

j∈S

xj +
∑

j∈T

(1− xj) ≤ 1(= 1)

with S, T ⊆ I, S∩T = ∅, `j = 0 and uj = 1 for all j ∈ S∪T accounts |S∪T |·(|S∪T |−1)/2
edges. Clearly, the corresponding nodes xj for j ∈ S ∪ T form a clique in the conflict
graph.

Clique merging is the process of combining several set packing constraints into one
larger set packing constraint. Subsequently, we discard the smaller set packing con-
straints, which are now dominated by the augmented set packing constraint. The fol-
lowing example illustrates the clique merging process.

Example 9. Given the three set packing constraints

x1+ x2 ≤ 1,

x1 + x3 ≤ 1,

x2 + x3 ≤ 1,

27
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with x1, x2, x3 ∈ {0, 1}. We derive the single inequality x1 + x2 + x3 ≤ 1. 4

2.6. Implied integer detection

If a continuous variable can only take an integer value in any feasible solution, it is
called an implied integer variable (see Achterberg et al. [8]). To know that a continuous
variable is an implied integer variable is useful in several situations. For example, this in-
formation may be used for controlling branch-and-bound. We illustrate two possibilities
for detecting implied integer variables.

First, consider problem (1.5.1) having one equality

AiSxS + aitxt = bi,

with integer variables xS, coefficients AiS ∈ Z|S|, right-hand side bi ∈ Z, and continuous
variable xt. If ait = ±1, then xt can only take integer values in any feasible solution.

The second approach follows from using dual arguments. Let problem (1.5.1), where
◦i = “≥” for all i ∈ M , and a continuous variable xj, j ∈ N with finite integer bounds
be given. We distinguish three cases for the continuous variable xj:

i) If cj > 0 and for all constraints AiKxK +aijxj ≥ bi with i ∈M+
j , K := supp (Ai·)\

{j} holds xK ∈ Z
|K|, AiK ∈ Z

|K|, bi ∈ Z, and aij = ±1, then xj is an implied
integer variable.

ii) If cj < 0 and for all constraints AiKxK +aijxj ≥ bi with i ∈M−
j , K := supp (Ai·)\

{j} holds xK ∈ Z
|K|, AiK ∈ Z

|K|, bi ∈ Z, and aij = ±1, then xj is an implied
integer variable.

iii) If cj = 0 and for all constraints AiKxK + aijxj ≥ bi with i ∈ supp (A·j), K :=
supp (Ai·) \ {j} holds xK ∈ Z|K|, AiK ∈ Z|K|, bi ∈ Z, and aij = ±1, then xj is an
implied integer variable.

The statements i)-iii) hold, because the value of xj is either determined by one of its
bounds or by one of the constraints AiKxK + aijxj ≥ bi, and in all cases, the value of xj
is integral.

2.7. Dual bound strengthening

In Section 2.1, we have described the presolving technique of bound strengthening. It
investigates one constraint by the other and tries to deduce tighter variable bounds.
Therefore, it can be considered as a primal method. Here, we point out a related
technique that exploits dual arguments for strengthening the bounds of variables. This
technique was first suggested by Achterberg et al. [8].
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Consider a continuous variable xj. We assume ◦i = “≥” for all i ∈ supp (A·j). Based
on the objective function coefficient, we distinguish two cases:

i) If cj ≥ 0, ūj < uj, and aijūj + inf{AiKxK} ≥ bi for all i ∈ M+
j with K :=

supp (Ai·) \ {j}, then ūj is valid upper bound for xj.

ii) If cj ≤ 0, `j < ¯̀
j, and aij ¯̀j + inf{AiKxK} ≥ bi for all i ∈ M−

j with K :=

supp (Ai·) \ {j}, then ¯̀
j is valid lower bound for xj.

In the case where xj is an integer variable, we claim ūj ∈ Z and ¯̀
j ∈ Z, respectively.

The following example illustrates both cases i) and ii).

Example 10. Consider the linear program

min x1 + 2x2 − x3

s.t. −2x1 + 4x2 + 3x3 ≥ −8, (1)
2x1 + 2x2 − x3 ≥ −6, (2)

0 ≤ x1, x2, x3 ≤ 8.

For variable x1, we have M+
1 = {2} and compute ū1 = (−6 − inf{2x2 − x3})/2 = 1.

Moreover, M+
2 = {1, 2} holds for variable x2. We determine (−8− inf{−2x1 +3x3})/4 =

2 for constraint (1) and (−6 − inf{2x1 − x3})/2 = 1 for constraint (2) and obtain
ū2 = max{2, 1}. Finally, for variable x3 applies M−

3 = {2} and we determine ¯̀
j =

(−6− inf{2x1 + 2x2})/(−1) = 6 as a lower bound. 4

2.8. Parallel rows

We regard i, k ∈ M with i 6= k in this section. Two rows of the constraint matrix A of
problem (1.5.1) are called linearly dependent or parallel if Ai· = λAk· for λ ∈ R \ {0}.
Linear dependent rows in A are undesirable. One reason is that algorithms for computing
the linear programming relaxation, e.g., the simplex algorithm, work on a sub-matrix of
A, which is singular if A contains linearly dependent rows. The elimination of parallel
rows has been used since a long time in presolving of linear programs. Tomlin and
Welch [116] suggested an algorithm for finding duplicate rows in a linear programming
model. Other references for this subject are Andersen and Andersen [13] as well as
Achterberg et al. [8].

Let Ai· and Ak· be two parallel rows of A. We distinguish the following cases:

i) Both constraints are equations:

Ai·x = bi,

Ak·x = bk.

If bi = λbk, one constraint is redundant. Otherwise, if bi 6= λbk, the problem is
infeasible.
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ii) Exactly one constraint is an equation:

Ai·x = bi,

Ak·x ≤ bk.

We further distinguish on the sign of λ:

a) λ > 0: If bi ≤ λbk, then the inequality is redundant. Otherwise, if bi > λbk,
then the problem is infeasible.

b) λ < 0: If bi ≥ λbk, then the inequality is redundant. Otherwise, if bi < λbk,
then the problem is infeasible.

iii) Both constraints are inequalities:

Ai·x ≤ bi,

Ak·x ≤ bk.

We further distinguish on the sign of λ:

a) λ > 0: If bi ≤ λbk, the second constraint is redundant. Otherwise, if bi ≥ λbk,
then the first constraint is redundant.

b) λ < 0: If bi > λbk, then both inequalities can be merged into a ranged row
λbk ≤ Ai·x ≤ bi, or, if bi = λbk into an equation Ai·x = bi. Otherwise, if
bi < λbk, then the problem is infeasible.

The detection of parallel rows for deducing reductions can be passed to the objective
function as well. Consider the objective function c>x of problem (1.5.1). If it exists
λ ∈ R \ {0} and a row index i ∈M with ◦i = “=” such that

λc> = Ai·,

then we can replace c>x by the constant bi/λ, i.e., we only have to solve a feasibility
problem.

Finally, the question rises how to detect parallel rows efficiently. One possibility is to
use a specially adapted algorithm for this task. Such an algorithm is for example outlined
in Bixby and Wagner [32]. Another way is to use hashing techniques or a sophisticated
concatenation of hashing algorithms. For an overview of hashing techniques, we refer to
Aho et al. [11].

2.9. Duality fixing

A classical dual reduction approach is the so-called duality fixing. A description of duality
fixing is given by Martin [91]. The ideas behind this approach are straightforward.
However, this technique is extremely helpful in practice, since it applies to all types of
variables and is easy to implement.

Let ◦i = “≥” for all i ∈M of problem (1.5.1). We distinguish two cases:
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i) cj ≥ 0, aij ≤ 0 for all i ∈M ,

ii) cj ≤ 0, aij ≥ 0 for all i ∈M .

In case i) we can set xj to `j if `j is finite. If `j = −∞ and cj > 0, then problem (1.5.1)
is unbounded. For `j = −∞ and cj = 0 we remove variable xj and all constraints
i ∈ supp {A·j} from the problem. In a post-processing step, after an optimal solution of
the presolved problem has been found, we are always able to find a finite value for xj
such that all constraints i ∈ supp {A·j} are satisfied.

A similar argument applies to case ii). If the upper bound of xj is finite, we can set
xj to uj. If uj = ∞ and cj < 0, problem (1.5.1) is again unbounded. For uj = ∞
and cj = 0 we first remove variable xj and its associated constraints. Afterwards, we
reintroduce the variable again in a post-processing step.

Subsequently, we provide a small example for duality fixing.

Example 11. Consider the following mixed-integer program:

min x1 − x2 − x3

s.t. −2x1 + x2 − x3 ≥ −5,
3x2 − x3 ≥ −3,

−x1 + 4x3 ≥ 12,
1 ≤ x1,

0 ≤ x2 ≤ 4,
0 ≤ x3,
x1 ∈ Z.

For variable x1 applies A·1 ≤ 0, c1 = 1 ≥ 0, and `1 > −∞. Thus, we can set x1 to
its lower bound `1 = 1. Conversely, for x2 holds A·2 ≥ 0, c2 = −1 ≤ 0, and u2 < ∞.
Therefore, setting x2 to its upper bound u2 = 4 is valid. 4

2.10. Parallel columns

This presolving technique is closely related to the technique of Section 2.8 applied to the
transposed constraint matrix A. We consider j, k ∈ N with j 6= k in this section. Two
columns of the constraint matrix A of problem (1.5.1) are called linearly dependent or
parallel if λA·j = A·k for λ ∈ R \ {0}. One might expect that parallel columns do not
occur frequently, but in practice there exist a lot of problems with a large proportion of
them, see Andersen and Andersen [13].

Let two continuous variables xj and xk with j 6= k be given. If λA·j = A·k and
λcj = ck, then we can substitute both variables by a new variable

ξ := xj + λxk (2.10.1)
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with bounds

`ξ =

{
`j + λ`k, for λ > 0,
`j + λuk, for λ < 0,

uξ =

{
uj + λuk, for λ > 0,
uj + λ`k, for λ < 0,

and cξ = cj. Subsequently, we solve the reduced problem to obtain a solution ξ∗ and
then ξ∗ as well as (2.10.1) are used to determine values for both variables xj and xk.
Moreover, this post-processing step has to take the bounds of xj and xk into account.
This procedure is applicable to integers as well. For the case that both variables are
integer, usually |λ| = 1 is claimed.

Our last example in this chapter illustrates the parallel columns presolving reduction
approach.

Example 12. Consider the linear programming problem

min 4x1 − 2x2 + x3

s.t. −2x1 + x2 − x3 ≤ 6,
1 ≤ x1 ≤ 5,

2 ≤ x2 ≤ 10,
0 ≤ x3 ≤ 10,

with an optimal solution x∗1 = 1, x∗2 = 10, and x∗3 = 2. The columns 1 and 2 are parallel,
since A·1λ = A·2 and λc1 = c2 for λ = −0.5. We create the new variable

ξ := x1 + λx2 = x1 − 0.5x2

with `ξ = `1 + λu2 = 1− 0.5 · 10 = −4 and uξ = u1 + λ`2 = 5− 0.5 · 2 = 4. The reduced
problem is then

min 4ξ + x3

s.t. −2ξ − x3 ≤ 6,
−4 ≤ ξ ≤ 4,
0 ≤ x3 ≤ 10,

with an optimal solution ξ∗ = −4 and x∗3 = 2. Now, we can use (2.10.1) to determine
values for x1 and x2. As −4 < `1, we set x1 = `1 = 1 and compute x2 = 10. 4

The detection of parallel columns is analogical to the detection of parallel rows applied
on the transposed matrix. Therefore, similar algorithms as in Section 2.8 can be used
for detecting parallel columns.

This closes our description of the presolving techniques in Table 2.1. In the following
chapter, we present presolving techniques that have been developed in this thesis for
accelerating the solution on SNP instances.
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Constructive improvements

In this chapter, we describe new presolving techniques that have been developed in this
thesis. As at the beginning of Chapter 2, we first provide an overview and classification
of these techniques in Table 3.1.

Reduction type

Section Name Single-row Multi-row Single-col Multi-col Full-problem

3.1 Fixing singleton continuous variables ×
3.2 Red. variable bound constraints ×
3.3 Two-row bound strengthening ×
3.4 Dominated columns ×
3.5 Disconnected components ×
3.6 Dual binary variable aggregation ×
3.7 Dual slack compensation ×
3.8 Exploiting complementary slackness ×

Table 3.1.: Overview and classification of the techniques presented in this chapter.

The presentation of the following presolving techniques is sorted by their view on
the problem. First, we describe single-row and multi-row reduction methods. Then,
in Section 3.4, we develop a multi-column (two-column) reduction approach, which is
based on a dominance relation. Subsequently, four full-problem reduction techniques
are described. One distinguished result of this chapter is presented in the last section,
where we prove that complementary slackness is valid for mixed-integer programming
in some cases. In addition, we demonstrate one way to detect these cases.

3.1. Fixing singleton continuous variables

A continuous variable xj of problem (1.5.1) with |supp (A·j)| = 1 is called a singleton
continuous variable. The technique of this section investigates a set of singleton contin-
uous variables with non-zero coefficients in one common constraint and tries to fix them
on one of its bounds. It was first published by Gamrath, Koch, Martin, Miltenberger,
and Weninger [61].

The basic idea of this presolving technique is as follows: Consider the linear program-
ming relaxation of the binary knapsack problem with one constraint. Items, each with a
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certain profit and size, need to be selected and put into the knapsack of a given capacity
such that the overall profit is maximized. We are allowed to pack any fraction of an item,
thus an optimal solution can be obtained by first sorting the items by their profit/size
ratio and then selecting them in this order until the capacity of the knapsack is reached
(see Dantzig [46]).

Transferring this idea to mixed-integer problems causes two challenges. Commonly,
variables appear in more than one constraint and integer variables are present. Hence,
we cannot proceed in the same way as in the linear programming relaxation of the binary
knapsack problem, but need to modify the approach appropriately.

In the following, we assume ◦i = “≤” for all i ∈M . For a given row r ∈M , we define
the sets

J(r) := {j ∈ N : xj ∈ R ∧ |supp (A·j)| = 1 ∧ cj < 0 ∧ arj > 0},
K(r) := {j ∈ N : xj ∈ R ∧ |supp (A·j)| = 1 ∧ cj > 0 ∧ arj < 0},
D`(r) := {j ∈ N : xj ∈ R ∧ |supp (A·j)| = 1 ∧ cj ≥ 0 ∧ arj ≥ 0},
Du(r) := {j ∈ N : xj ∈ R ∧ |supp (A·j)| = 1 ∧ cj ≤ 0 ∧ arj ≤ 0},
V (r) := J(r) ∪K(r) ∪D`(r) ∪Du(r).

(3.1.1)

Primarily, we are interested in a treatment of the variables xj with j ∈ J(r), because
the variables represented in D`(r) and Du(r) are already covered by duality fixing (see
Section 2.9). Furthermore, the variables xk with k ∈ K(r) need not to be handled
separately, because we can simply multiply the associated columns by (−1), exchange
the bounds, and handle those variables in J(r) as well.

We determine the activity values (compare Section 2.1)

Ũ(r) :=
∑

j∈J(r)

arj`j +
∑

j∈D`(r)

arj`j +
∑

j∈Du(r)

arjuj +
∑

j∈N\V (r)
arj>0

arjuj +
∑

j∈N\V (r)
arj<0

arj`j, (3.1.2)

and

L̃(r) :=
∑

j∈J(r)

arj`j +
∑

j∈D`(r)

arj`j +
∑

j∈Du(r)

arjuj +
∑

j∈N\V (r)
arj<0

arjuj +
∑

j∈N\V (r)
arj>0

arj`j (3.1.3)

for row r.
The values Ũ(r) and L̃(r) can be used to compute optimal values for the variables

xj with j ∈ J(r). First, the indexes j ∈ J(r) are sorted by their ratios cj/arj in non-
decreasing order. Let s be the first index in this order. We define ∆ := ars(us − `s) to
be the contribution of variable xs to constraint r when setting xs from its lower bound
to its upper bound. We distinguish two cases:

(i) If ∆ ≤ br − Ũ(r), xs can be set to its upper bound.

(ii) If br ≤ L̃(r), xs can be set to its lower bound.
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Afterwards, s is removed from J(r). The values Ũ(r) and L̃(r) are updated by adding
∆, and the procedure is iterated until all j ∈ J(r) are handled. It is obvious if L̃(r) is
greater than br that we can fix the variable xs at its lower bound. Thus, we only prove
case (i).

Theorem 3.1 (Gamrath, Koch, Martin, Miltenberger, Weninger [61]). Consider prob-
lem (1.5.1), some row r ∈ M with ◦r = “≤”, the variable index set J(r) as defined
in (3.1.1), Ũ(r) as defined in (3.1.2), and the index s ∈ J(r) with the smallest ratio
cs/ars. If ∆ ≤ br − Ũ(r), then xs = us holds for at least one optimal solution.

Proof. Assume x∗ is an optimal solution with x∗s < us. If x∗j = `j for all j ∈ J(r) \ {s},
then a new solution x′ constructed by setting xs to us is feasible for S := supp (Ar·)
because ∑

j∈S

arjx
′
j =

∑

j∈S\{s}

arjx
′
j + arsus ≤ Ũ(r) + ∆ ≤ br.

Additionally, the objective function value improves because cs < 0. This contradicts our
assumption of x∗ being optimal. Hence, there exists a j ∈ J(r) \ {s} with x∗j > `j. In
this case, we can construct a new solution x′ in which we decrease the value of x∗j to x′j
while we at the same time increase the value of x∗s to x′s such that Ar·x

′ = Ar·x
∗. In

particular, ars(x
′
s− x∗s) = arj(x

∗
j − x′j) holds. The modification of the objective function

can be estimated by

csx
′
s + cjx

′
j = csx

∗
s + cjx

∗
j + cs(x

′
s − x∗s)− cj(x∗j − x′j)

= csx
∗
s + cjx

∗
j +

csars
ars

(x′s − x∗s)−
cjarj
arj

(x∗j − x′j)

≤ csx
∗
s + cjx

∗
j +

csars
ars

(x′s − x∗s)−
csarj
ars

(x∗j − x′j)

= csx
∗
s + cjx

∗
j +

cs
ars

(ars(x
′
s − x∗s)− arj(x∗j − x′j))

= csx
∗
s + cjx

∗
j .

If x′s = us, we proved the statement. Otherwise, x′j = `j holds. Applying this argument
iteratively results in an optimal solution with x′s = us or x′j = `j for all j ∈ J(r) \ {s}.
However, as we have shown before, the latter case contradicts the optimality of x′.

Next, we illustrate the cases (i) and (ii) by an example.

Example 13. Consider the following mixed-integer program:

min x1 − 2x2 − 3x3 − 2x4 − x5 + x6 + 3x7

s.t. x1 − 2x2 + x3 + x4 + x5 + x6 − x7 ≤ 6, (1)
− x6 − x7 ≤ −3.5, (2)

2 ≤ x1 ≤ 4,−1 ≤ x2 ≤ 1, 1 ≤ x3 ≤ 3, 1 ≤ x4 ≤ 4,
1 ≤ x5 ≤ 3, 1 ≤ x6 ≤ 2, 2 ≤ x7 ≤ 3,

x7 ∈ Z.
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We determine J(1) = {3, 4, 5} with ratios c3/a13 = −3/1, c4/a14 = −2/1, and c5/a15 =
−1/1. Sorting the variable indexes of J(1) by their ratios yields the order (3, 4, 5). At
the beginning we have Ũ(1) = 3 and L̃(1) = 1. For variable x3 we have ∆ = 2 ≤
b1 − Ũ(1) = 6− 3. Thus, we can set x3 to its upper bound. Afterwards, we update the
values Ũ(1) = 5 and L̃(1) = 3. In the second iteration ∆ = 3 and x4 cannot be fixed
at any bound. At the end of this iteration we have Ũ(1) = 8 and L̃(1) = 6. In the last
iteration ∆ = 2 holds. Now, we have ∆ = 2 6≤ b1 − Ũ(1) = −2 and b1 = 6 ≤ L̃(1) = 6.
Thus, variable x5 can be set to its lower bound. 4

The runtime of this approach depends mainly on the treatment of the ratios cj/arj,
j ∈ J(r). If the ratios have to be sorted explicitly, the runtime is O(|J(r)| log |J(r)|).
This approach is justified by the fact that |J(r)| is usually very small. We will describe
a potential alternative without explicitly sorting the ratios in Section 3.3.

3.2. Redundant variable bound constraints

Constraints
−xj + aikxk ≥ 0, (3.2.1)

where xj ≥ 0, aik > 0, and xk ∈ {0, 1} are often referred to as variable upper bound
constraints, because xk = 0⇒ xj ≤ 0 and xk = 1⇒ xj ≤ aik. By changing the relation
in (3.2.1), it is possible to model variable lower bounds in dependence on the binary
variable. Consequently, constraints

xj − aikxk ≥ 0,

where xj ≥ 0, aik > 0, and xk ∈ {0, 1} are referred to as variable lower bound constraints,
because xk = 0⇒ xj ≥ 0 and xk = 1⇒ xj ≥ aik.

Variable lower and upper bound constraints occur frequently in production and supply
network planning (see Section 1.4). Often they are used to define a minimal and a
maximal lot-size simultaneously, e.g.,

−xj + aikxk ≥ 0,
xj − arkxk ≥ 0,

where xj ≥ 0, xk ∈ {0, 1}, and aik ≥ ark > 0.
This presolving technique aims at detecting redundant variable upper and lower bound

constraints on the same continuous variable. We describe only the detection of redundant
variable upper bound constraints, since the case for variable lower bound constraints is
similar.

Let two constraints

aijxj + aikxk ≥ bi, (1)
arjxj + artxt ≥ br, (2)
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where aij < 0, arj < 0, aik > 0, art > 0, xj ≥ 0, xk ∈ {0, 1}, xt ∈ {0, 1}, ck ≥ 0, ct ≥ 0,
i, r ∈M , j, k, t ∈ N , and k 6= t be given. We define

µi := bi/aij,

µr := br/arj,

ωi := (bi − aik)/aij,
ωr := (br − art)/arj.

If µi = µr, |M+
k | = |M+

t | = 1, and ωi ≥ ωr, then we can aggregate variable xk by xk := xt
and constraint (1) is redundant.

To illustrate the detection of redundant variable bounds, we provide a small example.

Example 14. Consider the following mixed-binary program:

min 2x1 + 4x2 + x3 + 9x4 + 10x5 + 8x6

s.t. x1 − x3 = 3, (1)
x2 + x3 = 3, (2)

−2x1 + 4x4 ≥ −4, (3)
− x2 + 4x5 ≥ 0, (4)

−x1 + 3x6 ≥ −2, (5)
x1, x2, x3 ≥ 0,

x4, x5, x6 ∈ {0, 1}.
Two variable upper bound constraints (3) and (5) for variable x1 are present. It holds
a31 = −2 < 0, a51 = −1 < 0, a34 = 4 > 0, a56 = 3 > 0, c4 = 9 ≥ 0, c6 = 8 ≥ 0, and
|M+

4 | = |M+
6 | = 1. In addition, we compute µ3 = µ5 = 2 and ω3 = 4 < ω5 = 5. Thus,

we can remove constraint (5) and aggregate variable x6 by x6 := x4. 4

3.3. Two-row bound strengthening

In Section 2.1, we have described a classical presolving technique, namely bound strength-
ening. This technique investigates one row after the other and determines bounds of
some variables induced by the bounds of some other variables. Here, we are going to
extend this approach from considering one constraint at a time to two constraints, which
sometimes enables to deduce tighter bounds on the variables. This presolving technique
was first suggested in Achterberg, Bixby, Gu, Rothberg, and Weninger [7].

Consider two different constraints

AiRxR + AiSxS ≥ bi, (1)

AkRxR + AkTxT ≥ bk, (2)

where R ⊆ N , S ⊆ N , T ⊆ N , R ∩ S = ∅, R ∩ T = ∅, and S ∩ T = ∅. By solving two
linear programs

L := min{AkRxR : AiRxR + AiSxS ≥ bi, `R ≤ xR ≤ uR, `S ≤ xS ≤ uS}, (3.3.1)
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and

U := max{AkRxR : AiRxR + AiSxS ≥ bi, `R ≤ xR ≤ uR, `S ≤ xS ≤ uS}, (3.3.2)

we determine the activities L ≤ AkRxR ≤ U , which need not to be finite. Subsequently,
we exploit these activities for the calculation of new bounds for the xT variables. Besides,
we can detect the redundancy of constraint (2) if L+ inf{AkTxT} ≥ bk is satisfied. It is
also possible to use (2) as constraint in (3.3.1) and (3.3.2) for deriving bounds.

The following example illustrates the advantage of two-row bound strengthening.

Example 15. Consider the following problem:

min −x1 − x2 − x3 − x4 − x5 − x6

s.t. 5x1 + 5x2 + 2x3 + 4x4 ≤ 10, (1)
−2x1 − 3x2 + x5 + 3x6 ≤ 12, (2)

0 ≤ x1, x2, x3, x4, x5, x6.

If we apply bound strengthening on constraint (1), we deduce the bounds x1 ≤ 2,
x2 ≤ 2, x3 ≤ 5, and x4 ≤ 2.5. Using these bounds for applying bound strengthening on
the second constraint leads to −9 ≤ x1, −16/3 ≤ x2, x5 ≤ 22 and x6 ≤ 22/3. However,
if we solve the linear program

min{−2x1 − 3x2 : 5x1 + 5x2 + 2x3 + 4x4 ≤ 10, 0 ≤ x1, x2, x3, x4},

we obtain L = −6 and derive the tighter bounds x5 ≤ 18 and x6 ≤ 6. 4

How do we find pairs of constraints that are qualified for two-row bound strengthening?
Finding the row indexes i, k ∈M may be done in the following way: We pick some i as
base constraint and then go through its non-zero columns to count how much overlap
the other constraints have. We consider all other constraints k that have an overlap of

|supp (Ai·) ∩ supp (Ak·)|/min{|supp (Ai·)|, |supp (Ak·)|} ≥ 0.5

with constraint i as potential candidates for applying two-row bound strengthening.
One major concern with presolving algorithms is that they commonly should be very

fast. Especially, less work should be squandered if they do not find profitable reduc-
tions. Solving arbitrary linear programs for deducing variable bounds usually counter-
acts this rule. However, in our case both linear programs (3.3.1) and (3.3.2) possess
only one constraint and thus they can be solved efficiently. An algorithm of Dantzig [46]
solves such linear programs in O(|R ∪ S| log |R ∪ S|). It is based on sorting the ra-
tios {cj/a1j}j∈R∪S. We have used this approach already in Section 3.1. However, for
two-row bound strengthening the number of ratios can be large. Thus, it is mostly
beneficial to apply an approach published by Balas and Zemel [19]. They suggested a
binary search-type procedure that does not require any sorting of the ratios and thus
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the computational effort involved in this approach is linear in the number of present
variables. More precisely, the main ingredient for the binary search is the computation
of the median of the ratios, which involves a certain computational effort (see [104]).
Therefore, Balas and Zemel proposed an approach, where the median is only determined
on the first three ratios.

3.4. Dominated columns

The core of this approach is a particular dominance relation between pairs of variables.
By combining this relation with other information, it is possible to deduce variable fix-
ings. After defining the dominance relation, we state two useful theorems for fixing vari-
ables. Finally, we suggest a method for detecting this relation efficiently. This presolving
technique is published in Gamrath, Koch, Martin, Miltenberger, and Weninger [61] as
well as Achterberg, Bixby, Gu, Rothberg, and Weninger [8].

Definition 3.1 (Dominance relation). Consider problem (1.5.1) with ◦i = “≤” for
all i ∈ M , and two different variables xj and xk. Variable xj dominates variable xk
(xj � xk), if

i) cj ≤ ck,

ii) aij ≤ aik for all i ∈M , and

iii) j ∈ N \ I or k ∈ I.

The dominance relation specified in Definition 3.1 is reflexive, antisymmetric, transitive,
and determines a partial order on the columns of problem (1.5.1). Condition iii) is
necessary to avoid that an integer variable dominates a continuous variable.

Consider two variables xj, xk with j, k ∈ N \I or j, k ∈ I, and xj � xk. If we multiply
A·j, cj, A·k, ck, and the swapped bounds of the variables by −1, we obtain a similar
problem with the same set of feasible solutions. However, the latter problem allows us
to exploit the case −xk � −xj. By applying this modification to only one variable, we
can treat the cases xj � −xk and −xj � xk as well.

Theorem 3.2 (Achterberg, Bixby, Gu, Rothberg, Weninger [8]). Consider problem (1.5.1)
with ◦i = “≤” for all i ∈M , and two different variables xj and xk. The following holds:

i) If uj =∞ and xj � xk, then xk can be set to `k.

ii) If uj =∞ and xj � −xk, then xk can be set to uk.

iii) If `k = −∞ and xj � xk, then xj can be set to uj.

iv) If `k = −∞ and −xj � xk, then xj can be set to `j.
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Proof. We give the proof for case i). The cases ii)-iv) can be shown similarly. Assume
xj � xk and uj = ∞, and let x∗ be an optimal solution. If x∗k = `k, nothing is to
show. Otherwise, if x∗k > `k, we determine ∆ = x∗k − `k. Then, we increase x∗j by ∆ and
decrease x∗k by ∆ simultaneously. We stay feasible while modifying the variable values
by ∆, since

∑

t∈N\{j,k}

aitx
∗
t + aij(x

∗
j + ∆) + aik(x

∗
k −∆) =

∑

t∈N

aitx
∗
j

︸ ︷︷ ︸
≤bi

+ (aij − aik)∆︸ ︷︷ ︸
≤0

≤ bi

for all i ∈M . Due to c>x∗+ (cj − ck)∆ ≤ c>x∗ the objective value does not deteriorate.
Hence, provided the problem has an optimal solution, it has an optimal solution with
x∗k = `k.

Note that the assumption in Theorem 3.2 that one of the bounds has to be infinite
is not as restrictive as it may sound. It suffices that the given bound is implied by the
constraints and the bounds of the other variables (compare Section 2.4). In this case, we
can replace the implied bound by an infinite bound and then we can apply the reductions
of Theorem 3.2.

The following example illustrates the cases i) and iii) of Theorem 3.2.

Example 16. Consider the mixed-integer program

min −2x1 − x2 + x3 + 2x4

s.t. x1 + 2x2 − x3 ≤ 8, (1)
2x2 − 2x3 − x4 ≤ 4, (2)

0 ≤ x1, x2 ≤ 10,
−10 ≤ x3, x4 ≤ 0,
x1, x2, x3, x4 ∈ Z,

where x1 � x2, and x3 � x4. Variable x1 obtains an implied upper bound of 8 from
constraint (1) and constraint (2) induces an implied lower bound of -4 on variable x4.
Therefore, by applying Theorem 3.2, we can fix x2 = `2 = 0 and x3 = u3 = 0. 4

Theorem 3.2 uses the dominance relation and bound information to deduce variable
fixings. However, it is possible to replace the bound information with other problem
properties, e.g., information from a conflict graph (see Section 2.5).

Theorem 3.3 (Gamrath, Koch, Martin, Miltenberger, Weninger [61]). Consider prob-
lem (1.5.1) with appropriate conflict graph G = (V,E), and two different binary variables
xj and xi. The following holds:

i) If xj � xi and {xj, xi} ∈ E, then xi can be set to 0.

ii) If xj � xi and {x̄j, x̄i} ∈ E, then xj can be set to 1.
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Proof.

i) For an ordered pair of binary variables (xj, xi) exist four different assignments. The
assignment (1, 1) is not feasible due to {xj, xi} ∈ E. Thus, only the assignments
(1, 0), (0, 0), and (0, 1) remain. We can rule out case (0, 1) by Definition 3.1, since
if (0, 1) is feasible the assignment (1, 0) is feasible as well and the objective function
value does not deteriorate. Therefore, only the cases (1, 0) and (0, 0) remain, but
in both cases xi is at its lower bound.

ii) This case is similar to case i). Now, (1, 1) and (1, 0) remain and in both cases xj
is at its upper bound.

Finally, it rises the following question: How can we determine potential dominance
relations between pairs of variables efficiently? One possibility is to perform a two-step
approach. Based on the set R= := {i ∈M : ◦i = “=”}, the set of columns of A ∈ Rm×n
having non-zero entries within equalities is defined by C= := {j ∈ N : akj 6= 0, k ∈ R=}.
In the first step, we detect a number of P column-wise disjoint classes of parallel columns
C=
p ⊆ C= for p = 1, . . . , P . We use an algorithm of Bixby and Wagner [32] for detecting

these parallel classes in O(
∑

k∈R= |supp (Ak·)| log |supp (Ak·)|). Then, we compare all

columns of each parallel class C=
p in O(m ·

(|C=
p |
2

)
) pairwise. The first step guarantees to

find all dominance relations between columns of C=. In the second step, we only consider
columns of C≤ := N \ C= and apply a heuristic that takes advantage of the sparsity of
A via processing the rows by increasing |supp (Ai·)| in O(m ·

(|supp(Ai·)|
2

)
). After one row i

was investigated, the columns j ∈ supp (Ai·) therein are not compared to other columns
in subsequent steps in our approach. Finally, it exists a mechanism that counts the
number of fixings found compared to the number of invested comparisons for each row.
If not enough fixings are found in this row up to now, the algorithm stops processing
this row and continues with the next row.

3.5. Disconnected components

The disconnected components presolving technique identifies independent subproblems
of the original problem and tries to solve them to optimality. The independent subprob-
lems are often referred to as disconnected components. After one disconnected component
is solved to optimality, the constraints and variables therein are removed from the re-
maining problem. Using this approach for presolving was first suggested by Gamrath,
Koch, Martin, Miltenberger, and Weninger [61].

Consider a mixed-integer program with n disconnected components. Let us assume
that each disconnected component takes k branch-and-bound nodes to solve. Then
solving the whole mixed-integer program will take kn branch-and-bound nodes, whereas
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solving the disconnected components independently will result in nk nodes. In addition,
the linear programming relaxations are easier to solve.

Consider the problem

min c>UxU + c>WxW
s.t. ARUxU ≤ bR,

ATWxW ≤ bT ,
` ≤ x ≤ u,

xj ∈ Z for j ∈ I,

(3.5.1)

where R ⊆ M , T ⊆ M , R ∩ T = ∅, U ⊆ N , W ⊆ N , and U ∩ W = ∅. Clearly,
solving (3.5.1) is equivalent to solving the disconnected components

min{c>UxU : ARUxU ≤ bR, `U ≤ xU ≤ uU , xj ∈ Z for j ∈ I ∩ U},

and
min{c>WxW : ATWxW ≤ bT , `W ≤ xW ≤ uW , xj ∈ Z for j ∈ I ∩ V }

independently.
Next, we illustrate how to find disconnected components efficiently. We transfer prob-

lem (3.5.1) into an undirected graph G = (V,E). This graph is constructed as follows:
For every variable xj, j ∈ U∪W we construct a node vj, and for every row Ai·, i ∈ R∪T ,
we add to E edges connecting variables with non-zero coefficients in this row. In order
to reduce the number of edges, we add a path for each row to G such that all nodes vj
with j ∈ supp (Ai·) are connected. For t := |supp (Ai·)| and an arbitrarily ordered list
Si := (supp (Ai·)) of supp (Ai·) ⊆ U ∪W , the graph G = (V,E) is defined as follows:

V =
⋃
j∈U∪W{vj},

E =
⋃
i∈R∪T{{vSi

1
, vSi

2
} ∪ . . . ∪ {vSi

t−1
, vSi

t
} : t ≥ 2}.

The graph G has |U ∪ W | vertices and z − |R ∪ T | edges, where z is the number of
non-zeros of A. Thus, the size of the graph is linear in the number of variables and non-
zeros of the constraint matrix of problem (3.5.1). For a given graph G, the disconnected
components can be determined in O(|V |+ |E|) by using depth-first-search (see Hopcroft
and Tarjan [75]).

Although a well-modeled problem should not contain disconnected components, they
occur frequently in practice. Consider the real-world SNP instances from Table A.1. This
test set consists of 53 instances and 45 of them have disconnected components. Together
these 45 instances have more than 49000 disconnected components! One reason for the
presence of disconnected components in SNP instances is presumably caused by the APO
software (see Section 1.3) providing the model, where the integrated treatment might be
easier to accomplish. And even if a problem has no disconnected components from the
beginning, it might happen during presolving that variables are fixed or constraints are
detected as redundant such that the problem splits up into disconnected components.
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If we identify disconnected components, we sort them by the number of discrete vari-
ables and try to solve them in this order. If a component has more than a specific
number of discrete variables, which is adjustable by a parameter (default value 500), it
is not considered within presolving. Note that the number of discrete variables is not
always a good measure for the complexity of a problem. For example, the markshare
instances from MIPLIB 2003 [9] have 60 discrete variables and are still challenging for
state-of-the-art solvers.

The consecutive solving of the disconnected components has one major drawback.
We cannot derive primal and dual bounds on the whole problem until we start solving
the last component. However, in practical situations customers are often satisfied by a
primal solution with a certain quality. In addition, sometimes customers employ a certain
time limit for the solver being executed and extract the gap information as a hint on
how far the solving was advanced. Even though solving the disconnected components
separately does not increase the time to solve the MIP to optimality, this behavior is
usually undesirable in practical situations. Thus, it is preferable to solve only the easy
disconnected components during presolving and the remaining harder once together in
subsequent solving stages. To achieve this, we attach to every disconnected component
a time and node limit. If a disconnected component hits a limit, we merge it back into
the original problem and try to transfer as much information as possible.

In Achterberg et al. [8] a more sophisticated treatment of disconnected components
is suggested, where a second disconnected components approach is used at the end of
the root cutting plane loop if components are failed to solve in precedent presolve or if
some problem modifications decomposed the problem. This affiliated procedure works
in an interleaved fashion on the components. Whenever a disconnected component
improves its current incumbent solution, the full incumbent solution gets updated. If
for each component a feasible solution exists, a new full incumbent solution for the
original problem is reported to the user. The procedure terminates if one component is
infeasible or all components are solved to optimality. Moreover, if only one subproblem
is left this approach migrates to the standard solving stage.

3.6. Dual binary variable aggregation

Dual binary variable aggregation connects dual arguments, as the variable locks (see
introduction of Part I), with aggregation of variables (see Section 2.4). To the best of
our knowledge, this approach was first suggested for presolving by Achterberg, Bixby,
Gu, Rothberg, and Weninger [8].

We restrict ourselves in the following to the case where ◦i = “≥” for all i ∈M . Let a
variable xj with cj ≤ 0, finite bounds, and only one uplock M−

j = {r} be given. If there
exists a binary variable xk with k 6= j, ark < 0, and the two properties

(i) setting xk = 0 makes Ar·x ≥ br redundant, and

43



Chapter 3. Constructive improvements

(ii) setting xk = 1 forces xj to be at its lower bound `j,

hold, then we can aggregate variable xj by xj := uj + (`j − uj) · xk.
We illustrate this idea briefly by an example.

Example 17. Consider the following problem:

min −2x1 − x2 − x3

s.t. −x1 − 8x2 − 4x3 ≥ −12, (1)
x1 − x2 − 2x3 ≥ −2, (2)

0 ≤ x1 ≤ 2,
x2 ∈ {0, 1},
1 ≤ x3 ≤ 2.

Variable x1 has only one uplock M−
1 = {1}, c1 = −2 ≤ 0, and x2 is a binary variable

with a12 = −8 < 0. In addition, variable x2 has both requested properties (i) and (ii).
Setting x2 = 0 implies that constraint (1) is redundant and x2 = 1 causes x1 to be at its
lower bound. Thus, we can aggregate x1 := u1 + (`1 − u1) · x2 = 2− 2x2. 4

The above idea can be transferred to the downlock case as well. Let a variable xj
with cj ≥ 0, finite bounds, and only one downlock M+

j = {r} be given. If there exists a
binary variable xk with k 6= j, ark < 0, and the two properties

(i)’ setting xk = 0 makes Ar·x ≥ br redundant, and

(ii)’ setting xk = 1 forces xj to be at its upper bound uj

hold, then we can aggregate variable xj by xj := `j + (uj − `j) · xk.
For the uplock and the downlock case, we can transfer our approach for ark > 0. We

merely have to use xk = 1 in (i) or (i)’ and xk = 0 in (ii) or (ii)’.

3.7. Dual slack compensation

For several reasons, singleton continuous variables (see Section 3.1) frequently are used as
slack variables. This presolving technique investigates if singleton continuous variables
can be utilized to compensate the contribution of a variable that has only one downlock
or uplock, respectively.

We assume ◦i = “≥” for all i ∈M in the following. Let a variable xj with cj ≥ 0 and
M+

j = {r} be given. Furthermore, we assume that Ar· ≥ 0, otherwise we multiply the
columns appropriately by -1. Next, we define for j ∈ N and r ∈M the set

S(r, j) := {k ∈ N : ark > 0∧|supp (A·k)| = 1∧xk ∈ R∧ck/ark ≤ cj/arj∧k 6= j}. (3.7.1)
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The variables xk, k ∈ S(r, j) are called compensation variables in row r for variable xj
and can at most counterbalance the value

∆S(r,j) :=
∑

k∈S(r,j)

ark · (uk − `k). (3.7.2)

W.l.o.g., we can assume br− inf{Ar·x} > 0, otherwise constraint Ar·x ≥ br is redundant.

Theorem 3.4. Consider problem (1.5.1) with ◦i = “≥” for all i ∈ M , a variable xj
with one downlock M+

j = {r}, cj ≥ 0, the set S(r, j) as defined in (3.7.1), and the value
∆S(r,j) as defined in (3.7.2). If br − inf{Ar·x} ≤ ∆S(r,j), then xj = `j holds for at least
one optimal solution.

Proof. Let x∗ be an optimal solution. If x∗j = `j, we are finished. Otherwise, x∗j > `j
holds. We distinguish between two cases:

i) If
∑

t∈N\{j} artx
∗
t + arj`j ≥ br, constraint r is obviously feasible and we create a

new solution x̄ by setting x̄t := x∗t for t ∈ N \ {j}, and x̄j := `j. In addition,
c>x̄ ≤ c>x∗, since 0 ≤ cj.

ii) If
∑

t∈N\{j} artx
∗
t + arj`j < br, we set initially x̄ := x∗, S̃(r, j) = ∅, and iterate as

follows. We use the sign (?) as a mark from which we start the iterations.

(?) Determine the following values:

α = br −
(
arj`j +

∑

t∈N\{S̃(r,j)∪{j}}

artx̄t +
∑

s∈S̃(r,j)

arsus

)
,

β = arj(x̄j − `j),
γ = ark(uk − x̄k) for an arbitrary k ∈ S(r, j) \ S̃(r, j),

δk = min{α, β, γ}/ark, and

δj = (ark/arj)δk.

Note that δk ≥ 0 and δj ≥ 0. Then, we increase x̄k by δk and decrease x̄j
by δj simultaneously. From ct/art ≤ cj/arj, art > 0 for all t ∈ S(r, j), and
arj > 0 follows ckarj − cjark ≤ 0. Due to

c>x̄+ ckδk − cjδj = c>x̄+ ckδk − cj
ark
arj

δk = c>x̄+ δk

(
ckarj − cjark

arj

)
≤ c>x̄,

the objective value does not deteriorate. If δk = α/ark or δk = β/ark, we are
finished. Otherwise, we add k to S̃(r, j) and iterate from (?). The number of
such iterations is finite, because br − inf{Ar·x} ≤ ∆S(r,j).

Hence, provided problem (1.5.1) has an optimal solution, it has an optimal solution with
x̄j = `j.
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We demonstrate the idea of dual slack compensation by the following example.

Example 18. Consider the problem

min x1 + 2x3 + 3x4

s.t. x1 + x2 + 2x3 + 3x4 ≥ 10, (1)
−x1 + x2 ≥ −8, (2)

1 ≤ x1 ≤ 10,
−1 ≤ x2 ≤ 10,
0 ≤ x3, x4 ≤ 2,

x1, x2 ∈ Z.

Variable x1 has an objective function coefficient c1 = 1 ≥ 0 and one downlock M+
1 = {1}.

For row r = 1 and variable index j = 1, we determine S(1, 1) = {3, 4} and ∆S(1,1) =
2 · (u3 − `3) + 3 · (u4 − `4) = 10. In addition, it is b1 − inf{A1·x} = 10− 0 ≤ ∆11 = 10.
By Theorem 3.4, we can set x1 = `1. 4

Theorem 3.4 describes the case of dual slack compensation for variables with one
downlock. An extension of this approach for variables with one uplock is straightforward.

3.8. Exploiting complementary slackness

By applying bound strengthening (see Section 2.1) on the dual of the linear program-
ming relaxation of problem (1.5.1) appropriately, we are able to derive bounds on the
dual variables and on reduced costs. The bounds on the dual variables can be used
to detect implied equalities and the reduced costs to fix variables in the mixed-integer
problem (1.5.1).

Let us consider one outstanding statement of linear programming duality. If x∗ is a
feasible solution for

min{c>x : Ax ≥ b, x ≥ 0, x ∈ Rn} (3.8.1)

and y∗ is a feasible solution for its dual

max{b>y : A>y ≤ c, y ≥ 0, y ∈ Rm}, (3.8.2)

then necessary and sufficient conditions for x∗ and y∗ being optimal for (3.8.1) and
(3.8.2), respectively, are

(i) x∗j > 0 implies cj − (A·j)
>y∗ = 0,

(ii) y∗i > 0 implies Ai·x
∗ − bi = 0,

(iii) cj − (A·j)
>y∗ > 0 implies x∗j = 0, and

(iv) Ai·x
∗ − bi > 0 implies y∗i = 0,
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3.8. Exploiting complementary slackness

where i ∈ M and j ∈ N . Conditions (i)-(iv) are often referred to as complementary
slackness conditions [109].

The theory of duality for linear programming has been successfully applied in ad-
vancing algorithms for solving linear programs. In principle, many of the results for
linear programming can be extended to mixed-integer programming, but this is usually
difficult. We describe here a method, where the transfer of some properties of linear
programming duality to mixed-integer programming works well. Moving forward, we
examine the cases (ii) and (iii) of complementary slackness in more detail.

Theorem 3.5 (Achterberg, Bixby, Gu, Rothberg, Weninger [8]). Let a mixed-integer
program (1.5.1) with ◦i = “≥” for all i ∈ M and lower bounds ` = 0 be given. By
considering only the continuous variables S = N \ I and applying bound strengthening
on (A·S)>y ≤ cS, y ≥ 0, to get valid bounds ¯̀≤ y ≤ ū, the following holds:

(i) If ¯̀
i > 0 for i ∈M , we can convert constraint i into an equation Ai·x = bi.

(ii) If ck > sup{(A·k)>y : ¯̀≤ y ≤ ū} for k ∈ N , we can fix xk to `k.

Proof. We can assume that the MIP is feasible, since if it is infeasible any restriction to
the original problem is valid. Therefore, let us assume that x∗ is an optimal solution to
the MIP. We prove both cases by contradiction.

First, we prove case (ii). Assume ck > sup{(A·k)>y : ¯̀≤ y ≤ ū} holds for a variable
xk, k ∈ N , but we have x∗k > 0. Then, consider the LP caused by fixing xj := x∗j for all
j ∈ I \ {k}. These fixings only modify the right hand side b. Since we have determined
the bounds of y on dual constraints, where b has no influence, the bounds ¯̀≤ y ≤ ū are
still valid for this modified problem. For this fixed LP complementary slackness has to
be satisfied for any optimal solution. Thus, for any optimal solution x̃ of the fixed LP we
have x̃k = 0. However, since 0 is integer, x̂ := (xI\{k}, x̃) is also feasible for the MIP even
if k ∈ I. The solution x̂ has a smaller objective value than x∗, which contradicts our
assumption that x∗ is optimal. Consequently, case (ii) holds for every feasible solution
of the MIP.

Now we are going the prove case (i). Assume that ¯̀
i > 0 but Ai·x

∗ > bi. Again,
consider the linear program resulting from fixing xj := x∗j for all j ∈ I. By the same
argument as in case (ii) the bounds on the dual variables ¯̀ ≤ y ≤ ū, determined by
bound strengthening, are still valid for this linear program. Due to

Ai·x
∗ > bi ⇔ AiSx

∗
S + AiIx

∗
I > bi ⇔ AiSx

∗
S > bi − AiIx∗I

with S := N \ I and yi ≥ ¯̀
i > 0, complementary slackness is again violated. Therefore,

x∗S cannot be optimal for the fixed linear program and hence x∗ is not an optimal
solution for the MIP. Consequently, case (i) holds for every feasible solution of the MIP
as well.

The next example demonstrates the exploitation of complementary slackness for pre-
solving of mixed-integer programs.
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Example 19. Consider the following problem:

min 2x1 + 6x2 + 8x3 − 1.8x4

s.t. x2 + 2x3 − x4 ≥ 1, (1)
x1 + 2x2 + 2x4 ≥ 3, (2)

x2 + x3 − 0.1x4 ≥ 1
2
, (3)

0 ≤ x1, x2, x3, x4,
x1, x2 ∈ Z.

The continuous variables are x3 and x4. Thus, we apply bound strengthening on
(A·S)>y ≤ cS for S = {3, 4}. The corresponding constraints are

2y1 + y3 ≤ 8,
−y1 + 2y2 − 0.1y3 ≤ −9

5
,

with y1, y2, y3 ≥ 0. After a first step, we determine y1 ∈ [1, 4], y2 ∈ [0, 3
2
], and y3 ∈ [0, 8]

as bounds. From Theorem 3.5 we derive two reductions: First, because y1 ≥ ¯̀
1 = 1,

constraint (1) can be turned into an equation. Second, variable x1 can be fixed to its
lower bound since c1 − sup{(A·1)>y} = 2− 1.5 = 0.5 > 0. 4

This closes our description of the presolving techniques in Table 3.1. In the following
sections, we mention implementation details and provide computational results.

3.9. Details on implementation

All presolving techniques described in Chapter 3 are implemented as presolving plugins
in SCIP version 3.2.1 and accessible to the public. As a framework for constraint integer
programming, SCIP offers to define different constraint types by implementing constraint
handler plugins. On the one hand, this approach is very flexible and allows to solve
various problem classes efficiently. On the other hand, this architecture implies that
the problem can only be accessed in a constraint-based fashion, which for presolving
techniques that require a column view is an unfavorable restriction. In order to solve
this problem, we have implemented a so-called matrix module that generates the matrix
given by the variables and all constraints of linear type as well as some specializations
(e.g., knapsack). The matrix is internally represented in row and column major format,
i.e., as ordered and contiguous arrays of non-zero entries of the rows and columns,
respectively (see Davis [50]).

The presolving plugins of SCIP are controlled by three parameters: timing, priority,
and maxrounds. Regarding timing the three levels fast, medium, and exhaustive are
possible. Each presolving round starts with the reduction methods having a fast timing.
Reduction methods with a medium timing are only called, if the fast methods did not
find enough reductions in this round so far. Methods with an exhaustive timing are
only performed if all reduction methods called before in this round were unsuccessful.
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Section Abbr. Timing Priority Maxrounds

3.1 STUFFING exhaustive -100 ∞
3.2 REDVB fast 8000000 1
3.3 TWOROW exhaustive -500000 ∞
3.4 DOMCOL exhaustive -1000 ∞
3.5 COMP exhaustive -9200000 1
3.6 DAGG exhaustive -12000 ∞
3.7 DSLACK exhaustive -50 ∞
3.8 DINFER exhaustive -2000 ∞

Table 3.2.: Control parameters and abbreviations for the techniques of Chapter 3

The priority defines an execution order between all reductions methods with the same
timing. Methods with the same timing are called in order of decreasing priority beginning
with non-negative values. The range of the parameter priority lies currently between
9000000 for low level reduction methods as variable bound rounding down to -9200000
for disconnected components presolving. Presolver with a positive/negative priority are
called before/after the presolving reduction methods of the so-called constraint handlers.
The last parameter specifies the maximal number of rounds the corresponding method
participates in. Table 3.2 represents the control parameters and abbreviations for all
approaches of Chapter 3. For further details concerning the matrix module and the
control parameters of SCIP, we refer to Gamrath et al. [59].

3.10. Computational results

In Section 1.5, we asked ourselves the following question:

Are there presolving techniques that accelerate the solution of SNP
instances?

In order to answer this question, we performed two experiments on a 12-core AMD
Opteron 2435 2.6 GHz with 512 kB cache for each core and 64 GB RAM, running 64-bit
Linux. We have implemented our techniques in SCIP 3.2.1 using SoPlex 2.2.1 [122] as
LP solver. Each job was run on 1 core with a time limit of 3600 seconds. We compared
SCIP including all techniques of Chapter 3 with SCIP using default parameter settings.
We denote the reference solutions of SCIP without new presolvers by “Basic” and with
all new presolvers by “Advanced”. In addition, we tested versions of SCIP, where only
one new presolving technique is active and employ as designations for this versions the
labels of Table 3.2. As test sets we use the 53 SNP instances of Table A.1 and the 87
benchmark instances from MIPLIB 2010 [86].

The results for both test sets are shown in Table 3.3. For each test candidate, we list
the number of solved instances within the time limit (Solved). The following column
denotes the geometric mean (with shift 0.01) of the solving times (STime). If an instance
was not solved within the time limit, we have assumed 3600 seconds as solving time.
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Solved STime PTime Aff Calls

Basic 15 729.4 1.62 - -
Advanced 18 396.8 8.29 - -
STUFFING 15 729.7 1.85 40 1.55
REDVB 15 739.1 1.92 5 1.00
TWOROW 15 745.3 1.79 22 1.04
DOMCOL 15 674.6 2.25 52 4.49
COMP 18 355.8 5.09 45 1.00
DAGG 15 748.1 1.73 8 1.02
DSLACK 15 760.8 1.78 30 1.25
DINFER 15 700.8 1.85 39 1.53

(a) SNP instances

Solved STime PTime Aff Calls

Basic 43 1187.4 0.27 - -
Advanced 45 1157.4 0.36 - -
STUFFING 43 1202.1 0.29 0 0.39
REDVB 43 1198.2 0.28 0 0.49
TWOROW 43 1206.4 0.32 9 1.08
DOMCOL 44 1154.9 0.29 10 1.17
COMP 43 1181.5 0.28 4 1.00
DAGG 43 1175.5 0.28 5 1.07
DSLACK 43 1174.6 0.29 1 0.43
DINFER 43 1190.2 0.29 0 0.43

(b) MIPLIB instances

Table 3.3.: Computational results for both sets of instances.

Next follows the geometric mean (with shift 0.01) of the presolving times (PTime) for
all presolving reductions. By (Aff) we indicate to number of instances, where reductions
are carried out and the final column (Calls) specifies the arithmetic mean of calls for
the corresponding approach per instance. In addition, we have created for each test set
solution time performance profiles and diagrams that show the final gap per instance
(see Figures 3.1, 3.2, 3.3, and 3.4).

We observe that COMP is by far the best method for accelerating the solution of
SNP instances and we see that the solution time for SNP instances even deteriorates
if all new presolving techniques are active. In addition, COMP slightly improves the
solution time on MIPLIB instances. Why should we use the other seven presolving
techniques? Actually for two reasons. First, other test sets may contain instances,
where these techniques can find useful reductions. This can already be seen on the
results of the MIPLIB instances, where DOMCOL seems to have a positive impact.
Second, for each call to one of the new techniques except COMP we create the sparse
matrix representation as described in Section 3.9, which takes some amount of time.
The column (Calls) in Table 3.3 gives an indication of potential savings in runtime
if we can avoid to create such a matrix representation over and over again. Overall,
it can be stated that our presented presolving techniques in Chapter 3 provide no or
little improvements on MIPLIB instances, but substantially contribute to accelerate the
solution on SNP instances.
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Figure 3.1.: Number of solved SNP instances within 3600 seconds.

Figure 3.2.: Gaps of the SNP instances.
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Figure 3.3.: Number of solved MIPLIB instances within 3600 seconds.

Figure 3.4.: Gaps of the MIPLIB instances.
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Decomposition
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The majority of SNP and production planning instances are large-scale problems, as
for example some of the instances listed in Table A.1. Furthermore, some of these
instances contain NP-complete subproblems as for example the C-LS problem (see
Section 1.4). Therefore, it is not surprising that solving SNP instances still represents
a challenge for state-of-the-art solvers. In order to solve such instances, decomposition
methods as well as aggregation and disaggregation techniques are widespread. In this
part of the work, we develop a decomposition approach for solving SNP and production
planning instances. Before this, we provide a brief overview of decomposition approaches
known from literature.

In order to obtain good or optimal solutions one can approach it in two different
ways: from the so-called primal side by computing feasible solutions, which is mostly
done by applying heuristics, or from the so-called dual side by determining good lower
bounds, which is mostly performed by relaxing the problem. A widely used relaxation
technique is Lagrangian relaxation [64]. The idea is to delete parts of the constraints
and considering them in the objective function attached with penalties. These penalties
are used to deteriorate the objective function value if some of the relaxed constraints
are violated. Bounds obtained from solving the Lagrangian dual are at least as tight as
bounds determined by the linear programming relaxation.

Further decomposition approaches exploit the Dantzig-Wolfe reformulation [49]. The
idea is to decouple a set of constraints from the problem. The first-stage problem, often
referred to as the master problem, works with a linear programming relaxation involving
only a small subset of the columns. The decoupled constraints are treated in the so-
called subproblem, where new columns for the master problem are identified when their
reduced costs for the minimization case are negative. The algorithm works alternately
on the master and subproblem and interchanges information to solve the problem to
optimality or prove its infeasibility.

Column generation is an essential technique in computational optimization to solve a
mathematical program by iteratively adding the variables of the model. The approach
of solving the Dantzig-Wolfe reformulation by column generation to compute a bound
at each node of the branching tree is called branch-and-price [21], where pricing refers
to the process of evaluating the missing columns. Branch-and-price frameworks as Elf et
al. [55] require the user to provide customized methods for finding the decomposition, for
branching, and for so forth. Recently developed branch-and-price frameworks as Galati
et al. [58] and Bergner et al. [28] manage the reformulation and the required solver
components internally. If a branch-and-price framework additionally exploits cutting
planes, it is called a branch-and-cut-and-price framework (see Ladányi et al. [87]).

Another frequently used approach is Benders decomposition [26]. The idea of Benders
decomposition is to solve the original problem by solving two smaller subproblems. The
master problem is a relaxation of the original problem and the separation subproblem
provides inequalities that strengthen the master problem until an optimal solution is
found or the problem is proven to be infeasible. Geoffrion [63] generalized Benders
decomposition to a broader class of programs in which the separation subproblem need
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no longer to be a linear program. He employed nonlinear convex duality theory to derive
cuts corresponding to those in Benders case.

A comprehensive survey on different decomposition methods for computing bounds on
the optimal value of an integer program by constructing an approximation to the convex
hull of feasible solutions is given in Ralphs and Galati [105]. Another summary of several
decomposition techniques was published by Vanderbeck and Wolsey [119]. Vanderbeck
and Wolsey distinguish in their summary between constraint decomposition and vari-
able decomposition. For example, Lagrangian relaxation is a constraint decomposition
approach and Benders decomposition is a variable decomposition approach.

It should be noted that decomposition techniques are not only used to solve mathe-
matical programs. They also play an important role in combinatorial optimization and
especially for regular matroids (see Seymour [110] and Trümper [117]).

In the following chapters, we provide a theoretical but practical intractable framework
for variable decomposition. In line with this theoretical framework, we develop two
variable decomposition algorithms. Both algorithms are based on the following two-
stage principle: First, a suitable structure of the constraint matrix is determined to
decompose the problem into two subproblems. Second, both subproblems are solved
alternately to exchange information until an optimal solution is found or the problem
is proven to be infeasible. Note that we approve in the following for both subproblems
being mixed-integer problems.

This part is organized as follows. In Chapter 4, we describe three approaches for
determining a suitable matrix structure that can be used to decompose the problem.
Thereafter, in Chapter 5, we provide our theoretical framework and two variable de-
composition algorithms. Finally, we perform computational experiments for comparing
both algorithms on SNP and production planning instances.
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Chapter 4.

Recognizing block structure

Rearranging the non-zero elements of sparse matrices for obtaining special structures
are widely discussed in the field of computational linear algebra. One reordering, the
so-called bordered block diagonal form [54], is of particular interest. This structure is
characterized by the fact that there is a set of linking constraints (rows) and a set of link-
ing variables (columns). However, it could be that one of both sets is empty. Figure 4.1
shows different arrangements of the non-zero elements (black points) of a three-item
lot-sizing instance. In this chapter, we analyze rearrangements of SNP instances with
an empty set of linking constraints (see Figure 4.1b).

Borndörfer, Ferreira, and Martin investigated whether matrices arising from linear
and integer programming problems can be decomposed into a bordered block diagonal
form. They defined the following problem:

Definition 4.1 (Matrix decomposition problem: Borndörfer, Ferreira, Martin [33]).
Given some matrix A, some number of blocks β (sets of rows), and some capacity κ
(maximum block-size), try to assign as many rows as possible to the blocks such that (i)
each row is assigned to at most one block, (ii) each block contains at most κ rows, and
(iii) no two rows in different blocks have a common non-zero entry in a column. The
set of rows that are not assigned to any block is called the border.

Naturally, this procedure translates for obtaining linking variables by considering the
transposed matrix. The matrix decomposition problem is NP-hard, because feasible
solutions (stable sets) of some set packing problem max{1>x : Ax ≤ 1, x ∈ {0, 1}n},
A ∈ {0, 1}m×n correspond to solutions of the matrix decomposition problem of the same
objective value, and vice versa. Furthermore, SNP and production planning instances
contain frequently a large amount of non-zeros (see Table A.1). Therefore, we investigate
in the following data structures for graph decomposition that can be constructed in linear
time and a partitioning heuristic for determining a set of linking variables.

4.1. Data structures for graph decomposition

In this section, we first outline some definitions from graph theory. Afterwards, we give
a detailed introduction of two data structures for graph decomposition. In addition, we
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(a) Original arrangement (b) Rearrangement with linking variables

(c) Rearrangement with linking constraints (d) Rearrangement with linking constraints and
linking variables

Figure 4.1.: Different arrangements of the non-zero matrix elements of a three-item lot-
sizing instance with seven time periods.

investigate the application of these data structures on SNP instances.

Notion from graph theory

The following definitions are based on Grötschel et al. [67], Diestel [52] as well as
Gutwenger and Mutzel [69].

A graph G = (V,E) is a pair with a finite set of vertices (or nodes) V , and a finite set
of edges E. An edge e ∈ E is a pair of distinct vertices v, w ∈ V , denoted by e = {v, w}.
Note that we consider in the following only undirected graphs, where each edge is defined
by an unordered pair of vertices. The vertices v and w are adjacent to each other and
incident to e. A graph G is called simple, if E is not a multiset. Otherwise, G is a
multi-graph. A graph Ḡ = (V̄ , Ē) with V̄ ⊆ V and Ē ⊆ E is called a subgraph of G.

A walk is a finite sequence v0, e1, v1, . . . , et, vt with t ≥ 0, where the incident vertices
of ei are vi−1 and vi. A walk is called a path if all nodes are distinct. We call a path
augmented by one edge between vt and v0 a circuit (cycle). A forest is a graph which
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does not contain a circuit.
A graph G is connected if it exists a path between each pair of vertices and otherwise

the graph is called disconnected. The maximal connected subgraphs of G are called
the connected components of G. A connected forest is called a tree and a tree has a
designated node the so-called root. Each edge of an oriented tree has an orientation
away from or towards the root. A node v is called parent of node w if they are adjacent
and v lies on the unique path from w to the root. The node w is called child of v.

We denote by G−W the graph that results from G by deleting the subset of vertices
W including the incident edges. An undirected graph G = (V,E) is called k-connected,
k ∈ N, if k < |V | and G − W is connected for all W ⊂ V with |W | < k. If k = 2
a graph is called biconnected and if k = 3 a graph is called triconnected. A maximal
biconnected subgraph of G is called a biconnected component or block for short. A
maximal triconnected subgraph of G is called a triconnected component. If |V | = 2 and
G is connected, we call the graph trivial biconnected. If |V | = 3 and G is biconnected,
we call the graph trivial triconnected.

We call W ⊂ V a separating set of a connected graph G, if G−W is disconnected. A
separating set with |W | = 1 is called cutvertex and with |W | = 2 separation pair.

Let G be a biconnected graph. A split pair of G is either a separation pair or a pair
of adjacent vertices. A split component of a split pair {v, w} is either an edge {v, w} or
a maximal subgraph Ḡ of G such that {v, w} is not a split pair of Ḡ. Let {s, t} be a
split pair of G. A maximal split pair {v, w} of G with respect to {s, t} is such that, for
any other split pair {v̄, w̄}, vertices v, w, s, and t are in the same split component.

BC-tree

The block-cutvertex-tree, or BC-tree for short, is a tree which represents the biconnected
structure of a connected graph G = (V,E). The notion of a BC-tree was first introduced
by Harary and Prins [71]. Sometimes the BC-tree is also called blockgraph.

Definition 4.2 (BC-tree: Harary, Prins [71]). Consider an undirected connected graph
G. The corresponding BC-tree GBC = (VBC , EBC) is defined as follows:

i) It exist two sets of vertices VB and VC, where VB ∩ VC = ∅ and VBC = VB ∪ VC.

ii) Each block of G is represented by a so-called B-node in VB.

iii) Each cutvertex of G is represented by a so-called C-node in VC.

iv) A B-node and a C-node are adjacent, if the cutvertex that is represented by the
C-node also belongs to the block represented by the B-node.

To each instance we can construct a graph that contains a biconnected subgraph for
each constraint and this graph can be used to determine a BC-tree. The aim is to
construct a graph that represents the single- and biconnected structure of the instance
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with a minimal number of edges. Consider the constraint matrix A ∈ Rm×n. The graph
G = (V,E) is constructed in the following way: For every variable xj, j = 1, . . . , n, we
introduce a node vj, and for every row Ai·, i = 1, . . . ,m, we add edges to E connecting
variables with non-zero coefficients in this row. In order to reduce the number of edges of
G, we do not add an edge for every pair of variables in supp (Ai·) (the support function
is defined at the beginning of Part I), but rather add a circuit connecting the variables
xj for j ∈ supp (Ai·). Thus, the induced subgraph of every row is biconnected or trivially
biconnected. For t := |supp (Ai·)| and an arbitrarily ordered list Si := (supp (Ai·)) of
supp (Ai·) ⊆ {1, . . . , n}, the graph G = (V,E) is defined as follows:

V :=
⋃n
j=1{vj},

E :=
⋃m
i=1{{vSi

1
, vSi

2
} ∪ . . . ∪ {vSi

t−1
, vSi

t
} ∪ {vSi

t
, vSi

1
} : t ≥ 2}.

The graph G has n nodes and at most r edges, where r is the number of non-zeros of A.
Thus, its size is linear in the number of variables and non-zeros of the constraint matrix.

Consider the connected graph G = (V,E) computed from A. Once we have gen-
erated a BC-tree from G, we have determined a set of cutvertices represented by the
C-nodes. From the set of C-nodes, we can choose an arbitrary non-empty subset as
linking variables.

Figure 4.2 presents an example of a single-item lot-sizing instance with three time
periods. We have used the same notation as in Section 1.4. The variables are xt, st, and
yt for time periods t = 1, . . . , 3. They represent the production lot size in period t, the
inventory at the end of period t, and whether there is production in period t. Figure 4.2a
shows the graph G representing the constraint matrix A. Note that we have removed
multiple edges that are incident to the same vertices. Figure 4.2b illustrates the blocks
B1, . . . , B6. The corresponding BC-tree is shown in Figure 4.2c. Each non-empty subset
of VC = {x1, x2, x3, s1, s2} poses a set of linking variables.

Let G = (V,E) be a connected graph and GBC = (VBC , EBC) its related BC-tree.
Obviously, |VBC | is in O(|V |). As GBC is a tree, the number of edges is |VBC |− 1. Thus,
the size of GBC is in O(|V |). A BC-tree can be constructed by Depth-First-Search in
O(|V | + |E|), see Tarjan [115] as well as Hopcroft and Tarjan [75]. In the scope of this
work, we use a sophisticated implementation for determining a BC-tree included in the
Open Graph Drawing Framework (OGDF) [36].

SPQR-tree

The SPQR-tree, is a tree which represents the triconnected structure of a biconnected
graph G = (V,E). The notion of an SPQR-tree was first introduced by Di Battista and
Tamassia [22] and is based on the work of Tutte [118] as well as Hopcroft and Tarjan [76].

Definition 4.3 (SPQR-tree: Gutwenger, Mutzel [69]). Let e = {s, t} be an edge of
G, called the reference edge. The SPQR-tree GSPQR of G with respect to e is a rooted
ordered tree whose nodes are of four types: S(eries), P(arallel), Q (Trivial), and R(igid).
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s1 s2 s3

x3x2x1
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(a) Connected graph G of
the instance
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(b) Blocks B1, . . . , B6
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(c) BC-tree

Figure 4.2.: The connected graph G of a single-item lot-sizing instance (Figure 4.2a)
and its blocks (Figure 4.2b). Figure 4.2c shows the corresponding BC-tree,
where the C-nodes are represented by circles and the B-nodes by rectangles.

Each node µ of GSPQR has an associated biconnected multi-graph called the skeleton of
µ. The tree GSPQR is recursively defined as follows:

Trivial Case: If G consists of exactly two parallel edges between s and t, then GSPQR

consists of a single Q-node whose skeleton is G itself.

Parallel Case: If the split pair {s, t} has at least three split components G1, . . . , Gk

the root of GSPQR is a P -node µ, whose skeleton consists of k parallel edges e =
e1, . . . , ek between s and t.

Series Case: Otherwise, the split pair {s, t} has exactly two split components, one of
them is e, and the other one is denoted with G′. If G′ has cutvertices c1, . . . , ck−1

(k ≥ 2) that partition G into its blocks G1, . . . , Gk, in this order from s to t, the
root of GSPQR is an S-node µ, whose skeleton is the cycle e0, e1, . . . , ek, where
e0 = e, c0 = s, ck = t, and ei = {ci−1, ci}(i = 1, . . . , k).

Rigid Case: If non of the above cases applies, let {s1, t1}, . . . , {sk, tk} be the maximal
split pairs of G with respect to {s, t} (k ≥ 1), and, for i = 1, . . . , k, let Gi be the
union of all the split components of {si, ti} but the one containing e. The root of
GSPQR is an R-node, whose skeleton is obtained from G by replacing each subgraph
Gi with the edge ei = {si, ti}.

Except for the trivial case, µ has children µ1, . . . , µk, such that µi is the root of the
SPQR-tree of Gi∪ei with respect to ei (i = 1, . . . , k). The endpoints of edge ei are called
the poles of node µi. The virtual edge of node µi is edge ei of skeleton of µ. Tree GSPQR

is completed by adding a Q-node, representing the reference edge e, and making it the
parent of µ so that it becomes the root.
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Chapter 4. Recognizing block structure

To each instance we can construct a graph that contains a triconnected subgraph for
each constraint and this graph can be used to determine an SPQR-tree. The aim is to
construct a graph that represents the bi- and triconnected structure of the instance with
a minimal number of edges. Let A ∈ Rm×n be the constraint matrix of the problem. We
create G = (V,E) as follows: For every variable xj, j = 1, . . . , n, we introduce a node vj,
and for every row Ai·, i = 1, . . . ,m, we add edges to E connecting variables with non-
zero coefficients in this row such that the induced subgraph is triconnected or trivially
triconnected. For t := |supp (Ai·)| and an arbitrarily ordered list Si := (supp (Ai·)) of
supp (Ai·) ⊆ {1, . . . , n}, the graph G = (V,E) is defined as follows:

V :=
⋃n
j=1{vj},

E :=





⋃m
i=1{{vSi

1
, vSi

2
} ∪ . . . ∪ {vSi

t−1
, vSi

t
} ∪ {vSi

t
, vSi

1
}}, if 2 ≤ t ≤ 3,⋃m

i=1{{vSi
1
, vSi

2
} ∪ . . . ∪ {vSi

t−1
, vSi

t
} ∪ {vSi

t
, vSi

1
} ∪

{vSi
1
, vSi

t/2+1
} ∪ . . . ∪ {vSi

t/2
, vSi

t
}}, if 4 ≤ t, t even,⋃m

i=1{{vSi
1
, vSi

2
} ∪ . . . ∪ {vSi

t−2
, vSi

t−1
} ∪ {vSi

t−1
, vSi

1
} ∪

{vSi
1
, vSi

dt/2e
} ∪ . . . ∪ {vSi

dt/2e−1
, vSi

t−1
} ∪

{vSi
1
, vSi

t
} ∪ {vSi

2
, vSi

t
} ∪ {vSi

dt/2e
, vSi

t
}}, if 5 ≤ t, t odd.

For 2 ≤ t ≤ 3, we add to G a circuit representing row Ai·. In case that 4 ≤ t and t
is an even number, we add a circuit and appropriate edges connecting nodes opposite
regarding the circuit to G. If 5 ≤ t and t is an odd number, we first apply the even case
for t−1 and connect the final node appropriately by three edges. Due to the construction
of G, its size is linear in the number of variables, number of constraints, and non-zeros of
the constraint matrix. The graph G has n nodes and at most r = 1.5z+3m edges, where
z is the number of non-zeros of A. If all rows of A have an even number of non-zeros,
we add z edges for the circuits and 0.5z edges for the edges connecting nodes opposite
regarding the circuit. For rows with an odd number of non-zeros, we add 3 additional
edges.

Consider a biconnected graph G = (V,E) computed from A. Once we have generated
an SPQR-tree from G, we have determined a set of edges. Each edge of the SPQR-tree
represents two linking variables as follows: The incident nodes of the edge specify two
skeletons. One skeleton is associated with a set of vertices Vi ⊆ V and the other skeleton
is associated with a set of vertices Vj ⊆ V . The linking variables are defined by Vi ∩ Vj.

Let us explain the SPQR-tree data structure by a two-item lot-sizing instance with
three time periods. We use the notation from Section 1.4. The variables are xit, s

i
t, and

yit for time periods t = 1, . . . , 3 and items i = 1, 2. They represent the production lot
size in period t for item i, the inventory at the end of period t for item i, and whether
there is production in period t of item i. Figure 4.3a shows the graph G representing the
constraint matrix A. For simplicity, we have removed multiple edges that are incident
to the same vertices. An SPQR-tree for G is depicted in Figure 4.3b. The rectangles
represent the corresponding S-nodes, P -nodes, and R-nodes. Withing each rectangle
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4.1. Data structures for graph decomposition

the associated skeleton is plotted and the dotted edges denote virtual edges. The set of
linking variables is defined by the edges of the SPQR-tree.
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Figure 4.3.: Figure 4.3a shows the biconnected graph representing a two-item lot-sizing
instance with 3 time periods. The related SPQR-tree is illustrated in Fig-
ure 4.3b.

Let G = (V,E) be a biconnected graph and GSPQR its related SPQR-tree. Obviously,
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Chapter 4. Recognizing block structure

the number of vertices of GSPQR is in O(|V |). As GSPQR is a tree, the number of edges
is the number of nodes minus one. Thus, the size of GSPQR is in O(|V |). A SPQR-tree
can be constructed by Depth-First-Search in O(|V |+ |E|), see Hopcroft and Tarjan [76].
Gutwenger and Mutzel [69] improved some parts in the algorithm of Hopcroft and Tarjan
and developed the first linear time implementation for constructing SPQR-trees. The
implementation of Gutwenger and Mutzel is publicly available as part of the Open Graph
Drawing Framework (OGDF) [36], which we use in the scope of this work.

Observations on supply network planning instances

We finish our investigation of tree data structures for decomposing graphs by an ap-
plication on SNP instances. For this purpose, we use the 49 largest components (see
Table A.2) with more than 500 discrete variables of the instances from Table A.1.

After many tests, we have observed the following structure for these instances: Mostly,
it exists one large at least triconnected component that contains the majority of discrete
variables. Furthermore, the existing separating sets cut off only small components. Fre-
quently, these small components represent pure linear subproblems or mixed-integer sub-
problems with a small number of discrete variables. Figure 4.4 depicted this structure.
Unfortunately, the large at least triconnected component is almost always as compli-

at least

triconnected

Figure 4.4.: Observed structure on SNP instances

cated to solve as the original problem. Therefore, we will investigate in the next section
a heuristic approach for finding a set of appropriate linking variables. This heuristic
approach can decompose an instance in an arbitrarily number of subproblems and the
variance in size of the subproblems can be controlled by a parameter.
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4.2. Multilevel k-way hypergraph partitioning

4.2. Multilevel k-way hypergraph partitioning

As we have seen in the previous section, SNP instances do rarely decompose into nearly
equal-sized parts, concerning the number of discrete variables, by applying tree data
structures for graph decomposition. Besides that, the solution of integer programs in
order to find a suitable block structure is often hard to solve itself (see Borndörfer,
Ferreira, Martin [33]) and that often renders the decomposition algorithm unprofitable.
Thus, we apply a heuristic approach called Multilevel k-way hypergraph partitioning in
this section and investigate the types of variables that form the set of linking variables
on SNP instances.

The main terms behind the multilevel k-way hypergraph partitioning approach are
defined as follows:

Definition 4.4 (Hypergraph: Berge [27]). A hypergraph G = (V,E) is defined as a set
of vertices V and a set of hyperedges E, where each hyperedge is a non-empty subset of
V .

Definition 4.5 (Hypergraph partitioning: Papa and Markov [99]). The process of find-
ing a partitioning of a hypergraph such that some cost function, such as net cut, is min-
imized is called hypergraph partitioning. When the solutions must additionally satisfy
balance constraints, the process is called balanced hypergraph partitioning. Hypergraph
partitioning that results in two partitions is called bisection.

The problem of determining an optimal partitioning of a hypergraph is known to be
NP-hard [62]. However, because of the importance of the problem in many areas,
including VLSI-design, data mining, and efficient storage of large databases on disks,
many heuristic algorithms have been developed.

Definition 4.6 (k-way hypergraph partitioning problem: Karypis and Kumar [84]).
Given a hypergraph G = (V,E) and an overall load imbalance tolerance b such that
b ≥ 1, the goal is to partition the set V into k disjoint subsets, V1, V2,. . . ,Vk such that
the number of vertices in each set Vi is bounded by |V |/(bk) ≤ |Vi| ≤ b|V |/k, and a
function defined over the hyperedges is optimized.

Multilevel k-way hypergraph partitioning techniques consist of three phases, namely,
coarsening phase, initial partitioning phase, and uncoarsening and refinement phase (see
Karypis and Kumar [84]). During the coarsening phase, the size of the hypergraph is
successively reduced. Subsequently, in the initial partitioning phase, a k-way partition-
ing of the smaller hypergraph is determined. Finally, during the uncoarsening phase,
the partitioning is successively refined as it is translated to finer (larger) hypergraphs.
Figure 4.5 shows the three phases. The software package hMETIS [83] contains a fast
implementation of a multilevel k-way hypergraph partitioning algorithm that we will
use in the following.
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G0

G1

G2

G3

G2

G1

G0

Initial partitioning phase

Uncoarsening
phase

Coarsening
phase

Figure 4.5.: The phases of the multilevel k-way hypergraph partitioning algorithm. We
illustrate a 2-way partitioning in this figure.

As input for the partitioning algorithm, we construct a hypergraph adapted to the
aim of determining a minimal amount of linking variables. Let the constraint matrix
A ∈ Rm×n of an instance be given. Similar as in Bergner et al. [28], the hypergraph is
defined as follows: We introduce a vertex vi for every row Ai·, i = 1, . . . ,m and create
a hyperedge ej for every column A·j, j = 1, . . . , n, such that ej connects all vertices vk
with k ∈ supp (A·j). The hypergraph has m vertices and n hyperedges and is thus linear
in the number of rows and columns of A.

Two parameters play an important role for controlling the algorithm. The parameter k
describes the number of desired subsets of vertices V1, . . . , Vk. It is possible to partition
a hypergraph into an arbitrary number of subsets by applying recursive bisection. If one
wants a 4-way partition, the algorithm first determines a 2-way partition and constructs
two smaller hypergraphs out of it. Afterwards, on every hypergraph, a second 2-way
partition is computed to obtain the 4-way partition. If the parameter k is not a power
of 2, the algorithm uses unbalanced bisections. For example, for a partitioning into 3
subsets, first a 2-way partition is performed, where one subset contains 2/3 of the vertices
and the other subset contains the remaining 1/3 of vertices. Thereafter, on the larger
hypergraph a 2-way partition is executed. The second parameter is b ∈ {1, 2, . . . , 49},
which specifies the maximal allowed imbalance between the subsets during recursive
bisection. Consider b = 5, then for a 2-way partition each subset is assigned between
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4.2. Multilevel k-way hypergraph partitioning

(50− b)/100 ·m and (50 + b)/100 ·m vertices, where m is the number of vertices. Note
that the imbalance b is allowed at every bisection step. That is, for a 4-way partition
every subset has between ((50− b)/100)2 ·m and ((50 + b)/100)2 ·m vertices.

Consider the instance pure003-comp-252 from Table A.2 with 619840 variables. Cal-
culating a 2-way partition, i.e., k = 2, with imbalance b = 5 results in 1838 linking
variables, where 646 are continuous, 1183 are integer, and 9 are binary variables (see
Figure 4.6a). However, computing a partitioning for k = 16, and b = 5 increases the
number of linking variables to 69118 (see Figure 4.6b). 60946 of the variables are contin-
uous, 5960 are integer, and 2212 are binaries. We see that the parameter k has a major
influence on the set of linking variables.

(a) k = 2 (b) k = 16

Figure 4.6.: Influence of parameter k on partitioning instance pure003-comp-252.

Let us now take a look at parameter b. We compare a partitioning of instance pure003-
comp-252 for k = 8 and b = 5 with k = 8 and b = 20. For b = 5 we receive 39749
linking variables, where 32023 are continuous, 5784 are integer, and 268 are binary (see
Figure 4.7a). By accepting more imbalanced block sizes, the number of linking variables
decreases to only 34620. Here 24791 variables are continuous, 6024 are integer, and 3805
are binary. This example demonstrates that k has a much greater impact on the set of
linking variables as b.

Of course, the performance of the partitioning algorithm depends substantially on the
sparsity pattern of the constraint matrix A. Production planning and SNP instances
commonly are very sparse and are therefore well suited for applying a multilevel k-way
hypergraph partitioning algorithm. We will now perform two tests on the instances of
Table A.2. In the first test, we compare the running times between k = 2 and k = 16. In
both cases, we use an imbalance of b = 5. Figure 4.8 shows that after about 220 seconds,
all 2-way partitions of the 49 instances are computed. For k = 16 the partitioning of all
instances takes about 500 seconds. So we see that the partitioning itself takes some time.
However, note that about 10 percent of the instances from Table A.2 can be considered
large-scale instances, since they have more than 105 constraints, 3 · 105 variables, and
106 non-zeros.
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(a) b = 5 (b) b = 20

Figure 4.7.: Influence of parameter b on partitioning instance pure003-comp-252.

Figure 4.8.: Time performance of hMETIS for partitioning the instances of Table A.2

A second test investigates the portion of linking variables determined by hMETIS.
Figure 4.9 shows the percentage of linking variables (circles) and the percentage of
continuous linking variables (crosses) for every instance and k ∈ {2, 4, 8, 16}. From
Figure 4.9, we can extract two properties. First, the number of linking variables increases
if k increases. Second, the continuous linking variables make up a large proportion of the
complete set of linking variables. This is not surprising, since the inventory variables
usually link consecutive time periods (compare the lot-sizing models of Section 1.4).
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4.2. Multilevel k-way hypergraph partitioning

Therefore, we cannot assume that SNP instances do always decompose favorably by

(a) k = 2 (b) k = 4

(c) k = 8 (d) k = 16

Figure 4.9.: Determined percent of linking variables on the instances of Table A.2

applying branch-and-bound on integer variables. On the other hand, branching on
continuous variables, often referred to as spatial branching [23], can support presolving
algorithms with tighter bounds, but it does not improve the linear programing relaxation.

We have seen that tree data structures do rarely decompose SNP instances consis-
tently. Furthermore, a multilevel k-way hypergraph partitioning algorithm is well suited
for decomposing our instances. However, such a decomposition results almost always
in mixed-integer subproblems. We develop in the following chapter a variable decom-
position approach related to Benders decomposition that can deal with this kind of
situation.
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Chapter 5.

Exploiting block structure

In Chapter 4, we have investigated different methods for determining a bordered block
diagonal form of the constraint matrix with linking variables and no linking constraints.
As we have seen, such a structure can be found by applying data structures for graph de-
composition, or by using a multilevel k-way hypergraph partitioning algorithm. Further-
more, we have observed for supply network planning and production planning instances
that the linking variables are frequently of continuous type and connect subproblems,
where each subproblem contains discrete variables.

We are now going to exploit the observations of Chapter 4 for developing variable
decomposition algorithms. First, we describe the classical Benders approach in detail,
since we will build on the used notation. Then, we sketch a theoretical interesting but
practical intractable variable decomposition framework. Based on this theoretical frame-
work, we create two decomposition algorithms. The first algorithm, working with an
extensive enumeration principle, is known from literature and we will use this algorithm
mainly for the purpose of comparison. The second algorithm is our own contribution.

5.1. Benders reformulation

The idea of Benders decomposition is to solve the original problem by solving as an alter-
native two subproblems alternately. The master problem is a relaxation of the original
problem, while the separation subproblem provides inequalities that adjust the master
problem until an optimal solution is found or the problem is proven to be infeasible.

It exist several ways to describe the partitioning approach of Benders. See for example
the original paper of Benders [26], the descriptions of Fügenschuh and Martin [57], or
Conforti et al. [39]. However, the essential elements in all presentations are equivalent.
We use a representation of Benders decomposition like it is given in Vanderbeck and
Wolsey [119].

We first define the notion of projection, since it plays a distinguished role for describing
the following algorithms.

Definition 5.1 (Projection). Given a set Q ⊆ R
n1×Rn2 with n1, n2 ∈ N. The projection
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of Q on the first n1 variables, y = (y1, . . . , yn1)
> is defined by

proj (y)(Q) := {y ∈ Rn1 : it exists s ∈ Rn2 with (y, s) ∈ Q}.

Consider a mixed-integer program

ξ = min{b>y + c>s : (y, s) ∈ Q}, (5.1.1)

where
Q := {(y, s) ∈ Rn1

+ × Rn2
+ : By + Cs ≥ q},

vectors b ∈ R
n1 , c ∈ R

n2 , q ∈ R
m, matrices B ∈ R

m×n1 , C ∈ R
m×n2 , and variables

y ∈ Zn1
+ , s ∈ Rn2

+ . The separation subproblem is

φ(ȳ) = min{c>s : Cs ≥ q −Bȳ, s ∈ Rn2
+ }. (5.1.2)

By rewriting problem (5.1.1) only in the space of the y variables, we obtain the master
problem

ξ = min{b>y + φ(y) : y ∈ proj (y)(Q) ∩ Zn1
+ }. (5.1.3)

Using (5.1.2), problem (5.1.3) can be represented by

ξ = min{b>y + σ : y ∈ proj (y)(Q) ∩ Zn1
+ , σ ≥ φ(y), σ ∈ R}.

Based on linear programming duality, we can rewrite the separation subproblem (5.1.2)
equivalently by

φ(ȳ) = max{u>(q −Bȳ) : u ∈ U} (5.1.4)

with U := {u ∈ Rm+ : C>u ≤ c}. Finally, we obtain the Benders reformulation

ξ = min b>y + σ
v>i (q −By) ≤ σ, for i = 1, . . . , I,
r>j (q −By) ≤ 0, for j = 1, . . . , J,
y ∈ Zn1

+ , σ ∈ R,
(5.1.5)

where {vi}Ii=1 are the extreme points and {rj}Jj=1 are the extreme rays of U , respectively.
Reformulation (5.1.5) typically has an exponential number of constraints. Thus, in

practice the problem is usually solved by branch-and-cut. Starting with a possibly empty
set of constraints of (5.1.5), we solve at each node of the branch-and-bound tree a lin-
ear programming relaxation. There are two possibilities. If the linear programming
relaxation at a node is infeasible, the node can be pruned. Otherwise, we have deter-
mined a solution (y∗, σ∗) and a violated constraint can be found by solving the dual
subproblem (5.1.4). We distinguish three cases:

i) If (5.1.2) is infeasible, then we obtain an extreme ray rj with r>j (q−By∗) > 0 from
(5.1.4). The violated constraint r>j (q − By) ≤ 0, called feasibility cut, is added to
the master problem, and one iterates.
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ii) If (5.1.2) is feasible with φ(y∗) > σ∗, then we obtain an extreme point vi with
v>i (q − By∗) > σ∗ from (5.1.4). The violated constraint σ ≥ v>j (q − By), called
optimality cut, is added to the master problem, and one iterates.

iii) If (5.1.2) is feasible with φ(y∗) = σ∗, then (y∗, σ∗) is a solution of the linear
programming relaxation of reformulation (5.1.5) and the node is solved.

Example 20. Consider the mixed-integer program

min −5y1 − 7y2 − 3s1 − s2 − s3

s.t. −2y1 − 2y2 − s1 + s2 − 3s3 ≥ −10,
−y1 − 2y2 − s1 − 3s2 + s3 ≥ −11,

y ∈ Z2
+, y1 ≤ 7, y2 ≤ 7, s ∈ R3

+.

The polyhedron

U = {u ∈ R2
+ : −u1 − u2 ≤ −3, u1 − 3u2 ≤ −1,−3u1 + u2 ≤ −1}

has the extreme rays r1 = (1, 3)>, r2 = (3, 1)> and the extreme points v1 = (2, 1)>,
v2 = (1, 2)>. The resulting reformulation (5.1.5) is given by

min σ − 5y1 − 7y2

s.t. − 7y1 − 8y2 ≥ −41,
− 5y1 − 8y2 ≥ −43,

σ − 5y1 − 6y2 ≥ −31,
σ − 4y1 − 6y2 ≥ −32,
y ∈ Z2

+, y1 ≤ 7, y2 ≤ 7, σ ∈ R.
Let us now assume that the extreme rays and the extreme points are not known in
advance and generated during the branch-and-cut procedure iteratively. We start at
node 0 with bounds 0 ≤ y ≤ 7, and a lower bound of −10 on the optimal value of φ(y).

Node 0, Iteration 1: At the beginning, we solve the master problem

ξ = min σ − 5y1 − 7y2

s.t. σ ≥ −10,
σ ∈ R, 0 ≤ y ≤ 7, y ∈ R2

+,

where ξ = −94, y = (7, 7)>, and σ = −10. Then we fix y and solve the separation
subproblem

min −3s1 − s2 − s3

s.t. −s1 + s2 − 3s3 ≥ 18,
−s1 − 3s2 + 1s3 ≥ 10,

s ∈ R3
+.

From the dual of the separation subproblem, we obtain the ray r1 = (1, 3)> and
the corresponding feasibility cut −5y1−8y2 ≥ −43 is added to the master problem.
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0
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infeasible

y = (0, 5.125)T

ξ = −36.125

y2 ≤ 5 y2 ≥ 6

y = (0.143, 5)T

ξ = −36

y1 ≥ 1

ξ = −35.25
y = (0, 5)T

ξ = −36

y1 ≤ 0

Figure 5.1.: Branch-and-cut tree for Benders approach

Node 0, Iteration 2: The solution of the master problem is ξ = −52, y = (7, 1)>, and
σ = −10. The separation subproblem is infeasible. We extract the ray r2 = (3, 1)>

and the feasibility cut −7y1 − 8y2 ≥ −41 is added to the master problem.

Node 0, Iteration 3: The solution of the master problem is ξ = −45.875, y = (0, 5.125)>,
and σ = −10. The separation subproblem is feasible with v1 = (2, 1). The
optimality cut σ − 5y1 − 6y2 ≥ −31 is added to the master problem.

Node 0, Iteration 4: The solution of the master problem is ξ = −36.125, y = (0, 5.125)>,
and σ = −0.25. The separation subproblem is feasible with φ(y) = σ and thus
node 0 is solved. Then, we create node 1 by branching on y2 ≤ 5 and node 2 by
branching on y2 ≥ 6, see Figure 5.1.

Node 1, Iteration 1: The solution of the master problem is ξ = −36, y = (0.143, 5)>, and
σ = −0.286. The separation subproblem is feasible with φ(y) = σ and therefore
node 1 is solved. Then, we create node 3 by branching on y1 ≤ 0 and node 4 by
branching on y1 ≥ 1, see Figure 5.1.

Node 2, Iteration 1: The master problem is infeasible and thus the node is pruned by
infeasibility.

Node 3, Iteration 1: The solution of the master problem is ξ = −36, y = (0, 5)>, and
σ = −1. The separation subproblem is feasible with φ(y) = σ and so node 3 is
solved.

Node 4, Iteration 1: The solution of the master problem is ξ = −35.25, y = (1, 4.25)>,
and σ = −0.5. The node is pruned by bound.

All nodes have been pruned and thus the branch-and-cut tree is complete. The optimal
solution is y = (0, 5)>, s = (0.25, 0.25, 0)> with value ξ = −36. The branch-and-cut tree
is illustrated in Figure 5.1.

4
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5.2. Reformulations based on the union of polyhedra

In Section 4.2, we have seen for SNP instances that continuous linking variables mostly
connect two subproblems each containing discrete variables and our intention is to en-
hance the approach of Section 5.1 for this case. To facilitate this, we introduce appro-
priate reformulations based on the union of polyhedra in the following.

Consider the mixed-integer program

ξ := min{a>x+ b>y + c>s+ d>w + e>z : (x, y, s, w, z) ∈ Q}, (5.2.1)

where
Q := { (x, y, s, w, z) ∈ Rn1

+ × Zn2
+ × Rn3

+ × Rn4
+ × Zn5

+ :
Ax+By + Cs ≥ q,
Ds+ Ew + Fz ≥ r },

(5.2.2)

and all vectors as well as matrices have an appropriate dimension. In addition, we
assume a ≥ 0, b ≥ 0, c ≥ 0, d ≥ 0, and e ≥ 0. Thus, problem (5.2.1) is bounded by
definition.

By splitting (5.2.1) at the linking variables s and introducing a new variable f ∈ R+,
representing the objective function value, we obtain one subproblem

min{f : (x, y, s, f) ∈ Q1} (5.2.3)

with feasible set

Q1 := { (x, y, s, f) ∈ Rn1
+ × Zn2

+ × Rn3
+ × R+ :

a>x+ b>y + c>s− f = 0,
Ax+By + Cs ≥ q }.

(5.2.4)

As for (5.2.3), we consider the other subproblem in a higher dimension and add the
variable σ ∈ R+ to obtain

min{σ : (s, w, z, σ) ∈ Q2} (5.2.5)

with feasible set

Q2 := { (s, w, z, σ) ∈ Rn3
+ × Rn4

+ × Zn5
+ × R+ :

d>w + e>z − σ = 0,
Ds+ Ew + Fz ≥ r }.

(5.2.6)

Let Y and Z be the sets of all assignments of the y and z variables, respectively.
Further, we assume that both sets Y and Z are finite. Consider modifications of the
sets Q1 and Q2, where one explicit assignment ȳ ∈ Y or z̄ ∈ Z is fixed:

Qȳ
1 := { (x, s, f) ∈ Rn1

+ × Rn3
+ × R+ :

a>x+ c>s− f = −b>ȳ,
Ax+ Cs ≥ q −Bȳ },

(5.2.7)
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Qz̄
2 := { (s, w, σ) ∈ Rn3

+ × Rn4
+ × R+ :

d>w − σ = −e>z̄,
Ds+ Ew ≥ r − F z̄ }.

(5.2.8)

The approach is to rewrite (5.2.1) taking into account that (5.2.3) and (5.2.5) are
mixed-integer problems. We obtain the reformulations

ξ := min{f + σ : (x, y, s, f) ∈ Q1, (s, σ) ∈ Q̌2} (5.2.9)

with feasible set

Q̌2 := {(s, σ) ∈ Rn3
+ × R+ : (s, σ) ∈ ∪z̄∈Zproj (s,σ)(Q

z̄
2)} (5.2.10)

or, alternatively,

ξ := min{f + σ : (s, w, z, σ) ∈ Q2, (s, f) ∈ Q̌1} (5.2.11)

with feasible set

Q̌1 := {(s, f) ∈ Rn3
+ × R+ : (s, f) ∈ ∪ȳ∈Y proj (s,f)(Q

ȳ
1)}. (5.2.12)

The sets Q̌1 and Q̌2 are unions of polyhedra and therefore in general non-convex. For-
tunately, we do not need complete formulations of Q̌1 or Q̌2. While considering min-
imization problems, it is sufficient to work alternatively with so-called lower envelope
functions, which we will introduce in Section 5.3. Furthermore, especially if the dimen-
sion of linking variables is small, we may hope to need only a few polyhedra from Q̌2

or Q̌1 to find an optimal solution. As we will see later, this is indeed often the case for
real-world problems.

5.3. Lower envelope functions

For different assignments ȳ ∈ Y in (5.2.3), the same values for s can be feasible. While
considering minimization problems, we are interested in a function that represents the
smallest objective value f in dependence of the linking variables s.

Definition 5.2. Consider the set Q̌1 as defined in (5.2.12). The function
L1 : Rn3

+ → R+ ∪ {∞} with

L1(s) :=

{
min f, if (s, f) ∈ Q̌1,
∞, else,

is called the lower envelope function depending on s for problem (5.2.3).

We also make use of an equivalent definition for problem (5.2.5).
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5.3. Lower envelope functions

Definition 5.3. Consider the set Q̌2 as defined in (5.2.10). The function
L2 : Rn3

+ → R+ ∪ {∞} with

L2(s) :=

{
minσ, if (s, σ) ∈ Q̌2,
∞, else,

is called the lower envelope function depending on s for problem (5.2.5).

In addition, we define the (global) lower envelope function of problem (5.2.1).

Definition 5.4. The function L : Rn3
+ → R+ ∪ {∞} with

L(s) := L1(s) + L2(s)

is called the lower envelope function depending on s for problem (5.2.1).

From the definition of problem (5.2.1) and Definition 5.4 follows that 0 ≤ L1(s) ≤ L(s)
and 0 ≤ L2(s) ≤ L(s). Another consequence of Definition 5.4 is that for each optimal
solution (x̄, ȳ, s̄, w̄, z̄) ∈ Q of problem (5.2.1) holds ξ = L(s̄).

The functions L1 and L2 are piecewise-linear and discontinuous. The discontinuities
are caused by the discrete variables y or z, respectively. Consequently, function L is a
piecewise-linear discontinuous functions as well and represents the optimal value function
of problem (5.2.1) in dependence of the linking variables s.

All assignments ȳ ∈ Y , which determine L1 are classified by the following definition.

Definition 5.5. Consider an assignment ȳ ∈ Y and the function Lȳ1 : Rn3
+ → R+ ∪ {∞}

with

Lȳ1(s) :=

{
min f, for (s, f) ∈ proj (s,f)(Q

ȳ
1),

∞, else.

We say ȳ ∈ Y contributes to L1 if there exists some s̄ ∈ Rn3
+ such that Lȳ1(s̄) < ∞ and

Lȳ1(s̄) = L1(s̄). For a contributing ȳ, we call ϕȳ1 := {(s̄, L1(s̄)) : Lȳ1(s̄) = L1(s̄)} fragment
of L1.

We give an equivalent definition for L2 and L.

Definition 5.6. Consider an assignment z̄ ∈ Z and the function Lz̄2 : Rn3
+ → R+ ∪ {∞}

with

Lz̄2(s) :=

{
minσ, for (s, σ) ∈ proj (s,σ)(Q

z̄
2),

∞, else.

We say z̄ ∈ Z contributes to L2 if there exists some s̄ ∈ Rn3
+ such that Lz̄2(s̄) < ∞ and

Lz̄2(s̄) = L2(s̄). For a contributing z̄, we call ϕz̄2 := {(s̄, L2(s̄)) : Lz̄2(s̄) = L2(s̄)} fragment
of L2.
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Definition 5.7. Consider an assignment (ȳ, z̄) ∈ Y ×Z and the function L(ȳ,z̄) : Rn3
+ →

R+ ∪ {∞} with

L(ȳ,z̄)(s) := Lȳ1(s) + Lz̄2(s).

We say (ȳ, z̄) ∈ Y ×Z contributes to L if there exists some s̄ ∈ Rn3
+ such that L(ȳ,z̄)(s̄) <

∞ and L(ȳ,z̄)(s̄) = L(s̄). For a contributing (ȳ, z̄), we call ϕ(ȳ,z̄) := {(s̄, L(s̄)) : L(ȳ,z̄)(s̄) =
L(s̄)} fragment of L.

The following lemma describes the relationship between L1, L2, and L.

Lemma 5.1. Consider a problem as defined in (5.2.1).

i) If (ȳ, z̄) ∈ Y × Z contributes to L, then ȳ ∈ Y contributes to L1.

ii) If (ȳ, z̄) ∈ Y × Z contributes to L, then z̄ ∈ Z contributes to L2.

Proof. We give the proof for case i). Case ii) can be shown similarly. Suppose there
exists an s̄ ∈ Rn3

+ and ȳ ∈ Y , z̄ ∈ Z such that ȳ does not contribute to L1, but (ȳ, z̄)
contributes to L. By assumption Lȳ1(s̄) > L1(s̄) holds, otherwise ȳ contributes to L1.
Consequently, we obtain a contradiction by

L(ȳ,z̄)(s̄) =︸︷︷︸
Def. 5.7

Lȳ1(s̄) + Lz̄2(s̄) ≥︸︷︷︸
Def. 5.3

Lȳ1(s̄) + L2(s̄) > L1(s̄) + L2(s̄) =︸︷︷︸
Def. 5.4

L(s̄).

The functions L1 and L2 can be used to state further reformulations for problem (5.2.1).
By replacing Q̌2 with L2 in problem (5.2.9), we obtain the reformulation

ξ := min{f + σ : (x, y, s, f) ∈ Q1, L2(s)− σ = 0}. (5.3.1)

Similarly, we proceed with problem (5.2.11) and achieve the reformulation

ξ := min{f + σ : (s, w, z, σ) ∈ Q2, L1(s)− f = 0}. (5.3.2)

In Section 5.5, we will describe an advanced enumeration algorithm that aims at itera-
tively constructing L1 and L2 only as long as necessary to prove optimality.

Example 21. We illustrate the preceding definitions by an example. Consider the
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following two-item C-LS problem (see Section 1.4) with three time periods:

min 3x1
1 + 3x1

2 + 6x1
3 + 5x2

1 + 3x2
2 + 5x2

3

+16y1
1 + 20y1

2 + 10y1
3 + 15y2

1 + 10y2
2 + 12y2

3

+s1
1 + s1

2 + s1
3 + s2

1 + 2s2
2 + s2

3

s.t. −s1
1 + x1

1 = 5,
−s1

2 + x1
2 + s1

1 = 2,
−s1

3 + x1
3 + s1

2 = 5,
−s2

1 + x2
1 = 4,

−s2
2 + x2

2 + s2
1 = 5,

−s2
3 + x2

3 + s2
2 = 7,

−10y1
1 + x1

1 ≤ 0,
−7y1

2 + x1
2 ≤ 0,

−7y1
3 + x1

3 ≤ 0,
−12y2

1 + y2
1 ≤ 0,

−12y2
2 + x2

2 ≤ 0,
−15y2

3 + x2
3 ≤ 0,

y2
1 + x2

1 + y1
1 + x1

1 ≤ 17,
y2

2 + x2
2 + y1

2 + x1
2 ≤ 18,

y2
3 + x2

3 + y1
3 + x1

3 ≤ 12,
0 ≤ x1

1, x
1
2, x

1
3, x

2
1, x

2
2, x

2
3,

y1
1, y

1
2, y

1
3, y

2
1, y

2
2, y

2
3 ∈ {0, 1},

0 ≤ s1
1, s

1
2, s

1
3, s

2
1, s

2
2, s

2
3.

We split the problem at the linking variables s1
2 and s2

2 into the subproblems

min f
s.t. 3x1

1 + 3x1
2 + 5x2

1 + 3x2
2

+16y1
1 + 20y1

2 + 15y2
1 + 10y2

2

+s1
1 + s1

2 + s2
1 + 2s2

2 − f = 0,
x1

1 − s1
1 = 5,

x1
2 + s1

1 − s1
2 = 2,

x2
1 − s2

1 = 4,
x2

1 + s2
1 − s2

2 = 5,
−10y1

1 + x1
1 ≤ 0,

−7y1
2 + x1

2 ≤ 0,
−12y2

1 + x2
1 ≤ 0,

−12y2
2 + x2

2 ≤ 0,
y2

1 + x2
1 + y1

1 + x1
1 ≤ 17,

y2
2 + x2

2 + y1
2 + x1

2 ≤ 18,
0 ≤ x1

1, x
1
2, x

2
1, x

2
2,

y1
1, y

1
2, y

2
1, y

2
2 ∈ {0, 1},

0 ≤ s1
1, s

1
2, s

2
1, s

2
2,

0 ≤ f,
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and

min σ
s.t. 6x1

3 + 5x2
3 + 10y1

3 + 12y2
3 + s1

3 + s2
3 − σ = 0,

x1
3 + s1

2 − s1
3 = 5,

x2
3 + s2

2 − s2
3 = 7,

−7y1
3 + x1

3 ≤ 0,
−15y2

3 + x2
3 ≤ 0,

y2
3 + x2

3 + y1
3 + x1

3 ≤ 12,
0 ≤ x2

3, x
1
3,

y1
3, y

2
3 ∈ {0, 1},
0 ≤ s1

3, s
2
3,

0 ≤ σ.

To obtain the same notation as for problem (5.2.1), we use x = (x1
1, x

1
2, x

2
1, x

2
2, s

1
1, s

2
1)>,

y = (y1
1, y

1
2, y

2
1, y

2
2)>, s = (s1

2, s
2
2)>, w = (x1

3, x
2
3, s

1
3, s

2
3)>, and z = (y1

3, y
2
3)>. For satisfying

the demand in the first time period, the variables y1
1 and y2

1 always need to be 1. The
assignment y = (1, 0, 1, 0)> leads to an infeasible solution, so we have to consider for
the y variables only (1, 0, 1, 1)>, (1, 1, 1, 0)>, and (1, 1, 1, 1)>. The union of the poly-

hedra proj (s12,s
2
2,f)(Q

(1,0,1,1)>

1 ), proj (s12,s
2
2,f)(Q

(1,1,1,0)>

1 ), proj (s12,s
2
2,f)(Q

(1,1,1,1)>

1 ), and L1 are

illustrated in Figure 5.2. Similarly, Figure 5.3 shows the union of proj (s12,s
2
2,σ)(Q

(1,1)>

2 ),

proj (s12,s
2
2,σ)(Q

(1,0)>

2 ), proj (s12,s
2
2,σ)(Q

(0,1)>

2 ), proj (s12,s
2
2,σ)(Q

(0,0)>

2 ), and L2. Figure 5.4 de-

picted L. Note that y = (1, 1, 1, 0)> does not contribute to L1, so we can conclude by
Lemma 5.1 that it does not participate in defining L and an optimal solution.

(a) Union of polyhedra (b) L1

Figure 5.2.: Union of the polyhedra proj (s12,s
2
2,f)(Q

(1,0,1,1)>

1 ), proj (s12,s
2
2,f)(Q

(1,1,1,0)>

1 ),

proj (s12,s
2
2,f)(Q

(1,1,1,1)>

1 ), and the related lower envelope function L1
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(a) Union of polyhedra (b) L2

Figure 5.3.: Union of the polyhedra proj (s12,s
2
2,σ)(Q

(1,1)>

2 ), proj (s12,s
2
2,σ)(Q

(1,0)>

2 ),

proj (s12,s
2
2,σ)(Q

(0,1)>

2 ), proj (s12,s
2
2,σ)(Q

(0,0)>

2 ), and the related lower enve-
lope function L2

Figure 5.4.: Function L with optimal solution at s1
2 = 3, s2

2 = 7 (red circle)

4
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5.4. Intractable variable decomposition framework

In this section, we discuss a variable decomposition framework based on reformula-
tion (5.2.9) of Section 5.2. It aims at iteratively constructing fragments of the lower
envelope functions L1 and L2, which are defined in Section 5.3.

Consider problem (5.2.1) and reformulation (5.2.9). For Q̃1 ⊆ R
n3+1
+ and Q̃2 ⊆ R

n3+1
+ ,

we use as master problem

inf
{
f + σ : (x, y, s, f) ∈ Q1, (s, f) /∈ Q̃1 ∨

(
(s, f) ∈ Q̃1 ∧ (s, σ) ∈ Q̃2

)
, σ ≥ 0

}
, (5.4.1)

where Q1 is defined as in (5.2.4). In addition, we apply the subproblem

φ(ȳ) := min{f + σ : (s, w, z, σ) ∈ Q2, (s, f) ∈ proj (s,f)(Q
ȳ
1)}, (5.4.2)

where Q2 is defined as in (5.2.6) and Qȳ
1 is defined as in (5.2.7). In contrast to Section 5.1,

the values of the linking variables s are not fixed in (5.4.2). Instead the projection of
the polyhedron Qȳ

1 onto (s, f) allows to select the values of the linking variables s in
dependence of their causing objective value f . This subproblem is either infeasible, and
then the assignment ȳ cannot be part of any feasible solution, or it computes an optimal
assignment z̄ corresponding to ȳ. Starting with empty sets Q̃1 and Q̃2, both sets are
iteratively extended to represent Q̌1 and Q̌2 (see Section 5.2), respectively.

Note that the postulation of (s, f) /∈ Q̃1 in (5.4.1) involves optimization over open
sets. Optimization of mixed-integer problems over open sets has the property that the
minimum is not necessarily attained. By assuming that the master problem (5.4.1)
attains the infimum, our variable decomposition algorithm works as follows:

1. Generate (5.4.1) and (5.4.2) from (5.2.1) by using a set of linking variables s and
initialize Q̃1 = Q̃2 = ∅.

2. Solve (5.4.1). Terminate if problem is infeasible. Otherwise, extract ȳ.

3. Solve (5.4.2). Terminate if an optimal solution is attained. Otherwise,

a) extend Q̃1 by proj (s,f)(Q
ȳ
1).

b) If (5.4.2) is feasible for ȳ, get z̄ and extend Q̃2 by proj (s,σ)(Q
z̄
2).

c) Go to 2.

In step 3a) fragment ϕȳ1 of L1 is constructed. Similarly, step 3b) determines fragment
ϕz̄2 of L2.

This variable decomposition framework has two major drawbacks. First, the calcula-
tion of both projections proj (s,f)(Q

ȳ
1) and proj (s,σ)(Q

z̄
2) is intractable. One reason is that

the number of constraints for each projection may become very large. Moreover, there
is currently no algorithm available that computes projections reliably if the dimensions
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of Qȳ
1 and Qz̄

2 are high, which is mostly the case for real-world problems. Second, it is
not possible to enforce (s, f) /∈ Q̃1 in mixed-integer programs. Consider a constraint

a>x 6≤ b,

which is equivalent to
a>x > b.

To get around this problem, one possible way is to use some ε > 0 with

a>x ≥ b+ ε.

However, this has the disadvantage of deciding which ε to choose. If ε is too small, then
by numerical reasons we accede substantially a>x ≥ b. On the other side, if ε is too big,
it is likely that feasible and therewith optimal solutions are overlooked. Therefore, it
is necessary to adapt this variable decomposition framework in such a way that we can
relieve both problems.

5.5. Algorithms for mixed-binary programs

Due to the difficulties encountered for a practical realization of the variable decom-
position framework as described in Section 5.4, we restrict ourselves to mixed-binary
programs in the remaining part of this chapter. Consider the problem

ξ := min{a>x+ b>y + c>s+ d>w + e>z : (x, y, s, w, z) ∈ Q}, (5.5.1)

where
Q := { (x, y, s, w, z) ∈ Rn1

+ × {0, 1}n2 × Rn3
+ × Rn4

+ × {0, 1}n5 :
Ax+By + Cs ≥ q,
Ds+ Ew + Fz ≥ r },

s are the linking variables, and all vectors as well as matrices are defined as in prob-
lem (5.2.1).

First, we describe in the following an algorithm based on an extensive enumeration
principle and subsequently discuss a possible realization of the approach in Section 5.4.

Extensive enumeration approach

For this approach, we employ a special type of inequalities often referred to as no-good
cuts [44, 74]. Variable decomposition algorithms using no-good cuts are suggested by
Hooker and Ottosson [74] as well as Wolsey and Vanderbeck [80]. We will use such an
algorithm in the following mainly for the purpose of comparison.

A no-good cut has the characteristic that it cuts off a specific solution of a problem.
In general it can be specified as

‖y − ȳ‖ ≥ ε, (5.5.2)
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where ε > 0 is chosen such that no feasible solution of the corresponding problem lies
inside the ball with center ȳ and radius ε. Inequality (5.5.2) can be reformulated as a
linear constraint. For y ∈ {0, 1}n, ‖ · ‖1, J := {1, . . . , n}, inequality (5.5.2) becomes

∑

j∈J :ȳj=0

yj +
∑

j∈J :ȳj=1

(1− yj) ≥ 1. (5.5.3)

Under the restriction of finite bounds for y, one can generalize this idea to non-binary
discrete variables by

∑

j∈J :ȳj=`j

(yj − `j) +
∑

j∈J :ȳj=uj

(uj − yj) +
∑

j∈J :`j<ȳj<uj

(y+
j + y−j ) ≥ ε,

where for all J̃ := {j ∈ J : `j < ȳj < uj} we need the additional constraints

yj = ȳj + y+
j − y−j ,

y+
j ≤ tj(uj − `j),
y−j ≤ (1− tj)(uj − `j),

with variables y+
j ≥ 0, y−j ≥ 0, and tj ∈ {0, 1}. This approach incorporates 3|J̃ |

additional constraints, 2|J̃ | additional continuous variables, and |J̃ | additional binary
variables. Therefore, we will apply no-good cuts only for mixed-binary programs in the
following. In addition, we need the inequality

σ ≥ φ(ȳ)− (φ(ȳ)−M)

( ∑

j∈J :ȳj=0

yj +
∑

j∈J :ȳj=1

(1− yj)
)

(5.5.4)

for adapting the objective value, where φ(ȳ) is the value of the separation subproblem
(see (5.5.6)). The constant M ≥ 0 is a lower bound on φ. Analogously to Section 5.1,
the inequalities (5.5.3) are called feasibility cuts and the inequalities (5.5.4) optimality
cuts.

By using no-good cuts (5.5.3), (5.5.4), and s as linking variables, we can build a
decomposition approach for problem (5.5.1). The initial master problem is

min{b>y + σ : (x, y, s) ∈ Q̄1, σ ≥ 0}, (5.5.5)

where
Q̄1 := {(x, y, s) ∈ Rn1

+ × {0, 1}n2 × Rn3
+ : Ax+By + Cs ≥ q}.

The separation subproblem can be written as

φ(ȳ) := min{a>x+ c>s+ d>w + e>z : (x, s) ∈ Q̄ȳ
1, (s, w, z) ∈ Q̄2}, (5.5.6)

where
Q̄ȳ

1 := {(x, s) ∈ Rn1
+ × Rn3

+ : Ax+ Cs ≥ q −Bȳ},
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and

Q̄2 := {(s, w, z) ∈ Rn3
+ × Rn4

+ × {0, 1}n5 : Ds+ Ew + Fz ≥ r}.
Note that problem (5.5.5) only considers y and σ in the objective function. All other

variables only need to have feasible values. The problem (5.5.6) contains all variables
except y and therefore it is able to select assignments of the s variables by itself. A
detailed description of this variable decomposition approach is given in Algorithm 5.5.1.

Algorithm 5.5.1 Extensive enumeration approach

Input: problem (5.5.1) with linking variables s
Output: solution of problem (5.5.1) or an indication of infeasibility

set α = 0 and β =∞
while |β − α| 6= 0 do

solve (5.5.5)
if (5.5.5) is infeasible then

return problem (5.5.1) is infeasible
else

obtain ȳ, σ̄, and lower bound α = b>ȳ + σ̄ from solution of (5.5.5)
solve (5.5.6) with ȳ fixed
if (5.5.6) is feasible then

determine objective value γ̄ = a>x̄+ b>ȳ + c>s̄+ d>w̄ + e>z̄
if β > γ̄ then

(x∗, y∗, s∗, w∗, z∗) = (x̄, ȳ, s̄, w̄, z̄), β = γ̄
end if
add cut (5.5.4) to Q̄1

else
add cut (5.5.3) to Q̄1

end if
end if

end while
return (x∗, y∗, s∗, w∗, z∗)

For the sake of completeness, we provide a proof for the correctness of Algorithm 5.5.1.

Theorem 5.1. Algorithm 5.5.1 terminates after a finite number of iterations with an
optimal solution of problem (5.5.1) or an indication of infeasibility.

Proof. Problem (5.5.1) is bounded by definition and therefore (5.5.5) and (5.5.6) by
construction are bounded, too.

If (5.5.1) is infeasible in each iteration an inequality (5.5.3) is generated which excludes
an assignment of the y variables and this process is finite as |Y | ≤ 2n2 .
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The algorithm enumerates over assignments of the y variables. Thus, the algorithm
terminates in any case after at most 2n2 iterations.

Next, we assume it exists a feasible solution. Let a solution (x̄, ȳ, s̄, w̄, z̄) ∈ Q of
problem (5.5.1) with γ̄ = a>x̄+ b>ȳ+ c>s̄+ d>w̄+ e>z̄ be given. For this solution, both
problems (5.5.5) and (5.5.6) are feasible by definition and therefore no inequality (5.5.3)
was generated for ȳ, which cuts off this solution. Consider a σ̄ determined in (5.5.5)
corresponding to ȳ. We distinguish two cases. If no inequality (5.5.4) exists for ȳ in Q̄1,
then yields b>ȳ + σ̄ ≤ γ̄. If such an inequality exists in Q̄1, we conclude b>ȳ + σ̄ = γ̄.
As problem (5.5.5) is a relaxation of (5.5.1), it holds b>ȳ + σ̄ ≤ γ̄ during the execution
of the algorithm. Consequently, in case b>ȳ + σ̄ = γ̄, we have determined an optimal
solution.

Example 22. Consider the same two-item C-LS instance as in Example 21. To
obtain the same notation as for problem (5.5.1), we use x = (x1

1, x
1
2, x

2
1, x

2
2, s

1
1, s

2
1)>,

y = (y1
1, y

1
2, y

2
1, y

2
2)>, s = (s1

2, s
2
2)>, w = (x1

3, x
2
3, s

1
3, s

2
3)>, and z = (y1

3, y
2
3)>. The first

master problem (5.5.5) is

min 16y1
1 + 20y1

2 + 15y2
1 + 10y2

2 + σ
s.t. x1

1 − s1
1 = 5,

x1
2 + s1

1 − s1
2 = 2,

x2
1 − s2

1 = 4,
x2

2 + s2
1 − s2

2 = 5,
−x1

1 + 10y1
1 ≥ 0,

−x1
2 + 7y1

2 ≥ 0,
−x2

1 + 12y2
1 ≥ 0,

−x2
2 + 12y2

2 ≥ 0,
−x1

1 − x2
1 − y1

1 − y2
1 ≥ −17,

−x1
2 − x2

2 − y1
2 − y2

2 ≥ −18,
0 ≤ x1

1, x
1
2, x

2
1, x

2
2,

y1
1, y

1
2, y

2
1, y

2
2 ∈ {0, 1},

0 ≤ s1
1, s

1
2, s

2
1, s

2
2,

0 ≤ σ.

We start the iterations with α = 0 and β =∞. In the first iteration the master solution
provides ȳ1

1 = 1, ȳ1
2 = 0, ȳ2

1 = 1, ȳ2
2 = 1, and α = b>ȳ + σ̄ = 41 + 0 = 41. Then, we fix
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the binary variables y1
1, y1

2, y2
1, y2

2 in (5.5.6) and obtain

min 3x1
1 + 3x1

2 + 6x1
3 + 5x2

1 + 3x2
2 + 5x2

3

+10y1
3 + 12y2

3

+s1
1 + s1

2 + s1
3 + s2

1 + 2s2
2 + s2

3

s.t. x1
1 − s1

1 = 5,
x1

2 + s1
1 − s1

2 = 2,
x1

3 + s1
2 − s1

3 = 5,
x2

1 − s2
1 = 4,

x2
2 + s2

1 − s2
2 = 5,

x2
3 + s2

2 − s2
3 = 7,

−x1
1 ≥ −10,

−x1
2 ≥ 0,

−x1
3 + 7y1

3 ≥ 0,
−x2

1 ≥ −12,
−x2

2 ≥ −12,
−x2

3 + 15y2
3 ≥ 0,

−x1
1 − x2

1 ≥ −15,
−x1

2 − x2
2 ≥ −17,

−x1
3 − x2

3 − y1
3 − y2

3 ≥ −12,
0 ≤ x1

1, x
1
2, x

1
3, x

2
1, x

2
2, 0 ≤ x2

3,
y1

3, y
2
3 ∈ {0, 1},

0 ≤ s1
1, s

1
2, s

1
3, s

2
1, s

2
2, s

2
3.

This separation subproblem is feasible, so we have found a primal solution with value
γ̄ = β = 171. The values of the linking variables are s̄1

2 = 3 and s̄2
2 = 7. By using

M = 0, we determine the inequality

−130y1
1 + 130y1

2 − 130y2
1 − 130y2

2 + σ ≥ −260

of type (5.5.4) and add it to the master problem (5.5.5). In the second iteration, we
extract ȳ1

1 = 1, ȳ1
2 = 1, ȳ2

1 = 1, ȳ2
2 = 0, and α = 51 from the solution of the master

problem. The second separation subproblem is feasible, too. This time, we determine
γ̄ = 189 and add the optimality cut

−138y1
1 − 138y1

2 − 138y2
1 + 138y2

2 + σ ≥ −276

to the master problem. The linking variables have the values s̄1
2 = 5 and s̄2

2 = 0. In
the third iteration, we receive ȳ1

1 = 1, ȳ1
2 = 1, ȳ2

1 = 1, ȳ2
2 = 1 as values for the binary

variables, and α = 61 from the master solution. This fixing also leads to a feasible
subproblem with γ̄ = 175. We compute the optimality cut

−114y1
1 − 114y1

2 − 114y2
1 − 114y2

2 + σ ≥ −342.
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The linking variables have the values s̄1
2 = 5 and s̄2

2 = 7. In the last iteration we retrieve
ȳ1

1 = 1, ȳ1
2 = 0, ȳ2

1 = 1, ȳ2
2 = 1, σ̄ = 130, and α = 171 from the solution of the master

problem. As we have seen in the first iteration, the separation subproblem is feasible
with φ(ȳ1

1 = 1, ȳ1
2 = 0, ȳ2

1 = 1, ȳ2
2 = 1) = σ̄ = 130, and γ̄ = 171. The final values of

the linking variables are s̄1
2 = 3 and s̄2

2 = 7, which specifies the minimum of the lower
envelope function L in Example 21. Finally, the algorithm terminates with β − α = 0.
Note, that in this example no inequality of type (5.5.3) was generated. 4

Advanced enumeration approach

Following the ideas of Section 5.4, we develop here a variable decomposition algorithm
for mixed-binary programs that is appropriately adapted to overcome the encountered
problems in Section 5.4. To avoid optimization over open sets, we employ accelerated no-
good cut enumeration based on exploiting the structure of the lower envelope functions
L1 and L2 (see Section 5.3). Additionally, we use Benders cuts instead of full projections.

By splitting problem (5.5.1) at the variables s, we obtain the two subproblems

min{a>x+ b>y + c>s : Ax+By + Cs ≥ q, x ∈ Rn1
+ , y ∈ {0, 1}n2 , s ∈ Rn3

+ }, (P1)

and
min{d>w + e>z : Ds+ Ew + Fz ≥ r, s ∈ Rn3

+ , w ∈ Rn4
+ , z ∈ {0, 1}n5}, (P2)

where each subproblem comprised binary variables. During the course of this section, we
will introduce some variants of both subproblems, where the origin is always recognizable
by the designation (P1) or (P2), respectively. One variant of (P1), which we need in the
following, is given by

min{f + σ : (x, y, s, f) ∈ Q1, σ ≥ 0}, (P ′1)

where
Q1 := { (x, y, s, f) ∈ Rn1

+ × {0, 1}n2 × Rn3
+ × R+ :

a>x+ b>y + c>s− f = 0,
Ax+By + Cs ≥ q }.

Subsequently, we describe an algorithm based on a two stage Benders procedure for
solving problem (5.5.1). The algorithm works roughly as follows:

1. Generate (P1) and (P2) from (5.5.1) by using a set of linking variables s.

2. Solve (P ′1). Terminate if (5.5.1) is infeasible. Otherwise, extract ȳ.

3. Solve a first stage Benders procedure, where a variant of (P2) is the master problem
and (P1) with fixed ȳ is the separation subproblem. Terminate if an optimal
solution of (5.5.1) is attained. Otherwise,

a) add the inequalities generated in the first stage Benders procedure to (P ′1).
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b) If the first stage Benders procedure is feasible for ȳ, extract z̄, solve a second
stage Benders procedure, where a variant of (P1) with fixed ȳ is the mas-
ter problem and (P2) with fixed z̄ is the separation subproblem. Add the
generated inequalities to (P ′1).

c) Go to 2.

We use the inequalities generated in both stages for different purposes. The cuts gener-
ated in the first stage are used to enumerate efficiently over assignments of the y variables
and the cuts obtained in the second stage are employed to determine the objective value
of (P2) in dependence of a specific assignment ȳ as well as the values of the linking
variables s. We describe each stage in the following in detail.

First stage Benders procedure

In the first stage Benders procedure ȳ is fixed in the separation subproblem. More
precisely, the separation subproblem is

ψ(ȳ, s̄) := min{a>x+ b>ȳ + c>s̄ : Ax ≥ q −Bȳ − Cs̄, x ∈ Rn1
+ }. (P ȳ1 )

We define the polyhedron P ȳ
1 := {(x, s) ∈ Rn1

+ × Rn3
+ : Ax+ Cs ≥ q −Bȳ} to obtain the

master problem

min{d>w + e>z + f : s ∈ proj (s)(P
ȳ
1 ),

Ds+ Ew + Fz ≥ r,
f ≥ ψ(ȳ, s),
w ∈ Rn4

+ , z ∈ {0, 1}n5}.
(P̄2)

The objective function of the separation subproblem (P ȳ1 ) contains two constants
b>ȳ ≥ 0 and c>s̄ ≥ 0. Neglecting the constants, we get

ψ̂(ȳ, s̄) := min{a>x : Ax ≥ q −Bȳ − Cs̄, x ∈ Rn1
+ }.

Linear programming duality yields ψ̂(ȳ, s̄) := max{u>(q − Bȳ − Cs̄) : u ∈ V } with
V := {u ∈ Rm+ : A>u ≤ a}. The Benders reformulation is

min d>w + e>z + f

s.t. Ds+ Ew + Fz ≥ r,

u>i (q −Bȳ − Cs) ≤ f, i = 1, . . . , I1, (5.5.7)

v>j (q −Bȳ − Cs) ≤ 0, j = 1, . . . , J1, (5.5.8)

where {ui}I1i=1 and {vj}J1j=1 are the extreme points and extreme rays of V , respectively.

In the following, we refer to the first stage Benders procedure as [(P̄2), (P ȳ1 )].
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Second stage Benders procedure

If the first stage Benders procedure [(P̄2), (P ȳ1 )] leads to a feasible solution for ȳ ∈ Y ,
then this comprises an assignment z̄ ∈ Z as well. In the following, we refer to z̄ in
dependence of ȳ as z(ȳ).

Within the second stage Benders procedure the assignment ȳ is fixed in the master
problem and z(ȳ) is fixed in the separation subproblem. More exactly, the separation
subproblem is

φ(z(ȳ), s̄) := min{d>w + e>z(ȳ) : Ew ≥ r − Fz(ȳ)−Ds̄, w ∈ Rn4
+ }. (Pz(ȳ)

2 )

We define the polyhedron P
z(ȳ)
2 := {(s, w) ∈ Rn3

+ ×Rn4
+ : Ds+Ew ≥ r−Fz(ȳ)} to obtain

the master problem

min{a>x+ b>ȳ + c>s+ σ : s ∈ proj (s)(P
z(ȳ)
2 ),

Ax+ Cs ≥ q −Bȳ,
σ ≥ φ(z(ȳ), s),
x ∈ Rn1

+ }.
(P̄ ȳ1 )

The objective function of (Pz(ȳ)
2 ) contains one constant e>z(ȳ) ≥ 0. Neglecting the

constant, we obtain

φ̂(z(ȳ), s̄) := min{d>w : Ew ≥ r − Fz(ȳ)−Ds̄}.

Linear programming duality yields φ̂(z(ȳ), s̄) := max{u>(r−Fz(ȳ)−Ds̄) : u ∈ W} with
W := {u ∈ Rm+ : E>u ≤ d}. The Benders reformulation is

min a>x+ c>s+ σ

s.t. Ax+ Cs ≥ q −Bȳ,
ũ>i (r − Fz(ȳ)−Ds) ≤ σ, i = 1, . . . , I2, (5.5.9)

ṽ>j (r − Fz(ȳ)−Ds) ≤ 0, j = 1, . . . , J2, (5.5.10)

where {ũi}I2i=1 and {ṽj}J2j=1 are the extreme points and extreme rays of W , respectively.

We refer in the following to the second stage Benders procedure as [(P̄ ȳ1 ), (Pz(ȳ)
2 )].

Exploiting the Benders inequalities

As mentioned previously, we use the separation inequalities generated by both Benders
procedures [(P̄2), (P ȳ1 )] and [(P̄ ȳ1 ), (Pz(ȳ)

2 )] for different purposes. The inequalities (5.5.7)
and (5.5.8) describe the necessary information of the projection of polyhedra P ȳ

1 onto the
linking variables s. Thus, if adapted appropriately, they are suitable for enumerating over
assignments ȳ ∈ Y . On the other hand, the inequalities (5.5.9) and (5.5.10) represent

the necessary information of the projection of polyhedra P
z(ȳ)
2 onto the linking variables
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s. These inequalities are therefore expedient for determining the objective value of
problem (P2) in dependence of ȳ and the values of the linking variables s.

Due to the fixings of ȳ and s̄ in (P ȳ1 ) and z(ȳ) in (Pz(ȳ)
2 ), the inequalities (5.5.7) and

(5.5.9) need to be adapted appropriately. The optimality cuts (5.5.7) are converted for
i = 1, . . . , I1 into

b>ȳ + u>i (q −Bȳ) ≤ f + (C>ui − c)>s, (5.5.11)

and the optimality cuts (5.5.9) are adapted for i = 1, . . . , I2 to

e>z(ȳ) + ũ>i (r − Fz(ȳ)) ≤ σ + (D>ũi)
>s. (5.5.12)

The inequalities (5.5.11), (5.5.8), (5.5.12), and (5.5.10) are only valid for some specific
ȳ. Therefore, we need to be able of switching each inequality active or inactive, respec-
tively. We choose a big-M formulation for this purpose. Note that the constant M must
be chosen carefully. On the one hand, if M is too small, big-M formulations may cut off
valid solutions. On the other hand, if M is too large, the model may become difficult
to solve. We assume that we have tight bounds for s, f , and σ, which causes that the
coefficient M is usually not much larger than the other coefficients in the model.

Consider the optimality cuts (5.5.11). For determining the big-M constant, we first
compute the maximal activity (see Section 2.1) and then subtract the left-hand side to
obtain

M ȳ
i = max{f + (C>ui − c)>s} − b>ȳ − u>i (q −Bȳ).

Then, we introduce binary variables ηȳi for all i = 1, . . . , I1 to get

b>ȳ + u>i (q −Bȳ) ≤ f + (C>ui − c)>s+M ȳ
i (ηȳi − 1)

and reverse the sense of the inequality to

b>ȳ + u>i (q −Bȳ) ≥ f + (C>ui − c)>s+M ȳ
i (ηȳi − 1). (5.5.13)

The same is done with inequalities (5.5.8). We determine the big-M constant via

M ȳ
j = max{(C>vj)>s} − v>j (q −Bȳ)

and introduce binary variables µȳj for all j = 1, . . . , J1 to obtain

v>j (q −Bȳ) ≥ (C>vj)
>s+M ȳ

j (µȳj − 1). (5.5.14)

Reversing the sense in (5.5.13) and (5.5.14) enables us in combination with an appro-
priate no-good cut, which we will define in (5.5.17), to determine assignments of the y
variables defining points in the complementing space.

Similarly, we proceed with the inequalities (5.5.12) and (5.5.10). For (5.5.12), we
compute the minimal activity (see Section 2.1) and subtract the left-hand side for de-
termining the constant

M
z(ȳ)
i = min{σ + (D>ũi)

>s} − e>z(ȳ)− ũ>i (r − Fz(ȳ)).
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Then, we introduce one binary variable δȳ for all i = 1, . . . , I2 and get

e>z(ȳ) + ũ>i (r − Fz(ȳ)) ≤ σ + (D>ũi)
>s+M

z(ȳ)
i (δȳ − 1). (5.5.15)

For (5.5.10), we determine

M
z(ȳ)
j = min{(D>ṽj)>s} − ṽ>j (r − Fz(ȳ))

and introduce the same binary variable δȳ for j = 1, . . . , J2 to obtain

ṽ>j (r − Fz(ȳ)) ≤ (D>ṽj)
>s+M

z(ȳ)
j (δȳ − 1). (5.5.16)

Note that we only need one binary variable δȳ for each ȳ ∈ Y , because either all in-
equalities generated by the procedure [(P̄ ȳ1 ), (Pz(ȳ)

2 )] are active or not, whereas for each
inequality generated by the procedure [(P̄2), (P ȳ1 )], we need to be able for setting it sep-
arately active or not. The task of the inequalities (5.5.15) and (5.5.16) is to determine
the correct values of the linking variables s for one specific assignment ȳ.

As mentioned before, we want to use the inequalities (5.5.13) and (5.5.14) in combi-
nation with an appropriate no-good cut to iterate efficiently over assignments ȳ ∈ Y .
Therefore, we introduce the extended no-good cut

∑

j∈{1,...,n2}
ȳj=0

yj +
∑

j∈{1,...,n2}
ȳj=1

(1− yj) + δȳ ≥ 1, (5.5.17)

which forces another assignment as ȳ if δȳ = 0. In addition, we employ the inequality

|I1|∑

i=1

ηȳi +

|J1|∑

j=1

µȳj + δȳ ≥ 1. (5.5.18)

Inequality (5.5.18) forces that either at least one of the inequalities (5.5.13) and (5.5.14)
(with swapped inequality sense) is active or all inequalities (5.5.15) and (5.5.16) are
active for one specific ȳ.

Note that we have to distinguish between assignments ȳ that correspond to a feasible
solution or not. If ȳ does not correspond to a feasible solution, then we introduce
inequality (5.5.14) and both inequalities (5.5.17) and (5.5.18) with δȳ = 0 to (P ′1). That
is, the assignment ȳ is cut off. Otherwise, we add the inequalities (5.5.13)-(5.5.18) to
(P ′1).

To summarize, our algorithm is an iterative approach in which problem (P ′1) and

two Benders procedures [(P̄2), (P ȳ1 )] and [(P̄ ȳ1 ), (Pz(ȳ)
2 )] are solved alternately until an

optimal solution is attained or the problem is proven to be infeasible. To achieve this,
the inequalities (5.5.11) and (5.5.8) provide the necessary information of L1 and the
inequalities (5.5.12) and (5.5.10) provide the necessary information of L2. The purpose
of the inequalities (5.5.17) and (5.5.18) is to model the discontinuities of L1 and L2.
Thus, our approach is an alternative to reformulation (5.3.1). Figure 5.5 illustrates

the association of (P ′1), [(P̄2), (P ȳ1 )], [(P̄ ȳ1 ), (Pz(ȳ)
2 )], and the determined inequalities. A

detailed description of the advanced enumeration approach is given in Algorithm 5.5.2.
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P ′

ȳ z(ȳ)

P̄2

P ȳ
1

P̄ ȳ
1

Pz(ȳ)
2

(5.5.13),(5.5.14),(5.5.18)

(5.5.15),(5.5.16)

(5.5.7)
(5.5.8)

(5.5.9)
(5.5.10)

(5.5.17)

Figure 5.5.: Relationship of (P ′1), [(P̄2), (P ȳ1 )], [(P̄ ȳ1 ), (Pz(ȳ)
2 )], and determined cuts

Correctness of the algorithm

For proving the correctness of Algorithm 5.5.2, we first highlight two lemmata that follow
directly by the correctness of Benders decomposition.

Lemma 5.2. Consider an assignment ȳ ∈ Y and the set Qȳ
1 as defined in (5.2.7). If

procedure [ (P̄2), (P ȳ1 )] terminates for some feasible ȳ, then

min{f : (s, f) ∈ proj (s,f)(Q
ȳ
1)} = min{f : (5.5.8), (5.5.11), s ∈ Rn3

+ , f ∈ R+},
and it exists an s̄ ∈ Rn3

+ that attains both minima.

Lemma 5.3. Consider assignments ȳ ∈ Y , z(ȳ) ∈ Z, and the set Q
z(ȳ)
2 as defined in

(5.2.8). If [ (P̄ ȳ1 ), (Pz(ȳ)
2 )] terminates for some ȳ and z(ȳ) feasible, then

min{σ : (s, σ) ∈ proj (s,σ)(Q
z(ȳ)
2 )} = min{σ : (5.5.10), (5.5.12), s ∈ Rn3

+ , σ ∈ R+},
and it exists an s̄ ∈ Rn3

+ that attains both minima.

The lemmata 5.2 and 5.3 substantiate that it is possible to employ Benders inequali-
ties instead of full projections proj (s,f)(Q

ȳ
1) and proj (s,σ)(Q

z(ȳ)
2 ), which are used in the

decomposition framework of Section 5.4.
The following lemma is fundamental for the correctness of Algorithm 5.5.2 for two

reasons. First, Lemma 5.4 ensures to find an optimal solution if one exists. Second,
it provides the basis that it is valid to go to the complementing space defined by the
inequalities (5.5.13) and (5.5.14) after evaluating one assignment ȳ.

Lemma 5.4. Consider an assignment ȳ ∈ Y with solution (x̄, ȳ, s̄, w̄, z̄) ∈ Q determined
by [ (P̄2), (P ȳ1 )] and objective function value γ̄ := a>x̄+ b>ȳ+ c>s̄+ d>w̄+ e>z̄. If there
exists a solution (x′, y′, s′, w′, z′) ∈ Q to (5.5.1) with γ′ := a>x′ + b>y′ + c>s′ + d>w′ +
e>z′ < γ̄, then one of the inequalities (5.5.8) or (5.5.11) is violated by (y′, s′, f ′).
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Algorithm 5.5.2 Advanced enumeration approach

Input: problem (5.5.1) with linking variables s
Output: solution of problem (5.5.1) or an indication of infeasibility

set α = 0 and β =∞
while |β − α| 6= 0 do

solve (P ′1)
if (P ′1) is infeasible then

return problem (5.5.1) is infeasible.
else

obtain ȳ, f̄ , σ̄, and α = f̄ + σ̄ from solution of (P ′1)
solve [(P̄2), (P ȳ1 )]
if [(P̄2), (P ȳ1 )] is feasible then

determine objective value γ̄ = a>x̄+ b>ȳ + c>s̄+ d>w̄ + e>z̄
if β > γ̄ then

(x∗, y∗, s∗, w∗, z∗) = (x̄, ȳ, s̄, w̄, z̄), β = γ̄
end if
get z(ȳ) and solve [(P̄ ȳ1 ),(Pz(ȳ)

2 )]
add (5.5.13)-(5.5.18) to (P ′1)

else
add (5.5.17), (5.5.18) with δȳ = 0 and (5.5.14) to (P ′1)

end if
end if

end while
return (x∗, y∗, s∗, w∗, z∗)

Proof. Let an assignment ȳ be given and let (x̄, ȳ, s̄, w̄, z̄) ∈ Q be a corresponding solu-
tion determined by [(P̄2), (P ȳ1 )] with γ̄ = a>x̄ + b>ȳ + c>s̄ + d>w̄ + e>z̄. Furthermore,
let (x′, y′, s′, w′, z′) ∈ Q be a solution to problem (5.5.1) with γ′ = a>x′ + b>y′ + c>s′ +
d>w′ + e>z′ < γ̄ and f ′ = a>x′ + b>y′ + c>s′. Observe that V = {u ∈ Rm+ : A>u ≤ a}
(see first stage Benders procedure) is the same for ȳ and y′. Thus, if (y′, s′, f ′) satisfies
all inequalities (5.5.8) and (5.5.11) determined in [(P̄2), (P ȳ1 )], then γ̄ ≤ γ′, because γ̄
is the minimal value which is possible over the convex set V , a contradiction. Conse-
quently, there exists at least one inequality b>y′ + u>i (q −By′) > f ′ + (C>ui − c)>s′ for
i = 1, . . . , I1 or v>j (q −By′ − Cs′) > 0 for j = 1, . . . , J1.

Theorem 5.2. Algorithm 5.5.2 terminates after a finite number of iterations with an
optimal solution of problem (5.5.1) or an indication of infeasibility.

Proof. Problem (5.5.1) is bounded by definition. Therefore, (P ′1), [(P̄2), (P ȳ1 )], and

[(P̄ ȳ1 ),(Pz(ȳ)
2 )] by construction are bounded as well.

If (5.5.1) is infeasible, then [(P̄2), (P ȳ1 )] returns for each ȳ with infeasibility. Thus,
only inequalities (5.5.17), (5.5.18) with δȳ = 0, and (5.5.14) are generated. Therefore, ȳ
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is not valid in subsequent iterations for (P ′1). This process must be finite as |Y | ≤ 2n2 .
The algorithm enumerates over assignments of the y variables. Thus, the algorithm

stops in any case after at most 2n2 iterations.
Let Ȳ be the non-empty set of feasible assignments of the y variables enumerated by

the algorithm and let Y ′ ⊆ Ȳ be the set of assignments for which the algorithm attains
the minimal objective value. Consider the assignment y′ with objective value γ′ which
was enumerated last by the algorithm of all assignments in Y ′. Furthermore, let Ŷ be
the set of assignments ŷ with solution (x̂, ŷ, ŝ, ŵ, ẑ) ∈ Q, f̂ = a>x̂ + b>ŷ + c>ŝ, and
objective value γ̂ such that for each assignment in Ȳ exists one active inequality (5.5.13)
or (5.5.14) which is feasible for (ŷ, ŝ, f̂). That is, all solutions (x̂, ŷ, ŝ, ŵ, ẑ) ∈ Q are not
cut off by the algorithm and the corresponding objective value of (P ′1) defines a lower
bound on γ̂. From Lemma 5.4 and the fact that y′ was enumerated by the algorithm
follows y′ ∈ Ŷ . Therefore, γ′ ≤ γ̂ for all ŷ ∈ Ŷ .

Assuming there exists a solution (x′′, y′′, s′′, w′′, z′′) ∈ Q with objective value γ′′ < γ′

that is cut off by any inequality generated by the algorithm. Then exists an assignment
in Ȳ from which the algorithm has generated no active inequality (5.5.13) or (5.5.14)
which is feasible for (y′′, s′′, f ′′), but this is impossible by Lemma 5.4. Thus, the solution
(x′′, y′′, s′′, w′′, z′′) ∈ Q is not cut off and y′′ ∈ Ŷ . However, this implies γ′ ≤ γ′′, which
is a contradiction to our assumption. Consequently, the algorithm terminates with an
optimal solution of (5.5.1).

We close the description of our algorithm with an observation and a small example.

Observation 5.1. Let Ȳ be the set of assignments of the y variables over which our
proposed Algorithm 5.5.2 enumerates and let Ỹ be the set of assignments enumerated
by Algorithm 5.5.1 (extensive enumeration approach). By exploiting the structure of the
lower envelope functions the relationship Ȳ ⊆ Ỹ holds. However, the following example
exhibits that usually Ȳ ⊂ Ỹ is the case. This observation is a fundamental property of
our algorithm and will also be confirmed by the computational results in Section 5.7.

Example 23. For this example, we apply Algorithm 5.5.2 to the same instance as in
Example 21. As linking variables, we use s1

2 ∈ [0, 10] and s2
2 ∈ [0, 14]. From the master

solution, we extract ȳ = (y1
1, y

1
2, y

2
1, y

2
2)> = (1, 0, 1, 1)>, σ̄ = 0, and α = 99. The first

Benders procedure [(P̄2), (P ȳ1 )] is feasible. It generates the inequality −s1
2 ≥ −3 of type

(5.5.8) and the inequality f − 4s1
2 − 3s3

3 ≥ 58 of type (5.5.7). The latter inequality is
converted by (5.5.11) into f −5s1

2−5s2
2 ≥ 99. Procedure [(P̄2), (P ȳ1 )] determines s̄1

2 = 3,
s̄2

2 = 7 as values for the linking variables and z(ȳ) = (y1
3, y

2
3)> = (1, 0)>. The solution has

a value of γ̄ = 171 and thus we set β = 171. The second Benders procedure [(P̄ ȳ1 ), (Pz(ȳ)
2 )]

generate two inequalities s1
2 + 2s2

2 ≥ 8 and s2
2 ≥ 7 of type (5.5.10) and one inequality

σ + 6s1
2 + 5s2

2 ≥ 65 of type (5.5.9). The latter inequality is converted by (5.5.12) into
σ + 6s1

2 + 5s2
2 ≥ 75. In this iteration the algorithm has enumerated the assignment

ȳ = (1, 0, 1, 1)> and the corresponding fragment ϕ((1,0,1,1)>,(1,0)>) of L is shown in Figure
5.6a (please compare it to Figure 5.4). The red circle indicates the minimum at s1

2 = 3
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and s2
2 = 7. Taking into account the variable bounds and the big-M formulations, the

first iteration of Algorithm 5.5.2 adds the inequalities

s1
2 + 2s2

2 − 8δ(1,0,1,1)> ≥ 0,

s2
2 − 7δ(1,0,1,1)> ≥ 0,

σ + 6s1
2 + 5s2

2 − 75δ(1,0,1,1)> ≥ 0,

−y1
1 + y1

2 − y2
1 − y2

2 + δ(1,0,1,1)> ≥ −2,

η
(1,0,1,1)>

1 + µ
(1,0,1,1)>

1 + δ(1,0,1,1)> ≥ 1,

−s1
2 + 3µ

(1,0,1,1)>

1 ≤ 0,

f − 5s1
2 − 5s2

2 + 72η
(1,0,1,1)>

1 ≤ 171,

to (P ′1).

(a) ϕ((1,0,1,1)>,(1,0)>) (b) ϕ((1,1,1,1)>,(0,0)>)

Figure 5.6.: Fragments of L

In the second iteration, problem (P ′1) determines ȳ = (y1
1, y

1
2, y

2
1, y

2
2)> = (1, 1, 1, 1)>,

σ̄ = 0, and α = 129. The first Benders procedure [(P̄2), (P ȳ1 )] is feasible and generates the
inequality f−4s1

2−4s2
2 ≥ 47. This inequality is converted by (5.5.11) into f−5s1

2−6s2
2 ≥

108. Procedure [(P̄2), (P ȳ1 )] computes s̄1
2 = 5, s̄2

2 = 7 as values for the linking variables
and z(ȳ) = (y1

3, y
2
3)> = (0, 0)>. The corresponding solution for (5.5.1) has value γ = 175.

The second Benders procedure [(P̄ ȳ1 ), (Pz(ȳ)
2 )] generates two inequalities s1

2 +s2
2 ≥ 12 and

s2
2 ≥ 7 of type (5.5.10) as well as two inequalities σ+6s1

2 +5s2
2 ≥ 65 and σ−s1

2 +5s2
2 ≥ 30

of type (5.5.9). Because e>z(ȳ) = 0, the conversion (5.5.12) yields the same inequalities.
In this iteration the algorithm has enumerated the assignment ȳ = (1, 1, 1, 1)> and the
corresponding fragment ϕ((1,1,1,1)>,(0,0)>) of L is shown in Figure 5.6b (please compare it
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to Figure 5.4). The second iteration of Algorithm 5.5.2 adds the inequalities

s1
2 + s2

2 − 12δ(1,1,1,1)> ≥ 0

s2
2 − 7δ(1,1,1,1)> ≥ 0

σ + 6s1
2 + 5s2

2 − 65δ(1,1,1,1)> ≥ 0

σ − s1
2 + 5s2

2 − 40δ(1,1,1,1)> ≥ −10

−y1
1 − y1

2 − y2
1 − y2

2 + δ(1,1,1,1)> ≥ −3

δ(1,1,1,1)> + η
(1,1,1,1)>

1 ≥ 1

f − 5s1
2 − 6s2

2 + 63η
(1,1,1,1)>

1 ≤ 171

to (P ′1). In the last iteration, the algorithm terminates with ȳ = (1, 0, 1, 1)>, σ̄ = 22,
s̄1

2 = 3, s̄2
2 = 7, z(ȳ) = (1, 0)>, and β = α = 171. Note that Algorithm 5.5.2 skips the

non-optimal solution for s1
2 = 5 and s2

2 = 0 in contrast to the extensive enumeration
approach of Algorithm 5.5.1.

4

5.6. Details on implementation

In this section, we present two different implementations of Algorithm 5.5.2. The first
implementation realizes what has been described so far. This version of the algorithm
has the obvious drawback that only very limited information is used when moving from
one iteration to the next. To overcome this, we have implemented a second approach.

The Sequential Advanced Enumeration (SAE) algorithm works in a strictly sequential
manner. In each iteration, the master problem (P ′1) is solved to optimality. Only the
generated inequalities are kept throughout the iterations.

In SAE, most information, including cutting planes and bounds, is lost when proceed-
ing from one iteration to the next. The idea behind the Integrated Advanced Enumeration
(IAE) algorithm is to use more of this information by embedding our approach into a
branch-and-bound framework similarly to Section 5.1. One property of our algorithm is
that we introduce additional binary variables. However, instead of introducing in each
iteration some binary variables, we beforehand add a specific amount of binary variables
that is estimated from the size of the instance. If the number of binary variables is
exhausted, we start a new branch-and-bound tree from scratch.

For speeding up the first iterations, we apply at the beginning a Benders procedure on
the linear programming relaxation. The determined optimality and feasibility cuts are
used as initial inequalities in the master problem (P ′1). Our experiments suggest that
the savings in runtime compensate for the additional iterations necessary for solving the
linear programming relaxation. By default, we introduce this initial inequalities in the
master problem (5.5.5) of the extensive enumeration approach, too.
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5.7. Computational results

We have provided the following question in Section 1.5:

How does variable decomposition perform on SNP and production
planning instances?

In order to answer this question, we have performed three computational experiments on
a 12-core AMD Opteron 2435 2.6 GHz with 512 kB cache for each core and 64 GB RAM,
running 64-bit Linux. We have implemented all variable decomposition algorithms using
the C++-API of Gurobi 6.5.0 [2]. Each job was run on 8 cores with a time limit of 300
seconds. The small time limit is caused by the fact that the majority of the following
test instances can be solved by Gurobi under 60 seconds. We compared the variable
decomposition schemes of Section 5.6 to the extensive enumeration approach of Algo-
rithm 5.5.1. In the following, the extensive enumeration algorithm is denoted by the
identifier EE. For all algorithms a multilevel 2-way hypergraph paritioning algorithm for
determining the linking variables (see Section 4.2) is used. Three different test sets have
been used. The first test set consists of 47 components of SNP instances that decompose
into mixed-binary programs by using a multilevel 2-way hypergraph partitioning algo-
rithm and have at least 200 constraints as well as 200 variables. Table 5.1 shows further
details for this test set. The second test set consists of 56 single-item C-LS instances
(see Section 1.4) from 20 up to 33 time periods in steps of 1. For each time period exist
four different coefficient types (A, B, C, D). The sizes of the instances lie between 40
constraints, 99 non-zeros, and 60 variables including 20 binary variables for the smallest
instances, and 66 constraints, 164 non-zeros, 99 variables including 33 binary variables
for the largest instances. To show the wider applicability of the proposed decomposition
framework, we state results on 42 two-item C-LS instances. These 42 instances contain
from 12 up to 18 time periods in steps of 1. For each time period exist six different
coefficient types (A, B, C, D, E, F). The smallest instances have 60 constraints, 166
non-zeros, and 72 variables including 24 binary variables. The largest instances have 90
constraints, 250 non-zeros, and 108 variables including 36 binary variables.

The results for all three test sets are shown in the Tables 5.2, 5.3, and 5.4. For each
test candidate, we list the number of solved instances within the time limit (Solved) and
the geometric mean (with shift 0.01) of the solving times (STime). If an algorithm has
not solved an instance within the time limit, we have used 300 seconds as solution time.
Moreover, we have generated for each test set solution time performance profiles (see
Figures 5.7, 5.8, and 5.9).

We observe for the SNP components test set that both SAE and IAE solve notedly
more instances as EE within the time limit. Unfortunately, we can not distinguish if
SAE or IAE performs better on the SNP components test set. A similar behavior can
be observed from the results of the single-item C-LS test set. Again SAE and IAE
are superior to EE. From the results on the two-item C-LS test set we extract two
informations. First, EE is not able to solve any instance of this test set. Second, IAE
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Instance Cons Vars Binary

pure018-comp-25 3461 5725 1296
pure019-comp-25 4817 7832 1728
pure029-comp-295 330 267 60
pure031-comp-234 234 260 52
pure041-comp-602 209 292 42
pure041-comp-606 258 391 42
pure041-comp-629 213 298 43
pure041-comp-652 217 309 43
pure041-comp-688 213 298 43
pure041-comp-796 221 309 45
pure041-comp-804 221 309 45
pure041-comp-821 221 310 45
pure041-comp-842 221 309 45
pure041-comp-861 221 310 45
pure041-comp-864 264 396 45
pure041-comp-866 221 310 45
pure041-comp-881 264 398 45
pure041-comp-907 221 309 45
pure041-comp-909 221 309 45
pure041-comp-910 221 309 45
pure041-comp-911 221 309 45
pure041-comp-912 221 309 45
pure041-comp-913 264 396 45

Instance Cons Vars Binary

pure041-comp-914 221 309 45
pure041-comp-915 258 385 45
pure041-comp-916 221 309 45
pure041-comp-918 221 309 45
pure041-comp-919 221 309 45
pure041-comp-920 221 309 45
pure041-comp-921 221 309 45
pure041-comp-922 221 309 45
pure041-comp-923 221 309 45
pure041-comp-924 221 309 45
pure041-comp-925 221 309 45
pure041-comp-939 221 309 45
pure041-comp-961 304 347 87
pure041-comp-964 270 271 90
pure041-comp-965 314 403 90
pure041-comp-967 707 755 221
pure041-comp-968 720 720 225
pure041-comp-970 1027 1022 315
pure041-comp-971 1270 1181 391
pure041-comp-973 1739 1915 493
pure041-comp-975 3923 4001 1170
pure041-comp-976 4503 4384 1423
pure041-comp-977 13905 13684 4590
snp-005-04-comp-254 882 744 280

Table 5.1.: The number of constraints, variables, and binary variables of the SNP com-
ponents test set

performs better than SAE. To be modest about the test results, we want to mention that
a state-of-the-art branch-and-cut solver as Gurobi usually outperforms EE, SAE, and
IAE clearly. However, our aim was to show how variable decomposition performs on SNP
as well as production planning instances and our test results confirm that our advanced
enumeration approach of Algorithm 5.5.2 outperforms the standard enumeration (no-
good cut) approach of Algorithm 5.5.1 clearly.
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Instance EE SAE IAE

pure018-comp-25 - - -
pure019-comp-25 - - -
pure029-comp-295 - 1 1
pure031-comp-234 < 1 < 1 < 1
pure041-comp-602 < 1 < 1 < 1
pure041-comp-606 - 1 1
pure041-comp-629 < 1 < 1 < 1
pure041-comp-652 - < 1 < 1
pure041-comp-688 < 1 < 1 1
pure041-comp-796 - < 1 < 1
pure041-comp-804 - < 1 < 1
pure041-comp-821 1 < 1 < 1
pure041-comp-842 1 < 1 < 1
pure041-comp-861 - < 1 1
pure041-comp-864 1 < 1 < 1
pure041-comp-866 < 1 < 1 < 1
pure041-comp-881 - < 1 < 1
pure041-comp-907 < 1 < 1 < 1
pure041-comp-909 - < 1 1
pure041-comp-910 1 < 1 < 1
pure041-comp-911 1 < 1 1
pure041-comp-912 < 1 < 1 < 1
pure041-comp-913 - < 1 < 1
pure041-comp-914 < 1 < 1 1
pure041-comp-915 2 < 1 < 1

Instance EE SAE IAE

pure041-comp-916 1 < 1 < 1
pure041-comp-918 - < 1 < 1
pure041-comp-919 1 < 1 < 1
pure041-comp-920 < 1 < 1 1
pure041-comp-921 1 < 1 < 1
pure041-comp-922 - 1 < 1
pure041-comp-923 - < 1 < 1
pure041-comp-924 1 < 1 < 1
pure041-comp-925 < 1 < 1 < 1
pure041-comp-939 < 1 < 1 < 1
pure041-comp-961 < 1 < 1 < 1
pure041-comp-964 - < 1 < 1
pure041-comp-965 - < 1 1
pure041-comp-967 - 1 < 1
pure041-comp-968 - 1 1
pure041-comp-970 - 1 2
pure041-comp-971 - - -
pure041-comp-973 - 2 -
pure041-comp-975 - - -
pure041-comp-976 - 3 3
pure041-comp-977 - 102 142
snp-005-04-comp-254 - 1 2

Solved 22 43 42
STime 21.2 1.9 2.2

Table 5.2.: Computing times for SNP components

Figure 5.7.: Number of solved SNP components within 300 seconds.
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Instance EE SAE IAE

T20-A - 1 < 1
T21-A 24 < 1 1
T22-A 30 1 2
T23-A 77 1 1
T24-A - < 1 1
T25-A - 2 2
T26-A - 1 1
T27-A - 10 6
T28-A - < 1 2
T29-A - 18 6
T30-A - 55 19
T31-A - < 1 1
T32-A - < 1 2
T33-A - 29 14
T20-B - 1 1
T21-B 21 < 1 1
T22-B 29 < 1 1
T23-B 74 1 1
T24-B - < 1 1

Instance EE SAE IAE

T25-B - 2 1
T26-B - < 1 2
T27-B - 9 7
T28-B - < 1 1
T29-B - 14 7
T30-B - 55 15
T31-B - < 1 1
T32-B - < 1 1
T33-B - 30 13
T20-C - < 1 1
T21-C 22 1 1
T22-C 33 < 1 1
T23-C 47 < 1 < 1
T24-C 169 1 1
T25-C - 1 2
T26-C 186 < 1 < 1
T27-C - 21 13
T28-C - < 1 2
T29-C - 3 3

Instance EE SAE IAE

T30-C - 12 4
T31-C - < 1 < 1
T32-C - 1 2
T33-C - 28 11
T20-D - < 1 1
T21-D 23 1 1
T22-D 30 < 1 1
T23-D 75 1 1
T24-D - < 1 2
T25-D - 1 1
T26-D - 1 1
T27-D - 11 7
T28-D - < 1 1
T29-D - 13 7
T30-D - 70 12
T31-D - 1 1
T32-D - < 1 2
T33-D - 5 8

Solved 14 56 56
STime 186.7 2.3 2.1

Table 5.3.: Computing times for single-item C-LS instances

Figure 5.8.: Number of solved single-item C-LS instances within 300 seconds.
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Instance EE SAE IAE

T12-A - 59 13
T13-A - 50 7
T14-A - - 54
T15-A - - -
T16-A - - 53
T17-A - 2 7
T18-A - - -
T12-B - 43 8
T13-B - 13 5
T14-B - 11 3
T15-B - - -
T16-B - 197 28
T17-B - 3 6
T18-B - - -
T12-C - 10 2
T13-C - 21 5
T14-C - 72 13
T15-C - 147 48
T16-C - 218 55
T17-C - 1 3
T18-C - - 133
T12-D - 20 6

Instance EE SAE IAE

T13-D - 17 5
T14-D - 11 5
T15-D - - 87
T16-D - 54 14
T17-D - 1 4
T18-D - - 173
T12-E - 54 9
T13-E - 22 6
T14-E - 17 4
T15-E - - -
T16-E - 44 11
T17-E - 1 3
T18-E - - 57
T12-F - 53 9
T13-F - 19 6
T14-F - 17 3
T15-F - 171 35
T16-F - 50 22
T17-F - 1 5
T18-F - 285 34

Solved 0 31 37
STime 300.0 42.0 17.4

Table 5.4.: Computing times for two-item C-LS instances

Figure 5.9.: Number of solved two-item C-LS instances within 300 seconds.
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Aggregation
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Aggregation is a coarsening process, which omits information while keeping an appro-
priate global view on the problem. Disaggregation is the inverse or uncoarsening process,
which introduces details.

Aggregation techniques are subject of research at least since 1965. A first important
contribution was made by Balas [18]. He developed an algorithm for solving a large-
scale transportation problem through aggregation. A posteriori and a priori bounds
of aggregation techniques for linear programming were investigated by Zipkin [123].
Further studies follow by Francis [56] for network flow problems and by Leisten [89] for
production planning systems. Overall, a large amount of publications exist in the field
of linear programming. However, for discrete scenarios only a few results are suggested
by Rosenberg [107], Chvátal and Hammer [38] as well as Hallefjord and Storøy [70].
Especially for graph partitioning problems, aggregation approaches are very successful.
For example, multilevel k-way hypergraph partitioning algorithms [82] are based on
an aggregation and disaggregation scheme. We have discussed such an algorithm in
Section 4.2.

Network design problems arise frequently in telecommunication, traffic, electricity,
and logistics. The aim is to route all demand reliably at minimum cost. Network
design problems are often solved by applying Lagrangian relaxation [64]. Another well
known approach for solving network design problems is Benders decomposition (see
Section 5.1). Costa [41] gives a comprehensive survey on Benders decomposition applied
to fixed-charge network design problems.

The discrete lot-sizing problem (DLS) is a special type of lot-sizing problem (see Sec-
tion 1.4), where one is forced to produce nothing or the complete amount per time period
(see Wolsey [120]). Caused by the latter condition, it is possible to solve an appropriate
network design problem to obtain a solution for the DLS problem. A key ingredient to
accomplish this is a reformulation of the DLS problem from Pochet and Wolsey [103].

In the following, we present an exact approach for solving capacitated network design
problems. The algorithm is based on an iterative graph aggregation and disaggregation
scheme. Starting with an initial aggregation, the algorithm solves a sequence of network
design master problems representing the original network with increasing accuracy. In
each iteration, a subproblem is solved. The subproblem either proves optimality of the
solution and triggers the termination of the algorithm, or it gives a directive where to
refine the representation for the next iteration.

One is often confronted with the problem to expand an already existing network
such that additional demand requirements can be satisfied. The additional demand
requirements are typically only violated by a small percentage of the arcs. These arcs
are often referred to as bottlenecks. Exactly for this situation our algorithm is designed.
If one needs to upgrade almost all arcs, then the effort for aggregation and disaggregation
is sometimes counterproductive, and it is usually better to solve the original problem
by a conventional branch-and-cut algorithm. For this reason, we will consider in the
following sections DLS problems, where even a small number of setups can already
satisfy the whole demand.
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This part of the work incorporates collaborative work with other authors that has
been published in one paper. Sections 6.1, 7.1, 7.2, and 7.3 are based on the article
“Solving network design problems via iterative aggregation”, referenced by [20]. It is
joint work with Andreas Bärmann, Frauke Liers, Alexander Martin, Maximilian Merkert,
and Christoph Thurner.

This part is organized as follows. Section 6.1 introduces the network design problem.
Subsequently, we describe the DLS problem and demonstrate how it is possible to ob-
tain a solution of the DLS problem via solving an appropriate network design problem.
The Sections 7.1 and 7.2 present our iterative aggregation scheme for solving network
design problems. Then, in Section 7.3, we report on some implementation details and
describe three different aggregation approaches. Finally, we show computational results
on randomly generated DLS instances in Section 7.4. Although we focus on single-item
instances, we also report computational results for the two-item case.
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Chapter 6.

Modelling networks

Networks for traffic, telecommunication, electricity, logistics, and so forth, are of central
importance for todays societies and the cost-effective as well as reliable design of these
networks is important for our economies. Therefore, we will discuss in the sequel some
models for designing networks. In addition, we show how to determine a solution of the
DLS problem via solving an appropriate network design problem.

6.1. Network design problem

Consider a directed graph G = (V,A). The graph G consists of nodes V and arcs A
that could be constructed. The aim is to select a subset of arcs in order to route the
commodities k ∈ K with demand d ∈ R|V×K| by minimal costs. For a node v ∈ V , let
δ+
v denote the set of arcs leaving v, and δ−v be the set of arcs entering v. The flow of

commodity k on arc a is represented by the variable xka. Each arc has construction costs
qa and a capacity of Ca. If arc a is not selected (ya = 0), no flow can be routed through
a. A mixed-integer formulation for the multi-commodity network design problem is

min
∑

a∈A qaya
s.t.

∑
a∈δ+v x

k
a −

∑
a∈δ−v x

k
a = dkv , (∀v ∈ V ), (∀k ∈ K),∑

k∈K x
k
a ≤ Caya, (∀a ∈ A),

x ∈ R
|A×K|
+ ,

y ∈ {0, 1}|A|.

(6.1.1)

The equality constraints are often referred to as flow conservation constraints. For each
commodity k the flow out of node v minus the flow going into v equals the demand dkv .
The second constraints represent the capacity limitations for each arc a ∈ A.

By modifying the capacity constraints appropriately, the network design problem can
be extended to a multi-commodity network expansion problem. That is, now each arc a
possesses already an initial arc capacity ca ≥ 0, and can be upgraded by an additional
capacity Caya at a price of qa per unit. A mixed-integer formulation for the multi-
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commodity network expansion problem is

min
∑

a∈A qaya
s.t.

∑
a∈δ+v x

k
a −

∑
a∈δ−v x

k
a = dkv , (∀v ∈ V ), (∀k ∈ K),∑

k∈K x
k
a ≤ ca + Caya, (∀a ∈ A),

x ∈ R
|A×K|
+ ,

y ∈ Z
|A|
+ .

(6.1.2)

Problem (6.1.2) can be considered as an existing network, where additional demand
requirements must be fulfilled. Typically, the additional demands are only violated by
a small number of arcs, the so-called bottlenecks. The aim is to resolve the constrictions
induced by the bottlenecks. Problem (6.1.2) is a difficult combinatorial problem, which
is caused by the fact that integral multiples of a capacity can be selected and its solution
is still a challenge for state-of-the-art solvers.

For simplicity, we restrict ourselves in the following to a single-commodity network de-
sign problem, where |K| = 1. This is not a significant limitation, since Johnson, Lenstra,
and Kan [77] proved that the single-commodity capacitated network design problem is
already NP-complete by a polynomial reduction of the {0, 1}-knapsack problem. In
addition, our algorithm framework can be easily generalized to the much broader class
of multi-commodity network design problems. By incorporating the routing costs pa for
sending flow xa on arc a ∈ A, we obtain the formulation

min
∑

a∈A qaya +
∑

a∈A paxa
s.t.

∑
a∈δ+v xa −

∑
a∈δ−v xa = dv, (∀v ∈ V ),

xa ≤ Caya, (∀a ∈ A),

x ∈ R
|A|
+ ,

y ∈ {0, 1}|A|.

(6.1.3)

Note that we assume in the following pa = 0 for all a ∈ A. We will, however, later come
back to the integration of routing costs. Actually, we want to take them into account in
our model, but not explicitly.

6.2. Discrete lot-sizing problem

Our intention in this section is to exhibit that the DLS problem can be solved via solving
an appropriate network design problem.

Consider a formulation of the DLS problem with n time periods and without initial
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inventory
min

∑n
t=1 ptxt +

∑n
t=1 htst +

∑n
t=1 qtyt

s.t. xt = dt + st, (t = 1),
st−1 + xt = dt + st, (t = 2, . . . , n),

xt = Ctyt, (t = 1, . . . , n),
x ∈ R

n
+,

s ∈ R
n
+,

y ∈ {0, 1}n.

(6.2.1)

We assume in the following that pt ≥ 0, ht ≥ 0, and qt ≥ 0 for all t = 1, . . . , n.
The main difference between the C-LS problem and the DLS problem is that one is

forced to produce the complete amount or nothing in each time period. That is, the
capacity constraints xt ≤ Ctyt for t = 1, . . . , n of problem (1.4.1) are replaced by

xt = Ctyt (6.2.2)

in problem (6.2.1).
Pochet and Wolsey derived in [103], by exploiting equation (6.2.2), for the DLS prob-

lem the reformulation

min
∑n

t=1 q̂tyt
s.t.

∑t
j=1 Cjyj ≥ d1t, (t = 1, . . . , n),

y ∈ {0, 1}n,
(6.2.3)

where d1t =
∑t

j=1 dj, and q̂t ≥ 0 are appropriate coefficients. We use the insights of
Pochet and Wolsey to prove that the values of the y variables coincide in (6.2.1) and
(6.2.3) for an optimal solution.

Lemma 6.1. Problem (6.2.1) has an optimal solution (x∗, s∗, y∗) if and only if prob-
lem (6.2.3) has an optimal solution ȳ, and if optimal solutions exist, there exist optimal
solutions with y∗ = ȳ.

Proof. By summing up the flow conservation constraints of (6.2.1) from 1 to t, we achieve

t∑

j=1

xj = d1t + st,

or rather

st =
t∑

j=1

xj − d1t =︸︷︷︸
(6.2.2)

t∑

j=1

Cjyj − d1t (6.2.4)

for d1t =
∑t

j=1 dj. Based on the restriction st ≥ 0, we obtain the constraints of prob-
lem (6.2.3)

t∑

j=1

Cjyj ≥ d1t for t = 1, . . . , n.
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Let an optimal solution y∗ for (6.2.3) be given. Then, the solution (x̄, ȳ, s̄) with
ȳt = y∗t , x̄t = Cty

∗
t , and s̄t =

∑t
j=1Cjy

∗
t −

∑t
j=1 dj for t = 1, . . . , n is feasible for (6.2.1).

The reformulation of the objective function by means of an equivalent transformation
is given by

n∑

t=1

ptxt +
n∑

t=1

htst +
n∑

t=1

qtyt =
n∑

t=1

pt Ctyt︸︷︷︸
(6.2.2)

+
n∑

t=1

ht
( t∑

j=1

Cjyj − d1t

︸ ︷︷ ︸
(6.2.4)

)
+

n∑

t=1

qtyt

=
n∑

t=1

ptCtyt +
n∑

t=1

ht

t∑

j=1

Cjyj −
n∑

t=1

htd1t +
n∑

t=1

qtyt

= −
n∑

t=1

htd1t +
n∑

t=1

ptCtyt +
n∑

t=1

qtyt +
n∑

t=1

Ctyt

n∑

j=t

hj

= −
n∑

t=1

htd1t

︸ ︷︷ ︸
constant

+
n∑

t=1

(
qt + (pt +

n∑

j=t

hj)Ct
)

︸ ︷︷ ︸
=:q̂t

yt.

Thus, if optimal solutions exist for (6.2.1) and (6.2.3), it exist optimal solutions that
have the same values for the variables y ∈ {0, 1}n.

Our aim is now to derive an appropriate network design problem that determines op-
timal values for the y variables. By reintroducing the constraints of problem (6.2.1) and
leaving out the constraints

∑t
i=1Ciyi ≥ d1t of problem (6.2.3), we obtain the formulation

min
∑n

t=1 q̂tyt
s.t. xt = dt + st, (t = 1),

st−1 + xt = dt + st, (t = 2, . . . , n),
xt = Ctyt, (t = 1, . . . , n),
x ∈ R

n
+,

s ∈ R
n
+,

y ∈ {0, 1}n.

(6.2.5)

From Lemma 6.1 follows that the formulations (6.2.1) and (6.2.5) differ only in a constant
term in the objective function.

Next, we relax the sense of the capacity constraints, remove the last stock variable sn,
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6.2. Discrete lot-sizing problem

and add the equality
∑n

t=1 xt =
∑n

t=1 dt to obtain

min
∑n

t=1 q̂tyt
s.t. xt = dt + st, (t = 1),

st−1 + xt = dt + st, (t = 2, . . . , n− 1),
st−1 + xt = dt, (t = n),∑n

t=1 xt =
∑n

t=1 dt,
xt ≤ Ctyt, (t = 1, . . . , n),
x ∈ R

n
+,

s ∈ R
n−1
+ ,

y ∈ {0, 1}n.

(6.2.6)

Note that the stock variable sn is mostly essential for a feasible solution of prob-
lem (6.2.1), because the equalities xt = Ctyt often lead to an overproduction and sn
covers this excess. As in formulation (6.2.6) the constraints xt = Ctyt are replaced by
xt ≤ Ctyt, there is no need for a compensation of the overproduction by sn.

The similarities between (6.2.6) and (6.2.5) are emphasized by the next statement.

Theorem 6.1. Problem (6.2.5) has an optimal solution (x∗, s∗, y∗) if and only if prob-
lem (6.2.6) has an optimal solution (x̄, s̄, ȳ), and if optimal solutions exist, there exist
optimal solutions with y∗ = ȳ.

Proof. Let an optimal solution (x∗, s∗, y∗) for (6.2.5) and an optimal solution (x̄, s̄, ȳ)
for (6.2.6) be given, then (x∗, [s∗1, . . . , s

∗
n−1]>, y∗) is feasible for (6.2.6). The main dif-

ference between (6.2.5) and (6.2.6) are the capacity constraints, which are relaxed in
problem (6.2.6). Let us assume that

∑n
t=1 q̂ty

∗
t >

∑n
t=1 q̂tȳt. This can only happen, if

there exists a j ∈ {1, . . . , n} with y∗j = 1 and ȳj = 0. However, this implies x̄j = 0.
Consequently, y∗j = 0 is also feasible and thus (x∗, s∗, y∗) was not an optimal solution.

The other direction follows by a similar argument as in the proof of Lemma 6.1. The
solution y∗t := ȳt, x

∗
t := Ctȳt, and s∗t :=

∑t
j=1Cj ȳt −

∑t
j=1 dj for t = 1, . . . , n is feasible

for problem (6.2.5). In addition,
∑n

t=1 q̂y
∗
t =

∑n
t=1 q̂ȳt holds.

The proof of Theorem 6.1 provides the basis for determining an optimal solution for
the DLS problem (6.2.5) from an optimal solution of problem (6.2.6). Now, we show
that problem (6.2.6) is a network design problem (6.1.3) and can thus be solved by our
aggregation scheme that we will describe in Chapter 7. To achieve this, we construct
the underlying graph of the corresponding single-commodity network design problem as
follows: We create a graph G = (V,A) with n + 1 nodes. Node v0 is the single source
with demand

∑n
t=1 dt. The corresponding flow constraint

∑n
t=1 xt =

∑n
t=1 dt in (6.2.6) is

replaced by
∑

a∈δ+v0
xa = dv0 in (6.1.3), where dv0 =

∑n
t=1 dt. The nodes vt for t = 1, . . . , n

are target nodes with demands −dt and their flow constraints xt−st = dt, st−1+xt−st =
dt as well as st−1 + xt = dt are replaced by

∑
a∈δ+vt

xa −
∑

a∈δ−vt
xa = −dvt = −dt. Then,

we create n− 1 arcs A1 between vt and vt+1 for t = 1, . . . , n− 1 with constant capacity
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∑n
t=1 dt, and qa = 0 for a ∈ A1. In addition, we create n − 1 arcs A2 between vt and

vt−1 for t = n, . . . , 2 with constant capacity 0, and qa = 0 for a ∈ A2. Then, we create
n arcs A3 from vt to v0 with constant capacity of 0, and qa = 0 for a ∈ A3. Finally,
we introduce n arcs A4 from v0 to vt for t = 1, . . . , n with capacity 0 expandable to Ct,
objective coefficients qa = q̂t for a ∈ A4, and the corresponding constraints xt ≤ Ctyt in
problem (6.2.6) are replaced by xa ≤ Caya in problem (6.1.3). The set of arcs of G is
given by A =

⋃4
i=1Ai. In all, G has n+ 1 nodes and 4n− 2 arcs. The following example

illustrates the construction of G.

Example 24. Consider a DLS problem with 5 time periods. Figure 6.1 shows the un-

v1 v2 v3 v4 v5

v0

−d1 −d2 −d3 −d4 −d5

d0

∑n
t=1 dt

∑n
t=1 dt

∑n
t=1 dt

∑n
t=1 dt

0 0 0 0

0 0 0 0 0
x 1
≤ C

1
y 1

x 2
≤
C
2
y 2

x
3
≤

C
3
y 3

C
5 y
5 ≥

x
5

C
4 y

4 ≥
x
4

Figure 6.1.: Graph G for problem (6.2.6) with n = 5

derlying graph of the corresponding single-commodity network design problem. Along
the arcs the corresponding capacity is depicted. Dashed arcs indicate arcs with a con-
stant capacity of zero. 4

Finally, it should be noted that the ideas of Lemma 6.1 and Theorem 6.1 can also be
used to obtain a solution of a multi-item DLS problem as (6.2.7)

min
∑m

i=1

∑n
t=1(pitx

i
t + hits

i
t + qity

i
t) +

∑n
t=1 utzt

s.t. xit = dit + sit (t = 1), (i = 1, . . . ,m),
sit−1 + xit = dit + sit (t = 2, . . . , n), (i = 1, . . . ,m),

xit = Ci
ty
i
t (t = 1, . . . , n), (i = 1, . . . ,m),∑m

i=1 x
i
t ≤ (

∑m
i=1 C

i
t)zt (t = 1, . . . , n),

x ∈ R
mn
+ ,

s ∈ R
mn
+ ,

y ∈ {0, 1}mn,
z ∈ {0, 1}n,

(6.2.7)

where ut ≥ 0 for all t = 1, . . . , n via solving an appropriate multi-commodity network
design problem. We consciously avoid to give a detailed description, since it provides
no further insights. However, we will show computational results for two-item DLS
instances.
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Iterative aggregation scheme

We have seen in Section 6.2 that we can determine a solution for the DLS problem
via solving an appropriate network design problem. Caused by the previous reformu-
lation (6.2.5) the costs for production and inventory are incorporated in the objective
function without explicitly specifying them. In other words, we have included the routing
costs (see Section 6.1) of the flow in the network indirectly.

In the following sections, we describe an algorithm based on an iterative aggregation
scheme for solving network design problems. The algorithm works as follows:

1. Partition the nodes of the underlying graph into components, i.e., choose an initial
aggregation.

2. Master problem: Solve the network expansion problem over the aggregated graph.

3. Subproblem: Check the feasibility of the network upgrade w.r.t. the original graph.

a) Terminate and return a network expansion in case of feasibility.

b) Refine (disaggregate) the partition and go to Step 2 in case of infeasibility.

7.1. Graph aggregation and the master problem

The term aggregation is used for different purposes in the literature. Already in this
work, we used the term aggregation for substituting a variable by an expression of
other variables in Section 2.4. However, in our context here, aggregating a directed
graph G = (V,A) means clustering its nodes V into subsets. The aggregated graph
Gϕ = (Vϕ,Aϕ) is defined by a surjective clustering function ϕ : V → {1, . . . , k}, k ∈ N,
where Vϕ = {V1, . . . , Vk} is a partition of V into k components with v ∈ Vi iff ϕ(v) =
i ∈ {1, . . . , k} and Aϕ ⊆ A contains an arc (u,w) ∈ A iff ϕ(u) 6= ϕ(w), i.e., u and w
are nodes of different components. For G and Gϕ parallel arcs are allowed. Figure 7.1
illustrates the above definitions. The nodes of the same component are encircled by a
dashed line. The arc set Aϕ consists only of those arcs connecting different components
of Vϕ. For simplicity, we omit the arcs directed to node 0 with zero capacity.

The master problem of the algorithm is problem (6.1.3) applied to a certain graph
aggregation Gϕ. The clustering function ϕ determines new demand values on the nodes
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1 2 3 4 5

0

V1

V2

19

-9 -4 0 -5 -1

Figure 7.1.: A graph G and its aggregated graph Gϕ with Vϕ = {V1, V2}, ϕ−1(1) = {0},
and ϕ−1(2) = {1, 2, 3, 4, 5}.

Vi representing the components. These demand values are given by dVi =
∑

v∈Vi dv for
i = 1, . . . , k. The capacity properties of an arc a ∈ Aϕ are those of the associated original
arc a ∈ A. For simplifying the notation in the following, we identify each component
Vi ∈ Vϕ by its index i and each arc a ∈ Aϕ by its original arc in A. The master problem
with respect to Gϕ = (Vϕ,Aϕ) is

min
∑

a∈Aϕ
qaya

s.t.
∑

a∈δ+i
xa −

∑
a∈δ−i

xa = di, (∀i ∈ Vϕ),

xa ≤ ca + Caya, (∀a ∈ Aϕ),

x ∈ R
|Aϕ|
+ ,

y ∈ Z
|Aϕ|
+ .

(7.1.1)

The master problem (7.1.1) has a certain relation to the original problem (6.1.3).

Lemma 7.1 (Bärmann, Liers, Martin, Merkert, Thurner, Weninger [20]). Problem (7.1.1)
is a relaxation of the original problem (6.1.3).

Proof. The flow conservation constraints for each component Vi ∈ Vϕ are determined by

∑

v∈Vi

( ∑

a∈δ+v

xa −
∑

a∈δ−v

xa
)

=
∑

v∈Vi

dv =
∑

a∈δ+Vi

xa −
∑

a∈δ−Vi

xa = dVi .

That is, the whole demand in the network is the same, but coarsened from v ∈ Vi to
node Vi itself. In addition, the flow information on arcs a ∈ A\Aϕ is not considered any-
more. Moreover, the capacity constraints of problem (7.1.1) are a subset of the capacity
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constraints of problem (6.1.3), because Aϕ ⊆ A. Thus, problem (7.1.1) is a relaxation of
(6.1.3). Consequently, the optimal value of problem (7.1.1) with respect to a clustering
function ϕ is a lower bound on the optimal value of the original problem (6.1.3).

A feasible solution of the master problem (7.1.1) translates to a (not necessarily feasi-
ble) solution of the original problem (6.1.3) by performing two steps. First, all decisions
(y-variables) for expanding the capacity of an arc within each component are set to
zero. Second, the induced flows (x-variables) within each component are computed by
solving a maximum-flow problem. This corresponding feasibility test is subject of the
subproblem.

7.2. The subproblem and graph disaggregation

From a solution of the master problem (7.1.1) we get values for the flow on the arcs
a ∈ Aϕ. These flow values induce new demands within the aggregated components.
The purpose of the subproblem is to verify whether these demands can be satisfied
without capacity extensions inside the components. An example of this situation is
depicted in Figure 7.2.

1 2 3 4 5

0

19

-9 -4 0 -5 -1

0 0 1009

V1

V2

(a) Solution of master problem

1 2 3 4 5

-9 -4 9 -5 9

19

0

19

0

19 19

0 0

V2

(b) Associated feasibility subproblem

Figure 7.2.: Figure 7.2a shows a solution of the master problem, which sends flow into
component V2. The corresponding subproblem with induced demands for
V2 is shown in Figure 7.2b.

The test on feasibility of a master problem solution is done by solving a maximum-
flow problem within each component as follows. Let a component Vi of G = (V,A) with
i ∈ {1, . . . , k} be given. Consider the subgraph Si = (Vi, Ai) of G induced by Vi. The
flow values xa for a = (u,w) ∈ Aϕ of problem (7.1.1) with u ∈ Vi, w ∈ Vj, i 6= j,
change the original demands of u to d′u := du− xa and of w to d′w := dw + xa. Moreover,
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the capacity expansions on each arc a ∈ Ai are set to zero. Finally, we introduce two
artificial nodes. The nodes with a positive induced demand V +

i ⊆ Vi are connected
with the superior source s and the nodes V −i ⊆ Vi with a negative induced demand
are connected to the superior target t. Then, the test if a feasible flow exists can be
performed by solving the maximum-flow problem

max
∑

v∈V +
i

zv

s.t.
∑

a∈δ+v

xa −
∑

a∈δ−v

xa =





zv, if v ∈ V +
i ,

−zv, if v ∈ V −i ,
0, otherwise,

(∀v ∈ Vi),

xa ≤ ca, (∀a ∈ Aϕ),
zv ≤ |d′v|, (∀v ∈ V +

i ∪ V −i ),

xa ∈ R
|Aϕ|
+ ,

zv ∈ R
|V +

i ∪V
−
i |

+ .

(7.2.1)

The variables zv for v ∈ V +
i model the flow from s to v and for v ∈ V −i they represent

the flow from node v to t. If the value of the maximum s-t-flow is equal to
∑

v∈V +
i
d′v,

the induced demands lead to a feasible solution for component Vi, otherwise the induced
demands are infeasible.

Each feasible subproblem Vi requires no further examination and consequently if all
subproblems are feasible the algorithm terminates. An infeasible subproblem can occur
by two matters. The initial capacity constraints of Vi are not sufficient to transmit the
flow for satisfying the demands in this component. In this case, the clustering function ϕ
gets refined by considering additional arcs in the master problem. This arc set is chosen
via a minimum s-t-cut that limits the flow. Figure 7.3 illustrates this situation. Let
the subproblem induced by Vi be infeasible and let V 1

i , . . . , V
r
i be the components into

which Vi disaggregates after applying the minimum s-t-cut. Then the new aggregation
function is defined by ϕ′ : V → {1, . . . , k + r − 1} with ϕ′(v) = ϕ(v) in case if v /∈ Vi
and ϕ′(v) = i + j − 1 if v ∈ V j

i ⊂ Vi for j ∈ {1, . . . , r}. Another reason is that the
algorithm is not able to prove the optimality of all capacity expansions. This is caused
by the fact that in every subproblem beside the expansion decisions the flow on all arcs
contained in the master problem is fixed, too. We remedy this problem by fixing the
values of the y-variables in the original problem and solving a maximum-flow problem
on the resulting graph for checking the feasibility. We call this procedure global test.
Figure 7.4 continues the example of Figure 7.3 and shows the final aggregation.

It remains to prove the correctness of the iterative aggregation scheme.

Theorem 7.1 (Bärmann, Liers, Martin, Merkert, Thurner, Weninger [20]). Let a prob-
lem (6.1.3) with qa ≥ 0 for all arcs a ∈ A be given, then the algorithm terminates with
an optimal solution or an indication of infeasibility after finitely many iterations.
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(a) Determination of a minimal cut
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V3

(b) Resulting graph after disaggregation

Figure 7.3.: Figure 7.3a shows the minimal s-t-cut computed by a maximal-flow problem.
The resulting graph after disaggregation is depicted in Figure 7.3b.

Proof. The termination of the algorithm follows from the fact that only finitely many
disaggregation steps are possible until the original graph is reached.

In order to prove optimality, let (x̄, ȳ) be an optimal solution of the final master
problem for Gϕ and let (x∗, y∗) be an optimal solution of the original problem (6.1.3).
In Lemma 7.1, we have shown that each optimal solution of the master problem (7.1.1)
provides a lower bound on the objective value of an optimal solution. That is, q>ȳ ≤
q>y∗. However, if the subproblem (7.2.1) proves feasibility of (x̄, ȳ) for (6.1.3), then this
implies that (x̄, ȳ) is an optimal solution.

This closes the description of our aggregation scheme. In the next sections, we provide
some implementation details and two computational experiments.

7.3. Details on implementation

In this section, we present three different implementations of our aggregation scheme. A
first version realizes what has been described so far. This approach solves in each iter-
ation the master problem from scratch and ignores almost all information generated in
previous iterations. This can be a drawback, if for example consecutive master problems
differ only slightly. To counteract this, we have implemented a second approach, where
the aggregation scheme is integrated into a branch-and-bound framework. Finally, we
study a hybrid variant of both approaches.

The first implementation works in a purely sequential manner and is called the Se-
quential Aggregation Algorithm (SAGG). Every master problem is solved to optimality
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Figure 7.4.: A graph G and its final aggregated graph Gϕ with Vϕ = {V1, V2, V3},
ϕ(1)−1 = {0}, ϕ(2)−1 = {3, 4, 5}, and ϕ(3)−1 = {1, 2}. The solution is
feasible for each component.

without exploiting information of previous iterations. Only the disaggregation informa-
tion is committed to the next iteration. If all subproblems are feasible, which proves
the optimality, the algorithm terminates. Otherwise, if not all subproblems are feasible,
the underlying graph is refined by a disaggregation. For speeding up the iterations, we
solve the linear programming relaxation of the master problem in a few iterations at the
beginning. Our computational results show that the savings in runtime mostly pay off
for the potentially misleading refinements. Figure 7.5a illustrates the SAGG approach.

As mentioned, SAGG does not interchange information, like cutting planes and bounds,
between consecutive iterations. The idea behind the Integrated Aggregation Algorithm
(IAGG) is now to exploit this information by integrating the disaggregation steps into
a branch-and-bound scheme. At the beginning, we start the iterations with an ini-
tial aggregation. As easiest choice we can neglect all capacity expansions and solve
a maximum-flow problem. The resulting minimal-cut defines the initial aggregation.
Each primal solution found during the branch-and-bound search is tested for feasibility.
If the solution is infeasible, we neglect it by adding so-called lazy cuts and disaggregate
the graph correspondingly. In case the solution is feasible, we keep it as an incumbent
solution. See Figure 7.5b for a schematic example of the IAGG approach.

Our Hybrid Aggregation Algorithm (HAGG) combines SAGG and IAGG. At the be-
ginning the HAGG approach starts with sequential iterations as SAGG, and switches
at a certain point to IAGG (see Figure 7.5c). The main idea of HAGG is that once we
start the integrated approach, we have more information about the underlying graph at
the root node of the branch-and-bound tree by hand. As a heuristic rule, the transition
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from the iterative to the integrated approach is employed if the linear programming
relaxation of the master problem is equal to the linear programming relaxation of the
original problem.

(a) SAGG (b) IAGG (c) HAGG

Figure 7.5.: Schematic outline of the three aggregation schemes [20]

The nodes in Figure 7.5 have the following meanings. Nodes labeled with Int rep-
resent a feasible solution of the current master problem and nodes labeled with Int /
Inf indicate that the solution is infeasible for the original problem, which leads to dis-
aggregation. White nodes labeled with Inf or Frac represent infeasible and fractional
branch-and-bound nodes (at which branching might occur), respectively.

7.4. Computational results

At the beginning in Section 1.5, we have raised the following question:

Does aggregation help for solving discrete lot-sizing instances?

In order to answer this question, we performed two computational experiments on a
12-core AMD Opteron 2435 2.6 GHz with 512 kB cache for each core and 64 GB RAM,
running 64-bit Linux. We have implemented our framework using the C++-API of
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Gurobi 6.5.0 [2]. Each job was run on 4 cores with a time limit of 1800 seconds. We
compared our aggregation schemes (see Section 7.3) with the solution of the network
design problem by Gurobi 6.5.0 using default parameter settings. In the following, we
denote the reference solutions of Gurobi by the identifier MIP. As test sets, we use two
different sets of benchmark instances. For obtaining more meaningful results, we have
generated two instances for each time period with random coefficients and distinguish
between them in the following tables by A and B, respectively. In addition, 20% to
80% of the demands are randomly set to zero to accomplish an initial situation as for
network expansion problems. The first test set consists of 102 single-item DLS instances
from 100 up to 200 time periods in steps of 2. The sizes of the instances lie between
499 constraints, 1394 non-zeros, and 498 variables including 100 binary variables for
the smallest instances, and 999 constraints, 2794 non-zeros, 998 variables including 200
binary variables for the largest instances. To show the wider applicability of the proposed
aggregation framework for multi-commodity instances, we state results on 62 two-item
DLS instances. These 62 instances contain from 40 up to 100 time periods in steps of 2.
The smallest instance has 482 constraints, 2148 non-zeros, and 756 variables including
120 binary variables. The largest instance has 1202 constraints, 5388 non-zeros, and
1896 variables including 300 binary variables.

The results for both test sets are shown in Tables 7.1 and 7.2. For each test candidate,
we list the number of solved instances within the time limit (Solved). Then, we show
the geometric mean (with shift 0.01) of the solving times (STime). If an algorithm has
not solved an instance within the time limit, which is indicated by “-”, we have used
1800 seconds as solution time. Finally, the average components (nodes) ratio (CRatio)
is illustrated. This value is the arithmetic mean of the ratios of the final number of
nodes divided by the original number of nodes of the underlying graph. For example, a
value of 0.57 indicates that the number of nodes by termination of the algorithm is the
number of original nodes multiplied by 0.57. Furthermore, we have created for each test
set solution time performance profiles (see Figures 7.6 and 7.7).

In addition, our aggregation schemes have been tested extensively on network expan-
sion problems in [20]. The benchmark instances in these tests contain random scale-free
networks according to the preferential attachment model [12], instances created from the
rome99 graph from the 9th DIMACS challenge [51], and instances arising from single-
commodity adaptations of the SNDlib instances [96]. Our computational experiments
have confirmed that for network expansion problems we could indeed mostly achieve a
huge graph compression and consequently we were able to solve most instances much
faster than a state-of-the-art MIP solver.

For both test sets, we observe that the SAGG implementation performs best closely
followed by MIP and HAGG. Furthermore, the results show that we achieve a very high
graph compression (CRatio) for single-item instances and a reasonable graph compres-
sion for two-item instances. In contrast to the results in [20], where IAGG performs
best, on DLS instances SAGG is in both tests the best approach. The reason for this
lies in the different topology of the underlying graph.
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7.4. Computational results

Instance MIP SAGG IAGG HAGG

T100-A 3 2 6 4
T100-B 2 2 5 3
T102-A 5 3 7 7
T102-B 3 2 4 5
T104-A 130 100 77 110
T104-B 4 3 17 4
T106-A 10 5 13 10
T106-B 12 10 31 8
T108-A 8 6 32 6
T108-B 4 3 12 5
T110-A 9 7 18 10
T110-B 10 10 13 17
T112-A 68 83 147 131
T112-B 13 9 23 13
T114-A 19 13 45 12
T114-B 16 14 39 21
T116-A 8 6 8 9
T116-B 213 249 127 86
T118-A 20 16 25 19
T118-B 15 9 16 17
T120-A 15 18 93 33
T120-B 11 10 16 14
T122-A 27 34 46 23
T122-B 2 1 20 4
T124-A 28 33 51 50
T124-B 11 8 15 12
T126-A 14 15 36 27
T126-B 2 1 2 2
T128-A 530 436 569 361
T128-B 30 24 30 38
T130-A 447 543 - 676
T130-B 29 18 33 38
T132-A 12 13 12 6
T132-B 20 18 21 15
T134-A 1249 1449 - 1359
T134-B 32 36 62 59
T136-A 24 28 45 38
T136-B 187 171 418 204
T138-A 188 142 868 307
T138-B 208 96 178 297
T140-A 4 4 21 7
T140-B 34 39 70 47
T142-A 45 34 44 46
T142-B 30 15 19 11
T144-A 282 294 256 253
T144-B 30 34 83 27
T146-A 16 14 24 14
T146-B 39 25 22 54
T148-A 28 29 183 40
T148-B 28 28 32 49
T150-A 1673 214 647 386
T150-B - 1681 444 390

Instance MIP SAGG IAGG HAGG

T152-A 85 76 168 135
T152-B 473 409 866 1086
T154-A 1 3 4 6
T154-B 302 325 872 974
T156-A 139 127 979 63
T156-B 10 10 12 9
T158-A 23 32 89 64
T158-B 2 3 6 6
T160-A 332 249 420 1406
T160-B 27 25 64 117
T162-A 542 582 526 435
T162-B 55 21 36 55
T164-A 41 46 301 77
T164-B 112 105 120 164
T166-A 100 84 74 80
T166-B 36 32 88 47
T168-A 529 293 514 1500
T168-B 29 27 23 21
T170-A 508 586 1487 1455
T170-B 147 163 181 291
T172-A 180 158 91 221
T172-B 235 230 - 140
T174-A 670 548 - 994
T174-B 36 35 493 106
T176-A 1773 - 1052 -
T176-B 201 272 379 186
T178-A 72 93 67 65
T178-B 210 216 445 192
T180-A 173 166 355 159
T180-B 281 264 521 107
T182-A 411 379 895 207
T182-B 49 36 248 54
T184-A 437 313 - 1395
T184-B 502 429 - 338
T186-A - - 1524 -
T186-B 22 17 96 19
T188-A 28 19 73 36
T188-B 267 297 334 327
T190-A 494 224 243 341
T190-B 1058 796 377 1472
T192-A 28 31 31 32
T192-B 327 404 - 496
T194-A 10 6 28 13
T194-B 1083 529 803 870
T196-A 25 12 168 34
T196-B 308 215 1321 280
T198-A 62 54 98 39
T198-B 151 108 773 219
T200-A 34 43 - 38
T200-B - 1385 - -

Solved 99 100 93 99
STime 58.4 50.0 106.3 67.7
CRatio 1.00 0.57 0.55 0.56

Table 7.1.: Computing times for single-item DLS instances
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Chapter 7. Iterative aggregation scheme

Instance MIP SAGG IAGG HAGG

T40-A 1 0 5 1
T40-B 1 1 5 2
T42-A 1 1 415 3
T42-B 3 4 11 4
T44-A 1 1 87 3
T44-B 1 1 11 2
T46-A 1 1 15 6
T46-B 1 1 5 3
T48-A 3 3 33 3
T48-B 2 2 210 4
T50-A 5 5 17 5
T50-B 2 2 123 4
T52-A 2 2 15 4
T52-B 3 2 16 3
T54-A 41 40 28 12
T54-B 20 14 27 14
T56-A 17 7 207 11
T56-B 149 89 339 49
T58-A 28 22 - 21
T58-B 72 38 - 61
T60-A 139 112 1026 70
T60-B 26 20 1555 26
T62-A 26 9 198 15
T62-B 34 17 456 64
T64-A 88 55 94 58
T64-B 22 17 73 20
T66-A 33 24 900 65
T66-B 34 27 - 27
T68-A 25 9 98 20
T68-B 28 25 42 22
T70-A 197 124 - 128
T70-B 44 34 554 48

Instance MIP SAGG IAGG HAGG

T72-A 125 101 - 233
T72-B 38 22 - 59
T74-A 568 545 772 924
T74-B 38 16 486 42
T76-A 40 27 130 35
T76-B 77 72 499 50
T78-A 279 185 104 130
T78-B 93 59 112 79
T80-A 868 505 550 362
T80-B - 1252 - -
T82-A 839 234 457 649
T82-B 164 119 200 118
T84-A - 1225 - 1378
T84-B 757 650 869 195
T86-A - 1129 - -
T86-B 946 509 - 498
T88-A 1106 455 - 488
T88-B 1297 1109 - 456
T90-A 170 74 - 84
T90-B 148 39 497 39
T92-A 338 173 - 433
T92-B 1290 1227 - 375
T94-A 277 222 - 93
T94-B 15 12 555 7
T96-A 958 803 - 1478
T96-B 1446 581 - 383
T98-A 514 234 - 336
T98-B 1245 834 - 874
T100-A 1230 536 - -
T100-B - - - 835

Solved 58 61 40 59
STime 63.1 43.4 303.1 54.2
CRatio 1.00 0.90 0.87 0.90

Table 7.2.: Computing times for two-item DLS instances
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7.4. Computational results

Figure 7.6.: Number of solved single-item DLS instances within 1800 seconds.

Figure 7.7.: Number of solved two-item DLS instances within 1800 seconds.
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Chapter 8.

Conclusion

At the beginning of this work, in Section 1.5, we have asked ourselves three questions.
Each question has opened a door to exciting research investigations resulting in a solution
proposal. Although the solution proposals to these questions work independently from
each other, they are united in tackling the solution of supply network and production
planning problems. Now, we take up our questions again and provide for each of them
a short answer. In addition, we will point out for each solution proposal a direction of
future research.

1. Are there presolving techniques that accelerate the solution of SNP
instances? Our computational results in Section 3.10 confirm that the invented pre-
solving techniques for this work accelerate the solution of SCIP on SNP instances clearly.
In addition, our presolving techniques do not worsen or slightly improve the solution of
MIPLIB 2010 benchmark instances with SCIP as well.

Presolving techniques that remove non-zero entries of the constraint matrix to facil-
itate the solution process are an interesting field of research. One way to accomplish
this is by picking up two constraints, where one constraint is an equation. Then, we
scale the equation appropriately and add it to the other constraint such that the overall
number of non-zeros decreases.

2. How does variable decomposition perform on SNP and production plan-
ning instances? One important characteristic of our variable decomposition approach
is that it exploits the structures of the lower envelope functions to enumerate efficiently
solutions. This property is responsible for the fact that our approach outperforms the
standard variable decomposition approach on SNP as well as production planning in-
stances clearly.

Caused by the simultaneous introduction of cutting planes and binary variables, the
first master problem of our approach becomes rapidly hard to solve. One possibility to
tackle this problem is to design an appropriate branch-and-bound scheme.

3. Does aggregation help for solving discrete lot-sizing instances? For ran-
domly generated one-item and two-item discrete lot-sizing instances, we have succeeded
in showing that our aggregation scheme performs better than a state-of-the-art mixed-
integer solver.

The records in this work demonstrate that our aggregation scheme requires exact
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Chapter 8. Conclusion

information of the underlying model. Therefore, the current algorithm is not suitable for
solving SNP instances, where the model may vary from instance to instance. Developing
a generic aggregation scheme that can deal with many different mixed-integer models
poses a major challenge for future research.

It is clear that we have left many unanswered questions in this fascinating and engaging
field of employing mixed-integer programming to solve supply network and production
planning problems. We hope that the elaborations of our guiding questions have been
successfully demonstrated, and that perhaps some of the ideas can be used in problems
of similar nature.
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[117] K. Trümper. Matroid decomposition. Academic Press, 1992.

[118] W. T. Tutte. Connectivity in graphs. Mathematical Expositions, 15, 1966.

[119] F. Vanderbeck and L. A. Wolsey. 50 Years of Integer Programming 1958-2008:
From the Early Years to the State-of-the-Art, chapter Reformulation and Decom-
position of Integer Programs, pages 431–502. Springer Berlin Heidelberg, Berlin,
Heidelberg, 2010.

[120] L. Wolsey. Solving multi-item lot-sizing problems with an MIP solver using classifi-
cation and reformulation. CORE Discussion Papers 2002012, Université catholique
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Appendix A.

Supply network planning instances

Instance Cons Vars Continuous Integer Binary Nonzs Components

pure001 659583 2042491 2036984 5065 442 6220866 822
pure002 17128 42325 39800 1650 875 76044 66
pure003 346512 630692 466580 21927 142185 2020545 252
pure005 117624 251390 245395 5995 0 392878 18301
pure006 34671 110698 99908 10790 0 209478 448
pure007 97264 126275 98176 0 28099 334387 260
pure008 113128 449415 426314 23101 0 809611 1530
pure011 84419 385323 381586 3466 271 755697 91
pure012 229270 232810 141331 0 91479 1070740 169
pure014 31917 5149 2289 0 2860 140276 1
pure016 92667 200509 191174 4149 5186 400641 365
pure017 43833 73535 51497 0 22038 243228 26
pure018 57994 95474 67824 0 27650 327891 26
pure019 79232 128442 92374 0 36068 452712 26
pure020 60252 117272 109047 5936 2289 203244 3418
pure021 81195 154905 142937 8224 3744 273193 3309
pure022 229125 422316 346360 51667 24289 808558 2940
pure023 19112 40798 38628 1260 910 97333 1
pure024 21663 46208 43760 1485 963 110118 1
pure025 38521 83404 78971 2565 1868 198419 1
pure026 50861 137888 131101 6770 17 303135 9
pure027 73184 207630 200199 7414 17 460246 9
pure028 108913 318877 311446 7414 17 710890 9
pure029 120289 608711 607828 0 883 2021304 301
pure030 144428 729349 727847 4 1498 2363101 230
pure031 249813 1231833 1226987 4 4842 3936247 236
pure038 32420 66714 63416 2552 746 367667 38
pure039 108277 194044 186052 4638 3354 1660420 39
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Appendix A. Supply network planning instances

Instance Cons Vars Continuous Integer Binary Nonzs Components

pure040 209763 378441 369752 4638 4051 3098761 40
pure041 390751 443546 312456 929 130161 1195409 978
snp-001-01 2195 3314 2484 0 830 14423 5
snp-001-02 10308 16001 11740 0 4261 63751 11
snp-001-03 10973 18071 12737 0 5334 47491 26
snp-001-04 22518 36874 26060 0 10814 105424 25
snp-001-05 34605 56586 40160 0 16426 171533 25
snp-002-01 6395 12041 11201 548 292 15660 3086
snp-002-02 13576 25632 23807 1229 596 39432 3081
snp-002-03 21378 40459 37526 2022 911 65895 3057
snp-002-04 37012 70164 65015 3608 1541 120116 3062
snp-003-01 1238 2205 2113 45 47 5070 1
snp-003-02 2435 3748 3607 45 96 9061 1
snp-003-03 5052 9091 8629 223 239 22672 1
snp-003-04 15031 26564 25495 493 576 62129 1
snp-004-02 13130 26597 25419 1178 0 51742 769
snp-004-03 26637 58693 55776 2917 0 123761 593
snp-004-04 49032 126553 120413 6137 3 276889 9
snp-005-01 5019 13518 13402 0 116 20926 653
snp-005-02 11631 34933 34701 0 232 58225 431
snp-005-03 25458 83330 82870 0 460 150381 352
snp-005-04 71357 310163 309015 0 1148 682407 254
snp-008-01 1584 4214 3948 266 0 6277 111
snp-008-02 7743 20840 19422 1418 0 36885 115
snp-008-03 27374 57707 55008 2146 553 284345 37

Table A.1.: Supply network planning instances. The columns of the table represent the
instance name, the number of constraints, the complete number of variables,
the number of continuous/integer/binary variables, the number of non-zeros,
and the number of present disconnected components.
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Instance Cons Vars Continuous Integer Binary Nonzs

pure001-comp-820 121006 371681 370631 987 63 1227952
pure001-comp-821 229244 724777 723027 1698 52 2193682
pure001-comp-822 131742 424074 422060 1693 321 1312760
pure003-comp-252 339693 619840 455925 21927 141988 2001252
pure005-comp-18301 23110 44591 39254 5337 0 107496
pure007-comp-260 96775 125377 97278 0 28099 333260
pure011-comp-91 83387 382995 379319 3405 271 751995
pure012-comp-169 226605 227316 135854 0 91462 1062673
pure014-comp-1 31917 5148 2288 0 2860 140276
pure016-comp-365 80852 174824 165937 4009 4878 354806
pure017-comp-25 2557 4325 3317 0 1008 9982
pure017-comp-26 40583 67843 46957 0 20886 230225
pure018-comp-25 3461 5725 4429 0 1296 14113
pure018-comp-26 53584 87991 61781 0 26210 309421
pure019-comp-25 4817 7832 6104 0 1728 20352
pure019-comp-26 73084 118266 84070 0 34196 425993
pure020-comp-3418 2877 5329 4460 637 232 10604
pure021-comp-3309 4152 7589 6290 919 380 15242
pure022-comp-2938 927 1283 763 260 260 2910
pure022-comp-2939 1164 1832 1244 321 267 4033
pure022-comp-2940 14730 27690 20234 5569 1887 56982
pure023-comp-1 19112 40797 38627 1260 910 97333
pure024-comp-1 21663 46207 43759 1485 963 110118
pure025-comp-1 38521 83403 78970 2565 1868 198419
pure026-comp-9 50773 137703 130916 6770 17 302871
pure027-comp-9 73053 207352 199921 7414 17 459840
pure028-comp-9 108710 318396 310965 7414 17 710150
pure030-comp-230 87260 383794 382351 0 1443 1593694
pure031-comp-236 150529 612007 607374 0 4633 2512992
pure038-comp-38 29264 61966 58752 2480 734 331730
pure039-comp-39 98357 181483 173617 4566 3300 1560108
pure040-comp-40 189919 354328 345765 4566 3997 2921421
pure041-comp-974 2883 3060 2217 0 843 8549
pure041-comp-975 3923 4001 2831 0 1170 11366
pure041-comp-976 4503 4384 2961 0 1423 12247
pure041-comp-977 13905 13684 9094 0 4590 40674
pure041-comp-978 271263 288070 185000 312 102758 866238
snp-001-01-comp-5 1429 2116 1286 0 830 10282
snp-001-02-comp-11 8244 12721 8460 0 4261 53097
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Appendix A. Supply network planning instances

Instance Cons Vars Continuous Integer Binary Nonzs

snp-001-03-comp-26 10214 16730 11684 0 5046 45204
snp-001-04-comp-25 20816 33987 23749 0 10238 99935
snp-001-05-comp-24 2153 3422 2702 0 720 6906
snp-001-05-comp-25 31937 52111 36549 0 15562 162778
snp-002-04-comp-3062 1901 3479 2897 427 155 6813
snp-003-04-comp-1 15031 26563 25494 493 576 62129
snp-004-02-comp-769 1694 2458 1280 1178 0 5842
snp-004-03-comp-593 9444 18186 15269 2906 11 40598
snp-004-04-comp-9 48944 126376 120236 6126 14 276633
snp-008-03-comp-37 24647 53466 50842 2079 545 255084

Table A.2.: Components of the instances of Table A.1 with at least 500 discrete vari-
ables. The columns of the table represent the instance name, the number
of constraints, the complete number of variables, the number of continu-
ous/integer/binary variables, and the number of non-zeros.
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