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Zusammenfassung

Sicherheitsanalyse von praktischen
Quantenschlüsselverteilungs-Systemen

Diese Arbeit beschäftigt sich mit in der Praxis wichtigen Sicherheitsaspekten von
Quantenschlüsselverteilungs-Systemen (QKD-Systemen). Grundlage des theoretischen Mod-
ells eines QKD-Systems ist ein quantenmechanischer Sicherheitsbeweis, der die perfekte
Geheimhaltung von Nachrichten garantiert – basierend auf bestimmten Annahmen. Allerdings
können in der Praxis Abweichungen zwischen dem theoretischen Modell und der physikalis-
chen Implementierung von einem Angreifer ausgenutzt werden, um die Sicherheit des Systems
zu kompromittieren. Diese Abweichungen können ihren Grund in technischen Einschränkun-
gen und in den nicht idealen Betriebsbedingungen der physikalischen Implementierung haben
oder sie treten aufgrund unrealistischer Annahmen und unzureichender Begrenzungen im
theoretischen Modell auf. In dieser Arbeit werden mehrere solcher Abweichungen in der Im-
plementierung experimentell untersucht. Die daraus resultierenden Schwachstellen werden
durch experimentelle Machbarkeitsnachweise entsprechender Angriffe auf ein kommerzielles
QKD-System von ID Quantique nachgewiesen. Außerdem werden Gegenmaßnahmen gegen die
untersuchten Schlupflöcher vorgeschlagen, um sowohl bestehende als auch zukünftige QKD-
Implementierungen in der Praxis sicher zu machen.





Abstract

Security of practical
quantum key distribution systems

This thesis deals with practical security aspects of quantum key distribution (QKD) systems.
At the heart of the theoretical model of any QKD system lies a quantum-mechanical security
proof that guarantees perfect secrecy of messages – based on certain assumptions. However, in
practice, deviations between the theoretical model and the physical implementation could be
exploited by an attacker to break the security of the system. These deviations may arise from
technical limitations and operational imperfections in the physical implementation and/or
unrealistic assumptions and insufficient constraints in the theoretical model. In this thesis,
we experimentally investigate in depth several such deviations. We demonstrate the resultant
vulnerabilities via proof-of-principle attacks on a commercial QKD system from ID Quantique.
We also propose countermeasures against the investigated loopholes to secure both existing
and future QKD implementations.
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Chapter 1

Introduction

If you think technology can solve your security
problems, then you don’t understand the problems

and you don’t understand the technology.
— Bruce Schneier, Secrets & Lies

Revelations made by Edward Snowden about the surveillance activities of the National Se-
curity Agency of the United States of America made international headlines in 2013 [1,2]. It
is therefore not surprising that 2014 is being billed as the ‘year of encryption’ [3]. And not
just corporate giants, such as Google, Apple, and Microsoft, but even small businesses are
beginning to take encryption more seriously.

Nevertheless, this interest in encryption – a method to secure the content of messages
or information to prevent it from being extracted by unauthorized parties – is hardly new.
While the earliest known forms of concealing messages date back to the 5th century BC in
Greece, systematic schemes for encryption and decryption called ciphers were developed and
documented from the 8th century AD onwards in the Arab world [4]. It is also quite natural
that cryptography, or the art of designing ciphers is as old as cryptanalysis, or the art of
cracking them. The desire for secrecy, and not just its preservation but also its destruction,
makes cryptology1 one of the most fascinating and oldest sciences known to humankind.

The interest in cryptology considerably expanded during and after the two world wars. But
it was the information and communication revolution, most notably the advent of the Internet,
that brought cryptography to the people. Cryptographic technologies now enable millions of
emails, phone conversations, and financial transactions to be encrypted (and decrypted) on a
daily basis. And modern cryptography is not just limited to facilitating secure communication
between two or more parties. It may be used for a variety of tasks such as anonymous commu-
nication, authentication, digital signatures, and secure multi-party computation. Nonetheless,
two elements that form the core of the solutions to most conventional cryptographic prob-

1cryptology = cryptography + cryptanalysis. However, in informal usage the term ‘cryptography’ is much
more popular and sometimes even subsumes both cryptography and cryptanalysis.



2 1. Introduction

lems in today’s world are: establishment of the secret keys and usage of one-way functions.
The former are essentially parameters that protect the contents of messages from adversaries
and ensure a correct operation of the encryption and decryption procedures. The latter are
basically mathematical functions that are much easier to compute in the ‘forward’ direction
compared to the ‘reverse’ direction. Their application in cryptography stems from the fact
that no efficient algorithms to compute the function in the reverse direction are known.

The task of establishing secret keys – sharing certain pieces of information or parameters
in a secretive manner – is perhaps the oldest and most widely-known cryptological problem.
And for thousands of years, the solution to this problem has been governed by symmetric
cryptographic techniques. Two entities Alice and Bob wanting to secure their messages use
precisely the same private keys kA = kB for encryption as well as decryption. The distribution
or sharing of these symmetric keys (in advance) is done by using a secure medium, such as a
private meeting room, trusted courier, or registered mail.

Symmetric encryption and decryption schemes can offer very high levels of security and
fast performance. One of the first modern ideas of implementing symmetric ciphers is due
to Gilbert S. Vernam who deployed a looping punched tape to generate the ‘secret pad’,
or the key, that was XORed with the message to be transmitted [5]. The Vernam cipher is
the basis for the one time pad (OTP), the security of which can be proven to be perfect
under some conditions. Nonetheless, the solutions for the distribution of private keys, such
as those mentioned in the previous paragraph, make the symmetric schemes not only costly
and cumbersome, but also their security cannot be guaranteed any longer2.

These problems of key distribution were the driving force behind the inception of asym-
metric cryptographic techniques [6–9], now considered to be one of the biggest paradigm
shifts in the field of cryptography. Coined public key cryptosystems by Whitfield Diffie and
Martin E. Hellman in Ref. [6], the need of a secure medium/channel was obviated here by
deploying a pair of distinct keys (per entity) and a class of one-way functions called trapdoor
functions. Such functions are normally also intractable to reverse in a computational sense.
However, conditioned on the knowledge of a certain piece of information – the trapdoor – the
computation in the reverse direction becomes easy. The basic implication is that one of the
keys in the pair can be publicly disclosed, while the other is kept private3. Alice could then
use the public key kpub

B of Bob to encrypt her message and the decryption could be performed
by Bob using his private key kpvt

B afterwards. The public-private key pair of Alice, i.e., kpub
A

and kpvt
A , could be similarly utilized for Bob’s encryption and Alice’s decryption, respectively.

Cryptology using quantum physics

Quantum physics is a branch of physics that is primarily concerned with the behavior of fields
and matter at microscopic or smaller scales. The quantum world is inherently probabilistic:
different outcomes in a quantum experiment occur with different probabilities. On the face
of it, making any connexion between cryptology and quantum physics seems quite a hard

2E.g., the private meeting room may already be bugged, the trusted courier may be coerced to divulge the
key, or the local post office of either Alice or Bob may be infiltrated by the adversary’s associates.

3And the knowledge of only the public key does not reveal anything about the private key.
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Figure 1.1: Basic quantum key distribution scheme. The users Alice and Bob communicate over
a quantum channel and a classical channel. The adversary Eve can try to eavesdrop on either of
these channels to know the distributed key, however, quantum-physical principles guarantee that the
eavesdropping would result in certain perturbations that can be observed by Alice and Bob. Quantum
key distribution therefore provides a method to share symmetric keys with the following assurance: if
the level of the perturbations is below a certain threshold, then the (eventually) shared key is secure.
The distributed key may be used for implementing symmetric ciphers such as the one time pad.

task. Yet, the laws of physics are the laws of nature: if a certain task is forbidden by physical
principles, then it implies that anything in the universe – including human beings and any
machine built by them – cannot perform that task. In that regard, one of the cornerstones of
quantum physics is the Heisenberg Uncertainty Principle which propounds the existence of
a fundamental indeterminacy in the simultaneous measurement of two canonically conjugate
quantities, e.g., position and momentum, of a quantum system. In case the quantum system
is that of a single photon, the polarization degree of freedom offers a convenient way of
conjugately coding information: a simultaneous measurement to check whether a single photon
is rectilinearly- or diagonally-polarized cannot succeed without introducing uncertainties.

Surprisingly, this idea of coding information in the polarization degree of freedom of a pho-
ton was put forward even before the ideas of public key cryptography were first published.
However, it took more than a decade for this work to be recognized [10]. This belated recog-
nition coincided with the watershed moment in 1984 when, inspired by the work in Ref. [10],
the idea of quantum key distribution was proposed [11] by Charles H. Bennett and Gilles
Brassard during an international conference at Bangalore, India. The cartoon in figure 1.1
illustrates the basic components of quantum key distribution (QKD) as envisaged in Ref. [11],
now popularly known as the BB84 protocol.

As per the BB84 scheme, Alice encodes information by subjecting a series of single photons
to a random choice of either rectilinear or diagonal basis – one rotated by 45◦ with respect to
the other. This leads to each photon carrying one of four possible polarizations. These polar-
ized photons are transmitted on a quantum channel to Bob, who decodes the information by
performing a single measurement – randomly deploying either the rectilinear or diagonal basis
and detecting the received photon. After the measurement of all the photons, Alice and Bob
compare notes: in the cases where the bases of both parties match, the measurement outcome
in Bob would be completely certain. Conversely, in the remaining cases, Bob’s knowledge of
the polarization of the photon from Alice would be maximally uncertain. However, by ex-
changing messages on a public/classical channel (see figure 1.1), Alice and Bob could locate
the instances where Bob’s knowledge is uncertain and discard them. The leftover instances
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(i.e., where their randomly-chosen basis had happened to be the same) provide a means to
obtain a symmetric key to both Alice and Bob.

An adversary Eve interested in knowing this key would need to eavesdrop on the commu-
nication between Alice to Bob. This requires her to interact with the photons transmitted on
the quantum channel. However, an interaction would disturb the quantum state of the photon
thereby changing (with a non-zero probability) the expected measurement outcomes of Bob.
The disturbances would result in errors noticeable to Bob and Alice when they publicly com-
pare a portion of their respective encodings/decodings on the other channel4. In case signs
of eavesdropping are indeed detected, they can simply abort the key exchange and try again
later or switch to a different quantum channel.

In theory, this is a powerful idea for multiple reasons. Alice and Bob cannot be fooled
into believing that the communication channels are safe when in fact they are not. As of
today, this kind of a secure functionality is not available through conventional cryptographic
methods [12,13]. Furthermore, in combination with a perfectly-secure cipher, such as the one
time pad, quantum cryptography5 can ensure that the confidentiality of their messages can
never be compromised. Alice and Bob may have to delay the exchange of their secret messages
if they discover active eavesdropping on the communication channel. However, in many cases,
the cost of a delay may be insignificant compared to the cost of insecurity.

The quantum-classical tussle

At the onset of the 21st century, the idea of using quantum mechanics to secure data began
having an impact on cryptography. Quantum key distribution – playing in some sense the role
of a ‘perfect’ trusted courier – aimed to revitalize symmetric key ciphers and thereby compete
with public key cryptography. The first QKD device prototypes from MagiQ Technologies [14]
in USA and ID Quantique [15] in Switzerland were available as off-the-shelf commercial sys-
tems by 2005. The security of QKD was enshrined in the laws of quantum mechanics and
could be proven theoretically and tested experimentally.

On the other hand, right from its inception, the security of asymmetric or public key cryp-
tography has relied completely upon the lack of knowledge of efficient algorithms that could
compute certain one-way functions in the reverse direction [6,8]. This belief was shattered in
1994 when Peter Shor propounded efficient quantum-mechanical algorithms for finding dis-
crete logarithms and factorizing large integers [16]. These two mathematical problems form
the pillars of asymmetric cryptography: the security of the Diffie-Hellman key exchange [6] and
the RSA (named after its inventors Rivest, Shamir, and Adleman) cipher [8] relies upon the
computational hardness or the one-wayness of these problems if the private key is unknown.

The implication of Shor’s algorithm was that an adversary (endowed with a quantum
computer but not the private key) could perform a much-faster-than-expected6 cryptanalysis,
thus threatening the security of public key cryptography. Although the theory of quantum

4As depicted in figure 1.1, this other channel should be authenticated, i.e., the adversary Eve should not be
able to tamper the exchanged messages (but she can certainly read them without any penalty).

5Note that quantum key distribution is frequently held synonymous to quantum cryptography.
6In a loose computational sense, ‘fast’ could mean hours/days instead of years.
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Table 1.1: Comparison of public key cryptography with quantum key distribution in terms of the
security and usability of the exchanged keys. If the conjecture P=NP holds true, it would basically
prove the existence of algorithms that can solve NP problems – whose solutions can otherwise be
verified easily – in polynomial time on classical computers.

Public key cryptography
(e.g., using RSA)

Quantum key distribution
(e.g., using OTP)

Year of inception 1976 [6, 8]; see also Ref. [9] 1984 [11]; see also Ref. [10]

Security of the encrypted
messages

Insecure against adversaries
with enormous computing

power, or if P=NP

Provably secure against
unlimited computing power,

or even if P=NP

Adversarial detection
during key exchange

No known methods to detect
eavesdropping

Can be detected and the
leakage to the eavesdropper

can also be quantified

Threat from advances in
quantum computing

Yes (exponential speedup can
be obtained in the
cryptanalysis [16])

No (OTP is unconditionally
secure [17]; only quadratic
speedup against AES [18])

Physical channel
implementations

Almost any kind of wireline
or wireless link

Only fiber-optic and
atmospheric (line of sight)

links
Presence in existing

networks, e.g., Internet Ubiquitous Negligible

Network scalability and
integrability problems

Almost none (simple and
inexpensive technology)

Numerous (technology still in
a stage of infancy)

computing at that time was in an even more nascent stage than that of quantum cryptography,
yet the conventional cryptographic world was shaken.

Table 1.1 summarizes the differences between public key and quantum key cryptosystems.
Although from a theoretical security perspective, the former may appear inferior to the latter,
yet, the two-pronged threat of quantum mechanics to public key cryptography has not made
any significant dents since its emergence. On the contrary, public key cryptosystems have
flourished: virtually all the Internet traffic today uses asymmetric ciphers for authentication
and encryption7. Much of this is due to the fact that public key cryptosystems rely mainly
on advances in digital electronics and the well-established telecommunication infrastructure.
These points are also illustrated by the last three rows of Table 1.1.

The quantum cryptanalysis threat has weakened because the progress on the quantum
computing front [19] has been slow and encumbered. Whereas RSA nowadays typically use
integers having more than 300 digits, the largest integer experimentally factored by a quantum
computer running Shor’s algorithm is 21(= 7× 3) up to date [20]. In general, the maximum
deployable size of the quantum register, or number of qubits, for executing generic quantum
algorithms has not progressed beyond single digits, while most useful implementations would
require at least a few hundred digits [21,22].

7in conjugation with other classical symmetric ciphers, such as RC4 or advanced encryption standard
(AES). To elaborate, public key cryptographic methods are used for intermittently exchanging short (say 256
bit) symmetric keys that can be employed for encrypting blocks of data.
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On the quantum key distribution front, the only practical realizations known so far are
essentially quantum-optical implementations, and a host of challenges and issues have stymied
their progress. One of the biggest problems facing QKD is its fundamental dependence on
single-photon like states (or few-photon coherent states that have a large overlap8). Despite
good advances on the experimental front in the last 20 years, producing and detecting single
photons – both in a cost-effective manner and with the requisite characteristics – is still diffi-
cult. The problem is compounded by the fact that realistic channels have a transmission loss
and noise, and these parameters generally worsen with the channel length. Although coherent
states can be produced easily and detected efficiently, yet the degradation due to the channel
loss and noise renders them indistinguishable or practically unusable for communication. Due
to these reasons, throughputs for inter-city (∼ 100 km long) links have barely touched a few
Kbps even with state-of-the-art equipment. Solutions such as quantum repeaters [24] have
been proposed for establishing longer links but their actual realization is fairly demanding
and has not been sufficiently tested. Overall, not only is the equipment for QKD still quite
expensive, but also the typical QKD architecture is designed to operate only on point to point
links. A technology that cannot meet the challenges of network demand, integrability, and
scalability is not well-suited for the Internet.

A chain is only as strong as its weakest link

Yet another issue embedded in the ‘from theory to practice’ problem in quantum key distri-
bution (QKD) is the possible loss of security in transitions mandated by the eventual goal
of any practical QKD system – to provide a stream of bits usable for digital encryption. On
the quantum level, the behavior may perfectly match the theoretical description. However,
in making the transition from/to the classical world, imperfections can lead to a deviation
between the physical implementation and the theoretical model. Alternatively, the security
proof (which is at the heart of the theoretical model) may make incorrect or insufficient
assumptions about the physical properties of the devices used in the QKD system. Such devi-
ations can lead to loopholes that may be exploited by Eve to breach the security of the QKD
system. We elaborate this statement further by taking the earlier example of coding bits in
the polarization degrees of freedom of single photons.

The sender Alice maps a bit 0 or 1 to one of four possible polarizations (a single bit encodes
two different polarizations). However, in this transition, information may also be inadvertently
encoded in other degrees of freedom, such as the wavelength of the photon. Similarly, Bob
obtains the bit 0 or 1 as an outcome of measuring the arrived photon, or subjecting the
photon to a canonically-conjugate polarization basis and registering a detection event in a
single-photon detector. The bit for decoding (the basis choice) is conveyed to Alice on the
authenticated channel, while the bit derived from the detection outcome forms the eventual
secret. In an imperfect transition to the classical world, information about the secret bit may
accidentally be revealed due to a correlation with another degree of freedom, such as the
time of registration of the detection event. Such unintentional coding of information by the
sender and/or receiver results in the opening of the so-called side channels that may allow an

8The requirement of large overlap stems from the need of non-orthogonality to ensure the security [23].
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adversary to eavesdrop on the key exchange without disturbing the quantum state and thus,
without alerting Alice and Bob.

Furthermore, the role of Eve need not be limited to just interacting with the photons
transmitted on the quantum channel to eavesdrop on the key exchange. The quantum channel
is a communication medium not only for Alice and Bob, but it also provides an open door
for Eve. Just like Alice, Eve can also transmit light, or even an arbitrary electromagnetic
(EM) radiation, via the quantum channel into Bob. Such a radiation may be intended to
damage or manipulate the functionality of a specific component in Bob. It may for instance
allow Eve to control the detection outcomes according to her own will. Alternatively, Eve can
transmit bright light from the quantum channel into Alice, which would propagate in and out
of Alice (due to reflections and back-scatterings from the components inside). By appropriate
measurements of the reflected light, Eve could know the basis selected by Alice. If Bob and
Alice somehow do not notice Eve’s radiation inside their systems or the manipulation/damage
wreaked by it, the security of the QKD system can be compromised.

Last but not the least, any bugs or problems that beset the classical hardware, e.g.,
digital subsystems that form an integral part of the practical QKD system, can also give
rise to security loopholes. For instance, employing dysfunctional or rigged random number
generators (RNGs) for selecting the bases may violate the requirement that Alice and Bob
choose their bases in a completely random and independent manner during the key exchange.
If the bitstream from a RNG is not random and if Eve (somehow) obtains a small part of the
secret key, then she could predict the secret bits in the other parts without alerting Alice and
Bob. If Alice’s RNG exhibits correlations9 with Bob’s RNG, i.e., their respective bitstreams
are not independent, then by simply recording the bits conveyed to Alice by Bob on the
authenticated channel, Eve could get a clue of Alice’s bitstream. This can also aid Eve in
improving her information of the secret key.

To summarize, it is important to be aware that the security of a complete physical imple-
mentation of a QKD system is not decided just by the laws of quantum mechanics [12,13,25].
Any weak link in the entire chain can result in a vulnerability which could prove to be disas-
trous for the security of the messages encrypted using the distributed keys.

Motivation for our work

The theme underscored in the previous paragraphs is that deviations10 between the theoretical
model of a QKD system and its physical implementation may lead to security loopholes.
These deviations can arise due to technical imperfections or deficiencies of the hardware.
Alternatively, a deviation may get manifested due to incorrect or insufficient assumptions and
constraints made in the security proofs, or more generally, the theoretical model. Investigating
such deviations forms the primary motivation of our work. The ultimate objective of this
relatively-new field, popularly known as quantum hacking, is to close the gap between the
theoretical (security) model of a QKD system and its physical implementation. Figure 1.2

9In a manner known to Eve in advance.
10Lest they appear arbitrary, all the discussed deviations have been known to the quantum-crypto community

and their risks have even been experimentally demonstrated on actual QKD implementations [25–27].
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Figure 1.2: Rising interest in the field of quantum hacking research. Number of publications dealing
with experimental security concerns of practical QKD systems. Only work published in peer-reviewed
journals has been considered in the making of this chart. As of today, there are at least half-a-dozen
groups across the world engaged in researching the security of practical QKD systems.

serves as a testimony to the growing interest as well as the prominence of this field; see
Ref. [27] for a recent review on the security of quantum key distribution.

In this thesis, we present our findings on several vulnerabilities and loopholes discovered
in the research platform ‘Clavis2’ of the commercial system sold by ID Quantique [15, 28].
Through proof-of-principle demonstration of the attacks (via experiments and/or simula-
tions), we show the feasibility for Eve to gain information of the secret key without leaving
an identifiable signature of her activity. The work was performed in a joint collaboration with
Vadim Makarov’s group, located at the Institute for Quantum Computing, Waterloo.

Although our efforts were mainly focused on Clavis2, the investigated vulnerabilities are
fairly general and are likely to be present in other practical QKD systems. In that regard,
our motivation is to make QKD a more secure technology for the future: whenever possible,
we propose patches and countermeasures against the attacks.

Organization of the thesis

In chapter 2, we discuss some elementary concepts from conventional cryptography by pro-
viding a basic understanding of ciphers, encryption, and decryption. These serve as building
blocks to understand authenticated encryption11. In chapter 3, we study the foundational
principles of quantum key distribution (QKD) and describe the different steps that constitute
a typical QKD protocol. We also outline three different protocols, namely BB84 [11], B92 [23],
and SARG04 [29], that Alice and Bob may follow to have the secret key distributed to them.
We discuss the broad questions pertaining to the theoretical security of QKD, hinting at how
Eve may interact with the qubits traveling on the quantum channel from Alice to Bob to
eavesdrop on the quantum key exchange.

In chapter 4, we change our focus from theory to practice by discussing several practical
aspects of implementing QKD protocols. We study the experimental background that led to
the invention of Clavis2 and explain the operation of this QKD system in detail. The last
section of this chapter deals with practical security aspects, i.e., quantum hacking. In chap-
ters 5, 6 and 7, we describe the details of different vulnerabilities or imperfections which could

11If implemented correctly and completely, quantum key distribution provides authenticated encryption.
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be exploited by a powerful and malicious adversary and jeopardize the security of a real-life
implementation of Clavis2 or a similar QKD system. These include the exploitation of an
operational weakness found in the calibration routine, demonstrating the risks of detector
control attacks arising from superlinear behavior of the single-photon detectors, and perform-
ing a realistic Trojan-horse attack along with a risk analysis of such attacks on practical QKD.
In chapter 8, we conclude this thesis and present future directions for our work.

The current state of affairs

Although the ideas and first implementations of classical computing were already available in
the early 1900s, the pivotal moment in this field came in the late 1950s with the invention of
integrated circuits. So far, there are no results that forestall a similar revolution from taking
place in the area of the two most well-known quantum technologies – quantum computing and
quantum cryptography. This is perhaps the reason that despite the aforementioned problems,
research in both these fields is being actively pursued by not just universities and research
institutes across the world but also in large corporate establishments, such as IBM, Microsoft,
Toshiba, NEC, and Mitsubishi. In the last decade, two other encouraging signs have been the
appearance of a plethora of startups [14, 15, 30, 31] and the emergence of an entirely new
field called post-quantum cryptography [32]. This field mainly focuses on the development
of ciphers12 that would not be vulnerable to cryptanalysis by quantum computers running
Shor’s algorithm [16].

Located at the intersection of quantum physics, optics, computer science, and electronics,
practical quantum key distribution (QKD) in particular is a highly multidisciplinary field. It
was the seminal work of Bennett and Brassard that led to the birth of QKD. At the time
of writing this thesis, a search of only APS journals yields the number of citations for this
work to be above 1100 — on Google scholar, this figure is above 4500. Therefore, it is not
an exaggeration to say that this work has played a major role in kickstarting the modern
‘quantum information technology’ revolution.

In fact, QKD has now evolved into the most applied quantum technology. With the bridg-
ing of the theory-experiment gap in the last years, standardization initiatives are already
underway [34]. In that context, quantum hacking activities (see figure 1.2) should not come
as a surprize. Any upcoming technology faces problems and challenges, and QKD is going
through that phase currently. While many successful proof-of-principle attacks have been de-
vised and performed on practical QKD systems, developments that have closed not just past
and present but even future security loopholes have also taken place [25, 27, 35–37]. All in
all, a reasonable and acceptable level of security is definitely achievable, but like any other
technology, practical QKD must also undergo a tight scrutiny to remove vulnerabilities and
patch loopholes. In that regard, quantum hacking is a mandatory but meaningful exercise.

Although it is quite likely that QKD may never supersede conventional cryptography
entirely, yet, the fact that properly-implemented QKD enables the most secure form of en-
cryption possible – not just today but also in the future – is both undeniable and alluring. It

12These ciphers are generally based on the so-called NP-hard problems which may make them secure even
if the P=NP conjecture holds true [33].
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may come at a high price but that does not prevent the deployment of QKD to niche markets
which require encryption of highly-confidential data, such as transactions of commercial or
military importance. From that perspective, hybrid solutions that combine the best of both
worlds are perhaps the best way forward for quantum key distribution13.

Finally, to make a connexion to the beginning of this chapter, perhaps the need of the
hour is to prevent agencies from undermining and eroding the science of cryptography. This
is certainly not an easy task and, at the least, requires cryptographers to cut across borders
and work together. In that regard, quantum cryptography has the potential to enrich the
mechanisms of and enhance the security provided by conventional cryptography.

13E.g., the commercial QKD system sold by ID Quantique combines a RSA-exchanged key with the quantum
key for 256 bit AES encryption. A successful hacker must therefore break RSA and QKD simultaneously.



Chapter 2

Concepts from conventional
cryptography

In this chapter, we shall provide a minimal framework that formalizes the concepts of ciphers,
encryption, and decryption. In conjunction with some concepts from information theory, this
shall facilitate an understanding of information-theoretic security, based on which, we can
outline the condition for attaining perfect secrecy – the holy grail of cryptography. We also
discuss a perfectly-secure cipher known as the one time pad. This is followed by a discussion
of authentication, an important cryptographic element in itself and an essential ingredient for
building the notion of authenticated encryption. In the end, we introduce and compare two
forms of security that may be obtained in the modern cryptographic context.

2.1 Ciphers

The most fundamental cryptographic problem involves three entities, typically named Alice,
Bob, and Eve. The problem itself may be stated as: Alice and Bob wish to communicate
with each other1 by exchanging messages. The contents of these messages should not become
public, in particular, their adversary Eve should not be able to learn anything about them.
The solution to such a problem is typically achieved by using a system of ciphers – essentially
a pair of mathematical functions, or more generally, algorithms. Based on one of the central
tenets of modern cryptography, called Kerckhoff’s law [38], these algorithms must enable
confidentiality even if the adversary knows exactly how they work. Therefore, most ciphers
involve a secret mechanism called the key to ‘lock’ the message. The message itself is formally
called the plaintext, while the output produced from the locking action is called ciphertext.

1Although not explicitly stated, Alice and Bob are assumed to be computers/devices that are located far
apart, necessitating the use of communication channels, e.g., telephone lines or the Internet, for transmission
and reception of messages. This assumption shall be used throughout the thesis.
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The basic premise is, if the key is known only to Alice and Bob2 and cannot be easily guessed,
Eve cannot learn anything about the plaintext – even if she gets hold of the entire ciphertext.
In the following paragraphs, we develop and discuss this premise in a formal way.

We denote the set of all plaintexts3, keys, and ciphertexts by P, K, and C respectively [4].
A symmetric cipher can be defined as a pair of encryption and decryption algorithms E and
D operating over {P,K,C}. To elaborate, a ciphertext c ∈ C is obtained by encrypting the
plaintext m ∈ P with the key k ∈ K and this operation is denoted by c = E(m,k). The
reverse operation of decryption operates over the ciphertext space and the key space to yield
a plaintext m = D(c,k). The symmetric nature of the cipher is obvious due to the fact that
the same key is required for the encryption and decryption steps. Also, consistency requires
that the cipher obey the property m = D(E(m,k),k).

2.1.1 Information-theoretic security

It is quite reasonable for Alice and Bob to expect their cipher to work securely, i.e. to ensure
that Eve does not learn the content of their messages. But what exactly is a secure cipher?
Intuitively, this question could be answered in many ways, such as:

• Eve does not learn anything about the key either from the ciphertexts or from the
algorithms E and D.

• Given a ciphertext c0, Eve cannot manipulate D (or even E) in any way that facilitates
recovery of the original plaintext m0.

• Without knowing the key, Eve should not be able to make any sense of the ciphertext.

A crucial insight that led to a precise answer to the above question was made by Claude
Shannon in 1949 by using concepts from information theory [17]. In essence, the principle of
Shannon secrecy (also called perfect secrecy) may be stated as:

Prk←K [c = E (m0, k)] = Prk←K [c = E (m1, k)] , (2.1)

for all m0,m1 ∈ P and ciphertext c ∈ C (the expression Pr stands for probability). In words,
this means that given a ciphertext c, the probability that it was the encryption of some
plaintext m0 is equal to the probability that it was the encryption of another plaintext m1;
and this holds true for all possible plaintexts and ciphertexts. The simplest implication of
this principle is that seeing the ciphertext does not provide the adversary any information
about the actual message that had been encrypted. As the basis of this principle lies in
information theory, a cipher that satisifies the condition in the above equation is said to
provide information-theoretic security. We consider the example of such a cipher below.

2If Alice and Bob possess [dis]similar keys, the corresponding cipher is known as [a]symmetric cipher. As
asymmetric ciphers are much less relevant to the scope of this thesis than symmetric ones, we will focus mainly
on the latter.

3The terms ‘message’ and ‘plaintext’ will be used interchangably in the entire thesis.
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2.1.2 One time pad

The term ‘One time pad’ refers to the key and implies that it must be used only once, i.e.
for every new message to be encrypted, a new key must be generated. When we consider
encryption algorithms using the one time pad (OTP), the message, key and ciphertext spaces
are the same: P = K = C = {0, 1}n; with n being an integer equal to the length of the
plaintext. In other words, the message m, key k, and ciphertext c are bitstrings of length n
each. The origin of OTP is from the Vernam cipher [5], developed by Gilbert Vernam in the
year 1917; the ciphertext is given by c = E(m,k) = k Y m, where Y denotes the logical XOR
operation. The decryption proceeds as D(c,k) = k Y c = k Y (k Y m) = m. As per Shannon’s
theorem [17], OTP is perfectly secure.

To stress the importance of one timeness in OTP, an oft-cited example is of the Venona
project (launched by the US and UK in the 1940s). This project was able to decipher a
copious amount of secret communications belonging to the erstwhile Soviet Union despite the
fact that OTPs were used. The insecurity was due to the fact that the OTP material, or
the key, was sometimes reused. One can easily see that two ciphertexts c1 and c2 (obtained
by encrypting two different messages m1 and m2 with the same secret key k) satisfy the
following: c1 Y c2 = m1 Y m2. The term on the right hand side is basically a mixture of only
plaintext content from which, based on the characteristics of the language used to compose
the messages, one may easily extract the individual messages4.

If Alice and Bob wish to communicate with OTPs, they must have a cryptographic system,
or a cryptosystem, that can produce a key satisfying the following requirements:

• It must be refreshed for every new message.

• It must be at least as long as the message.

• It should be as random as possible so that an adversary cannot simply guess it.

Owing to the above reasons, the OTP is hard to implement in practice, especially in multi-user
communication networks. In fact, conventional cryptography has long discarded the pursuit
of obtaining perfect secrecy and most conventional cryptographers regard the OTP as a nice
theoretical tool and an introductory construct.

2.2 Authentication

Guaranteeing the confidentiality of their messages is not enough, Alice and Bob must also
ensure that the ciphertexts they receive and decrypt indeed came from the other. This is
because a powerful adversary could have impersonated Alice while talking to Bob (and vice
versa), thereby rendering their communication completely insecure. Establishing the identity
of the sender is thus an essential prerequisite to the actual communication. Furthermore, it is
also important that alterations to the message during transmission do not go undetected. To
elaborate with an example, a relatively easy attack can be performed against an OTP-based

4See http://cryptosmith.com/archives/70 for an excellent example.

http://cryptosmith.com/archives/70
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cryptosystem: Eve modifies the ciphertext c = k Y m (or just a part of it) transmitted by
Bob to Alice by simply XORing it with a suitably-chosen bitstream p so that Alice actually
decrypts m̃ = mYp instead of m.5 Ensuring the integrity of the message is therefore another
crucial requirement.

A mechanism that establishes the identity of Alice and Bob (to each other) and ensures
the integrity of the messages (exchanged between them) is called authentication. Just like in
ciphers, any secure authentication mechanism also requires that Alice and Bob share a secret
key. One way to implement such a mechanism with symmetric key cryptography is by using
message authentication codes (MACs) that take some plaintext and the key as inputs, and
output a short code (the MAC i.e.), more commonly called a tag. The MACs involve a pair
of signing and verification algorithms S and V operating over {P,K,T}: the tuple representing
the message space, key space and tag space, respectively. The sender Alice computes a tag
t ∈ T by signing the plaintext m ∈ P with the key k ∈ K; this operation is denoted by
t = S(m,k). The receiver Bob validates the obtained message-tag pair {m, t} by verifying it
with the (same) key k; this operation, denoted by V(k,m, t), yields either success or failure
(usually represented by bits 1 or 0, respectively). An implicit requirement is that the adversary
Eve not be able to forge a new message-tag pair {m̃, t̃} satisfying6 V(k, m̃, t̃) = 1.

In section 2.1.2, we saw that the OTP can provide perfect secrecy provided that the key is
never reused. A similar concept called one time MAC exists for authentication. It is provably
secure in the sense that Eve cannot, except with a vanishingly-small probability, create a new
message that is verified correctly by Bob. The resultant authentication is sometimes known
as the Wegman-Carter authentication due to its inventors J. Lawrence Carter and Mark N.
Wegman [39, 40]. While it is out of the scope of this thesis to go into the details of the
construction and operation of one time MACs, we discuss one of the fundamental building
blocks below as it also finds relevance in chapter 3 (section 3.3.5 to be precise). It is worth
noting that contrary to the OTP, the key length required for Wegman-Carter authentication
can be much shorter than the message length.

2.2.1 Two-universal hash functions

A hash function h operates on a message m ∈ P to produce a digest t = h(m). While the
message length may be arbitrary, the digest t ∈ T usually has a fixed length. Denoting the
number of elements in T by |T|, a set (or class) of hash functions H : P → T is called a
two-universal set if Pr [h(m0) = h(m1)] 6 1/ |T| for m0 6= m1 and h randomly chosen from H

with uniform probability. A few examples of such sets have been discussed by Wegman and
Carter [39,40].

The hash functions in a set are as such publicly known, so given the message, anyone
can compute the digest. By using a secret key k to (randomly) choose a function hk from

5Conditioned on the knowledge of the location of the header in the bitstream of an encrypted email (which
may not be hard to find if Alice and Bob encapsulate their packets using a standard protocol stack), Eve can
just modify an email from Bob to Alice so that the latter sees From Eve instead of From Bob on decryption.

6lest it causes confusion, Eve does not hold the key k. Typically, a server (= Bob, who knows k) verifies all
the received message-tag pairs, including those from Eve.
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the set H, the digest t = hk(m) may be used as an authentication tag. To provide one-time
authentication which is provably secure, the following property must be satisfied: given only
the message-tag pair {m, t}, it must be impossible, except with some probability ε, to find
the correct tag for a new message m̃ 6= m. While this can be obtained by selecting |T| > 1/ε
and choosing H to be a strongly two-universal class of hash functions [40], the keys must be
refreshed for every new message and their lengths must exceed that of the message itself.
Ref. [40] however also proposed a solution that allows multiple messages to be authenticated
with only one key which is also much shorter than the typical message size – at the cost of
doubling the probability ε.

An efficient and oft-used method to implement two-universal hash functions is by using
Toeplitz matrices [41].

2.2.2 Authenticated encryption

There may be situations in which only authentication suffices, e.g., the contents of some
system file need not be confidential; however, it is important that its integrity is maintained
so that any tampering – addition or modification of data by an unscrupulous software (such
as a virus) are discovered.

Nonetheless, a more comprehensive (and perhaps the most natural) notion of security in
the modern cryptographic context prevents both tampering and eavesdropping of messages.
Known as authenticated encryption [42], by combining authentication and encryption, it
caters to both message integrity and confidentiality. In fact, the latter alone cannot be assured
without the former. A cryptosystem based on authenticated encryption could appropriately
split a (sufficiently large) pre-shared key to provide both authentication and encryption.
Otherwise, as is also typically done nowadays, an asymmetric key cipher is first used to
provide the initial authentication and distribution of symmetric keys to the authenticated
parties. These keys can then be used for data encryption and integrity. An example is the
transport layer security/secure sockets layer (TLS/SSL) protocol which forms the backbone
of secure transactions between web browsers and servers on the Internet.

2.3 Unconditional security

In the context of this thesis, another notion called unconditional security holds significance.
The name suggests a kind of security that can be guaranteed without any conditions. This
may easily be misconstrued for ‘absolute security’, a concept that simply does not exist –
after all, an adversary can always cut or jam the communication channel being used by Alice
and Bob. In more precise terms, unconditional security does not make any assumptions on
the computational resources and power of the adversary [6]. To appreciate what this actually
means, we consider an example in which the same message is encrypted using two different
symmetric ciphers. As illustrated in Fig. 2.1, we encrypt a 25 character long plaintext in
English: “Mr. Y may strike at dawn.” Assuming a character is represented by 8 bits, the
message length is 200 bits. In one case, we use a 56-bit data encryption standard (DES) key
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Figure 2.1: Computational versus unconditional security. Two ciphertexts c1 and c2 are obtained
by encrypting the same message m using randomly-chosen secret keys k1 and k2 under the data
encryption standard (DES) and one time pad (OTP) ciphers, respectively. The adversary Eve can
perform cryptanalysis of DES rather easily: a reasonable amount of computational power suffices
to exhaustively search for the right key. For OTP however, the computational power required may
become insufficiently high – a linear increase in message length demands an exponential increase in
the computational power. Also, any plaintext of the same length as m could be the actual message,
which could sometimes raise confusion as indicated.

k1, and in the other, a one time pad (OTP) k2 which is 200 bits long. In both cases, the keys
are randomly chosen and assumed to be unknown to Eve.

Having intercepted the DES ciphertext, Eve can run the decryption algorithm for all
combinations of 56 bits as a possible key7. Currently, this would take a few days on a state-
of-the-art laptop, or a few hours on a network of computers. In the end, the process would
yield a maximum of 256 plaintexts, out of which only one is likely to be legible, and this would
be the original plaintext. In case of the OTP ciphertext, a total of 6425 = 2150 plaintexts are
possible (assuming alphabets in either small or big case, numbers 0 to 9, and the two most
common punctutation marks). Exhaustively searching for the original plaintext will now take
a great deal longer, and even worse: every plaintext is equally likely8. Therefore, out of the
tiny fraction of sensible messages (some examples are shown in Fig. 2.1) obtained, any could
have been the original plaintext.

Note that typical messages are much bigger and may also use a larger variety of characters.
In that case, the likelihood that the DES decryption produces exactly one legible message
from a given ciphertext increases even further since the key length is fixed. On the other hand,

7As such DES was considered secure until early 2000s but is now known to be insecure. Nonetheless, it
continues to be deployed in some mobile phone SIM cards, making them vulnerable to attacks. See https:
//srlabs.de/rooting-sim-cards/ for further details.

8Of course, with some side information that makes the context quite specific, Eve may correctly guess the
actual message. But any such information is not leaked by the cipher.

https://srlabs.de/rooting-sim-cards/
https://srlabs.de/rooting-sim-cards/
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the OTP length must equal the message length, implying increasingly longer search times but
without gaining any advantage in the discernment of the exact plaintext.

By increasing the length of the secret key and using different encryption algorithms, one
may invent ciphers better than DES, i.e. ciphers that require an enormous amount of com-
putational power and time to break. For example, the 256-bit advanced encryption standard
(AES) is considered to be the most secure and widely-deployed symmetric cipher as of today:
even when given the sum total of all computational power available on the earth, it is believed
that it would take at least 1020 years to break a single ciphertext. A quadratic speedup is at-
tainable using quantum search algorithms [18], which would lower the figure to 1010 years.
This is still a tremendous amount of time and assumes functional quantum computers, which
is not yet a reality.

The main point is that the AES 256-bit cipher is computationally secure: it is safe to use
in every practical sense even if it is not unconditionally secure, like the OTP, in a fundamental
sense. Nonetheless, can the same be said for all modern ciphers?

Let us take the example of asymmetric/public ciphers, most notably RSA (named after
its inventors: Rivest, Shamir, and Adleman). RSA has become the workhorse of secure trans-
actions on the Internet in the last decades (it is one of the main public key ciphers used in
TLS; see section 2.2.2). The security of RSA relies on the assertion that factorization of large
integers is a computationally hard problem. Inefficient classical algorithms to find the prime
factors were already known for a long time, but in 1994, Peter Shor demonstrated an efficient9

quantum algorithm [16]. It still requires a quantum computer; however, the implications are
now much stronger than for 256-bit AES. More precisely, the advent of quantum computing
threatens the security of public key cryptography – and remarkably, not just its future but
even the past and present since the adversary Eve could simply be collecting and storing all
the ciphertexts.

9The term efficient [inefficient] typically means that the number of steps needed to solve the problem at
hand is polynomial [exponential] in the size of the input x; in RSA, x could be the number of digits of the
integer to be factored.
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Chapter 3

Quantum cryptography

Quantum cryptography provides methods to solve a class of cryptographic tasks relevant to
secure communication and computation using quantum-mechanical principles. In this chapter,
we shall study the foundational principles of quantum cryptography in brief, followed by its
theoretical operation and security in detail. We shall assume a typical communication scenario
involving three entities: Alice, Bob and Eve, as has already been introduced in chapter 2.

3.1 Origins

Any ‘useful’ communication or computation protocol is inherently based on logic. This applies
to quantum cryptography as well. The roots of quantum cryptography are firmly embedded in
quantum information physics [19,43], the first foundations of which were laid by von Neumann
in his work on quantum logic in the 1930s [44]. This work discussed the (lack of) conformity of
quantum logic to classical logic owing to some principles of quantum theory, such as the non-
commutativity of certain observables. A Gedankenexperiment in which individual photons are
transmitted through an assembly of rectilinear and diagonal polarizers and then detected may
be used as an illustration [45]. To be more precise, if the assembly is composed of one rectilinear
polarizer and one diagonal polarizer, the detector observing single photons cannot distinguish
if their order is changed. However, this commutativity vanishes if a third polarizer is added
before the detector, as depicted in figure 3.1. If the order of the first two polarizers is now
changed (black cross-like shape), no photons are detected in the second configuration anymore.
This phenomenon is inexplicable from a purely classical physics (or classical electrodynamics,
to be more precise) point of view. But by invoking quantum-mechanical concepts such as
superposition and indeterminacy, one can accurately predict the probabilities associated with
the results of such an experiment.

Formally speaking, the physics of quantum cryptography rests on the bedrocks of quan-
tization and the indivisibility of quanta, quantum superposition and measurement (including
non-commutativity), and the no-cloning theorem [45–49]. In the following, we briefly elaborate
these (interrelated) topics so as to motivate the discussion in the next section.
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Figure 3.1: (Color online) Simple experiment to illustrate the non-commutativity feature of quantum
mechanics. Stream of unpolarized single photons (red beam) passes through different polarizer assem-
blies to be observed by a detector. A pair of rectilinear polarizers with orthogonal axes of transmission,
e.g., the green and blue ones, would not allow any of the photons to be observed by the detector. A pair
of rectilinear and diagonal polarizers, e.g., green and purple, would let some photons to be detected
regardless of the order of appearance. a) Photons are still detected if a third (blue) polarizer with
vertical axis of transmission is placed after the green and purple polarizers. b) However, exchanging
only the green and purple polarizers now leads to a different situation – no photons are observed.

Quantization and the indivisibility of quanta

The concept of quantization has provided us with ‘qubits’ – the most fundamental elements for
quantum information. Theoretically, any 2-level quantum system can form a qubit. However,
with photons as the only practically-available quanta for carrying information across long
distances, Alice and Bob typically encode and decode information in some degree of freedom
of a photon. For example, using the horizontal and vertical polarization degrees of freedom,
any arbitrary qubit state α|H〉+β|V〉 can be constructed (with α,β being arbitrary complex
numbers). In quantum-cryptographic contexts, the coding can also be done on qudits (d-
level systems with d > 2), or even on continuous-valued degrees of freedom. Nonetheless, the
individuality or indivisibility of a photon is a fundamental theme in all cases. To elaborate
using the example of figure 3.1, this individuality is asserted whenever, on performing an
experimental measurement after the polarizers, either a whole photon with energy equal to
that of the photon emitted by the source is found, or nothing is measured.

Quantum superposition and measurement

The act of observation or measurement perturbs the quantum system. In the case of mea-
suring an unknown superposition state of a qubit, a single measurement can never reveal the
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qubit unambiguously. More generally for any quantum state, a simultaneous measurement
of two non-commuting variables, also called canonically-conjugate quantities, to an arbitrary
precision is forbidden. This fundamental indeterminacy – most often considered from the
standpoint of Heisenberg’s uncertainty principle – is crucial for limiting the knowledge that
an adversary Eve can acquire without introducing perturbations.

No-cloning theorem

In its simplest form, the theorem prohibits an entity (including Bob and Eve) from creat-
ing identical clones of qubit without knowing all of its original properties beforehand. More
formally, it states that an arbitrary and unknown quantum state may not be perfectly dupli-
cated. With reference to figure 3.1, one cannot measure the polarization of a photon in the
rectilinear as well as the diagonal basis simultaneously. Another corollary of the theorem is
that a machine that perfectly copies two non-orthogonal quantum states cannot exist.

3.2 Quantum key distribution (QKD)

Putting all the aspects introduced in the previous section together, one may state that non-
orthogonal quantum states may not be reliably distinguished with any kind of measurement [23].
If Bob tries to guess each state in a stream of non-orthogonal quantum states transmitted
by Alice, then errors are inevitable. We consider below two cases using polarization qubits to
elaborate this point. The qubits are prepared and measured using a pair of conjugate bases;
without loss of generality, we use the rectilinear (H/V) basis1 and diagonal (D/A) basis.

1. Alice randomly prepares either |H〉 or |V〉 photons. If Bob employs the H/V basis, the
measurement outcomes differ for the two orthogonal polarizations in a deterministic
way, allowing a perfect distinction.

2. Alice randomly prepares either |H〉 or |D〉 = 1/
√
2 (|H〉+ |V〉) photons. If Bob employs

only the H/V basis, the measurement outcomes would coincide for some fraction f of
all the events, i.e. Bob cannot successfully determine if the input state was |H〉 or |D〉.
For example, if we can also assume that |H〉 and |D〉 are equiprobable, then f=1/4.
Employing the diagonal/anti-diagonal D/A basis shows the same failure probability. In
general, no measurement strategy of Bob can perfectly distinguish these two states.

The two different outcomes obtained in the first case above may be understood to correspond
to bits 0 and 1, or |H〉 → 0 and |V〉 → 1. If Alice wants to simply transmit her message
bitstream to Bob without caring for confidentiality, she can encode the polarization qubits
accordingly. In an ideal scenario then, after exchanging n qubits, Alice and Bob share a

1a H/V preparation basis may be constructed, for instance, by placing a polarizer with horizontal/vertical
axis after a single-photon source (see figure 3.1(b)). The photon is thus prepared in horizontal |H〉 or vertical
|V〉 polarization. A H/V measurement basis may be constructed by placing a polarizer with vertical axis before
a single-photon detector (see figure 3.1(a)): a |V〉 photon will then always get detected, while a |H〉 photon will
never get detected, providing precisely one bit of information. A photon in the |D〉 or |A〉 state results in a
maximally-uncertain event: it may or may not be detected with a probability of 1/2.
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correlated bitstream of length n. It should be clear that there is nothing special about Alice
preparing |H〉 or |V〉 polarizations and Bob measuring in the H/V basis. Any pair of orthogonal
polarizations suffice, e.g. rotating both the preparation and measurement basis by an arbitrary
angle φ, we get |Hφ〉 and |Vφ〉 polarization qubits from Alice, while Bob measures in the
Hφ/Vφ basis. In that scenario, |Hφ〉 → 0 and |Vφ〉 → 1.

Alternatively, Alice randomly prepares qubits chosen from the set {|H〉, |V〉, |D〉, |A〉} and
Bob randomly measures in the H/V basis (denoted by

⊕
) or D/A basis (denoted by

⊗
).

Whenever the prepared state is compatible with the measuring basis, the outcome is definite.
This allows Alice and Bob the possibility to share the same bit2. If we assume the random
choices in both state preparation and basis measurement are equiprobable, i.e. pAlicei = 1

4 , for
i ∈ {|H〉, |V〉, |D〉, |A〉} and pBobj = 1

2 , for j ∈ {
⊕

,
⊗

}, then after exchanging n signals, Alice
and Bob share a correlated but random stream of bits with an approximate length n/2.

3.2.1 The first steps towards quantum security

Note that the randomness obviously implies that the bitstream cannot be the actual message
that Alice wished to exchange with Bob. Nonetheless, it may be employed as a secret key for
a symmetric cryptosystem, such as the one time pad (OTP), introduced in section 2.1.2.

Also, on comparison, while the latter scheme may indicate a 50% reduction of the com-
munication throughput, an unprecedented security advantage3 is obtained: an adversary Eve
wishing to eavesdrop on this key exchange inevitably perturbs some of the quantum states
thereby affecting the outcomes observed by Bob. The resultant discrepancies may then be
noticed (and even quantified) by Alice and Bob. They can then simply abort the communica-
tion and try again later or switch to a different communication channel. Conversely, if Alice
and Bob do not notice any discrepancies, the shared secret key – in a statistical sense – must
not be compromised. In that case, a correctly implemented OTP can provide unconditional
security (see section 2.3).

The ideas in the above paragraphs were at the heart of the key distribution scheme
introduced by Charles H. Bennett and Gilles Brassard in 1984 [11]. Figure 3.2 graphically
illustrates such a scheme. Since the qubits are prepared and measured in the chronological
sense, this scheme is a type of prepare-and-measure scheme.

Less than a decade later, Artur Ekert came out with a fundamentally different proposal
to achieve the same goal. By distributing Einstein-Podolsky-Rosen (EPR) pairs [50] to Alice
and Bob, the security against eavesdropping in Ekert’s scheme is certified by invoking Bell’s
theorem [51]. Although a full description of that proposal is beyond the scope of this thesis, it
can be noted that Bennett et al. proved the equivalence of this EPR scheme with the prepare-
and-measure scheme [23,52] from the point of view of the generation of the correlated key.

Since its inception, a variety of problems, such as bit commitment [53,54], oblivious trans-
fer [10, 55, 56] and multi-party computation [57, 58], have been investigated under the topic

2e.g., if |H〉, |D〉 → 0 and |V〉, |A〉 → 1 i.e., a pair of non-orthogonal states encode the same bit value, then
Bob can publicly announce the set of bases he chose after having performed n measurements and Alice can
inform him the cases that were compatible.

3In the sense that it cannot be obtained with only conventional cryptographic primitives [12,13].
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Figure 3.2: Basic setup of a quantum key distribution system. Two parties Alice and Bob intending to
exchange messages secretly may first share a key using quantum-cryptographic methods, and then use
that key to encrypt the message (see section 2.1). Alice prepares and transmits the physical carriers of
information (e.g., polarization qubits {|H〉, |V〉, |D〉, |A〉}) on the quantum channel. An adversary Eve
may interact with these carriers using some arbitrary unitary transformation Ê. Bob measures the
received states using a set of bases, denoted by {

⊕
,
⊗

} for polarization qubits. The classical channel
provides authentication (see subsection 2.2) and forms a vital ingredient of any QKD scheme. Alice
and Bob use it to exchange other messages that Eve may read but not be able to modify.

of quantum cryptography. Nonetheless, quantum key distribution remains the foremost ap-
plication; in fact, quantum cryptography and quantum key distribution are often mentioned
synonymously in literature. As this thesis focusses on practical quantum key distribution
systems, we will also use these terms interchangeably. Additionally, as the actual QKD sys-
tem under investigation (refer section 4.2) follows a prepare-and-measure type scheme, the
forthcoming sections concentrate on the description/analysis of such schemes only.

3.3 QKD protocols

In order to have the key distributed systematically, Alice and Bob must adhere to a specific set
of rules to communicate with each other: in other words, they must follow a certain protocol.
The work of Bennett and Brassard in 1984, now popularly known as the ‘BB84 protocol’,
has been followed up by numerous other novel QKD protocols. Nonetheless, BB84 remains
the most famous and widely-employed QKD protocol as of today, and this work shall also
focus the most on this protocol. Additionally, we shall discuss two other protocols that are
pertinent to this thesis; for an overview on (other) protocols that are currently well-known,
the interested reader may refer these excellent books and review articles [12,13,19,59–61].

As shown in figure 3.2, the operation of a QKD protocol is divided into quantum and
classical parts. In the former, the preparation and transmission (by Alice) of qubits4 on the
quantum channel is followed by their reception and detection (by Bob). At the conclusion of
this part, Bob obtains a random sequence of 0s and 1s which is partially correlated to the
bitstream Alice had used to prepare the qubits. From here on, in order to generate the final
secure key skAB, Alice and Bob must perform some classical information processing tasks.

Any regular communication channel can be used for the classical part, the only condition
being that it must allow Alice and Bob to authenticate each other. In section 2.2, we explained
the concept of authentication, a cryptographic mechanism that prohibits the tampering of

4In general, d-dimensional quantum systems, or qudits, could also be employed.
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1 2 3 4 5 6 7 8 9 10 11 12
Secret bit 1 0 1 1 0 1 1 0 0 0 0 1
Prep. basis

⊗ ⊕ ⊕ ⊗ ⊗ ⊕ ⊕ ⊕ ⊗ ⊕ ⊗ ⊗
Polarization A H V A D V V H D H D A

Table 3.1: Quantum state preparation in BB84. The first row shows the randomly-chosen secret bit
and second row shows the randomly-chosen preparation basis (kept secret until the end of the quantum
part of the protocol). Together they determine the state prepared; in this case, it is a polarization-
encoded qubit, shown in the third row. Assume the columns of this table to have been arbitrarily
chosen from a bigger table with N >> 12 columns, corresponding to N qubit preparations.

messages exchanged between Alice and Bob. The secret key needed for the authentication step
can be derived from skAB; this imposes the following two conditions on any QKD protocol:
Alice and Bob must share an initial secret5 before commencing QKD [12, 62, 63]. Otherwise
Eve could perform a man-in-the-middle attack, i.e. pose as Alice to Bob and as Bob to Alice,
exchange two secret keys skEA and skEB to independently communicate with each of them,
and eventually learn their secrets. Secondly, the protocol must generate skAB in a universally-
composable manner [64]. The notion of universal-composability allows – without incurring any
loss of security – a secret key to be split and used for different purposes (e.g., authentication
and encryption), or secret keys from two or more different sources to be joined together.

Below we discuss the different stages involved in running a typical QKD protocol between
Alice and Bob to facilitate growing a small initial secret into a longer key. To keep the
explanation as simple as possible, we do not elaborate Eve’s role here; we merely assume that
the eavesdropping activity disturbs the communication in such a way that Alice and Bob
observe some errors in their respective bitstrings during the classical part of the protocol.

3.3.1 State preparation

Alice first locally generates a long and random bitstream, e.g., by using a quantum random
number generator [65–68]. Using a suitable alphabet (essentially dictated by the protocol),
she prepares the qubits by encoding the value of a certain number of bits in a quantum state.
The simplest possible protocol requires only two states. In this two-state protocol, proposed
by Bennett in 1992 and therefore now known as the B92 protocol [23], the kth qubit |αk〉
prepared by Alice is chosen from one of two quantum states |u0〉 and |u1〉 that are non-
orthogonal, or 〈u0|u1〉 6= 0. Note that the subscripts 0 and 1 (even if they are not italicized)
here refer to bit 0 and 1, respectively.

For the four-state protocol, which is actually nothing but the BB84 protocol [11], the kth

qubit |αk〉 = |uij〉 for i, j ∈ [0, 1] uses two bits for preparation. Refering to the example of
polarization qubits introduced in the previous section, |u00〉 = |H〉, |u01〉 = |D〉, |u10〉 = |V〉,
and |u11〉 = |A〉. Another way of looking at this would be that subscript i refers to the ‘actual’
secret bit that may be (eventually) shared with Bob, while the subscript j refers to one of the
two conjugate bases

⊕
and

⊗
used for preparation. Table 3.1 shows the mapping between

5which may be small, e.g. a password, but (at least partially) unknown to Eve [62].
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1 2? 3∗ 4 5? 6? 7 8 9∗ 10 11? 12?

Polarization A H V A D V V H D H D A

Bit (Alice) 1 0 1 1 0 1 1 0 0 0 0 1
Prep. Basis

⊗ ⊕ ⊕ ⊗ ⊗ ⊕ ⊕ ⊕ ⊗ ⊕ ⊗ ⊗
Meas. Basis

⊗ ⊗ ⊕ ⊗ ⊕ ⊗ ⊕ ⊕ ⊗ ⊕ ⊕ ⊕
Bit (Bob) 1 0 0 1 1 0 1 0 1 0 1 1

Table 3.2: Quantum state measurement in BB84. The top three rows, copied from Table 3.1, are
shuffled to aid visualization of how the basis (mis)match affects the measurement outcome, or Bob’s
bit, shown in the last row. The bit in the slots marked by ? could be either 0 or 1 with probability
1/2. Outcomes in slots 3 and 9 (marked with asterisks) are explained in subsections 3.3.3 and 3.3.4.

the secret bit & basis, and the polarization qubit. To re-emphasize the manifestation of non-
orthogonality [23], |αl〉 may not be the same as |αm〉 even if their corresponding secret bits
were the same; e.g., in Table 3.1, the secret bit is 0 for l = 2 and m = 9 but the respective
states are |αl〉 = |H〉 and |αm〉 = |D〉.

3.3.2 State measurement

The prepared states are transmitted via the quantum channel to Bob, who also locally gen-
erates a long and random bitstream to apply the basis choice on each of the incoming qubits.
For the B92 protocol, Bob cannot reliably distinguish between the two non-orthogonal states
|u0〉 and |u1〉. As explained on page 21, projecting them simply on the computational ba-
sis would lead to unavoidable errors. An alternative is to employ positive operator valued
measure (POVM) elements P0 ∝ 1 − |u1〉〈u1| and P1 ∝ 1 − |u0〉〈u0| that define subspaces
orthogonal to |u1〉 and |u0〉, respectively and allow unambiguous discrimination [23,69]. Thus,
if Alice sends |u1〉, and Bob employs P1, then it is ensured that he would not measure bit
0; the actual outcome is either bit 1 or inconclusive, as determined by the POVM element
P? = 1− P0 − P1; these ideas are graphically illustrated in figure 3.3.

For BB84, the measurement is comparatively simple. If the measurement basis of Bob co-
incides with the preparation basis of Alice, the outcome observed by Bob is definite, i.e. Alice’s
secret bit is conclusively revealed to Bob. Conversely, an incompatibility of the basis choice
between Alice and Bob implies that the measurement outcome is maximally inconclusive.
Table 3.2 illustrates this for the case of polarization qubits.

3.3.3 Basis reconciliation

With the quantum stage of the protocol over, Alice and Bob now exchange messages on the
authenticated public channel to reconcile their bases, or discard instances/slots where the
preparation and measurement bases were not compatible. This procedure is sometimes also
called sifting. In the B92 protocol, Bob first apprises Alice of the slots where he obtained
positive outcomes. For example, assume in two different slots k and m, the incoming qubits
are the same, in particular |αk〉 = |αm〉 = |u1〉, and Bob applied P0 on |αk〉 and P1 on |αm〉.
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Figure 3.3: (Color online) Vectorial representation of states and measurement operators in BB84, B92
and SARG04. The states are represented by solid-blue arrows, the subscripts (in green) refer to the
secret bits used for encoding Alice’s states. The measurement operators/projectors are illustrated by
dashed-red lines with inverted arrows (relative lengths may not be precise). For the B92 protocol, the
angle θ = 33◦ between the vectors |u0〉 and |u1〉 is arbitrarily chosen, in theory it could be any value
except 0◦ or 90◦. The operators P0, P1, and P? are basically POVM elements. The four-state protocols
differ only in the sifting stage. Suitable measurement operators may be constructed using two pairs of
projectors, R0,R1, Ŕ0, Ŕ1 for BB84 (satisfying R0 + R1 = Ŕ0 + Ŕ1 = 1). In case of SARG04, the POVM
elements Gj and Ğj can unambiguously discriminate the states |ŭj〉 and |uj〉, respectively. Incidentally
they also satisfy G0+Ğ0 = G1+Ğ1 = 1 just like projectors and lie along the direction of state vectors.

Then the measurement results are 〈u1|P0|u1〉 = 0 and 〈u1|P1|u1〉 > 0, respectively. Therefore,
Bob discards/keeps slot k/m in the list of slots he (eventually) shares with Alice, who does
the same. In this way, they reconcile their bases without leaking any information – to an
eavesdropper listening to the public channel – about either the actual states sent by Alice
or the measurements made by Bob in the first two steps of the protocol. And yet, at the
conclusion of this stage, Alice and Bob share an identical string of bits (assuming ideal state
preparation and measurement, a noiseless transmission channel, and no eavesdropping).

For the BB84 protocol, Alice publicly announces the complete sequence of bases used for
preparing the qubits6. Using this list, Bob can discard all slots where the bases do not match,
and inform Alice likewise. Continuing the previous tabular example (Table 3.2), the slots to
be thrown away are 2, 5, 6, 11, and 12. After discarding them, the sifted bits of Alice and
Bob are shown in (the leftmost part of) Table 3.3. It can be observed that except for slots 3
and 9, the bit strings match. Also, the length of the sifted bitstring in BB84 is ≈ N/2, where
N is the total number of qubits measured by Bob.

With a subtle twist in the sifting phase, another four-state protocol can be realized.
Named SARG04 after its inventors, Valerio Scarani, Antonio Acín, Grégoire Ribordy, and
Nicolas Gisin, who proposed this in the year 2004, this protocol [29] combines concepts from
both B92 and BB84 protocols. To see the connection, one can imagine extending a special
case of B92 (namely that |〈u0|u1〉|2 = 1/2) to involve four states: the new set of states |ŭ0〉
and |ŭ1〉 also satisfy |〈ŭ0|ŭ1〉|2 = |〈ŭ0|u1〉|2 = 1/2. Therefore, we have two sets of two pairs
of non-orthogonal states that exactly overlap with the state space of BB84, due to which the
two protocols are basically the same in their quantum parts [29,70]. The four states can also

6It is worth mentioning that in its ideal form, BB84 is a symmetric protocol: instead of Alice, Bob may also
publicly announce the list of measurement bases at this stage.
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1 3∗† 4 7† 8 9∗ 10†

Bits, Alice 1 1 1 1 0 0 0
Bits, Bob 1 0 1 1 0 1 0

1 4 8 9
1 1 0 1
1 1 0 1

1Y4 8Y9
0 1
0 1

Table 3.3: Classical processing stages in BB84. The table on the left shows the sifted bitstrings held
by Alice and Bob, respectively. Due to errors, these bitstrings may not be entirely correlated; here, the
slots that do not match are marked with an asterisk. By publicly sharing some randomly-chosen bits
(slots marked by the † sign), Alice and Bob can gauge the overall error rate and do error correction (EC)
to obtain exactly identical bitstrings ckAB. The table in the center shows the ‘corrected’ bitstrings after
having discarded the publicly-shared bits. Next, by means of privacy amplification (PA) performed on
their respective bitstrings, Alice and Bob can almost nullify Eve’s information on ckAB. The table on
the right shows the identical bits that remain after PA and form a part of the final secret key skAB.

be represented by |uij〉 for i, j ∈ [0, 1], however, with the difference that now either of the
subscripts could refer to the secret bit (while the other subscript then identifies the set). This
may be better visualized using figure 3.3 which shows the case where the first subscript (in
green) stands for the secret bit and the second subscript (in orange) stands for the set.

We explain the SARG04 sifting procedure using the representations |u0〉, |u1〉, |ŭ0〉 and
|ŭ1〉. The corresponding positive operator valued measure (POVM) elements used by Bob (see
figure 3.3) are Ğ0, Ğ1, G0 and G1. With this picture, it becomes obvious that in SARG04, the
basis used in encoding the states provides the secret bit, and must not be revealed publicly.
Instead, Alice reveals one of four possible sifting sets: Fc = {u0,u1}, Fd = {ŭ0, ŭ1}, and
Fp = {u0, ŭ1}, Fq = {ŭ0,u1}, that enable unambiguous discrimination at Bob’s end. To
elaborate, Alice declares two items on the public channel: the state that she actually prepared
and sent to Bob, and one of the two states in either sets that code the opposite value of her
chosen (secret) bit. The four sifting sets shown above cover the four possible combinations.

If Bob’s projection is orthogonal to one of the states in the sifting set, he accepts the
outcome. If however the projection is collinear with a state in the sifting set, then Bob cannot
reliably distinguish and therefore discards that slot. To make this clear with an example:
consider in the kth slot, Alice prepared bit 1 using |αk〉 = |u1〉 and Bob’s projection was
along Ğ0 (i.e., the secret bit of Bob was 0). If Alice declared Sk = Fc as the sifting set in
this slot, then Bob would add this slot to the sifted list because the POVM Ğ0 annihilates
one of the states present in Fc (|u0〉 to be precise). But had Alice declared Sk = Fq, then
Bob could not have been sure which of the two states |u1〉 or |ŭ0〉 was responsible for the
projection along Ğ0. Therefore, he would have had to discard it.

Assuming no errors, Bob’s secret bit is always opposite to that of Alice and at the end of
the sifting procedure, he can apply a simple logical NOT operation to his entire bitstream to
be symmetric to Alice’s key. Also, if N is the total number of qubits measured by Bob, the
length of the sifted bitstream in SARG04 is ≈ N/4. In case of errors, this length increases.

3.3.4 Error correction

Due to imperfect preparation and measurement apparatus, noise added by the quantum
channel, and potential manipulation by Eve, the sifted bitstrings may not perfectly match.
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Even without eavesdropping, errors are likely as the first two factors are unavoidable. This
justifies the need of error correction (EC), an entirely classical step dealing with only bits
and employing tools from classical information theory. Therefore, we discuss only some of the
main ideas here. Also, we assume the ‘one-way postprocessing’ framework [71] which has been
extensively studied in the last two decades [12,13,61,64]. As the name suggests, it involves a
unidirectional flow of information (i.e., without feedback) from one party to the other.

Perhaps the most widely-deployed EC scheme in QKD at present is CASCADE [72]. Some
other schemes, based on Hamming codes [73], low density parity check codes [74] and quite
recently, polar codes [75] are gaining prominence; an analysis of some of them is presented
in Ref. [76]. The performance of any EC code is bounded by Shannon’s mutual information
I(A : B) = H(A) − H(A|B), where H(·) denotes the entropy associated with the probability
distributions characterizing the sifted bitstrings of Alice (A) and Bob (B) [77].

Most EC routines first estimate the rate at which errors appear in the sifted bitstream. The
computed value is known as the quantum bit error rate, or QBER. For this error estimation7,
Alice and Bob typically compare a randomly-chosen subset of their sifted bitstrings on the
public channel. For instance, if slots 3, 7, and 10 in (the leftmost part of) Table 3.3 are
randomly picked to estimate the error rate, then QBER = 0.33 is obtained. At this point,
Alice and Bob may choose to abort the QKD protocol if they realize that the QBER is too
high8 to allow them successfully correct the errors and (eventually) get a secret key. Otherwise,
they discard the bits that were disclosed and continue on to the error correction step.

Given an estimated QBER value of q and H(A) = H(B) = 1 (implying both bit values
are equally likely), the mutual information between Alice and Bob at the conclusion of this
step is I(A : B) = 1− leakEC(q), with leakEC(q) > h(q) representing the fraction of actually
divulged bits, and h(x) = −x log2(x)−(1−x) log2(1−x) being the binary entropy [77]. Either
party may reconcile their bitstream to that of the other, and thereby obtain error-corrected
keys ckAB that are exactly identical. In our example, the corrected bits are shown in (the
centre part of) Table 3.3; we assumed Alice decides to reconcile her bits to that of Bob.

3.3.5 Privacy amplification

As the name suggests, this stage in a QKD protocol serves to amplify the privacy (for the le-
gitimate parties). More precisely, it increases the confidentiality of the corrected key that Alice
and Bob have already obtained. Privacy amplification (PA) was first discussed in Refs. [78,79]
in situations where the adversary is partially correlated with the classical keys. Later, it was
generalized under the universally-composable security criterion for cases where the adversary
may hold even quantum information [64].

In section 2.2.1, we introduced the concept of two-universal hash functions. By hashing
ckAB, Alice and Bob obtain a shorter secret key skAB that reduces Eve’s correlations IE (with

7This procedure is sometimes called parameter estimation: parameters other than the error rate, e.g.,
channel loss, detection rate in Bob, etc. could also be gauged.

8We remind the reader that the example shown in Tables 3.1–3.3 is merely representative. A QBER of 0.33
is indeed quite high but also just an artifact in that context. In practice, such high QBERs would be incurred
only if either the QKD devices malfunctioned, or if there was a lot of (inferior-quality) eavesdropping.
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ckAB) to below a known and negligible threshold. In other words, they amplify their privacy
at the cost of losing some of the shared key. A simple example shown in (the rightmost part
of) Table 3.3, where Alice and Bob perform a XOR operation on sequential pairs of bits taken
from their key, serves to illustrate the concept: even if Eve somehow knew one of the four
bits, she would still not be able to guess either of the two bits in the final secret key.

A pertinent question is how to determine the quantity IE. From the perspective of Alice
and Bob, any estimate of IE can naturally be based on the intricacies of the QKD protocol
they operate, the knowledge they possess about their own devices, and the parameters (e.g.,
the observed QBER q and detection rate γ) they ascertain until this stage. In order to obtain
any sort of lower or upper bounds, one must consider (ideally) any possible actions of Eve. We
shall discuss these in some more detail in the forthcoming sections. For now, an evaluation
of IE facilitates obtaining the lower bound of lossPA: the portion of the corrected key to be
sacrificed in PA. This in turn allows determining the secret fraction, an important measure to
quantify the performance of a given QKD system. If the sifted bitstring before EC is n bits
long and the final secret key skAB after PA is s bits long, then s/n ≈ 1− leakEC(q)− lossPA,
the quantity on RHS is the secret fraction [71]. The approximation becomes an equality in the
asymptotic limit [13], as in, it assumes infinite quantum signals exchanged between Alice and
Bob. Note that in most general cases, as the overall QBER draws close to a critical threshold
value, the secret fraction approaches zero, i.e., the losses in EC and PA sum up to one. In
such a scenario, no secret key may be distilled at the conclusion of the QKD protocol. While
obviously an undesirable situation, the fact that Alice and Bob realize that the communication
channels are unsafe – an attempt to exchange their secrets portends high risk of leakage to
Eve – provides them the chance to protect their secrets.

3.4 Security of QKD

In section 2.3, we explained the meaning and implication of the term ‘unconditional security’.
This term has been frequently associated with QKD. At the heart of this association lies
the fact that Eve’s actions in the quantum channel disturb the measurement outcomes in a
manner that can be observed by Alice and Bob. If the information consequently obtained by
her can also be correctly bounded, then the secret key computed using privacy amplification
can be made arbitarily secure. Employing this secret key for executing one time pads and two-
universal hash functions (sections 2.1.2 and 2.2.1, respectively), the tasks9 of authentication
and encryption may be performed in an unconditionally secure manner.

However, we have either ignored or insufficiently elaborated the role of the eavesdropper
Eve so far. In a practical setting, Eve is assumed to (fully) control the quantum channel. Her
interactions with Alice’s quantum signals, described, for example, by a unitary transformation
Ê essentially yield her a quantum system ρE. This density matrix can either be measured right
after basis reconciliation (subsection 3.3.3), or be stored in a quantum memory and measured

9We pointed out before that to provide message authentication, any QKD scheme uses a classical channel,
which along with the quantum channel then also ensures message confidentiality. A complete QKD system
thus provides authenticated encryption (section 2.2.2).
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after the classical one-way postprocessing (subsections 3.3.4 and 3.3.5) done by Alice and
Bob10. Note that while Eve may not be able to modify the messages on the authenticated
classical channel, she can read everything without paying any penalty. She could therefore
also do the same (or based on ancillary information, an improvised version of the) classical
postprocessing on the bitstring obtained from her measurement on ρE. In most general terms,
the key11 generated at the conclusion of the QKD protocol is thus a result of interactions
among Alice, Bob and Eve. The onus of security may, in some sense, be transferred upon this
key by asking the question: Can the integrity and confidentiality of messages authenticated
and encrypted with this key be guaranteed?

The above question is quite broad and has formed the subject of numerous research studies
since the turn of this century [13, 25–27, 61, 64, 70, 82–91]. It may be broken down into the
following series of questions:

1. What criteria must a key, irrespective of how it was generated, meet to be provably
secure?

2. To eavesdrop, Eve interacts with the signals transmitted on the quantum channel. How
are such interactions, or attacks, theoretically modelled? What kind of attacks are pos-
sible on QKD in general, and a specific QKD protocol, in particular?

3. It is often said that the security provided by a QKD scheme is based on provable
assumptions. What are these assumptions, and what do security proofs – that make
such assumptions, say about Eve’s capabilities – exactly propose and achieve?

4. How do we decide whether a certain QKD implementation is secure or not? More pre-
cisely, is it possible that the physical devices exhibit deviations from their respective
theoretical models, e.g., due to technical imperfections, that may be exploited by Eve
to make her attacks invisible to Alice and Bob?

5. Given the knowledge of potential attacks/deviations, what security specifications should
the QKD device manufacturers adhere to while implementing/upgrading the systems?

As can probably be perceived, the above questions – drifting gradually from ‘mainly theo-
retical’ to ‘primarily practical’ in tone – are interrelated. We may not yet have unequivocal
answers for all, but quite a fair amount of progress has been made, especially in the last
decade [25,64,70,82,86,88,89,91]. We briefly discuss the main results obtained for all but the
last two, which shall be considerably elaborated in subsequent chapters.

3.4.1 Universal composability

A perfect key k of length n may be defined as a random and uniformly-distributed bitstring of
which Eve possesses absolutely no knowledge (except maybe the length). In other words, the
probability that she guesses the key correctly is 6 2−n. Just like in conventional cryptography,

10These two possibilities also form a part of Eve’s eavesdropping strategy, and are known as individual and
collective attacks [80–82].

11from hereon, we will use ‘key’ and ‘secret key’ interchangably.
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the security of an actual QKD scheme can be characterized (and quantified) by how far it
is from an ideal or perfectly-secure quantum-cryptographic scheme – this forms the basis
of universal security definitions [64]. Applying that to keys, if the probability distribution
describing the key skAB generated by a QKD scheme deviates from the (uniform) probability
distribution of k by an amount ε, then skAB is a universal ε-secure key12.

To understand the notion of composability, assume a perfect key k is used as one time pad
(OTP) to encrypt a message m. In section 2.1.2, it was already mentioned that OTP provides
perfect secrecy; from Shannon’s theorem [17], one can guarantee that the ciphertext c = kYm
is perfectly secure. Therefore, the task of OTP encryption is a 0-secure task. Conversely, if
a slightly imperfect key, or an ε-secure key had been deployed for the OTP encryption, the
ciphertext would be insecure with probability of at most ε. Even more generally, if an ε1-
secure key is used for performing an ε2-secure task, then composability allows us to determine
the maximum failure probability of the combined system as ε1 + ε2 [90].

One of major appeals of the universal composability definition is the operational na-
ture [64,90, 92] of ε; any acceptable level of security can be reached by making this quantity
arbitrarily small. For example: a key characterized by ε = 10−9 would mean that the chance
that Eve has the same key as Alice and Bob is at most one in a billion. Additionally, this
definition fits quite well with information-theoretic security proofs [82, 92, 93], which in turn
are readily applicable to almost any kind of QKD protocol [64]. This is in contrast to most
previously-known security proofs [83–85,87,94], that were either designed for a specific QKD
protocol and/or are not universal. Even more, information-theoretic security proofs also gen-
erally yield better results for the secret fraction (concept defined in subsection 3.3.5).

3.4.2 Theoretical attacks

At the beginning of this section, we introduced the concept of individual and collective at-
tacks. These involve Eve attaching an ancillary quantum system (often called a probe) to
the qubits transmitted by Alice on the quantum channel to Bob, applying a fixed unitary
transformation on the resultant system, and then measuring the quantum state of the probe
sometime later [80,81]. The difference arises in the ‘when, what and how to apply’ the quan-
tum measurement strategy. For individual attacks, Eve is constrained to measure before the
classical postprocessing, whereas for collective attacks, she can wait until Alice and Bob have
performed error correction and privacy amplification. In the latter case, Eve gets more data
that may possibly increase IE via an adaptation of the measurement strategy – in particular,
she might collect all her probes in a quantum memory and measure them together.

From a security perspective, collective attacks naturally form a stronger class of eavesdrop-
ping strategies than individual attacks. A detailed analysis of collective attacks is nonetheless
out of the scope of this thesis. Individual attacks on the other hand prove much easier to
build the bridge between theory and experiment for understanding the [in]security of prac-

12Intuitively, one can also state that the probability with which the key fails to be perfect is ε at the most [90].
Also, a universal ε-secure key can be broken and used in arbitrary contexts. This statement implies that a part
of an originally universal ε-secure key retains its properties even if another (part) is handed to the adversary.
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tical QKD systems. Below we give two such examples of theoretical attacks that are quite
well-known in QKD.

As such, we note that the strongest notion of security ought to allow any attack strategy
within the realm of quantum physics. Such class of general or coherent attacks would however
be extremely challenging to analyze. Fortunately, with some simple assumptions, it has been
shown that security against collective attacks implies security against coherent attacks [64].

Photon number splitting attack

Throughout this chapter, we have always referred to using single photons in the preparation
of qubits. The reason (assuming the BB84 protocol in operation) is as follows: if the quantum
state prepared by Alice in the lth slot contained multiple (n > 1) photons, Eve could split
this state – while it is in transit to Bob – and keep m < n photons with herself while allowing
the rest to reach their intended destination. During the basis reconciliation step, she would
learn the basis applied by Alice (or Bob, see subsection 3.3.3) in the lth slot. By doing the
same measurement on her m photons, Eve could therefore also know the secret bit. Such an
operation would clearly not introduce any additional error, yet, depending on how frequently
multiphotonic quantum states are produced, Eve learns a part of the secret key. This runs
contrary to the whole principle of quantum cryptography, and if Alice and Bob have no means
to detect such a photon number splitting attack [95] while they operate some QKD protocol,
the secret key they obtain at the end of the protocol is inevitably compromised.

The name photon number splitting (PNS) attack was coined in the year 2000, but the
ideas that led to the formalization of the attack strategy were conceived and discussed since
the year 1992 onwards [94, 96, 97]. The production of multiphotonic states is of course a
characteristic of the source used by Alice. For instance, attenuated lasers that produce weak
coherent states (WCSs) are the most frequently-used quantum light sources in QKD up to
date. The photon number statistics of a WCS obey Poisson distribution, pn = µne−µ/n! is
the probability of having n photons in a given state, with µ describing the expected value of
the photon number. Figure 3.4 compares the photon number statistics of a source producing
pure single photon states (SPSs) with two different WCSs having µ = 0.1 and µ = 1.0.
As can be observed, larger µ values imply more photons, naturally translating into higher
communication throughputs for Alice and Bob. However, as the probability of generation of
multiphoton signals p>1 grows, the vulnerability against PNS type of attacks increases.

In general, if the light source produces multiphoton components probabilistically, Eve
needs to first perform a photon number quantum non-demolition measurement [98, 99] to
know n on a slot-to-slot basis. Secondly, until the basis reconciliation step, Eve also needs
to store her m photons in a way that preserves their quantum information, in particular the
unknown basis encoded by Alice. The technologies associated with quantum non-demolition
measurements and quantum storage, especially the former, cannot be said to have reached the
level of maturity to make PNS type of attacks practically feasible. Nonetheless, the interest
to counter this futuristic attack has proliferated in the last decade and has led to novel
developments in both theory and practice of quantum cryptography. Examples include ideas
and/or implementations of differential phase shift QKD [100,101], decoy state QKD [102–107],
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Figure 3.4: Comparison of photon number distributions of a single-photon source with weak coherent
sources. A (pure) single-photon source does not emit either vacuum or more than one photon at a
time, i.e., the probabilities p0 = p>1 = 0.0. A source producing weak coherent states of light however
has emission of both vacuum and multiphotonic components. Using the Poissonian distribution, the
latter can be characterized by p>1 = 1 − e−µ (1+ µ), which yields 0.005 and 0.264 for µ = 0.1 and
µ = 1.0, respectively.

sub-Poissonian sources, such as a nitrogen-vacancy color center [108], etc. In fact, we use the
opportunity to also settle a long-standing (since subsection 3.3.3, to be precise) question in the
mind of the reader: why employ SARG04 when it does not differ from BB84 in the quantum-
mechanical sense? As proved in Ref. [29], SARG04 is more robust against PNS attacks than
the BB84 protocol. This has a practical advantage in the sense that Alice and Bob can
generate higher secret fractions compared to those attainable with BB84 using attenuated
laser sources [29,70].

Intercept and resend attack

Based on the discussion above, it might appear that true single-photon sources can always
ensure a secure operation of QKD systems. This could indeed be true if the quantum channel
connecting Alice and Bob was perfectly transparent and the detection system in Bob did not
suffer from any intrinsic noise [95]. In the real world however, quantum channels – mostly
implemented with optical fibers or atmospheric links – can both absorb or distort the photons
traversing through them. Absorption typically scales with the length of the channel and
basically translates into loss13. The detectors in Bob suffer from dark noise – detection events
are registered even in the absence of any optical input. Consequently, a qubit sent by Alice
in say the lth slot may get lost in the channel but Bob may still register a detection event in
that slot due to dark noise.

Consider an instance of the B92 protocol operating over a lossy quantum channel. Eve can
replace (a part of) such a lossy channel with a low-loss version having transmittance TLL > T
and craft an attack [23,69] as depicted in figure 3.5. This requires her to intercept the quantum
states from Alice and perform unambiguous state discrimination (USD) [23,69,109], the same
measurement as Bob. If the measurement yields a conclusive outcome, she reprepares the state
and sends it to Bob. In the case of an inconclusive outcome, she does nothing – effectively, a
vacuum state |0〉 is sent to Bob. With such an intercept and resend attack (IRA) on Alice’s

13The lossiness may be quantified using the probability of arrival of a single photon sent by Alice in Bob. If
we denote this by T , as it is essentially the transmittance of the quantum channel, then a single photon is lost
in the channel with a probability of 1− T .
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Figure 3.5: (Color online) Block diagram of an intercept and resend attack scheme. Eve cuts the
quantum channel (orange line) and places her apparatus to intercept and measure Alice’s states.
Depending on the measurement outcomes, she prepares and sends new states to Bob. Eve may also
replace a part of the original channel (dotted orange line) with a low-loss channel (dashed cyan line)
to compensate for a decrement in the detection rate observed by Bob. The measure and reprepare
units communicate by purely classical means (black arrow). Eve also listens to the communication on
the authenticated classical channel (not shown here).

qubits, Eve and Bob hold the same bits before basis reconciliation, eventually translating
into all the parties sharing the same key later. The only signature of Eve’s attack visible to
Alice and Bob is a reduction in the communication rate (arising from the inconclusive cases).
However, this can be compensated for by choosing TLL carefully.

The B92 protocol can thus not be securely implemented with only SPS or WCS based
sources14. Against BB84 however, USD cannot be effectively used the same way as in B92,
so a secure operation is possible against intercept and resend attacks with only SPSs/WCSs.
If Eve subjects Alice’s qubits to IRAs, her basis choice would statistically match Alice’s in
roughly 50% of all the slots. Based on her measurement outcomes, Eve would know Alice’s
secret bits in those slots (implying IE ≈ 0.50, see subsection 3.3.5). However, in the remaining
50% slots, Bob would receive a wrongly-prepared state from Eve. With a probability of 1/2,
he may measure these states in the same basis as had been chosen by Alice, thus observing
erroneous outcomes in around 25% of the slots during basis reconciliation (incurred QBER
q ≈ 0.25). During error correction, leakEC(q) > h(q) ≈ 0.811 bits will have to be discarded
on average. With the loss in privacy amplification lossPA > IE, the secret fraction (given by
Max[0, 1− leakEC(q) − lossPA]) obtained by Alice and Bob would thus be zero15.

Intercept and resend attacks belong to the class of individual attacks and have been known
since the inception of quantum cryptography. Compared to the PNS attacks, they are also
relatively easy to perform. Not surprizingly therefore, IRAs have been the basis of several
practical eavesdropping strategies [110–115], a few of which we shall outline in chapter 4.

3.4.3 Security proofs

Consider a QKD system using qubits to implement the BB84 protocol in a prepare-and-
measure scheme followed by one-way postprocessing. If Eve were to attack this QKD system

14Using a strong phase reference pulse along with the SPS or WCS solves the problem as Eve must resend
this strong reference pulse even in case of inconclusive events [23,69].

15This analysis is limited to transmittances well above a certain threshold Tmin only: for T < Tmin, IRA can
break the security of BB84 by taking advantage of the dark noise [95].
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with an intercept and resend strategy restricted to a fraction ξ < 1 of all the qubits, q = 0.25ξ
would be incurred by Alice and Bob, while IE = 0.5ξ would be the mutual information between
Eve and Alice/Bob. The calculation of the secret fraction then yields a non-negative result for
q < qIR ≈ 0.175. The value qIR thus represents a security threshold below which a prepare-
and-measure implementation of the BB84 protocol followed by one-way postprocessing can
guarantee security of the distilled key against an intercept and resend attack.

But Eve is of course not constrained to trying merely intercept and resend strategies
(in particular), or even individual attacks (in general). Collective attacks, explained in sub-
section 3.4.2, are believed to be stronger than individual attacks – the security threshold
qIR ≈ 0.175 is likely to prove insufficient against their threat. How and to what should this
QBER threshold then be revised in order to ascertain a successful16 distillation of the secret
key at the end of the QKD protocol? Or, looking from a different perspective, what happens
if instead of single photon states, Alice were to use weak coherent states having a certain µ?
As shown in the previous subsection, the QKD system is then also vulnerable to PNS attacks,
which are essentially zero-error in nature. By quantifying the leakage into multiphotonic com-
ponents (based on the knowledge of µ), could Alice and Bob bind Eve’s correlations with the
key attainable via such PNS attacks? Even further, could it be possible to evaluate an optimal
µ that maximizes the secret fraction given the channel and detector characteristics?

Motivating answers to questions such as those posed above forms the main content of
security proofs. Eve’s capabilities are typically analyzed through a class of attacks, and the
necessary and/or sufficient conditions to prove security of QKD protocols are obtained based
on certain assumptions and constraints. For instance, it may be assumed that Alice and
Bob operate at the asymptotic limits, i.e., they exchange an infinite number of quantum
signals [87, 94]. The sources and detectors in their devices may be assumed to behave per-
fectly, and any observed noise must presumably stem from Eve [82]. The security analysis
could be constrained in the sense of applicability, e.g., it may be valid only for a specific
QKD protocol [84], or only for schemes implemented with true qubits and one-way classical
postprocessing [82,92,93]. A rather fundamental assumption about Eve would be that all her
eavesdropping strategies are within the realm of quantum physics. Finally, constraints levied
on Eve could be mainly theoretical, such as restraining her to only individual attacks [94], or
rather technical, such as her attack must maintain the overall channel transmittance [70].

Security proofs may additionally propose theoretical methods to improve the performance
of the QKD protocol under consideration. One such method, called preprocessing [82], involves
one of the two parties adding classical noise intentionally on his/her bitstream before error
correction. For instance, Alice flips some randomly-chosen bits in the bitstream used for
preparing the states (see subsection 3.3.1). The obvious effect is that it reduces both Bob’s
and Eve’s mutual information with Alice, given by I(A : B) and I(A : E) respectively, at the
conclusion of the protocol. But in certain cases Eve’s correlations provably suffer more than
Bob’s, thus resulting in a positive secret key fraction [70,93].

Ultimately, the goal of the proofs is to prove (or disprove) the existence of explicit regimes
in which an unconditionally secure key can be extracted. Typically these are indicated by

16as in, the estimated IE can be annulled by a suitable amount of privacy amplification.
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Table 3.4: Lower and upper QBER thresholds for the BB84 and SARG04 protocols. The results were
obtained from information-theoretical analyses of the universally-composable security proofs [70,82,93].
They are valid for systems employing qubits to implement the QKD protocols in a prepare-and-measure
scheme with optimal preprocessing and one-way postprocessing.

QL QU

BB84 0.125 0.146
SARG04 0.110 0.149

lower and upper thresholds on the QBER q incurred by Alice and Bob; for 0 6 q < QL,
Alice and Bob can extract a secret key, whereas for q > QU, the communication channels
are deemed unsafe, i.e., the protocol must definitely be aborted. Table 3.4 shows these values
for the BB84 and SARG04 protocols17. These results are applicable in situations where the
protocol is implemented using prepare-and-measure schemes with single photons (qubits),
and one-way postprocessing techniques are employed for obtaining the secret key. Practical
QKD systems implementing BB84 or SARG04 may compare the actual QBER incurred in a
key exchange with these values, and accordingly decide whether to continue operating or to
abort the protocol.

The last decade has witnessed tremendous advances in the derivations of security proofs:
incorrect assumptions have been discovered and taken into account and imperfections (in
actual QKD implementations) have been properly incorporated. Consequently, the theory-
practice rift on the most significant issue of QKD – its security – has been gradually shrinking.
Nonetheless, just like for any other physically-deployed cryptographic system, it seems rather
hard to visualize quantum-cryptographic methods achieving unconditional security in the
practical world. In the following chapters, we shall explore some of the reasons.

17We do not show any values for the B92 protocol since the thresholds are naturally subject to the initial
overlap between the non-orthogonal pair of states [82].



Chapter 4

QKD in practice:
implementations and attacks

As of today, optical photons seem to be the only available candidates for carriers of infor-
mation in long-distance quantum communication. The ability to generate, manipulate and
detect a single quanta of light (or more generally, few-photon wavepackets) is thus crucial
for implementations of quantum communication, such as practical quantum key distribution
(QKD) systems.

In the previous chapter, we built the theoretical background of QKD, covering several
topics necessary and relevant to the scope of this thesis. In this chapter, we delve into the
practical aspects of implementing the quantum part of QKD protocols, i.e., we confine to the
steps performed before classical postprocessing. While our main emphasis shall be on the ori-
gin, development, and working of the QKD system ‘Clavis2’ from ID Quantique [15], the basic
concepts and building blocks we cover in the forthcoming section are analogous in application
to a variety of QKD implementations. Using simple and well-known physical models, we shall
simulate the different steps that compose a typical quantum key exchange and also illustrate
them by means of an example. This shall facilitate outlining a few problems and challenges
encountered in assembling the blocks together to obtain a complete and functioning QKD
system. The last section of this chapter is devoted to practical security aspects – exploring,
exposing and exploiting vulnerabilities in practical QKD systems.

4.1 Basic concepts and building blocks

4.1.1 Information coding

Quantum information processing (QIP) can be performed using discrete or continuous degrees
of freedom offered by quantum systems [19, 116]. If photonic wavepackets are employed as
the quantum systems, their energy can take only discrete values, i.e., the photon number
observable n̂ carries a discrete spectrum. On the other hand, the field amplitude or phase of
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such photonic wavepackets signify the continuous degree of freedom, i.e., the quadratures x̂
and p̂ possess a continuous spectrum.

The different steps that compose a QKD protocol define the basic building blocks of the
QKD system, and each of these blocks essentially realizes one or more quantum informa-
tion processing tasks. For instance, the steps commonly performed in prepare-and-measure
type of protocols are preparation of quantum states and their transmission on the quantum
channel (by Alice), followed by the reception and measurement (by Bob). The simplest plan
of the QKD system contains a source1, channel and detector. On a descriptive level, the
physical implementation is governed by whether the source transmits few-photon states and
the detection uses photon counting methods (involving observables such as n̂), or the source
prepares squeezed/coherent states and the detection uses homodyne interference methods
(involving observables such as x̂ or p̂, or both). In other words, QKD systems can operate
discrete-variable or continuous-variable protocols2 which naturally translates into varying set
of requirements on the building blocks.

An intuitive (and unrealistic) implementation

Nonetheless, the borders between discrete and continuous-variable protocol implementations
are not very tight in practice. While the three protocols BB84, B92 and SARG04, extensively
discussed in section 3.3, theoretically belong to the discrete-variable family, the measurement
stage in B92 can be more conveniently realized in a continuous-variable fashion by replacing
the photon counting receiver with a homodyne receiver3. The reason is the intrinsic security
requirement of a strong phase reference (see subsection 3.4.2) which is naturally provided by
a shared local oscillator in homodyning setups. To produce the B92 alphabet, the source may
implement a binary modulation. For instance, as shown in figure 4.1(a), the bit values 0 and
1 may be encoded in phases 0 and π of a weak coherent state (relative to the strong reference
pulse). The amplitude α of the state is small, in particular the overlap cos θ = e−|α|2/2

between the states defines the degree of non-orthogonality; see figure 3.3(b). Figure 4.1(c)
shows an intuitive scheme based on Mach Zehnder interferometer (MZI) for implementing the
B92 protocol. Alice uses a coherent laser (CL) as the light source and a highly asymmetric
beamsplitter (ABS) so that a majority of the light goes to arm b and forms the strong
phase reference. In arm a, the signal states |α〉 or |−α〉 are prepared in a random fashion by
modulating ϕA = 0 or π, respectively. After traversing the quantum channel(s), the prepared
state and its strong reference arrive in Bob and interfere on the symmetric beam splitter

1Due to paucity of contextually-relevant synonyms for the term ‘source’, we shall use it interchangeably
for a source of raw light, e.g. lasers, single photons generated from vacancy centers in diamond, etc., or a
source of prepared-and-ready-to-use quantum states, e.g., modulated and attenuated lasers, heralded output of
a parametric down conversion process, etc. The Alice subsystem thus acts a source in the latter sense.

2There exists another family of distributed phase reference QKD protocols that cannot be fully described
solely in either discrete or continuous-variables framework. In the last years, they have gained popularity
amongst experimentalists as they offer better practical performance. Nevertheless, it is outside the scope of
the thesis to discuss this category.

3We shall elaborate this further in subsection 4.1.4 on homodyne detection.
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Figure 4.1: (Color online) Information coding in QKD protocols. a) Phase-space diagram of the non-
orthogonal states | ± α〉 in B92. The Mach Zehnder interferometer (MZI) assembly shown in c) can
be used to implement B92: Alice uses a coherent laser (CL) as the light source and an asymmetric
beamsplitter (ABS) to generate in arm u of the interferometer, the signal with a phase of ϕA = {0,π}
relative to the strong reference in arm l. Bob performs homodyne measurement by applying a suitable
ϕB ∈ [0, 2π] and using the + and − detectors. b) Polarization-encoded states on the equatorial plane of
a Poincaŕe sphere can implement BB84. c) Generalized scheme using MZI to implement BB84 or B92
protocol. The isomorphism between polarization and phase encoding [12] allows realization of BB84:
qubits are prepared using a single photon source (SPS) and applying ϕA = {0, π2 ,π,

3π
2 } after passing

through the symmetric beam splitter (SBS), and measured by applying ϕB = {0, π2 } and detecting
with D0 and D1; see also Table 4.1.

(SBS) with Bob choosing an appropriate phase ϕB ∈ [0, 2π] (the ‘basis’ in a continuous-
variable sense) before to readout the desired quadrature.

Operating such an interferometer is however quite impractical: the path difference between
arms u and l should not exceed a fraction of the wavelength. With typical channel lengths
in kilometers and optical wavelengths in the µm regime, this requires an inordinate < 1 in
1011 precision. Based on that, we can therefore motivate the question: given a certain QKD
protocol, what are the different ways of encoding the information – the value of the bits – in
a practical manner for distribution of the quantum key?

Throughout the previous chapter, we invoked the example of polarization, and in subsec-
tion 3.3.1 specifically, the map between the vectorial representation of the four BB84 states
(see also figure 3.3(a)) and polarization states was elaborated. The more well-known Poincaŕe
sphere representation of the BB84 alphabet4 using the polarization degree of freedom is shown
here in figure 4.1(b). And indeed, the earliest QKD experiments in the 1990s were able to
exhibit proof-of-principle operation using polarization [96, 117–120]. However as they tried
to increase the distance, major stability problems due to birefringence of the fibers and en-

4which may also be used for representing SARG04 as the two protocols (BB84 and SARG04 i.e.) differ only
in the basis reconciliation step (refer subsection 3.3.3).
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Table 4.1: Phase encoding in BB84. An ideal scheme derived from Mach Zehnder interferometer,
shown in figure 4.1(c), could implement phase-encoded QKD. For BB84, depending on the secret bit
in a given slot, Alice chooses her phase ϕA from the set {0, π2 ,π,

3π
2 } randomly to prepare the qubit.

Bob chooses a basis randomly too, by applying either ϕB = 0 or ϕB = π
2 to measure Alice’s qubit. The

absolute relative phase ϕ = |ϕA − ϕB| decides the outcome in that slot; a detection event in D0[D1]
is obtained deterministically if ϕ = 0[π]; in all other cases, the outcome is unpredictable, i.e., it could
be either D0 or D1, as indicated by the ? sign.

Bit (Alice) 0 0 1 1 0 0 1 1
ϕA 0 π/2 π 3π/2 0 π/2 π 3π/2
ϕB 0 0 0 0 π/2 π/2 π/2 π/2

|ϕA −ϕB| 0 π/2 π 3π/2 π/2 0 π/2 π

Outcome (Bob) D0 ? D1 ? ? D0 ? D1

vironmental fluctuations, such as variations in the temperature (and background light for
free-space links), were encountered. These issues, documented extensively in Ref. [12], led to
abandoning of the ideas to use polarization qubits for long-distance QKD.

At roughly the same time, encoding the value of the qubits in the phase of photons
began to show promise for realistic implementations [121–124]. The BB84 states, as shown in
figure 4.1(b), may be expressed using the relative phase between two optical modes. One may
thus also implement BB84 with a balanced MZI as shown in figure 4.1(c). Table 4.1 shows
different possibilities in the (ideal) operation of phase encoding for the BB84 protocol.

We have already highlighted the impracticality of this simple interferometeric scheme for
B92, the same problem naturally besets any other protocol implementation. It can be obviated
to some extent with a double MZI configuration, proposed by James Franson as a means to
test local hidden-variable theories [125], and also by Bennett in his proposal for the B92
protocol [23]. Alice and Bob operate their own (unbalanced) interferometers locally: a pair of
time-multiplexed pulses travels from Alice on a single channel to Bob who reverses the time-
multiplexing due to which the pulses can interfere. With arm lengths in the ‘few meters’ range,
the precision requirement is reduced by four orders of magnitude. This may be within the reach
of modern technology, however, the requirement of keeping the two interferometers – across
the quantum channel – identical still poses a stiff challenge. Furthermore, an active control
of polarization may be required across the quantum channel due to polarization-dependent
optical components, making the overall practical implementations fairly complicated.

Nonetheless, the ideas of phase encoding and interferometry have thrived in experimental
quantum cryptography. A majority of current QKD implementations, including commercial
and R&D systems [15,30,126,127], use interferometric setups. Phase encoding has also domi-
nated the demonstrations of multi-user QKD networks [128,129]. A major reason is the success
of the electrooptic modulation technique in digital fiber-optic communication systems, where
Gbps rates are commonly obtained. In electrooptic modulation, a voltage-induced change in
the refractive index of a suitable material provides a method to control optical properties,
such as phase, amplitude, frequency or polarization, of a traveling beam of light. Lithium nio-
bate (LiNbO3) is the material of choice for fabricating electrooptic modulators. Apart from
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high optical transparency in the near infra-red wavelength regime, LiNbO3 offers thermal
and mechanical stability, and compatibility with conventional integrated circuit processing
technology [130].

From the perspective of phase-encoded QKD, the desired properties of low insertion loss,
small half-wave voltage Vπ (the voltage required for inducing a phase change of π), and short
electrode length L are also comprehensively satisfied by LiNbO3 based phase modulators.
In the next subsections, we discuss some of the building blocks for QKD implementations
assuming phase modulation as the means of encoding information.

4.1.2 Source

In this subsection, we shall elaborate the process of preparing quantum states that are suit-
able for prepare-and-measure type QKD. Ideally, single-photon Fock states are required for
preparing qubits. The experimental realization of such states at the desired wavelength, polar-
ization, repetition rate, etc., has however proved to be rather challenging [12,13]. In contrast,
coherent or thermal states with intensity attenuated to such an extent that on average they
have not more than one photon per slot, µ 6 1, are quite easy to produce. The major dis-
advantages, as highlighted by figure 3.4 in the previous chapter for an attenuated coherent
state, are unwanted contributions from 0 photons – a portion of the slots contain vacuum –
and > 2 photons. While the former makes the source inefficient and leads to lower key rates,
the latter opens up a vulnerability that may be exploited by photon number splitting (PNS)
attacks as discussed in subsection 3.4.2.

Nonetheless, such few-photon states, typically accomplished by means of attenuated laser
setups as illustrated in figure 4.2(a), are the most widely-used sources in QKD as of today.
The security issues from PNS attacks have been countered quite well by a slew of theoret-
ical improvements and innovations [29, 100, 102–104]. By increasing the operating frequency
(repetition rate), key rates have been improved. To take a practical example: assume Alice’s
laser operating at central wavelength λ = 1550 nm, repetition rate fR = 5MHz, and emit-
ted pulse width of ∆ = 1 ns. The weak coherent pulses (WCPs) at the output of a variable
optical attenuator (VOA)5 attached to this laser follow Poissonian statistics. For instance, if
the peak optical power Ppk = 0 dBm at the laser output and the VOA is set around 70 dB,
a mean photon number µA = Ppk∆λζ/ hc ≈ 0.5 in the WCPs is obtained (total optical loss
ζ = 6.3 × 10−8 if we assume an additional loss ∼ 2 dB inside Alice). Figure 4.2(c) plots a
simulated temporal variation of the photon number observed at Alice’s exit for 30 such pulses.
A slot may be considered to have a spacing of tR = 1/fR = 0.2µs.

4.1.3 Channel

In any QKD setup, a ‘quantum’ channel enables the carriers of information or photons to
be transmitted and received by Alice and Bob respectively, and in a manner that preserves

5The VOA typically works as follows: by inserting into the path of the collimated optical beam a neutral
density filter or blocking device, the position of which is precisely controlled by a stepper motor, the amount
of attenutation can be finely tuned.
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Figure 4.2: Schematic and operation of source generating BB84 phase-encoded weak coherent states.
a) Basic steps and typical components required for preparation of quantum states are shown. b) Using
two bits generated by the random number generator (RNG) per slot, the phase ϕA of an optical pulse
is modulated to one of four values {0, π2 ,π,

3π
2 } by the phase modulator (PM). The pulses are attenuated

by a variable optical attenuator (VOA) to contain less than a photon on average. c) Photon numbers
(simulated at µA = 0.5) of the pulses after the VOA. A slot signifies the time period of the pulses;
just like in the tables in section 3.3, the slots shown here may be considered to have been arbitrarily
picked from N >> 30 slots, corresponding to N laser pulses.

the quantum properties – more precisely, a measurement by the receiver Bob can verify the
quantum properties of the photons transmitted by the sender Alice [43]. There are only two
known physical manifestations of quantum channels: line-of-sight links through the atmo-
sphere or optical fiber lines. Due to the fairly advanced fiber-optic communication technology
and ubiquity of fiber-optic networks, the natural propensity has been to design QKD systems
that perform most optimally in the C or O wavelength band (λ ∼ 1550 nm or 1310 nm, re-
spectively). Our description below (and in subsequent sections) therefore also focuses mainly
on fiber-optic realizations of quantum channels.

In general, as photonic wavepackets traverse through a channel, they experience absorption
and scattering which may result in a photon being lost before reaching the receiver. The
loss probability naturally increases for longer channel lengths. One of the most important
parameters of a quantum channel is the overall transmittance T , which may be defined as the
probability that a single photon sent by Alice arrives in Bob, expressed as:

T = 10−(αl+IL)/10 (4.1)

Here, α is the attenuation coefficient (units: dB/km) that is determined by the material
composition of the physical channel, l denotes the length of the channel (in km) connecting
the sender and receiver, and IL (in dB) is any extra insertion loss that may arise from other
components present in the channel, such as optical switches, mating sleeves, amplifiers, etc.
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Figure 4.3: (Color online) Schematic and operation of measurement of BB84 phase-encoded weak
coherent states. a) Photon number arriving in Bob after having traversed the quantum channel (T =

0.4) from Alice. b) Basic steps/components required for measurement of these incoming photons. c)
Simulated random values of ϕB that Bob applies interferometrically upon Alice’s states. d) Resultant
binomial distribution of photon number across D0 and D1 (red and blue dots, respectively). This hinges
on the mismatch between the bases chosen by Alice and Bob, indicated by the value ϕ = |ϕA −ϕB|.
A half blue/red dot indicates that both detectors observed the same number of photons.

In the C band, the attenuation coefficient in modern silica fibers reaches its minimum value
(compared to other wavelengths i.e.); in numerical terms, α ∼ 0.2 dB/km at λ ≈ 1550 nm.

Continuing the example presented in the previous subsection and shown in figure 4.2(c),
the photon number arriving at Bob’s entrance may then be simulated using binomial distri-
bution, given the value of T . For instance, if Alice and Bob were connected by a channel of
length l = 16 km and the extra insertion loss IL = 0.8 dB, the probability that a single photon
from Alice reaches Bob is T ≈ 0.4. The total number of photons in a single pulse, equal to n
at Alice’s exit, as and when it reaches Bob can then be evaluated as the sum of the outcomes
of n Bernoulli trials, each trial yielding success/1 [failure/0] with a probability of T [1− T ].
Figure 4.3(a) shows the result of stochastically modeling this sequence of Bernoulli trials.

Channel loss is unavoidable and leads to decreased key rates – one may compare the
number of vacuum slots in figure 4.2(c) with figure 4.3(a) – which is perhaps the biggest
bane for practical QKD. Additionally, the properties of Alice’s photons may get distorted
due to channel noise resulting in incorrect measurement outcomes in Bob. Irrespective of
the distortion, Alice and Bob need to align to a common reference, i.e., the preparation
and measurement bases must be related by a known and stable unitary transformation [12].
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Distortion may lead to a time-varying unitary transformation, implying that Alice and Bob
must regularly and actively compensate for the fluctuations in the quantum channel.

4.1.4 Detectors

Here we elaborate the detection and measurement of the photons arriving into Bob. Fig-
ure 4.3(b) illustrates the steps schematically: after an interferometric delay compensation
and polarization control, Bob subjects these wavepackets to a randomly-chosen basis due
to which the photons are distributed across two detectors labelled D0 and D1. Considering
phase-encoded BB84, as in the last two subsections, ϕB = {0,π/2} denote the two possibilities
for Bob. Figure 4.3(c) depicts the simulated values indicating Bob’s basis choice.

As per Table 4.1, the outcomes in each slot are determined by the phase value ϕ =

|ϕA − ϕB| in that slot: it is evident that only slots containing m > 1 photons need to be
studied here. Figure 4.3(d) shows the simulated result of binomial distribution of photons
impinging on D0 and D1. In slot 13 for instance, ϕ = π, so all the 3 photons in that slot are
directed to only D1 while D0 has none, as indicated by the blue and red dots respectively. In
slot 26 however, since ϕ = π/2, the distribution is unpredictable – both of the m = 2 photons
could be directed to either D0 or D1 (each of these events can occur with a probability of
0.25), or they could be split equally across D0 and D1 (occurrence probability of 0.5). The
latter is also the result of our simulation, as indicated by the half-red and half-blue dot.

For an ideal single-photon detector (SPD), a detection event is always[never ] registered
whenever a wavepacket containing exactly 1[0] photons impinges upon the detector. Un-
fortunately, realistic SPDs may deviate from this behavior6. Not all the non-zero photonic
wavepackets cause detection events, this may be quantified by a non-unity probability of de-
tecting single photons (called the detection efficiency and denoted by η)7. On the other hand,
detection events may occur even in dark, i.e. without any optical input; this may be quantified
by the dark noise probability d. Such dark counts increase the amount of quantum bit error
rate (QBER) incurred by Alice and Bob; see subsection 3.3.4. It is desirable therefore to keep
d as low as possible. In addition, there are several other parameters, such as dead time, jitter,
photon number resolving ability, operating temperatures etc., that can affect the choice of
SPDs [131] and thereby, the overall performance of a QKD setup. We shall discuss a few of
these in the subsequent sections.

Given a detector on which photons impinge at regular intervals, the single-photon de-
tection efficiency η and the dark noise probability d determine the detection statistics8. In
context of the example discussed above, if kj (for j = {0, 1}) denotes the number of photons
impinging on detector Dj characterized by ηj and dj, the total detection probability is:

ptotj = pphj + dj − p
ph
j × dj , (4.2)

6It is worth mentioning that the energy of a single photon in the near infra-red regime is ∼ 10−19 J which
requires a single-photon detector to be an extremely sensitive instrument.

7In literature, η may be used for quantum efficiency, which usually differs from detection efficiency. To
prevent confusion, we shall use efficiency in the latter sense, i.e., the probability of detecting a single photon.

8Note that the probability of not being able to detect a photon is given by 1− η.
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Figure 4.4: (Color online) Probability of detection and click pattern in D0 and D1. a) Detection
probabilities for the two SPDs in Bob, evaluated using equation (4.2), are shown; details in text. The
overlapped red/blue vertical lines in slot 26 imply both D0 and D1 have non-zero probabilities. b) Slots
in which photons impinged on either one or both detectors may probabilistically be registered (yield
a click), these are indicated by red or blue triangles. Due to dark noise, slots where neither D0 nor
D1 had a photon may also yield clicks; these are indicated by red or blue squares depending on which
detector experienced a click. Data shown here is for illustration purposes only; a more representative
description is given in figure 7.16.

where
p
ph
j = 1− (1− ηj)kj (4.3)

represents the detection probability of the entire photon wavepacket. Figure 4.4(a) shows the
temporal variation of the probabilities ptot0 and ptot1 calculated on a slot-to-slot basis for SPDs
D0 and D1 respectively, with the color scheme as explained before in figure 4.3(d). For this,
we considered efficiencies η0 = η1 = 0.25 and dark noise probabilities d0 = d1 = 10−4 for the
detectors D0 and D1 respectively. The non-unity probability in all the slots (the maximum
value is below 0.6) translates to only a fraction of the slots actually obtaining registered events
– or yielding a ‘click’. Figure 4.4(b) shows the clicked slots, simulated using Bernoulli trials
as explained in subsection 4.1.3. It may be observed that a finite efficiency implies that even
multiphoton slots may not always yield a click.

Single photon detection

Although there exists a host of single-photon detectors [131], ranging from photonmultiplier
tubes to superconducting sensors, the most prevalent detectors in practical QKD are single-
photon avalanche diodes (SPADs) made from semiconductor materials such as Ge, InGaAs,
and InP. From the perspective of this thesis, the characteristics, operation, and integration
of such SPADs in QKD systems is of vital importance as a majority of the attacks discussed
in section 4.3 and later chapters have exploited weaknesses and imperfections of these com-
ponents. We briefly describe the basic concepts of SPADs below, and elaborate them further
in subsection 4.2.2.

The SPAD is based on a p–n or p–i–n junction with an appropriate bandgap. Photons
incident on the diode may be absorbed and create electron-hole pairs. These pairs (or the
individual carriers) are injected in a region of strong electric field – existing due to a reverse
bias voltage VD across the diode – and may excite new electron-hole pairs through impact
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Figure 4.5: (Color online) Operating principles of single-photon avalanche diode and balanced ho-
modyne detector. a) Current-voltage diagram and the cyclic operation (triangle with blue, green and
purple vertices) of the SPAD. In the Geiger mode, detection events are registered whenever the pho-
tocurrent exceeds a certain threshold (ID > Ith) due to an avalanche. b) Optical interference of signal
(S) and local oscillator (LO) pulses on a symmetric beam splitter (SBS) is the basis of balanced ho-
modyne detection. The difference of the photocurrents measured by two linear diodes after the SBS
yields a quantity proportional to the signal quadrature xϕ, where ϕ = ϕS −ϕLO is the relative phase
between the signal and LO.

ionization. The secondary carriers, via repeated ionization events, give rise to a detectable
avalanche of carriers that constitute the photocurrent ID.

As long as VD is below the breakdown voltage Vbr of the diode, the photocurrent is
proportional to the input optical power. This is known as the linear mode operation of the
diode and is illustrated in figure 4.5(a) through the current-voltage diagram of the diode.
If the diode is biased above Vbr, say by means of a gating pulse, it enters the Geiger mode
operation; see the blue dot in figure 4.5(a). In this state, the diode becomes extremely sensitive
– even a single photoexcited carrier can trigger an avalanche9, which may be measured by
an appropriate threshold circuit; ID > Ith as indicated by the green square in figure 4.5(a).
Since this process is self-sustaining (due to which it is referred to as ‘avalanche breakdown’
in literature), some mechanism to quench and stop the avalanche is required. This is usually
done by bringing the diode into linear mode; VD < Vbr as shown by the purple pentagon.
Once the avalanche is quenched, the diode can be re-armed, i.e., it is ready to undergo the
same cycle to detect another photon. Due to this, the detection efficiency is not a constant but
a function of time, η ≡ Peak(η(t)). The numerical values used in construction of the discrete
plots of figure 4.4 may be considered to have been obtained inside a small time interval usually
called gate (due to their correspondence with the gating pulse).

Balanced homodyne detection

As mentioned in subsection 4.1.1, the detectors employed in continuous-variable QKD systems
are based on homodyne interference [60]. In figure 4.1, we showed that the state preparation
in B92 may be implemented by modulating the phase of a weak coherent state relative to a

9The probability that an incident photon is converted to an electron-hole pair is the quantum efficiency
ηQE > η since the pair may not eventually succeed in creating a detectable avalanche. As such, an avalanche
could also originate from an electron-hole pair that was created from mechanisms other than photo-excitation,
e.g., thermal effects. An eventual detection of such an avalanche would constitute a dark count.
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strong reference. In homodyne detector parlance, these become the signal and local oscillator
(respectively), as also shown in figure 4.5(b). The state measurement involves modulating the
local oscillator (LO) phase ϕLO followed by detecting the interference of fields ES and ELO
on a symmetric beam splitter. Assigning mode operators âS and αLO to the signal and the
LO fields respectively, the mode operators

â1 =
1√
2
(âS + αLO) â2 =

1√
2
(âS − αLO), (4.4)

describe the output fields E1 and E2 after the symmetric beam splitter. Note that since ES is
a weak field, it is described in a quantized manner [116]. Also, for the sake of convenience,
the phases have been absorbed in the mode operators.

On striking the photodiodes, assumed to be equivalent in characteristics, the fields yield
photocurrents I1 and I2 as also shown in figure 4.5(b). Note these photodiodes are also based
on p–n or p–i–n junctions like the SPADs, however, the photocurrent production here does
not use avalanche like mechanisms. On the contrary, these currents must be extremely linear10

to the incident photon number. The difference of the two photocurrents Idiff = I2 − I1 is then
proportional to the expectation value of difference of the photon numbers impinging on the
two photodiodes, n̂diff = n̂2−n̂1 = â

†
2â2−â

†
1â1. Substituting the mode operator relations (4.4)

n̂diff = α∗LOâS + αLOâ
†
S (4.5)

Expressing the optical phase difference ϕ = ϕS −ϕLO, the measured difference photocurrent
may be written as:

Idiff ∝ |αLO|
〈
âSe

−iϕ + â†Se
iϕ
〉
=
√
2 |αLO| xϕ (4.6)

Hence, a balanced homodyne detector measures the signal quadrature xϕ = x cosϕ+p sinϕ,
as shown in figure 4.1(a). Choosing an appropriate value of ϕ (translating to using the ap-
propriate measurement basis, given by the value of ϕLO) allows the best discrimination of
the prepared states.

4.2 Clavis2 QKD system

4.2.1 Plug and play architecture

The operation of the quantum key exchange schemes explained so far in this thesis applies to
one way systems: the quantum states follow a unidirectional path from Alice to Bob due to
the fact that Alice contains the source for preparation, while Bob has the detectors for the
measurement. In the previous section, we described the realization of one way schemes based
on phase encoding using Mach Zehnder interferometric setups. In particular, we discussed
some of the problems arising from the need of regular adjustment of the interferometer(s),
and polarization dependence of the components.

10Depending on the type of semiconductor material and operation of the diode, this linearity may be pre-
served over an optical power range spanning 8-10 orders of magnitude.
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Figure 4.6: Clavis2: A plug-and-play quantum cryptographic system from ID Quantique. The Alice
(left) and Bob (right) devices are connected by a relatively-short quantum channel. Both the devices
are driven by a single computer. The screen in the center shows the raw key exchange (RKE) log.

In 1996, researchers from the University of Geneva proposed a new folded interferometric
scheme which operated in a double pass, i.e., light traveled from Bob to Alice and back [132].
Such a two way system, realized with help of a Faraday mirror, could automatically com-
pensate for interferometeric drifts and suppress polarization-dependent losses. Remarkably,
it was the first practical QKD implementation in which Alice and Bob could just connect to
a quantum channel, synchronize their devices to each other, and commence the quantum key
exchange: a “plug-and-play” system.

The next 5 years saw a spate of improvements and tweaks in the design of plug-and-play
systems [133–135], supported well with advances in one way QKD systems [12,136]. In 2002,
the first prototype of a plug-and-play QKD system in which keys were exchanged over multiple
fiber and free-space links (that reached a maximum channel length of 67 km) connecting
different locations in the Swiss cities of Geneva, Lausanne and Nyon was demonstrated [137].
Notably, Alice and Bob used off-the-shelf components, their complete subsystems resided
inside turn-key 19 inch boxes, similar to the ones shown in figure 4.6, and did not require
any frequent adjustments. These boxes were connected via the USB port to computers (PCs)
that themselves communicated over ethernet to realize the authenticated channel. The whole
QKD system, capable of running the BB84 and SARG04 protocols [11,29], was also available
commercially from ID Quantique [15].

In 2007, we procured Clavis2 – the research platform [28] of the flagship QKD system
from ID Quantique, with the objective of examining imperfections in different components
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Figure 4.7: (Color online) Optics and optoelectronics in Bob. The dotted-green arrows depict the
communication between the optoelectronic elements and their interfaces (filled-yellow boxes). The
interfaces may also need to communicate (dashed-green arrows), e.g., for synchronization. This is su-
pervised by the mainboard (not shown). WCPs: weak coherent pulses, PM: phase modulator, QRNG:
quantum random number generator, PMF: polarization-maintaining fiber, PBS: polarizing beam split-
ter, SBS: symmetric beam splitter, TPC: three port circulator, D: detector.

or vulnerabilities in the operation of the system that could result in loss of security11. While
that shall be the subject of the next section and the succeeding chapters, in the following,
we shall explain the construction and working of the system12 in detail. The Alice and Bob
subsystems were stationed in our lab at the Max Planck Institute for the Science of Light;
the photograph in figure 4.6 shows the devices in operation.

Components and interfaces (hardware)

The design of Clavis2 subsystems follow a modular approach. Bob and Alice contain peripheral
boards to provide interfaces to the optoelectronic elements, such as detectors, modulators, etc.
They also contain a mainboard each to handle high level functions, such as communicating
with the driving PC, coordinating with other electronic components and peripheral boards.

Nonetheless, on a fundamental level, the operation of the two way scheme is the same as
that of the simple Mach Zehnder interferometer presented in figure 4.1(c). Therefore most of
the analysis presented in section 4.1 readily applies. The most significant difference is that the
source in Alice is virtual in two way systems; physically, it is Bob who contains both the laser
and the single-photon detectors13 as also illustrated in figure 4.7. Another departure from
one way schemes is the physical absence of interferometric arms in Alice; only Bob contains

11Clavis2 may be considered as the research-version avatar of the commercially-available solution ‘Cerberis’
for network encryption from ID Quantique. Cerberis combines state-of-the-art conventional ciphers (e.g., AES
256-bit, see section 2.3) with QKD.

12unless otherwise mentioned, ‘the system’ shall always imply the Clavis2 QKD system from now on. Also,
Bob[Alice] and Clavis2-Bob[Clavis2-Alice] will be used interchangably.

13To prevent confusion, the term ‘detector’ from now on shall imply an assembly comprising of a single-
photon avalanche diode (SPAD), its optical interface, and the relevant circuit elements for applying[obtaining]
electronic signals of interest on[from] the SPAD.
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an (asymmetric) interferometer. The problem of interference is solved by using an intelligent
combination of optical components, such as a circulator and polarization splitter/combiner
in Bob and a Faraday mirror in Alice, as explained in the following pages.

Time and polarization multiplexing (Bob)

A pulsed laser diode driven by onboard electronics emits pulses14 with width ∼ 1 ns and
repetition rate as fR = 5MHz [28]. The two arms that form the asymmetric interferometer
inside Bob have a symmetric beam splitter (SBS) and a polarizing beamsplitter (PBS) on
their ends. Due to this asymmetric interferometer, for every pulse produced by the laser, a pair
of time-multiplexed pulses travel on the quantum channel to Alice (the temporal separation
is ∼ 50 ns). Additionally, the PBS ensures that the polarizations of the bright pulses in a pair
exiting Bob is H and V, as may be seen in figure 4.7. Another component that makes the
operation of plug-and-play systems convenient is the three port circulator. This device allows
light to circulate in only one direction, i.e., an optical signal input at port 1 is seen at the
output of port 2 but not port 3 as illustrated in figure 4.7. As the laser pulse propagates,
the circulator allows it to be symmetrically split into two pulses at the SBS while preventing
any flow of light to D0. As we will shortly explain, the quantum signals to be measured and
detected by Bob are the weak coherent pulses (WCPs) from Alice. In order to be detected by
D0 without disturbing the laser, the circulator again proves to be essential.

Role of Faraday mirror (Alice)

A Faraday mirror (FM) is perhaps the most key component of a plug-and-play system. It
consists of a mirror following a Faraday rotator: a magneto-optical device that rotates the
state of polarization (SoP) of light passing through it. After a specular reflection from the
mirror, bright pulses sent to Alice return back (to Bob) on exactly the same path; see figure 4.8.
Due to this reflection, the light beam directed towards the FM makes a double pass through
the Faraday rotator and thus experiences a change in its SoP twice. Notably, the polarization
rotation is additive – in particular, if the parameters of the rotator are chosen so that a
linearly-polarized photon is rotated by an angle of π/4 in a single pass, the transformation of
an arbitrarily-polarized photon [12] may be represented by

α|H〉+ β|V〉 → β∗|H〉− α∗|V〉, (4.7)

where α and β are arbitrary complex numbers and the superscript ∗ denotes conjugation.
The output SoP is thus orthogonal to the input SoP. Consequently, as shown in figure 4.7
and explained below in more detail, the SoP of a weak coherent pulse pair returning from
Alice to Bob (return path) is identical to that of the bright pulse pair sent from Bob to Alice
(onward path) on the quantum channel.

14The pulse peak power is −17 dBm at a width of 0.5 ns. Perse, the pulse width and repetition rate may be
controlled to be in the 0.3− 2.5 ns and 0.01− 10MHz, respectively.
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Figure 4.8: (Color online) Optics and optoelectronics in Alice. The dotted blue arrows depict com-
munication between the optoelectronic elements and their interfaces (yellow boxes). The interfaces
may also need to communicate (dashed blue arrows), e.g. for synchronization. This is done via the
mainboard (not shown). CD: classical detector, DLs: delay lines, ACR: asymmetric coupler.

Passive autocompensation (channel)

The evolution of the SoP of a pulse traversing the quantum channel in the onward and return
paths is arbitrary. It may even vary in time as the channel is subjected to environmental
fluctuations. One of the main effects is birefringence, which can severely affect the quality of
interference seen by Bob. However, if the variation of birefringence is slower compared to the
round trip frequency of a pulse, i.e., on average, a pulse experiences the same birefringence
in its return path as in the onward path, the interference can be maintained. This is because
the Faraday mirror ensures that the SoP of the pulse returning to Bob15 is orthogonal to
what it had been initially. In other words and as also shown in figure 4.7, the bright H and
V polarized pulses out of Bob eventually return back as weak coherent V and H polarized
pulses, respectively. One may therefore visualize two possibilities for a laser pulse in the two
way setup: either take the long arm in the onward path and short arm in the return path,
or pass through the short arm in the onward path and the long arm in the return path.
The interference of these two possibilities or paths may thus be carried out while passively
and automatically compensating for the (slow) fluctuations of the channel. Alice and Bob
can modulate their respective phases ϕA and ϕB so that the relative phase ϕ = ϕA − ϕB
determines the outcome (detection of the interference result) in exactly the manner as was
shown in Table 4.1.

Phase modulation (Bob and Alice)

As mentioned briefly at the end of subsection 4.1.1, Alice and Bob use z-cut LiNbO3 mod-
ulators [138]. These phase modulators (PMs) are polarization sensitive: the H polarization
receives only 1/3 of the phase shift per applied volt compared to the V polarization16. This
may not be a problem for Bob because the incoming V polarized photons are anyway reflected
into the long arm as desired, and then pass through a polarization-maintaining fiber connect-

15Alice applies an attenuation using a variable optical attenuator (VOA) so the weak coherent pulses shown
in figure 4.7 are the quantum signals that Bob eventually detects.

16though the optical loss seen by either polarizations is roughly the same.
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ing the PBS and the PM (see figure 4.7). For Alice however, the SoP entering her modulator
is arbitrary and changes over time, as explained above. The problem of choosing the correct
modulation voltage VϕA to apply the desired phase ϕA is solved by having a sufficiently-long
electronic modulation to encompass an optical pulse in the double pass (as explained above
in 4.2.1; also see figure 4.8) and modulating with ≈ (1+ 1/3)−1 VϕA of the actual voltage
specification [28].

Rayleigh backscattering (channel)

Figure 4.8 shows delay lines (DLs) sandwiched between the PM and VOA. These are simply
long fiber-optic lines, usually ranging from 10 − 40 km in length. Their need arises due to
the Rayleigh backscattering [139] phenomena: without the DLs, photons from bright pulses
traveling through the channel may get backscattered and arrive into Bob at roughly the same
time as the WCPs from Alice; see figure 4.7. Since the SPADs meant to detect these WCPs
tend to be very sensitive during and before the application of the gates (subsection 4.1.4),
spurious detection clicks may be obtained [104].

Due to this, the Alice-Bob communication must operate a sequence of frames, i.e., generate
a train of pulses, switch off the laser until the WCPs corresponding to the generated train
return to Bob and get detected. The duty cycle of a frame is determined by the length of the
delay lines lDL and the quantum channel l. The maximum number of optical signals17 inside
a frame can be calculated using Nf = 2lDLfR

c/n , where c/n ≈ 2× 108 is the velocity of light in
an optical fiber with refractive index n ∼ 1.5, and fR is the repetition rate of the laser. For
our system, lDL ≈ 23.5 km and fR = 5MHz which yields Nf = 1075 as the frame size.

4.2.2 Gated detection

The ‘click’ detectors used in Bob comprise of single-photon avalanche photodiodes (SPADs)
operating in gated mode, the basic concepts of which we covered in subsection 4.1.4 already.
Figure 4.9(a) shows a simplified version of the ‘click’ detector circuit while figure 4.9(b) depicts
the essential operation of the circuit with the two possible outcomes [91,110,115]. The periodic
gate pulses Vg(t), applied on top of the high voltage supply VHV, increase the bias for Geiger
mode operation. These gate pulses are precisely synchronized to the arrival of the photonic
wavepackets on a SPAD due to a system calibration routine (covered in subsection 4.2.3).

While discussing the measurement and detection of phase-encoded WCPs in subsec-
tion 4.1.4, we introduced the concepts of efficiency η and dark noise probability d of single-
photon detectors. We computed the total probability of detection ptot and simulated the click
patterns of two SPDs in D0 and D1 (see plots in figure 4.4). Notably, all events presented
in this figure, or the ones that preceded it, were discrete in nature. In reality however, due
to finite widths and slope of the rising/falling edges, events actually happen inside a time
window, or when the gates are active. For instance, the gate pulses applied on the SPADs
in Clavis2 have sub-nanosecond rise & fall times and full width at half maximum (FWHM)
value ≈ 2.5 ns. Inside this time window, the SPADs are in Geiger mode and outside, they

17signal = pair of weak coherent pulses.
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Figure 4.9: (Color online) Scheme and operation of SPADs. a) Simplified circuit diagram of a detector
assembly. Photons impinge upon the SPAD via the fiber tip interface. TTL gate pulses Vg(t) are applied
to put the SPAD in Geiger mode (see subsection 4.1.4). The resultant current flowing through the
SPAD induces a voltage Va which is compared with a predefined voltage Vth at the other input of
the comparator. b) If the voltage Va is above[below] Vth, a[no] click is obtained. c) Two such detector
assemblies D0 and D1 are used in Bob. Synchronized TTL gate pulses Vg0(t) and Vg1(t) are applied
on them to detect the result of interference at the SBS, obtained via Va0(t) and Va1(t), respectively.
d) The detection efficiencies η0(t) and η1(t) rise and fall in a similar way to the applied gates.

are in linear mode, i.e., η0(t) = η1(t) = 0.0. The gating period coincides with the system
repetition period tR = 200 ns, so the SPADs spend most of their time in the linear mode.
The characteristics of the gate pulses Vg0(t) and Vg1(t) determine not only the single-photon
detection efficiencies η0(t) and η1(t), but also the dark noise probabilities d0 and d1.

Figure 4.9(c) shows the gate pulses Vg0(t) and Vg1(t) applied on the SPADs18. If we
assume these gate pulses attain their peak values at times t = 0+ rtR, where r is an integer,
the resultant variation of the detection efficiencies η0(t) and η1(t) in a single cycle may be
visualized through figure 4.9(d). A photonic wavepacket having its center coinciding with the
peaks of the efficiency curves thus has the maximum chance to be detected.

It may be observed that the resultant efficiency curves do not exactly coincide. This
could be due to a mismatch in the characteristics of the SPADs, differences in the amount
of fiber-optic coupling to the SPAD, etc., and thus may occur even if the gate voltages are
identical. We shall elaborate this aspect further in subsections 4.2.3 and 4.3.2. For now, if the
optical pulse arrives inside the gate, an approximate value for probability of detection may
be calculated using the equation (4.2) with ηj and dj as listed in Table 4.2.

18Note that the optical scheme for interference in figure 4.9(c) is similar to the one that was shown in
figure 4.1(c). The three port circulator in figure 4.7 allows this equivalence.
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Table 4.2: Various parameters of the SPADs in Clavis2-Bob. The numerical parameters for the ex-
ponential decay due to afterpulses were estimated in Ref. [115]. The cumulative probability to get a
random click after Ndt = 50 gates from afterpulses alone surpasses 80%. The subscript j = 0/1 in a
variable affiliates it to the detector D0/D1.

D0 D1
Quantum efficiency, ηj 0.12 0.10

Dark noise probability, dj 1.16× 10−4 3.63× 10−4

Afterpulse probability amplitude, A1j 3.572× 10−2 10.68× 10−2

Afterpulse decay constant, τ1j (µs) 1.159 0.705
Afterpulse probability amplitude, A2j 2.283× 10−2 5.054× 10−2

Afterpulsing decay constant, τ2j (µs) 4.277 3.866

Afterpulsing

An avalanche breakdown (whether due to an impinging photon or from dark noise) is the
fundamental physical process behind a detection event in an SPAD after application of a
gate pulse. A large number of carriers are released during this process and a fraction of them
may get trapped in atomic level defects [140–142]. The population of these defects, or ‘carrier
traps’, may decay at some later time, injecting fresh charge carriers in the multiplication
region of the diode. If this event occurs during the application of another gate pulse, an
accidental avalanche, or an afterpulse, is likely to happen. Just like thermal dark counts, such
afterpulses may cause uncorrelated clicks in the SPAD and increase the overall dark noise
probability.

Since higher dark noise implies increased QBER, it is vital for a QKD system to restrict
afterpulsing. The easiest and the most well-known method to reduce afterpulses is to hold
off the gates completely for a certain period, aptly called the deadtime, to let the trapped
carrier population decay on its own. An optimal value of the deadtime naturally depends on
the optical and electronic characteristics of the SPAD. The default value coded in the Clavis2
firmware is 10 µs, which amounts to withdrawing Ndt = 50 gates, right after a click in either
one or both of D0 and D1 is obtained.

While devising the after-gate attack [115] on Clavis2, it was discovered that shooting
bright optical pulses on an SPAD a few ns after a gate can also populate the traps. Using
double exponentially-decaying functions, the afterpulsing effect at time t after the filling of
traps due to a single bright pulse could be characterized by the probability

p
afp
j (t) =

2∑
i=1

Aije
−t/τij , (4.8)

with Aij and τij being the probability amplitudes and decay constants, respectively. Table 4.2
shows their values obtained for Clavis2 detectors D0 and D1 (indexed by j = [0, 1]) when the
bright pulse contained roughly 4× 105 photons. The probability of a detection event at time
t due to the overall dark noise in the SPAD may then be expressed as:

pdsj (t) = p
afp
j (t) + dj − p

afp
j (t)× dj (4.9)
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Figure 4.10: (Color online) Cumulative detection probability due to afterpulses or thermal dark counts.
The probabilities pdcm0 (m) and pdcm1 (m) (red and blue dots) as determined equation (4.10) are plotted
using the parameters shown in Table 4.2 for D0 and D1. The black dots represent the total probability,
given by pdcm0 (m)+pdcm1 (m)−pdcm0 (m)×pdcm1 (m), that a detection event is registered in Clavis2 due
to the overall noise, given a single bright pulse arrived at the gate 0.

A more intuitive and useful measure is the discrete cumulative probability of obtaining a
click purely from noise processes (thermal dark counts or afterpulses) in the mth gate given
the occurrence of a trap-filling event before the m = 1 gate in detector Dj [115]. It requires
that none of the preceding m− 1 gates yield a click, i.e.,

pdcmj (m) = 1−
m−1∏
r=1

[
1− pdsj (rtR)

]
, (4.10)

where tR is the repetition period of the gates. Figure 4.10 illustrates the rise of the cumulative
probabilities in D0 and D1 until m = Ndt; in particular, the possibility that either D0 or D1
would yield a click before the end of a deadtime surpasses 80% as shown by the black dots.

4.2.3 Physical layer operation

So far we have described the plug-and-play architecture on which the construction and working
of Clavis2 is based. We now briefly cover the software interface for operating the Alice and Bob
subsystems to perform the actual QKD. The PCs communicating (via USB ports) with Alice
and Bob run one of two possible programs, called QKDMenu and QKDSequence, to do QKD. The
various steps, referred to as ‘QKD algorithms’ by these programs, are essentially the same in
both [28]. In QKDSequence, user intervention is required only once in the beginning, whereas
QKDMenu needs user input over each step. A screenshot of the latter is shown in figure 4.11.

Here we describe the two most important QKD algorithms – raw key exchange (RKE)
and line length measurement (LLM) in detail. Bob needs to know when exactly to activate
the gates on his SPADs to detect the quantum signals from Alice. Such a task is actually
pre-requisite to key exchange for any QKD system using gated detectors. In Clavis2, this is
solved by operating the line length measurement (LLM) routine. While in the natural course
of operation, LLM must precede RKE, we describe the latter first to make the explanation
of the former easier afterwards.
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QKD Menu

Remark: Set QKDS-A in this configuration each time you want to use QKDS-
B in manual mode (i.e. all QKD Algorithms except QKD Sequence). The
communication between Alice and Bob is made through a service channel
(TCP/IP). The Attenuator1 in the QKDS Alice is automatically set by
the optical line loss function in the QKD Menu Bob.

5.3 QKD Menu Bob

------------------------------------------------------------------------------

QKD MENU BOB - CLAVIS2 - Version 1.6 - www.idquantique.com

------------------------------------------------------------------------------

STATUS SETTING

------------------------------------------------------------------------------

[ID] Read Bob Devices info [I] Restore Bob initial configuration

[SB] Read all Bob Status [B] Download new Bob configuration

[SQ] Read Bob Quantis Status [O] Line Optical Loss [0 dB]

[SD] Read Bob Detector Board Status

[SL] Read Bob Laser Board Status

[SM] Read Bob Main Board Status

[SP] Read Bob Phase Modulator Status

------------------------------------------------------------------------------

QKD ALGORITHMS

------------------------------------------------------------------------------

[P] Laser Power Measurement [0.00 dB]

[N] Detectors Noise Measurement [Detector 1: 0.00e+00] [Detector 2: 0.00e+00]

[L] Line Length Measurement [0 km]

[A] Phase Adjustment Measurement

[V] System Visibility Measurement [99.50%]

[R] Raw Key Exchange

[D] Sifting and Distillation

[S] Stop Alice Slave Mode

-------------------------------------------------------------------------------

-------------------------------------------------------------------------------

Enter action to take ([X] Exit):

Figure 5.2: Printout of the QKD Menu Bob screen.

QKD Menu Bob is a console program, like QKD Menu Alice. A screenshot is shown
in Figure 5.2. Commands are entered by typing the letter listed next to the command
name and by pressing the [Enter] key. The program consists of four different groups each
allocated with a certain task, namely Setting, Check Status, Start QKD Algorithms and
Start QKD Sequence.

After a command has been executed, the program will wait until the user types [Enter]
before being ready to accept the next command.

44

Figure 4.11: Screenshot of QKDMenu. An option is executed by selecting the key combination, e.g., SD
for reading the status of Bob’s detectors, followed by a carriage return.

Raw key exchange (RKE)

After having established the connection between Bob and Alice and running all the QKD
algorithms until the visibility measurement (see figure 4.11) successfully, the system is ready
to exchange keys using either BB84 or SARG04 [11,29]. We list the sequence of steps carried
out by Clavis2, also depicted in figure 4.12 with the green bold-faced numbers in parentheses.

1. Bob activates the laser to create a frame of Nf = 1075 bright pulses (refer subsec-
tion 4.2.1) with a repetition period tR = 200 ns. These pulses split at the symmetric
beam splitter (SBS), giving rise to a pair of pulses that traverse the short and long arm.

2. The created pulse pairs proceed onto the quantum channel after having recombined at
the polarizing beam splitter (PBS). The difference in the lengths of the long and short
arms is around 10 m, lending a temporal separation of ∼ 50 ns between the orthogonal
polarizations H and V of each pulse pair. Also, the long arm is lossier than the short
arm (due to an insertion loss of ≈ 2.5 dB of the phase modulator), so the height of the
second pulse is slightly smaller than the first pulse.

3. The frame traveling to Alice on the quantum channel experiences optical loss as well as
random fluctuations. Due to these processes, the pulses arriving at Alice’s entrance have
a lower intensity (than at Bob’s exit) and arbitrary polarization. The fluctuations are
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Figure 4.12: (Color online) Raw key exchange in Clavis2. The figure essentially shows snapshots of the
QKD system superposed from different times. The events associated to these times are described in the
surrounding text. Clavis2 repeats these steps (1−10) in a cycle for either a specified amount of time or
until a buffer is filled. The individual components’ functionalities were described in subsection 4.2.1 and
via figures 4.7 and 4.8; the optoelectronic interfaces are however not shown again to avoid congestion.
Alice selects ϕA randomly from {0, π2 ,π,

3π
2 } for the preparation of a phase-encoded quantum state,

while Bob randomly picks ϕB = 0 or π2 to apply his basis choice. FM: Faraday mirror, CD: classical
detector, DLs: delay lines, VOA: variable optical attenuator, ACR: asymmetric coupler. PM: phase
modulator, PBS: polarizing beam splitter, SBS: symmetric beam splitter, TPC: three port circulator,
D: detector.
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slow in the sense that they affect both pulses in a pair (separated by ∼ 50 ns) equally;
at Alice’s entrance they are thus still orthogonal.

4. A majority of the input light is directed, via the assymetric coupler (ACR), to the
classical detector (CD) that records the arrival time and energy of each pulse pair. The
former allows Alice to synchronize the activation of the phase modulator (PM). The
latter helps Alice decide the amount of attenuation19 to apply.

5. The frame passes through the delay lines (DLs), the length of and optical loss through
which is already known to Alice. This information is vital for activating the PM at the
correct time: the phase of only one of the pulses in each pair must be randomly shifted
as and when it passes through the PM (see subsection 4.2.1), and for setting the exact
attenuation in the variable optical attenuator (VOA1).

6. Due to the Faraday mirror (FM), each pulse is reflected and makes a double pass through
PM. It takes ∼ 30 ns for a round trip as seen from the connector interface of DL and PM.
Alice activates the PM so that only the second of the pulses (which is ∼ 50 ns delayed
w.r.t. the first) in each pair of the frame receives a random phase shift of ϕA.

7. Nf pairs of weak coherent pulses (WCPs) with a mean photon number µA = T for
BB84, and µA = 2

√
T for SARG04 [70] exit Alice and proceed on the quantum channel.

8. The QKD frame, or the train of Nf quantum signals, arrives in Bob. Due to the FM,
the polarizations of the first and second pulse in each pair are opposite to what they
were in the beginning (see step 2).

9. The first[second] WCP in each pair is reflected[transmitted] by the PBS and travels
through the long[short] arm. Bob applies a random phase shift ϕB on the first pulse.
The LLM aids in the synchronization20 of the PM. Both the time- and polarization-
multiplexing are reversed as the pulse pair interferes at the SBS, exactly in the same
way as shown in figure 4.9(c).

10. Bob activates the gates on the SPADs to detect the interference result. Depending on
the relative phase ϕ = ϕA − ϕB and the actual photon number in the WCP pair, one
of four possible outcomes – no click, click in only D0, click in only D1, or simultaneous
clicks in both detectors (a double click) – is obtained for each laser pulse.

Line length measurement (LLM)

The line length measurement routine actually operates the same way as the raw key exchange
described above with the obvious exception that the activation times of the gate voltages on

19Alice estimates the channel transmission T by computing the ratio of the energy of an arriving pulse
(measured) to the energy of a pulse at Bob’s exit (known). This helps in determining µA as specified by the
operated QKD protocol; see step 7.

20The delay experienced by an optical pulse from the PM to D0 or D1 is fixed and known, and via LLM,
Bob becomes aware when exactly to activate his detectors.
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the SPADs are not known: in fact, to find their correct values is the main objective of LLM.
Two other notable differences are:

• The attenuation applied by Alice in LLM is lower than the value used in RKE by almost
an order of magnitude. As a result, the pulses traveling on the quantum channel from
Alice to Bob typically contain multiple photons (µA = 8± 3 in our system).

• The phase modulations by both Bob and Alice are neither secret nor random. More
precisely, ϕA = 0 while ϕB = π/2 uniformly throughout the course of LLM.

With these settings, Bob creates a train of pulses, sends them on the channel, and then scans
for their return. To elaborate, the electronic timing of the detection gates is varied in steps
over a certain range21 while monitoring detection clicks. This scanning is carried out in three
sequences called Range Scanning, Gate Scanning, and Window Scanning, as also shown in
the figure 4.13. Since the relative phase is ϕ = ϕA−ϕB = π/2 throughout LLM, the incoming
optical pulses interfere to direct photons equally to both detectors. As and when the scanning
comb of the gates coincides with the impinging train of photons, the detection counts show
a sharp rise. The system records the time intervals using the coarse and fine delays, denoted
by Cj and Fj for detector Dj (according to our measurements, one unit of Cj ≈ 8.33 ns, and
one unit of Fj ≈ 10.5 ps). The three sequences depicted in the figure 4.13 successively zoom
into these time intervals.

At the end of a successful LLM, Bob knows the time taken by a laser pulse for traveling
to and from Alice (via the channel) with a precision of ∼ 100 ps (the fine delay is changed
in steps of only 10 units in Window Scanning). The coarse and fine delay units that yield
maximum counts per gates at the end of LLM shown in figure 4.13 are C0, F0 = 29389, 768
for D0 and C1, F1 = 29389, 819 for D1. The delay values differ, but this is natural due to
finite manufacturing tolerances22, electronic jitter, and temperature variations. At the time of
building the QKD apparatus, the actual delays from Bob’s entrance to D0 and D1 are carefully
measured and the difference of their values is stored in the system firmware. The outcome of
a LLM should then be as close as possible to this fixed value. From figure 4.13, the difference
between the gating instants of D0 and D1 is ∆t01 = (C1 − C0) , (F1 − F0) ≈ 51×10.5 = 535 ps.
This is fairly close to the fixed difference of ∆tfix01 = 600 ps hardcoded in the system firmware.

Sifting and distillation

Typically, Clavis2 runs RKE in a loop, intermittently switching to LLM whenever a fall in
detection counts23 is observed. Once a sufficient number of detections are obtained, Bob ends
the loop and proceeds to the classical postprocessing (subsections 3.3.3 to 3.3.5) by exchanging

21At the beginning of LLM, the user is asked to enter an approximate channel length and its precision. The
scan-range is decided accordingly. In case the channel length is completely unknown to the user, the system
can also check for the full range (∼ 50 km).

22e.g., two 1 meter fiber patchcords may actually differ in length by a few cms.
23If N gates are activated in time τ and nj clicks are counted in detector Dj, the detection click probability

pj = nj/N. A click in either D0 or D1 imposes a deadtime of Ndt = 50 gates. The number of gates actually
activated in time τ is given by Na ≈ τfR − nNdt 6 τfR, with n = max (n0,n1) and fR = 5× 106.
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1
2

Figure 4.13: Two page screenshot of a line length measurement (LLM) run. Bob shifts the gate
activation times independently on the single-photon avalanche diodes (Detector #2 in figure ⇔ D0
in our analysis) in discrete steps, as indicated by the changing coarse and fine delay values, and
simultaneously monitors the counts. A unit of coarse[fine] delay C[F] ≈ 8.33 ns[10.5 ps] according to
our measurements. The time interval around which high counts are observed in Range Scanning is
then raked more extensively in Gate Scanning by increasing the fine delay in smaller steps (of ∼ 50
units). The Windows Scanning sequence takes this even further by increasing the fine delay in steps
of only 10 units.
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messages with Alice on the pre-authenticated channel. The estimation and calculation of
various parameters, including the quantum bit error rate (QBER) essentially follows the
treatment elucidated in Ref. [137]. The estimation of Eve’s correlations IE with the corrected
key in the privacy amplification step is done according to the security proofs in Refs. [70,143].
Finally, once a secret key has been distilled by both Alice and Bob, a part of it is taken for
authentication of the next round(s) while the remaining is stored in a buffer.

4.3 Quantum hacking

Quantum hacking is an experimental research field that investigates deviations between the
theoretical model of a QKD system and its physical implementation. These deviations mainly
arise due to technical imperfections or deficiencies of the hardware, such as detectors. Alter-
natively, the deviation may manifest itself as an inadvertant leakage of information in side
channels. Due to incorrect or insufficient assumptions and constraints made in the security
proofs (see subsection 3.4.3), such deviations may open security loopholes. A potential eaves-
dropper may exploit such loopholes to attack the QKD implementation and obtain 6 100%
of the secret key. Notably, a successful hacking attempt would neither breach the QBER
threshold nor leave any other easily-identifiable signatures to alert Alice and Bob.

4.3.1 Eve’s objectives and our motivation

The tasks in quantum hacking experiments are twofold: one may find physical imperfections
that render the QKD system vulnerable to known (or newly-devised) attacks, or engineer
practical attacks on known weaknesses and existing loopholes. Either way, the objective of an
eavesdropping/attack strategy is to yield Eve a bitstring that is (at least partially) correlated
to the corrected key ckAB of Alice and Bob at the end of the QKD protocol. Based on the
discussion in subsections 3.3.5 and 3.4.1, Alice and Bob then obtain a shorter secret key skAB
which ideally would be known to Eve only with a negligible probability. However, if the attack
enables Eve to learn this final secret key with a non-negligible probability and without being
discovered, then the security of the QKD system is clearly breached. With q denoting the
QBER observed by Alice and Bob, γB being Bob’s detection rate, and IE quantifying Eve’s
correlations at the end of the protocol, the previous statement may be formalized using the
following set of conditions for Eve:

1. the QBER does not cross the abort threshold (q 6 qabort),

2. the deviation of the observed detection rate from the expected value in Bob, given by
δB =

∣∣∣1− γobs
B

γ
exp
B

∣∣∣, is within tolerable limits, and

3. the part of the error-corrected key Eve actually knows exceeds whatever Alice and Bob
estimate based on the security proof (IactE > IestE ).

For the Clavis2 system, qabort ≈ 0.08 and δmax
B = 0.15. The actual value of IestE may depend

on several parameters. We note that while our focus is Clavis2, yet, our attacks and findings
may apply to other QKD implementations and protocols apart from BB84 and SARG04. In
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that regard, even if an attack as-it-is may not be breach the security of Clavis2, another QKD
system could still be at risk (see page 97 for more).

The last decade has witnessed many proof-of-principle quantum hacking attacks devised
and performed on (mostly discrete-variable) practical QKD systems [110–115,144–151], as was
shown in figure 1.2. They are proof-of-principle in the sense that none of the attacks (with
the possible exception of Ref. [151]) developed a full-scale implementation of Eve and/or
demonstrated the attack on fully-functional Alice and Bob connected by ‘proper’ quantum
and authenticated channels. In most cases, the activities were entirely confined to academic
research laboratories, consisting of experimental demonstration(s) of certain effects in the
operation of the QKD system – or a specific component in it – that clearly exposed a security
loophole. Based on the experimentally-obtained data or numerical simulations, the actual
impact on a fully-functional QKD system was then quantified.

Nonetheless, the unanimous message to the quantum cryptographic community was that
unless this loophole was closed, an actual eavesdropper with malicious intent could exploit the
knowledge to break a practical QKD implementation, thereby adversly affecting the future
of quantum cryptography [25, 27]. In that sense, the motivation of quantum hacking is to
strengthen practical QKD implementations. This motivation also operates in a twofold man-
ner: on the one hand, it inspires a revision of existent security proofs (that represent realistic
implementations in a better way [152]) and conception of novel schemes [35], on the other, it
drives the experimental effort to construct or modify devices (both in software and hardware)
to bear closer resemblance to the theoretical model [89,144,153,154].

In the following pages, we discuss some loopholes and attacks that are now well known
in practical QKD. In the subsequent chapters, we shall explain in detail the devising of three
different attacks based on our experimental work and findings. In all three cases, we first
reported our observations to ID Quantique with the feedback also including proposals for
countermeasures and patches to prevent the attacks and plug the loopholes.

4.3.2 Known vulnerabilities/imperfections

Although inherent imperfections and operational vulnerabilities in a variety of QKD com-
ponents, such as Faraday mirror [148], phase modulator [112, 145], beam splitter [150] etc.,
have been discovered, the component that has proven to be the Achilles’ heel [155] of se-
cure practical QKD so far would be the detectors [110, 111, 113–115, 144, 146, 149, 151, 156].
Our main emphasis shall also be on implementations using single-photon avalanche diodes
(SPADs). Note that while these imperfections and vulnerabilities were mostly reported for
plug-and-play type QKD systems, SPADs are frequently deployed in one way QKD imple-
mentations [104,106, 129,157] as well. Therefore, the corresponding attacks also apply (after
suitable modification) on one way schemes.

Remote access to detectors in linear mode

As shown in figure 4.5(a), when a SPAD is in linear mode, the current flowing through it
is proportional to the incident optical power. In such a situation, while the SPAD may not
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be sensitive to a few photons, a sufficiently-bright optical pulse would give rise to a current
that can cross the ‘click’ threshold (see figure 4.9 and subsection 4.2.2). In other words, the
detection outcomes can then be controlled by sending pulses of suitable brightness. We shall
discuss an elaborate strategy in subsection 4.3.3 that exploits this imperfection to hack the
QKD system. For now it may be said that the possibility of Eve obtaining access to the SPADs
in their linear mode without Alice or Bob realizing it makes the QKD system vulnerable.

Various methods that a potential eavesdropper could employ to remotely access the detec-
tors in Bob in linear mode have been demonstrated [110,111,115]. For instance, illuminating
the SPADs with bright CW light (sent via a long fiber mimicking the quantum channel to
signify the ‘remote access’ possibility), the detectors in Bob were forced to operate entirely
in linear mode – in other words, even during the application of the gate voltages, the SPADs
could not be in Geiger mode [110]. Due to this, the SPADs became blind to single photons.
This CW blinding was experimenally demonstrated on two commercially available systems
– Clavis2 from ID Quantique and QPN 5505 from MagiQ Technologies [14]. Figure 3 in
Ref. [110] shows the drop in the bias voltage obtained across the SPADs in Clavis2-Bob as
a function of CW power. The drop occurs due to the finite impedance of the high voltage
source (resistor R4 connected to VHV in figure 4.9(a)) used for biasing the SPAD close to the
breakdown voltage. Once the voltage drop across this impedance passes a threshold, blinding
is achieved: this is heralded by the dark counts (both from thermal and afterpulsing effects)
of the SPAD reducing to exactly zero. It may be observed that the CW blinding powers
Pblind,0 and Pblind,1 for D0 and D1, respectively, are not the same. This is merely due to slight
deviations in the optical and electronic characteristics of the SPADs.

As described in subsection 4.2.2, the SPADs in Clavis2 (or similar QKD systems) actually
spend a major fraction of their time in the linear mode. This gives rise to the rather obvious
possiblity of attacking the system outside the gate, thereby precluding the need of a CW illu-
mination. However, such an attack is not straightforward due to the problem of afterpulsing,
explained in subsection 4.2.2, from the bright optical pulses. In short, the increase in QBER
due to rising dark counts can destroy Eve’s chances. Nonetheless, with a proper attack strat-
egy, one can perform an after-gate attack in which the increase in QBER may be controlled
and kept below the abort threshold for some operating regimes of the QKD system [115].

Mismatch between detectors

In any type of QKD setup, Bob’s measurement outcome should be independent of his de-
tectors. More precisely, it must only depend on the relative choice of the bases. By default,
security proofs assume the detectors in Bob to be indistinguishable. All throughout the previ-
ous and current chapter, we also considered (except for some remarks in subsections 4.2.2 and
4.2.3) that the detectors D0 and D1 were equivalent. To explain the idea of indistinguishabil-
ity, one should be able to, for instance, simply exchange the detectors without hindering or
altering the operation of the QKD system. The bits in Bob’s raw key would then be uniformly
opposite to those of Alice; a simple NOT operation would therefore reconcile their keys.

In practice, it is almost impossible to find an identical pair of detectors. From a security
perspective, it is nonetheless quite vital that there be no degree of freedom (such as polariza-
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Figure 4.14: Basic idea and implementation of time-shift attack. The efficiency curves η0(t) (dashed-
red) and η1(t) (solid-blue) are displaced in time. Given such a temporal mismatch, Eve can simply
shift – advance or delay in time – the legitimate quantum signals from Alice to Bob. Bob’s detection
outcome is unlikely to yield the bit 1[0] in a slot where Eve advanced[delayed] the quantum signal
from Alice, i.e., Bob’s bits become correlated to Eve’s actions. b) The attack could be performed with
a pair of optical switches and delay lines each. Their placement in the quantum channel is shown [146].

tion, timing, wavelength, etc.) that allows Eve to remotely distinguish between the detection
outcomes during a QKD operation [144,158,159].

To elaborate the above statement, let us imagine a scenario where this assumption is
not met. In particular, as shown in figure 4.14(a), the two detectors exhibit a shift in their
individual temporal response: D0[D1] is much more sensitive at t0[t1] than at t1[t0]. If this
property of Bob’s detection setup is known to Eve, she may be able to launch a rather simple
time-shift attack [146]. In fact, the time-shift attack (TSA) has been actually performed and
was even the first known (proof-of-principle demonstration of an) attack on commercial QKD.
To launch the TSA, Eve cuts a section of the quantum channel and places a pair of optical
switches that reconnect Alice and Bob via two fibers, one shorter and other longer than the
cut section, as shown in figure 4.14(b). In all cases where Eve advances[delays] the quantum
signal, Bob either registers a detection event in D0[D1] or he does not detect anything at all
since the other detector is insensitive to the arriving signal. Therefore, the bits that eventually
compose the raw key shared by him and Alice are correlated to Eve’s actions.

Unfortunately, the TSA suffers from several problems, a few of which we shall outline and
elaborate in subsection 5.1.1. Most of them can be addressed by launching a more sophisticated
but also complex attack based on the idea of faked states [160].

4.3.3 Faked-state attacks

The concept of fake[d] states and faked-states attacks (FSAs) was invented by Vadim
Makarov [89,158,160]. As of today, FSA based strategies have been the most successful of all
quantum hacking strategies. In an FSA, Eve prepares and sends specially-crafted optical sig-
nals into Bob that control his detection outcomes in a manner dictated by her. Notably, Bob
cannot distinguish – at least, not in a simple way – between the genuine quantum signals and
faked states. The underlining basis of FSA is the intercept and resend attack (IRA) strategy,
explained in subsection 3.4.2, which also brings Alice into the picture. In FSA, Eve intercepts
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and measures24 the quantum signals from Alice just like the IRA. Based on the outcome of
her measurements, she prepares and sends the faked states to Bob. Unlike the standard IRA,
the detection events in Bob are controlled only by the faked states by exploiting some imper-
fection. To make this statement more precise, we consider an attack on the BB84 protocol.
If in a given slot, Eve measured Alice’s state in a compatible basis (implying Eve and Alice
share the same bit, bE = bA in that slot), her faked state has two possibilities:

1. Bob obtains a detection outcome (bB = bE) if his basis coincides with that of Eve’s
faked state.

2. Bob does not obtain any detection if he chooses the incompatible basis.

If Eve measured Alice’s state in the incompatible basis, there are again two possibilities for
Bob, which (unsurprizingly) are exactly as the above. However, a slot with basis incompat-
ibility between Eve and Alice and basis compatibility between Eve and Bob must imply a
basis incompatibility between Bob and Alice. The consequence of this incompatibility is that
such a slot would be simply discarded during the basis reconciliation step. In other words,
the only slots that would eventually make it to the secret key are whenever Bob registers
a detection outcome, and the bases of Alice, Bob and Eve are compatible. As a result, Eve
knows the whole secret key without Alice and Bob having incurred any error (in principle).
Below we give an explicit example of how Eve wrests control of the gated detectors D0 and
D1 in a QKD system implementing the BB84 protocol.

Control via tailored bright illumination

We assume both the detectors to have been blinded with CW light sent from the quantum
channel, explained a few pages above (subsection 4.3.2). Eve can then attack the QKD system
with bright faked state pulses that are prepared in accordance to the measurement outcome
on Alice’s quantum signal. Since both SPADs are in their linear mode, the generated currents
are proportional to the peak power of the faked state pulse. However, this peak power needs
to be chosen carefully. If a pulse with optical peak power Palwaysj or more always results in
click in detector Dj, while a pulse with optical peak power Pneverj or less never yields a click,
then the following condition must be satisfied [110]:

max
j

{
P
always
j

}
< 2

(
min
j

{
Pneverj

})
. (4.11)

The resulting operation of the QKD system under attack may be visualized via figure 4.15; the
detection events in Bob are fully triggered and controlled by Eve’s bright faked state pulses.
This type of detector control was experimentally demonstrated on Clavis2 to hack BB84, but
can be generalized to other QKD protocols, including SARG04 and decoy-state BB84 [110].
Additionally, imperfections found in other type of detectors, such as superconducting nanowire
SPDs may also be exploited in similar manner [161].

24Eve could use a suitably-modified copy of Bob subsystem for this purpose.
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Figure 4.15: Principle of faked-states attack. a) The bright faked state constructively interferes at the
SBS when Bob chooses the same basis as Eve. Choosing the peak power as per equation (4.11) means
the threshold at the comparator (see figure 4.9) is crossed, i.e., a click is obtained. b) In case of basis
mismatch, the optical power splits and the resulting voltages are below the threshold, therefore no
detection occurs. SBS: symmetric beam splitter.

An obvious countermeasure to such an attack would be placing a classical powermeter at
Bob’s entrance to sense the CW light for blinding and/or the bright pulses for the faked states.
In chapter 6, we shall describe a vulnerability and the resultant detector control attack that
not only obviates the need of blinding, but also employs much dimmer pulses (that cannot
be caught by an ordinary/classical powermeter) as the faked states.

Control via efficiency mismatch

In this case, we assume the detectors suffer from a temporal mismatch outlined in subsec-
tion 4.3.2. Such a condition has been investigated extensively and is known as detection
efficiency mismatch [158]. Referring to figure 4.14(a), if we denote the detection efficiency of
detector Dj at time tk by ηjk, for j,k = 0 or 1, the amount of detection efficiency mismatch
(DEM) may be quantified by ε0 = log10 (η00/η10) and ε1 = log10 (η11/η01).

The basic premise of faked-states attack (FSA) is that the error due to Eve should be
minimum (ideally 0%), while the fraction of the raw key she knows at the end of basis
reconciliation is maximum (ideally 100%). Given the situation of an efficiency mismatch, the
optimal FSA may then be formulated in the following manner [158]. After interception and
measurement of Alice’s state, Eve prepares the faked state by choosing the opposite bit and
the opposite basis instead. Taking the example of phase-encoded qubits with Alice’s prepared
state specifically as ϕA = 0, if Eve’s measured state comes out to be the same, ϕE←A = ϕA,
her faked state sent to Bob would be ϕE→B = 3π/2. Moreover, this state is time-shifted so
that if Bob also chooses the same basis as Alice, the probability of detection is not low (∝ η00).
However, if Eve’s measurement was in the wrong basis, say ϕE←A = π/2, then Bob receives
the state ϕE→B = π which is time-shifted so that the probability of detection is stifled.

Table 4.3, similar to Table I in Ref. [158], depicts all the possibilities for Eve and Bob
and the subsequent results. The factor of 0.5 in various probability expressions is due to the
mismatch between Bob’s and Eve’s basis. In general, Bob makes his basis choice, ϕB = 0 or
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Table 4.3: Faked-states attack to exploit detection efficiency mismatch. Bob’s detectors suffer from
an efficiency mismatch as shown in figure 4.14(a). Given Alice’s prepared state ϕA = 0, the first
two columns describe Eve’s possible actions in the quantum channel: her measured state after having
intercepted the state from Alice (E ← A) and the appropriately prepared faked state resent to Bob
(E → B). The rest of the columns depict Bob’s actions and outcomes: his randomly-chosen measure-
ment basis, the subsequent detection result, the probability of its occurrence, and the decision made
in sifting. The superscript † denotes cases where Alice and Bob incur an error. Note that the first two
row-blocks are twice as likely to occur as the others. We assume Eve detects Alice’s states with unity
efficiency and reprepares faked state qubits to send to Bob. Dark count probability of Bob’s detectors
is assumed to be zero and probability of double counts is considered negligible. In subsection 5.3, we
shall relax most of these conditions to make the attack realistic.

ϕE←A ϕE→B, tj ϕB, Bit, Probability Sifting
0 3π/2, t0 0, 0, 0.5η00 Keep

1, 0.5η10 Keep†

−, 1− 0.5 (η00 + η10) Lost

0 3π/2, t0 π
2 , 0, 0 Discard

1, η10 Discard
−, 1− η10 Lost

π/2 π, t0 0, 0, 0 Keep
1, η10 Keep†

−, 1− η10 Lost

π/2 π, t0 π
2 , 0, 0.5η00 Discard

1, 0.5η10 Discard
−, 1− 0.5 (η00 + η10) Lost

3π/2 0, t1 0, 0, η01 Keep
1, 0 Keep†

−, 1− η01 Lost

3π/2 0, t1 π
2 , 0, 0.5η01 Discard

1, 0.5η11 Discard
−, 1− 0.5 (η01 + η11) Lost
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π/2, in an equiprobable manner as well. All cases where Alice’s preparation basis and Bob’s
measurement basis do not match are naturally thrown away during the basis reconciliation.

The probability of arrival of Eve’s faked state in Bob given Alice’s prepared state ϕA = 0
is evaluated as

p (arrive/ϕA = 0) = 1
4
(η00 + 2η10 + η01) (4.12)

by summing the appropriate entries (marked with ‘Keep’) in the table. The probability of
Alice and Bob incurring an error given ϕA = 0 is

p (error/ϕA = 0) = 1
4
(2η10) . (4.13)

In case Alice’s prepared state had been ϕA = π, the bit used for preparing Eve’s faked state
is flipped but the basis remains the same as in ϕA = 0. The probability of arrival in Bob
given ϕA = π may then be calculated just by exchanging 0 and 1 in the subscripts of η in
the RHS of equation (4.12), i.e.,

p (arrive/ϕA = π) =
1
4
(η00 + 2η01 + η10) , (4.14)

while the probability of error given ϕA = π is

p (error/ϕA = π) =
1
4
(2η01) . (4.15)

Using symmetry arguments, the expressions for probabilities of arrival and error given ϕA =

3π/2 and ϕA = π/2 are the same as in the equations above. The total probability of arrival
and error may be obtained by summing over the four conditional probabilities to yield

p (arrive) = 1
8
(η00 + 3η01 + 3η10 + η11) , (4.16)

and
p (error) = 1

8
(2η10 + 2η01) . (4.17)

This allows us to compute the QBER q as

q =
p (error)
p (arrive) =

2η10 + 2η01
η00 + 3η01 + 3η10 + η11

(4.18)

On the previous page we introduced the mismatch parameters ε0 and ε1; if we assume ε0 ≈
ε1 = ε and also η00 ≈ η11 = η, the expression for QBER given above simplifies to

q =
2

3+ 10ε (4.19)

As per further calculations in Ref. [158], the mutual information between Alice and Eve may
be evaluated as I(A : E) = 1 − q due to the attack. On the other hand, the (maximal, see
subsection 3.3.4) mutual information between Alice and Bob is given by I(A : B) = 1− h(q),
with h(x) = −x log2(x) − (1 − x) log2(1 − x) being the binary entropy [77]. It can be easily
evaluated that IactE = I(A : E) > I(A : B) for any q, therefore, the key rate obtained by Alice
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and Bob should be zero. However, if they are not aware of the attack, the secret key obtained
by Alice and Bob is insecure.

The obvious countermeasure to prevent the above attack is prevent the occurrence of
the detection efficiency mismatch (DEM). However, as explained in subsection 4.2.3, such
mismatchs are inevitable and this makes the operation of calibration routines, such as the line
length measurement (LLM), vital before doing actual QKD. A successful LLM minimizes the
time difference between the gating instants of the two detectors relative to the pre-calibrated
value. The resultant efficiencies overlap in time, i.e., the mismatch parameter ε→ 0.

In the next chapter, we shall investigate the problem of DEM further. In particular, we
show how to exploit a weakness of the LLM algorithm – as it is implemented in Clavis2 – to
hack its outcome and induce a detection efficiency mismatch. We shall also develop a more
realistic version of Eve’s faked-states attack by revising Table 4.3 and equations (4.12) to
(4.18) to eavesdrop on the raw key exchange (so far we considered qubits, no dark counts nor
double clicks in Bob).

4.3.4 Measures for attack prevention

The immediate response to the disclosure of a vulnerability or demonstration of an attack on
practical QKD is to patch the security loophole and avoid compromising the security of the
(or a similar) QKD system that may be operating in a real-life environment. This typically
involves patching, or locally addressing the imperfection via hardware/software modifications.

However, such patches may be valid only in an intuitive sense, and may fail to adapt with
minor changes in Eve’s attack strategies (or even due to dependencies of the subsystem). For
instance, it may seem that the tailored bright illumination attack involving the continuous-
wave blinding of the detectors may be prevented by shorting the resistor that connects the
high voltage supply to the diode [162]. Unfortunately, and as has also even been demonstrated,
blinding can also be induced by thermal25 effects, i.e., even when the impedance is around
zero [111].

In general, increasing the amount of privacy amplification (PA) may also suffice to re-
ensure the security of the system unless the attack is so powerful that IactE > I(A : B) in the
entire range of tolerable QBER and deviation in detection rate. While increasing the amount of
PA only requires a software modification, it also decreases the secret key rate. Given that even
in lab type environments, state-of-the-art QKD systems struggle in achieving key rates above
a few Mbps (making them unsuitable for encrypting broadband communication in realistic
scenarios), such a step must carefully quantify the minimum increment of PA necessary. This
task of incorporating the imperfections in the security proof [13, 86] forms a vital ingredient
of building measures against quantum hacking.

A good and useful practice is to monitor the state of the system in real time by checking
the deviations of several pre-calibrated parameters that could have been modified due to Eve’s
attack. Perhaps the most obvious component that needs to be guarded is the single-photon
detection system. For instance, the respective currents and temperatures of the SPADs in Bob

25An increased temperature affects the breakdown voltage Vbr of the diode due to which the TTL gate
voltages prove insufficient to put the SPAD into the Geiger mode.
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could be recorded. A noticeable change in the values could be used to raise an alarm [162]. A
similar but perhaps more cost-effective approach is to accumulate detection statistics (apart
from detection rate γB) during the QKD operation. One such variable that may be monitored
is the time between consecutive detection events; proposed in Ref. [163], signatures of a variety
of faked state attacks [113–115] and time-shift attack [146] (some of which were discussed in
the previous section) can be obtained by characterizing this variable. For gated SPADs (see
subsection 4.2.2) specifically, a secure detection technique called bit-mapped gating has been
proposed [154]. The basic idea is to force detections in the middle of the gate by coupling the
time of detection and QBER – outcomes from detection events occurring outside the center
of the gate are randomized by using the basis selection appropriately, and therefore lead to an
error with 50% probability. While bit-mapped gating can be incorporated into security proofs
easily, it also requires that the guarantee that the detector be sensitive to single photons
within the gate [154].

Finally, another approach for attack prevention is to conceive entirely new QKD schemes.
One such idea – in its most fundamental form – certifies the security of QKD systems by
making no assumptions26 about the internal construction and operation of Alice and Bob
subsystems. All it requires is that the correlations (shared by Alice and Bob after the key
exchange) violate a Bell inequality. Clearly, the idea need not be tied to a specific implemen-
tation: an actual system based on such an idea therefore performs device-independent QKD
(DI-QKD) [164,165].

An avatar of DI-QKD that has seen a tremendous surge in the last two years is
measurement-device-independent QKD (MDI-QKD) [35]. The establishment of Einstein-
Podolsky-Rosen type of correlations [50] in a time-reversed manner is central to MDI-QKD
type of schemes that guarantee security against detector side channels [35, 36, 166]. Notably,
MDI-QKD can be performed with linear optical elements and normal detectors (as opposed
to DI-QKD which has rather stringent requirements [35, 165]). Since the inception of the
scheme in 2012, not only several implementations have already been demonstrated, but even
alternative encodings and performance-improvement tweaks have been proposed [167–170].
Without much doubt, it may be stated that MDI-QKD stands as the favourite candidate
for implementing next-generation quantum-cryptographic links. Nonetheless, while the MDI-
QKD scheme offers respite against a variety of detector control attacks, imperfections in other
components may still open security loopholes. For instance, in chapter 7, we will describe an
attack which can breach the security of an insufficiently-guarded MDI-QKD system.

26apart from some obvious ones, such as direct physical access to Alice and Bob equipment is impossible for
Eve, the random number generators are not sabotaged, etc.



Chapter 5

Hacking of the device
calibration routine

Synchronization is a crucial aspect of virtually any kind of conventional communication sys-
tem. In a digital communication system for instance, the sender typically encodes a sequence
of bits into a finite set of periodic waveform segments. This ‘signal’ propagates via a lossy
and noisy channel that distorts the waveforms, possibly even in a time-varying manner. In
order to recover the original bit sequence at the receiver, synchronization is vital.

Practical quantum-cryptographic implementations, such as the Clavis2 QKD system [28]
introduced in the previous chapter, are essentially realized as digital communication systems.
To synchronize the Alice and Bob subsystems, Clavis2 operates the line length measurement
(LLM) routine, which was described in subsection 4.2.3. In short, the gated detectors D0 and
D1 in Bob are calibrated in time to measure the optical signals from Alice as precisely as
possible. Additionally, any temporal mismatch between the detectors (see subsection 4.3.2),
arising due to manufacturing limitations1, can be compensated by choosing appropriate gate-
activation times.

In this chapter, we propose a strategy to hack the LLM routine by taking advantage of
a security flaw in its operation. We experimentally demonstrate the induction of a large and
determinstic temporal mismatch between Bob’s detectors as a consequence of this hack. The
resulting vulnerability, manifesting as detection efficiency mismatch [158], can substantially
enhance the applicability and performance of the time-shift attack [146]. We devise a more
powerful yet realistic faked-states attack [160], the optimal performance of which is simulated
based on experimental parameters. We show that Eve can remotely control the detection
outcomes in Bob2 during the key exchange using faked states for a large range of channel
transmittances. In particular, all the conditions for a successful eavesdropping, as mentioned

1e.g., differences in fiber-optic cable lengths, circuit board striplines, etc.
2As in chapter 4, Bob/Alice shall denote Clavis2-Bob/Clavis2-Alice subsystems while Clavis2 and ‘the QKD

system’ shall be used interchangably, unless mentioned otherwise.
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in subsection 4.3.1, can be satisfied. The work presented in this chapter has been published
as Ref. [113].

5.1 Explanation of the loophole

As described in section 4.2, Clavis2 implements phase-encoded QKD protocols using weak
coherent states of light. The bits 0 and 1 are coded as the relative phases between two optical
modes. For the BB84 protocol3, the phases ϕA = 0 and π encode Alice’s bits in the Z basis,
while ϕA = π/2 and 3π/2 encode the bits in the X basis. Bob randomly chooses ϕB = 0
or π/2 (i.e., measures Alice’s states in the Z or X basis) to decode Alice’s bit. Whenever
their basis are compatible, the detection-outcome of the interference of the two modes yields
Alice’s bit to Bob correctly, with ϕ (= ϕA −ϕB) = 0 corresponding to a click in D0 and
ϕ = π corresponding to a click in D1.

5.1.1 Inherent detection efficiency mismatch (DEM)

A consequence arising from the description in the previous paragraph is that only the relative
basis choice of Alice and Bob should decide the detection outcome, i.e., the answer to the ques-
tion, “which detector clicked?” should be independent of the detector itself. This requires D0
and D1 to be operationally indistinguishable. Otherwise, as already noted in subsection 4.3.2,
the existence of a mismatch between D0 and D1 (that allows Eve to distinguish and re-
motely control the detection outcomes) opens up a security loophole. In subsection 4.3.3,
we introduced the basic concept of detection efficiency mismatch (DEM) in which the de-
tection efficiencies η0(t) and η1(t) are temporally shifted. In figure 4.14(a), which illustrates
such a case theoretically, we denote the detection efficiency of detector Dj at time tk by ηjk,
for j,k = 0 or 1. The degree of DEM can then be quantified by ε0 = log10 (η00/η10) and
ε1 = log10 (η11/η01).

In subsection 4.2.3, we noted that Clavis2 is, in essence, aware of the problem of detection
efficiency mismatch. A calibration routine, called line length measurement (LLM), is operated
in order to synchronize the Alice and Bob subsystems as well as to minimize any existing
efficiency mismatch between D0 and D1. Note that the LLM routine is used not just at the
initialization of a QKD session, but also intermittently between the raw key exchanges (RKEs)
to keep Alice and Bob synchronized. The time difference in the gating instants of D0 and D1,
defined by the temporal shift ∆t01 at the end of a LLM run, must be equal or as close as
possible to a pre-calibrated/fixed value. For our system, this value is ∆tfix01 = 0.6 ns.

However, due to uncontrolled fluctuations (both inside the QKD devices and the connect-
ing quantum channel), the temporal shift changes randomly in time. Figure 5.1(a) illustrates
the value of the random variable δt = ∆t01 − ∆t

fix
01 found from more than 50 distinct execu-

tions of LLM4. In a majority of runs, we measured ∆t01 ≈ ∆tfix01 , implying the situation is
somewhat like as shown in figure 5.1(c). Comparing that to the case in figure 4.14(a), it can
be discerned that the mismatch parameter ε = max (ε0, ε1) would be quite low.

3in which the bits are encoded in a pair of conjugate basis, denoted by Z and X.
4The interval between two consecutive executions of LLM varied from 10− 20 minutes.
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Figure 5.1: Variation of the shift between activation time-instants of D0 and D1 and corresponding
selection of efficiency curves. a) The difference between the gating instants of D0 and D1, given by ∆t01,
as observed at the end of a line length measurement (LLM) routine is calculated; refer subsection 4.2.3
for more. The plot shows the variation of this value (with the pre-calibrated shift ∆tfix01 = 0.6 ns already
subtracted) on our copy of Clavis2 for more than 50 distinct runs of LLM. The horizontal green line
representing the mean value 〈δt〉 = −0.021 ns is close to zero. b)-d) The shifted detection efficiencies
at three arbitrarily chosen points. Situations such as in c) are safe, whereas those in b) or d) can lead
to a security compromise as explained in the forthcoming pages.

Nonetheless, there are some LLM runs where δt deviates far from zero, and the efficiency
curves5 are displaced in time, as depicted in figures 5.1(b) or 5.1(d). The corresponding
mismatch makes the system vulnerable to the time-shift attack (TSA) which was already
introduced in subsection 4.3.2. Such an attack has indeed been performed [146] by exploit-
ing situations where the displacement between the efficiency curves crossed a high value
(δt > δhigh). However, from the viewpoint of the efficacy of an actual execution, the TSA
unfortunately suffers from numerous problems:

1. To apply a successful attack, the temporal shift needs to stay constantly high throughout
the running of the QKD protocol. As reported by the authors of this work, this occurred
rarely: δt > δhigh in only 106 out of 2844 (around 4% of all) instances.

2. The instances in which δt > δhigh are not only infrequent, but also occur in a proba-
bilistic manner. Figure 5.1 validates this – the peak of detection efficiency η0(t) could
be earlier, superposed on, or later than that of η1(t). Neither does Eve have any control
over such situations, nor can she predict the instances of interest6.

3. The mismatch parameters ε0 and ε1 during the δt > δhigh instances are also not ex-
ceptionally high (based on figure 3 in Ref. [146], ε0 ≈ 0.8 and ε1 ≈ 0.5). Furthermore,
the detection efficiency values η00 and η11 seen by Eve’s time-shifted signals – that also
directly influence Bob’s detection rate – are less than a quarter of the peaks max(η0(t))

5In subsection 6.2.1, we explain the method for measuring these efficiency curves.
6Even in the messages exchanged between Alice and Bob over the classical channel, no such information

that could facilitate Eve in this regard [144] is revealed.
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Figure 5.2: Idea illustrating Eve’s hack and the corresponding LLM timeline. The gate voltages Vg0(t)
and Vg1(t) are synchronized to the arrival of photons. a) With ϕ = π/2 uniformly over the pulse width,
the efficiency mismatch in a normal (un-hacked) LLM can be minimized. b) Eve’s manipulation of
the phase of the bright pulses traveling from Bob to Alice induces a temporal shift in the synchro-
nized gates. c) Timeline for a cycle of the hacked LLM. Vπ: PM voltage for a π phase shift (see
subsection 4.2.1), PM: phase modulator, SBS: symmetric beam splitter.

and max(η1(t)), respectively. The deviation of the observed detection rate from the
expected value in Bob is quite high and may raise an alarm (refer the conditions in
subsection 4.3.1) that foils Eve’s attack.

It is clear that a large and predictable mismatch is vital for the success of Eve’s attack. Below
we describe a method to induce such a mismatch by exploiting a flaw in the implementation
of LLM.

5.1.2 A flaw in the calibration routine

As noted in subsection 4.2.3, Alice applies ϕA = 0 while Bob applies ϕB = π/2 uniformly
throughout the course of LLM. Due to the constant relative phase ϕ (= ϕA −ϕB) = π/2
between the optical pulses, as shown in figure 5.2(a), both detectors are equally illuminated
during their interference at Bob’s symmetric beam splitter (SBS). However, these phase mod-
ulator settings result in a flaw that may be exploited by manipulating the phase of the optical
pulses when they are traversing the quantum channel. When the manipulated pulses interfere
at SBS, the first temporal half has a different relative phase than the second temporal half
(instead of having a uniform relative phase of π/2 throughout the pulse width). Figure 5.2(b)
illustrates the idea with ϕ = π in the first half and ϕ = 0 in the second half of the pulse
pair. Figure 5.2(c) shows the timeline of the corresponding ‘hacked’ cycle of LLM with the
modulation voltages of Alice, Eve, and Bob also plotted.

As a result of this phase slicing, photons from the first[second] half of the interfering
pulses yield clicks in D1[D0] in a deterministic fashion. Since at the conclusion of LLM (refer
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Figure 5.3: Optical scheme for the ‘LLM hacker ’. Eve cuts the quantum channel and places her ap-
paratus consisting mainly of an asymmetric fiber coupler (a ratio of 1/99 may suffice), fast photodiode
to obtain a precise signal for synchronizing the phase modulator to manipulate the phase of the pulses
going from Bob to Alice during LLM. PM: phase modulator, PC: polarization controller.

figure 4.13), Bob essentially localizes to delay values that make the scanning comb of gates for
D0 and D1 independently coincide with the impinging train of photons, an artificial temporal
displacement in the detector efficiency curves is induced.

5.2 Experiment

In this section, we describe a scheme along with its proof-of-principle implementation for
hacking the LLM routine based on the strategy outlined in the above paragraphs. Note that
in reality, Eve would have additional equipment for eavesdropping on the raw key exchange
(RKE) as well. She could connect the ‘RKE eavesdropper’ and the ‘LLM hacker’ setups to
the quantum channel via fast and low-loss optical switches [171, 172]. Since Bob publicly
informs Alice on the classical channel before initiating either LLM or RKE, Eve can change
the positions of the optical switches accordingly.

Figure 5.3 shows the schematic of Eve’s optical setup placed in the quantum channel for
manipulating the phase of the optical pulses from Bob during LLM. Eve uses an asymmetric
coupler to tap a small portion of the pair of pulses emitted by Bob’s subsystem every 200 ns.
The tapped pulses are directed to a sensitive, low-jitter and fast photodiode. Eve uses the
electronic output from the ‘earlier’ pulse – that had travelled through the short arm in Bob
– to trigger the modulator driver. The ‘later’ or the long arm pulse that lags the short arm
pulse by ∼ 50 ns is ignored by her.

In the other arm of the asymmetric coupler containing the phase modulator (PM), Eve
applies the modulation pattern depicted in figure 5.2(c) on Bob’s long arm pulse. To elaborate,
Eve shifts the phase through the center of the long arm pulse in such a manner that the
first[second] half of this pulse carries a phase of ϕE = −π/2[+π/2] relative to the short arm
pulse. An exact synchronization to modulate the pulse in the desired manner – during its
passage through the PM – is required. This may be achieved by means of optical or electronic
delay7. Also, Eve can employ a polarization controller (PC) to modify the polarization of the
pulses, particularly the long arm pulse, to suit the requirements of the phase modulator (see

7With Bob’s laser pulsewidth being ∼ 1 ns, the accuracy of the delay as well as the rise time of the modulation
need to be in the picosecond regime ideally.
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Figure 5.4: Our implementation (mAlice) of the LLM hacker by modifying Alice’s subsystem. We
disconnected the onboard pulser that drove Alice’s phase modulator (PM) and connected it to the
output of a pulse & delay generator (PDG) instead. The trigger conditioner circuit facilitates[prevents]
the triggering of the PDG by Bob’s short[long] arm optical pulses. The delay loops (DLs) were relocated
to lie between the PM and the Faraday mirror (FM). The components newly added to the original
Alice subsystem are labeled in italic. VOA: variable optical attenuator.

subsection 4.2.1). Note that Eve’s presence in the channel has no identifiable signature for
Alice and Bob. At the most, her equipment increases the overall optical loss, but this may be
easily compensated by replacing a(nother) part of the quantum channel with a low-loss line.

5.2.1 Actual implementation for inducing DEM

On comparing the optical scheme of Clavis2-Alice subsystem (shown in figure 4.8) with the
above outlined scheme to hack LLM (shown in figure 5.3), one may immediately observe
similarities. Indeed, with some simple modifications to Alice, one can implement a proof-of-
principle ‘LLM hacker’. Figure 5.4 shows the setup of modified Alice, or mAlice, that served
our purpose. The fast photodiode was implemented by adding an electronic tap on the classical
detector of Alice. Furthermore, the position of the phase modulator (PM) and the delay loops
were exchanged8. This ensured an easier and more reliable synchronization of the PM. To
ascertain the photons passing through the PM (in a single pass now) pick up the requisite
modulation, we deployed a polarization controller before the PM.

Corresponding to the pair of bright optical pulses entering mAlice, the classical detector
generated a pair of electronic pulses, each being roughly 2 ns wide. A homemade circuit
conditioned the output of the electronic tap to produce a single TTL pulse (per pair). This
pulse was ∼ 10 ns wide in order to easily satisfy the trigger requirements of the pulse and
delay generator (PDG) [173]. The width of the pulses from the PDG was set to be ∼ 20 ns.

For experimental convenience, we changed the settings in the Clavis2 firmware so that
ϕB = 0 was applied (instead of the usual π/2) during the execution of LLM. This relaxed the
‘phase slicing’ requirement: in comparison to the waveform in figure 5.2(c), the PDG needs
to switch simply from 0 to Vπ through the center of the optical pulse. In principle, the two
situations are equivalent and do not affect a full implementation of Eve.

8Since the PM plays no role during a normal LLM (ϕA = 0 uniformly), it is entirely justified to relocate
it and avail the 10G modulation speed [138], instead of buying a new and expensive PM and constructing the
setup of figure 5.3 from scratch.
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Figure 5.5: Variation of the shift between activation time-instants of D0 and D1 with Eve’s manip-
ulation. The difference between the gating instants of D0 and D1, given by ∆t01, as observed at the
end of a hacked LLM routine is calculated. The plot shows the variation of this value obtained with
mAlice and Bob for 26 distinct runs of LLM. The pre-calibrated shift of ∆tfix01 = 0.6 ns is subtracted.
The horizontal red line represents the mean value 〈δt〉 = 0.459 ns.

In order to precisely synchronize the modulation9 to the optical pulses, we first applied a
delay using the PDG that ensured the long arm optical pulse to be roughly in the middle of
the 0 to Vπ modulation window. By controlling the polarization, we maximized the visibility
of interference in Bob’s detectors. Next, we scanned the delay while monitoring the reduction
of the visibility. As the rising edge of the modulation window sliced the optical pulse, i.e., the
phase of the optical pulse flipped from 0 in the first half to π in the second half, the visibility
dropped to zero. At that delay value, the maximum possible temporal shift between D0 and
D1 was induced.

5.2.2 Results (LLM hack)

We executed the LLM routine multiple times with Eve (mAlice) manipulating the pulses as
described above10. Just like in figure 5.1(a), the delay values obtained for D0 and D1 were
subtracted at the end of each LLM. Figure 5.5 shows the result for more than 25 different
runs of LLM with the quantity ∆tfix01 also subtracted to facilitate a simple comparison with
figure 5.1(a). The mean of the random variable δt = ∆t01 − ∆t

fix
01 , shown by the horizontal

red line is 〈δt〉 = 459 ps. This value could be increased further by sharpening the rising edge
of the modulation (the slew rate of 4 V/ns from the PDG was not high enough to provide
a steeper slicing). This can be performed for instance by processing the output of the PDG
with a step recovery diode. Also, an inverse displacement can be obtained by simply inverting
the polarity of Eve’s phase modulation (π to 0).

Figure 5.6(a) shows the displaced efficiencies as well as the induced mismatch ε(t) =

log10 [η0(t)/η1(t)] for the obtained mean temporal shift. The degree of mismatch throughout

9The electronic pulses produced by the PDG can be delayed w.r.t. the external trigger in steps of 1 ps (in
addition to the minimum but fixed insertion delay of ∼ 25 ns) while their root mean square jitter is 6 10 ps.

10Since Alice’s modulator is shut during LLM, we can model her subsystem merely by a long delay line of
appropriate length and a Faraday mirror, as shown in figure 5.4.
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Figure 5.6: (Color online) Experimentally measured efficiency curves and the induced DEM. a) The
detection efficiencies η0(t) (dotted line) and η1(t) (dashed line) are shifted by 〈δt〉 = 459 ps. The
logarithm of their ratio ε(t) quantifies the degree of mismatch (solid line). The two shaded rectangles
define temporal regions that are relevant to the attack described in the main text. The variables t1
and t0 parametrize these regions. To elaborate, they are not the width of these regions but instead
denote any time-instants inside them. b)-c) The detection efficiencies (or probabilities of detecting a
single photon) inside the regions of interest are essentially zoomed to facilitate easier comparison.

the vertical-shaded regions11 marked by t0 and t1 (these variables denote any arbitrary time-
instants in these regions) is higher than the values reported in the time-shift attack [146]. In
fact, the mismatch parameters ε0 = 2.64 and ε1 = −1.78 at times t0 and t1 respectively, are
more than an order of magnitude higher (see page 74). Furthermore, on comparing figures 5.1
and 5.5, the sign of the shift δt in the latter, or after hacking LLM, is constant. With this
large and deterministic DEM, significant improvements in the time-shift attack are possible.

5.3 Simulation of faked-states attack

In subsection 4.3.3, we described the faked-states attack (FSA) as an alternative to time-shift
attack. More specifically, using Table 4.3, we constructed the faked-states attack strategy and
evaluated its performance for a certain degree of mismatch thereafter. In this evaluation, we
assumed that (i) the faked states prepared by Eve were (also) qubits, (ii) Bob’s detectors were
noise free, and (iii) double clicks happened rarely.

In this section, we simulate and optimize the FSA strategy based on the efficiency mis-
match depicted in figure 5.6 with t0 and t1 denoting the time of arrival of Eve’s faked states

11Note that left and right of these regions (roughly speaking, for time t < −1.5 ns and t > 2.0 ns, respectively),
the efficiencies are buried in the dark noise of the detectors so the values taken by ε(t) can not be considered
to be reliable.
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Figure 5.7: QBER incurred by Alice and Bob. Assuming Eve’s faked states strategy as presented
in Ref. [158] on the DEM situation shown in figure 5.6(a), the QBER is calculated according to
equation (5.1). Even in the presence of (small) jitter, for instance, of the arrival times of Eve’s faked
states, the attack may go undetected as the increased QBER still stays under the abort threshold.
Eve’s ‘attack zone’ widens further if we consider the different abort thresholds listed in Table 3.4.

on Bob’s detectors. The expression for the quantum bit error rate (QBER) is then

q (t0, t1) =
2η1(t0) + 2η0(t1)

η0(t0) + 3η0(t1) + 3η1(t0) + η1(t1)
. (5.1)

Here, we have simply replaced ηjk in equation (4.18) by ηj(tk); these functions are shown in
figures 5.6(b) and (c). Figure 5.7 depicts a contour-based visualization of q (t0, t1). It can be
observed that q < 0.08 for a large range of t0 and t1 implying that the QBER abort threshold
criterion for Clavis2 can be easily satisfied (see subsection 4.3.1) if Eve chooses her actual
attack times properly.

In fact, due to the finite range, Eve’s attack may succeed even under (minor) fluctuations
of the temporal shift δt as evidenced by figure 5.5. Alternatively, one can imagine a jitter in the
arrival times of Eve’s faked state pulses. For instance, if Eve originally chose t0 = τ0 = 1.90 ns
and t1 = τ1 = −1.32 ns for the attack, q < 0.04 as shown by the star shape in figure 5.7. If the
source generating the faked states suffers from a maximal jitter of 100 ps, the values taken by
the QBER are still confined inside the rectangle with white border lines: q does not exceed
0.08. Consequently, with the induced efficiency mismatch, Eve may obtain full information of
the secret key using faked states without Alice and Bob incurring a high QBER.

Nevertheless, the problem of preserving the channel transmittance (keeping δB < δmax
B ;

see subsection 4.3.1) remains unaddressed. Continuing the above example, the probability
of Bob’s bits being 1 and 0 from Eve’s time-shifted signals/faked states are proportional
to η1(τ1) . 0.004 and η0(τ0) . 0.02; see figures 5.6(b) and (c), respectively. Not only are
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these values much smaller12 than the peak efficiency values, but also, there is an imbalance:
the probability of detecting bit 0 is roughly 5 times higher than bit 1. The former would
make flouting δB < δmax

B unavoidable while the latter could raise suspicion during a classical
verification of the secret key. Even with the large and determinstic mismatch, a practical time-
shift attack would thus fail. On the other hand, the faked-states attack can be improvised to
address these problems, as discussed below.

5.3.1 A realistic strategy

Since faked-states attacks involve intercepting and resending, they give Eve the opportunity
to use the channel loss to her benefit – she may place her intercept unit near Alice’s exit and
resend unit near Bob’s entrance; see figure 3.5. Furthermore, she could employ coherent states
with mean photon numbers µ0 and µ1 in the 1− 100 range to prepare the faked states. Such
states can be simply prepared using off-the-shelf laser diodes and a variable optical attenuator
operating at the telecom wavelength. In fact, a FSA strategy gains several advantages because
such states are:

1. much easier to produce than single-photon states (or photonic Fock states in general),

2. bright enough to cause frequent clicks in Bob’s detectors13, thus compensating for losses
in the quantum channel, Eve’s setup, etc.,

3. dimmer than classical states that can be detected in case Bob installs a powermeter
(watchdog detector) at the entrance, and

4. easily and independently controllable in the mean photon number to address detection
efficiency imbalances (µ0 < µ1 if η0(t0) > η1(t1)).

We elaborate the realistic FSA strategy further by means of an example: if Eve measures
Alice’s intercepted state in the Z basis and obtains bit 0, she reprepares bit 1 in the X

basis by using a coherent pulse which has a mean photon number µ0 as seen at Bob’s
gated detectors. She sends this faked state to Bob so that it arrives at his detectors at
time t0, where D1 is almost blind. If Bob were to measure the incoming faked state in
the Z basis, the probability of detection of (the correct) bit 0 is 1 − exp [−µ0η0(t0)/2]. In-
cluding the effect of the dark counts into this expression, Bob’s probability to register 0
becomes q0 = d0 + (1− d0) (1− exp [−µ0η0(t0)/2]), where d0 is the dark count probabil-
ity in detector D0. The probability to register (the wrong bit) 1 due to this faked state is
q1 = d1 + (1− d1) (1− exp [−µ0η1(t0)/2]). The probability of double clicks is then simply
given by q0q1. Finally, if none of these events happen, the incoming state is lost with a proba-
bility 1−(q0 + q1 − q0q1). Table 5.1, essentially a condensed yet realistic version of Table 4.3,
shows the different events and their probabilities. Here we have listed only those events that

12We also assumed dark count probability d = 0 so far; in practice, their contribution to the QBER would
effectively soar up when photonic detection efficiencies are smaller.

13Note that the single-photon avalanche diodes (SPADs) in Bob cannot resolve the photon number of incom-
ing light pulses. Hence, they cannot simply differentiate between situations where Bob receives single photons
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→Eve Eve→ Clicked detector Probability of detection
Z, 0 X, 1,µ0, t0 D0 q0 = d0 + (1− d0)×

(1− exp [−0.5µ0η00])
D1 q1 = d1 + (1− d1)×

(1− exp [−0.5µ0η10])
D0∩D1 q0q1
loss 1− (q0 + q1 − q0q1)

X, 0 Z, 1,µ0, t0 D0 r0 = d0
D1 r1 = d1 + (1− d1)×

(1− exp [−µ0η10])
D0∩D1 r0r1
loss 1− (r0 + r1 − r0r1)

X, 1 Z, 0,µ1, t1 D0 s0 = d0 + (1− d0)×
(1− exp [−µ1η01])

D1 s1 = d1
D0∩D1 s0s1
loss 1− (s0 + s1 − s0s1)

Table 5.1: Realistic faked-states strategy to exploit DEM. Just like in Table 4.3, the events analysed
here are for the case when Alice prepared bit 0 in the Z basis (ϕA = 0 in the phase coding scheme).
The first column shows Eve’s basis choice and measurement result. The second column shows the
parameters – basis, bit, mean photon number, and timing – of the faked state reprepared and sent
by Eve. The third column shows Bob’s measurement outcome with D0∩D1 denoting a double click
event. The last column shows the corresponding click probabilities. As before, ηjk denotes the detection
efficiency of detector Dj at time tk, for j,k = 0 or 1. The first result (→ Eve ≡ Z, 0) is twice as likely
to occur as the other two.

ultimately contribute to the key after sifting. In the expressions for probabilities, we use the
notation ηjk ≡ ηj(tk) introduced at the beginning of subsection 5.1.1.

Due to the FSA, the click probability in D0[1] is no longer solely dependent upon η0[1](t).
Summing up the terms over all states of Alice (by extending Table 5.1), we evaluate the
overall detection probabilities for single clicks in D0 and D1 as functions of the mean photon
numbers µ0 and µ1 of the faked states as seen at Bob’s detectors.

p0(µ0,µ1) =
0.75+ 0.25d− 0.25(1− d)× (e−0.5µ0η00 + e−0.5µ1η01 + e−µ1η01) , (5.2)
p1(µ0,µ1) =
0.75+ 0.25d− 0.25(1− d)× (e−0.5µ0η10 + e−0.5µ1η11 + e−µ0η10) (5.3)

Here we used d0 = d1 ≡ d for simplification purposes. Figure 5.8(a) and (b) show the
contour plots obtained for these functions for 1 < µ0 < 100 and 21 < µ1 < 120, and d =

over a moderately lossy channel from Alice versus where Eve sends coherent pulses with µ ∈ [1, 100] range to
Bob over a channel that is lossier due to her presence.
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Figure 5.8: (Color online)Variation of detection probabilities and errors with the intensities of Eve’s
coherent faked state pulses. The mean photon numbers µ0 and µ1 determine the intensity of Eve’s faked
states as observed at Bob’s detectors. The detection probability values are expressed in % in the color
bar. a) The click probability p0(µ0,µ1) is rather independent of µ0 which provides Eve enough room
to adjust her attack parameters. b) and c) Due to the asymmetric efficiency mismatch, as evident in
figure 5.6, the probabilities p1(µ0,µ1) and p0∩1(µ0,µ1) increase more rapidly with µ1 than µ0 which
results in a smaller leverage with µ1 for Eve.

mean(d0,d1) ≈ 2.4×10−4 as the dark count probability in both detectors. Also, it is assumed
that Eve perfectly times her faked states to arrive in Bob at times t0 or t1 (see figure 5.6(a)).

One can also compute the total detection probability of double clicks p0∩1 in a similar
manner; the result is plotted in figure 5.8(c). The best known way to treat double clicks in
discrete-variable QKD systems is to assign such events a random bit [174] which leads to an
error in half the cases. Accumulating such cases with the erroneous events in the extended
version of Table 5.1, the expression for the error probability is

perror(µ0,µ1) = 0.75+ 0.25d− 0.5p0∩1(µ0,µ1) − 0.125×
(1− d)

(
e−µ0η10 + 2e−0.5µ0η10 + e−µ1η01 + 2e−0.5µ1η01

)
. (5.4)

The overall arrival probability of the optical signals in Bob and the incurred QBER q(µ0,µ1)
are given by

parrive(µ0,µ1) = p0(µ0,µ1) + p1(µ0,µ1) − p0∩1(µ0,µ1) and (5.5)
q(µ0,µ1) = perror(µ0,µ1)/parrive(µ0,µ1) . (5.6)

As may be apparent through figure 5.8 using coherent states (instead of single photons) has
some drawbacks as well. For instance, it leads to a rise in the number of double clicks, which
implies higher QBER. Moreover, a carefully implemented system may monitor the rate of
double clicks and raise an alarm if this rate becomes too high.

It is therefore the best in Eve’s interest to keep her faked state pulses as dim as possible.
But she must also ensure that the channel transmittance seen by Bob is maintained. To explain
this in the current context, we first (hypothetically) assume Alice and Bob are connected by
a quantum channel with T = 1.0. The maximum click probabilities are pmax

0 = TBη
max
0 (t)

and pmax
1 = TBη

max
1 (t), where TB is the overall optical transmittance of the Bob subsystem.

Based on the efficiency curves displayed in figure 5.1 and the transmittance TB ∼ 0.5 for
our copy of Clavis2 [28], pmax

0 ≈ 3.8% and pmax
1 ≈ 3.2%. As the channel transmittance

decreases, the observed click probabilities in D0 and D1 should roughly scale as Tpmax
0 and
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Figure 5.9: (Color online) Optimized attack performance. a) In case multiple combinations of µ0 and
µ1 satisfy a given set of the click probabilities p0 and p1 (see figures 5.8(a) and (b)), the combination
that results in the minimum QBER is chosen. Additionally, it is ensured that Bob does not notice a
significant deviation in his detection rate at a given channel transmittance T ; the thick shaded line
indicates Bob’s actual detection probabilities without attack. Even lower QBERs are possible if Bob
checks only the overall detection probability p0 + p1. b) Faked states with optimal µ0 and µ1 that
allow Eve to trudge along the thick shaded line in the left subfigure.

Tpmax
1 , respectively. In other words, Bob can estimate the channel transmittance based on

the observed detection rate (see subsection 4.3.1).

5.3.2 Results and countermeasures

To verify if the realistic FSA is indeed possible, one can in principle perform an optimization
over all the parameters involved, namely t0, t1, µ0, µ1, and the QBER. Since this would be
rather computationally intensive, we have instead performed a minimization14 over the QBER
w.r.t. µ0 and µ1 and at fixed attack points (t0 = 1.90 ns and t1 = −1.32 ns, as illustrated in
figure 5.6). For this, we ran a numerical procedure that evaluates the equations in the previous
subsection while varying 1 < µ0 < 100 and 21 < µ1 < 120 in integral steps. The procedure
yields three matrices of size 100 × 100 each for p0, p1 and QBER. Subsequently, 104 tuples
[p0, p1, QBER] are gathered together and sorted so that tuples featuring similar detection
probabilities (arising from different combinations of µ0 and µ1) are grouped together. In
particular, we constrain the deviation of the detection rate to under 5%, i.e., δB < 0.05 (see
subsection 4.3.1). In the last step of the procedure, tuples with the lowest value of QBER per
group are collected together to yield the minimized error: minµ0,µ1 q ((µ0,µ1)| (p0,p1)).

Figure 5.9(a) displays this function as a contour plot. The thick and variably-shaded line
in the center of the plot is composed of the click probabilities (starting at pmax

0 and pmax
1 )

seen by Bob at different values of the channel transmittance T . Figure 5.9(b) shows values of
µ0 and µ1 obtained from the minimization to achieve the desired click probabilities. It can be
seen that for T > 0.25, the incurred QBER due to Eve’s optimal attack strategy never crosses

14Empirically speaking, the minimum QBER should incorporate lower contributions from double clicks which
(implicitly) implies using lower µ0 and µ1 values.
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0.07. Since Eve is also able to maintain the detection rates within 5% of Bob’s expected values,
this optimal strategy then yields her the complete key (assuming the intercept stage works
perfectly) without warning Bob or Alice, thus breaching the security of the QKD system.

A knee-jerk measure to prevent such an induction of detection efficiency mismatch (DEM)
and the ensuing faked-states attack is to abort the QKD protocol if the absolute value of the
temporal shift δt found in line length measurement (LLM) is higher than a certain threshold;
see figure 5.5. This could however lead to unnecessary alarms as even without Eve’s hack,
the temporal shift can sometimes be quite high; see figure 5.1(a). An effective measure is to
randomly modulate Bob’s phase to either 0 or π (instead of π/2) during LLM. This was also
proposed to ID Quantique [113].

An intuitive measure to counter DEM in general is to implement four state modulation
in Bob during the raw key exchange. The answer to “which detector clicks” then varies with
Bob’s modulation; see subsection 5.1.1. To elaborate, Bob assigns the bits as per the detection
outcome whenever he used ϕB = 0 or π/2 just like before, but flips them whenever ϕB = π or
3π/2. Unfortunately, this may be inadequate because Eve can learn about Bob’s modulation
(and hence, the bit-assignments) by means of a Trojan-horse attack. We cover such an attack
in chapter 7.

To conclude, we have investigated the security aspects of calibration of quantum crypto-
graphic devices. In particular, we show that the calibration must be carefully implemented,
otherwise it is prone to hacks that may strengthen existing (or create new) eavesdropping
strategies. A deeper connotation of this concerns the establishment of the quantum channel –
characterization of the channel and calibration of the QKD hardware are vital steps to ensure
the same, and must be incorporated in security proofs.



Chapter 6

Risks from detector
superlinearity

Constructing models to describe an observed phenomenon is a common practice in modern
physics. A model is a simplified version of an object or process under investigation in which
the physical properties are (often) represented by quantitative variables and equations [175].
The simplification, involving which aspects to consider and which to neglect, thus requires
making assumptions. For instance, various early security definitions used in theoretical QKD
models implicitly assumed Alice and Bob operating at asymptotic limits even though it is
obvious that a physical QKD implementation cannot exchange infinitely long keys. It was only
rather recently that the (in)security due to non-infinite length keys was investigated [88]. With
finite size effects gaining momentum in practical QKD studies [92, 176, 177], the first results
of the analyses have been appalling: perhaps all QKD implementations realized in the first
two decades since the inception of BB84 may have actually been insecure due to insufficient
length of the exchanged keys.

Assumptions in the construction of models for single-photon detectors deployed in QKD
systems have similarly caused numerous security loopholes in recent years [110,111,113–115,
146, 149, 151, 156]. A majority of these loopholes, as discussed in subsection 4.3.3, involved
remote-controlling the binary detection outcomes1 of threshold detectors. In this chapter,
we investigate an experimental effect in which photons impinging almost simultaneously on
a detector exhibit a larger probability of detection than the cumulative probability of the
same number of photons impinging individually. A practical QKD system equipped with
such superlinear threshold detectors may be prone to the risk of detector control attacks.
We discuss and quantify these risks; more specifically, we demonstrate that the detectors in
Clavis2-Bob are superlinear and devise an attack by generalizing the concepts of tailored
bright illumination control (see subsection 4.3.3). The work presented in this chapter has
been published as Ref. [114], where we considered two types of detectors – single photon
avalanche diodes (SPADs) and superconducting single photon detectors (SSPDs) – found to

1response is either a ‘click’ given > 1 photons at the input, or no click for 0 photons.
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exhibit superlinear characteristics. The work on the SSPDs was carried out by Lars Lydersen
and Vadim Makarov solely, so here we shall restrict ourselves to the results obtained only on
SPADs. Note that these are actually the detectors in Clavis2 (refer subsection 4.2.2).

6.1 Description of the vulnerability

In subsection 4.1.4, we discussed some aspects of threshold detectors2. The physical proper-
ties, such as the single-photon detection efficiency η and dark noise probability d, enabled
developing a simple model that described the total probability of detection by

ptot(k) = pph(k) + d− pph(k)× d (6.1)

with
pph(k) = 1− (1− η)k, (6.2)

if one assumes k photons impinging on the detector. In practice, since producing coherent
states is much easier than Fock states [116] (and we will also use the former for presenting
the experimental analysis in the next section), the above equation may be modified as

pphµ =

∞∑
k=0

µke−µ

k! pph(k) = 1− e−µη, (6.3)

where µ is the mean photon number of the coherent pulse impinging on the detector.
An assumption in the derivation of equation (6.2) or (6.3) is that excitations from indi-

vidual photons are equally likely3. This allows their contribution to be collected together –
typically yielding a macroscopic response, identifiable using classical methods. However, the
conversion of individual excitations into a macroscopic response in a practical photodetector
could occur in a different manner [178]. As a result, the observed probability of detection may
depart from the predictions of these equations. Depending on the detector characteristics, this
could happen for any photonic input, or for a specific photon number regime. Nonetheless,
whenever the observed probability is higher than the theoretically estimated value, the detector
is said to show a superlinear response.

To understand the vulnerability arising from superlinear behavior, let us assume an iden-
tical pair of detectors (installed in a QKD system) exhibiting an extreme superlinearity as
visualized in figure 6.1. For either detector, the observed detection probability jumps sharply
from ph = 0.0 to pf = 1.0 as the number of photons in an optical pulse impinging on the
detector changes from n 6 nh to n > nf . If nf < 2nh as well, Eve can attack the system with
the full power faked states (see subsection 4.3.3) having n = nf photons. Whenever the basis
of Bob matches that of Eve, the ‘correct’ detector in Bob clicks with probability pf = 1.0.
However, in the event of mismatch in the basis choice, each of the detectors see half power,
or n = nf/2 < nh photons, thus implying that neither of the detector pair clicks.

The ‘control via tailored bright illumination’ attack [110] discussed in subsection 4.3.3
indeed operates in the manner explained above and therefore, is based on an extreme form of

2from now on, a ‘detector’ shall imply a ‘threshold detector’, unless specified otherwise.
3Each of the k photons carries a probability 1− η to remain undetected.
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Figure 6.1: (Color online) The basic idea of superlinearity. All traces are shown merely for illustrative
purpose. The dashed-green trace is based on equation (6.2) and represents the case with no superlin-
earity. The dotted-blue trace on the other hand shows an extreme form of superlinearity: the detector
becomes superlinear for n > nesl and the detection probability saturates to 1.0 with a small increment
in the photon number. In comparison, the solid-red trace shows a moderate superlinear behavior: the
deviation from the dashed-green trace in the extreme case is markedly higher. The boundary where
such moderate superlinear effects manifest in practice (n > nmsl) depends on the actual detector
characteristics; nmsl ≈ 1 is also possible. f: full, h: half, e/msl: extreme/moderate superlinearity.

superlinearity. However, the superlinearity was (artificially) induced and exploited by means
of blinding the detectors with CW light and bright faked state pulses respectively. While such
an attack does allow Eve to eavesdrop on the entire key without Alice and Bob incurring any
quantum bit error rate (QBER), the total optical power entering Bob is in the 0.1− 1.0 mW
range. One may therefore argue that installing an ordinary powermeter at Bob’s entrance
could catch such an attack red-handedly.

On the other hand, a photon number regime in which a detector (naturally) shows a mod-
erate amount of superlinear behavior may allow faked states with much less power compared
to the bright light used in the tailored illumination. This makes it practically impossible to
catch the eavesdropper by using simple powermeters. On the flip side, a moderate amount of
superlinearity also renders the detector control imperfect. To understand this, we first note
that a moderate amount of superlinearity may be characterized by 1.0 > pf > ph > 0.0, i.e.,
the probability of detection4 at full[half] power may be non-unity[non-zero]. A faked-states
attack (FSA) as explained above then has two main implications:

• Whenever the basis used by Bob matches that of Eve, the ‘correct’ detector clicks with a
probability pf < 1.0. This implies that Eve’s faked state may be lost with a probability
1− pf translating to a lowered detection probability observed by Bob.

• Whenever the basis used by Bob does not match that of Eve, the probability of a click
in either detector is ph > 0.0. This implies that Eve’s faked state may sometimes cause

4For simplicity, we keep the aforementioned assumption that the pair of detectors are identical. In general
however, the detectors D0 and D1 will have different values of the half and full power probabilities, i.e.,
pf,0 6= pf,1 or ph,0 6= ph,1.
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the ‘incorrect’ detector to click, translating to an increase in the QBER. Furthermore,
the chances of double clicks5 increase.

A faked-states attack on moderately superlinear detectors thus has the following bittersweet
characteristic: the attack is harder to catch with obvious countermeasures such as installing
watchdog detectors at Bob’s entrance, however, it comes at the cost of an elevated δB and
QBER. With reference to the conditions in subsection 4.3.1 however, an eavesdropping at-
tempt may still be successful. In section 6.3, we shall discuss such a possibility by evaluating
the overall transmittance – which allows the calculation of δB in a straightforward manner
– and the incurred QBER as a function of the half and full power probabilities obtained
experimentally on the Clavis2 detectors.

6.2 Experiment

In this section, we describe the physical setup of the experiment for testing and quantifying
superlinearity. We first briefly explain the software programs that control Bob’s detectors and
are used for recording the data.

In addition to QKDMenu and QKDSequence (see subsection 4.2.3), the Clavis2 QKD system
software suite [28] contains the source codes of some application programmable interfaces
(APIs). One of these APIs called BobNoise allows tweaking various operating parameters of
the SPADs, such as the bias voltage (refer subsection 4.3.2), width of the gate voltages, etc.
One can also access physical parameters such as the number of clicks obtained in a certain
number of gates on executing this program.

6.2.1 Setup for probing superlinearity

Figure 6.2(a) shows the schematic of the setup built for probing the superlinearity of Bob’s
detectors by scanning inside the gates with varying photon numbers. For this purpose, we used
a short-pulsed coherent laser source (id300 from ID Quantique [15]), driven by an electronic
pulse & delay generator (PDG) [173]. Figure 6.2(b) shows the shape of the laser pulse.

The PDG was externally triggered using a ‘sync’ signal Vext(t) available on the Bob device
with a repetition rate of fR = 5MHz. The pulsed output from the PDG can be delayed6 w.r.t.
the external trigger in steps of 1 ps and the root mean square jitter of these pulses is 6 10 ps.
With these settings, we measured the average power Pavg at the laser output using an optical
powermeter. This allowed us to calculate the energy, and hence the mean photon number
µid300 = Pavgλ/ hcfR per pulse.

The laser was connected to the SPAD under test through a variable optical attenuator
which allowed us to control the mean photon number µ of the pulses impinging on the SPAD.
The BobNoise program was executed with all the factory settings except the gating frequency.
As explained in the next paragraph, it was reduced from 5MHz, or a gate every 200 ns, to

5which apart from leaving a possibly-identifiable signature of eavesdropping would also contribute to the
QBER with a 50% probability [174].

6in addition to the minimum but fixed insertion delay of ∼ 25 ns.
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Figure 6.2: Description of the setup used for probing superlinearity. a) A sync signal Vext(t) relative
to Bob’s clock is used for externally triggering the pulse & delay generator (PDG) which in turn drives
the laser source used for probing the superlinear features of the SPADs in Bob. b) Pulse shape of the
probe laser as measured on a 12.5 GHz sampling oscilloscope. c) Timing diagram of the synchronized
laser pulses scanning through the detection gate. The dotted gates are absent so the effective repetition
rate is ∼ 98.04 kHz. The probe pulse width w.r.t. to the gate width is not drawn to scale.

98.04 kHz, or a gate every 10.2 µs. The laser frequency was also changed to match7 this
reduced gating frequency. Both the laser pulses and the gates become synchronized to Bob’s
clock and with an appropriate delay, the laser pulse impinged on the SPAD when the gate
was activated; see figure 6.2(c). Changing this delay in small steps essentially allowed us to
scan the entire gate with the laser pulse. Ideally, given a fixed and known µ, one can obtain
the detection probabilities as a function of time and invert equation (6.3) to evaluate the
detection efficiencies η0(t) and η1(t).

The reduction of the gating frequency was dictated by the fact that the QKD system
applies a deadtime of 10 µs, or withdraws the application of 50 gates after a gate has expe-
rienced a detection click (refer subsection 4.2.2). Without this step, a stray click due to dark
noise in any of the 50 gates – represented by dotted lines in figure 6.2(c) – after a ‘probed’
gate (which may not always yield a click) would have caused a deadtime to encompass the
next probed gate. This would have unpredictably convoluted the effect of unwanted stray
clicks and desired photonic clicks leading to a wrong estimate of the detection probability,
and therefore, the detection efficiencies.

6.2.2 Results

We set the variable optical attenuator (VOA) to obtain a mean photon number µ ≈ 1 per
pulse. The resultant weak coherent pulses were made to temporally scan the detection gates
in steps of 20 ps (a 10 ns wide window with the gate roughly at its center was scanned). We
recorded the number of clicks nc and gates Ng in Bob at each step (or point in the window).

7this was attained by setting an additional delay of . 10.2 µs on the PDG.



90 6. Risks from detector superlinearity

The ratio nc/Ng at a given time t yields the click probabilities pphExp0 (t) and pphExp1 (t) for
D0 and D1, respectively. Each value was estimated by collecting statistics for 10 seconds, or
for approximately 106 gates at every step. We then calculated the detection efficiencies8 η0(t)
and η1(t) by inverting equation (6.3). Note these efficiency curves were also used in various
figures presented in sections 5.1 and 5.2 in the previous chapter.

We recorded this temporal variation of the click probabilities in either SPAD for several
values of the mean photon number by appropriately changing the VOA. Figure 6.3 shows
the click probabilities for µ = {10, 20, 40, 80} for D0 and D1. The theoretical click probability
p
phThr
j (t) = 1− e−µηj(t) is also plotted along with the experimentally obtained traces.

Discussion

With increasing value of µ, the discrepancies between the experimentally-obtained traces and
the theoretically-modelled prediction become more apparent. Also, as one moves along the
falling edge of the gate, the former is increasingly higher than the latter, i.e., the superlinearity
becomes even more pronounced (refer figure 6.1).

The phenomenon of superlinearity has not been thoroughly investigated and hence the
precise physics behind it is still a matter of research. In subsections 4.1.4 and 4.2.2 (in par-
ticular, through figures 4.5(a) and 4.9), we explained the functioning of Bob’s detectors that
comprise of gated mode SPADs and a threshold circuit. It was assumed that a single-photon
wavepacket hits the SPAD approximately in the middle of the gate and (with some probabil-
ity) gives rise to an avalanche that has sufficient time to spread through the junction of the
diode. Here we conjecture that multiple small avalanches result from the multiple photons in
the optical pulse probing the end of the gate. These avalanches may not get sufficient time
to spread, however they collectively provide more current – possibly by aiding each other –
than what would be obtained from mere addition of the individual avalanches. Therefore,
the total current has a higher chance of crossing the threshold of the comparator, translating
into larger click probabilities. This could be a possible explanation of the superlinearity of
single-photon avalanche diodes operating in a gated mode.

6.3 Evaluating the detector control attack

The superlinearity provides an opportunity for Eve to perform the faked-states attack (FSA)
explained on page 87 and control the detection outcomes in Bob. To obtain insight into
the ‘available’ superlinearity in a quantifiable manner, we also recorded the variation of the
detection probabilities9 as a function of µ by sending laser pulses of varying powers that
impinged on detector D0 at some fixed time t = t0 in the falling edge of the gate. Figure 6.4
plots this variation for t0 = 1.7 ns and also provides a comparison with the theoretically

8Since we expect superlinear effects to appear at higher values of µ >> 1, these efficiencies should be close
to the true single-photon efficiencies.

9As may be observed in figure 6.3, the probability curves p0(t) and p1(t) for D0 and D1, respectively, at a
given value of µ are quite similar. Considering the variation in either of the detectors suffices; we collected the
experimental data for D0.
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Figure 6.3: (Color online) Superlinearity of gated SPADs in Clavis2. The dashed line shows the
theoretically predicted probability according to equation (6.3). The detection efficiencies η0(t) and
η1(t) were determined for probe pulses with mean photon number µ = 1 (the efficiencies are themselves
not shown here; one may consult figure 5.1(c) in the previous chapter for the same). Probe pulses with
higher mean photon numbers expectedly reveal an increased superlinearity, especially in the falling
edge of the gate.
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Figure 6.4: (Color online) Quantifying superlinearity. a) Choosing a single time-instant t0 = 1.7 ns at
the falling edge of the gate (one may visualize a vertical line passing through the plots at time t = t0
in the left column of figure 6.3), the experimental probabilities of detection are plotted (solid-red line)
with the theoretical prediction (dashed-black line) while the mean photon number µ of the probe is
varied. We employed the same laser as in subsection 6.2.1 for this measurement.

predicted value according to equation (6.3). The superlinearity is already quite evident at
µ . 40; a 5MHz train of faked state pulses prepared with such mean photon numbers would
require an optical powermeter10 with the ability to measure below 5 pW. Note that this value
is more than 7 orders of magnitude below the power levels in the ‘control via tailored bright
illumination’ attack [110]. Currently, only state-of-the-art and fairly expensive powermeters
offer high-enough sensitivities to measure such low powers.

6.3.1 Satisfying transmittance and QBER constraints

It is clear that the usable superlinearity is a function of both the time t chosen by Eve to
attack and the mean photon number µ of her faked states. An ideal attack, the performance
of which depends on the usable superlinearity, should therefore simultaneously optimize t
and µ (among all other variables under Eve’s control) to ensure that Alice and Bob incur
the minimum-possible QBER. Additionally, the overall transmittance seen by Bob must be
maintained, i.e., the observed detection rate in Bob does not deviate significantly from the
expected detection rate.

However, that requires a laborious quantification of the superlinearity for a large range
of t and µ. Since our goal is to demonstrate a proof-of-principle FSA, we make the following
assumptions to simplify the attack evaluation:

1. Eve chooses an appropriate time t = tatt and fixes it for the attack, i.e., her faked
states arrive at Bob’s detectors at a fixed time.

10assumed to be hypothetically installed at Bob’s entrance at the 10% output of a 10/90 coupler. Since µ
is the mean photon number seen at Bob’s detectors, and the optical losses inside Clavis2-Bob are ∼ 3 dB, the
energy per pulse seen at the powermeter is ∼ 10−18 J.
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2. The fluctuations of the relative temporal separation of the detection gates (see subsec-
tion 5.1.1) are insignificant. Therefore, for a given t and µ, Eve always accesses the same
amount of superlinearity.

3. Eve’s detectors for intercepting and measuring states from Alice are noiseless and fully
efficient. Also, Eve always resends the same power µ = µatt to Bob regardless of the
measurement outcome.

4. Dark counts in both D0 and D1 are negligible. Double clicks, i.e., simultaneous clicks in
D0 and D1 are assigned a random bit, thereby contributing to the QBER with a 50%
probability [174].

With Clavis2 operating the BB84 protocol, whenever Eve’s faked state is prepared in the
correct basis, its full power causes a click in Dj with probability pf,j < 1, with j = {0, 1} being
the exact bit used in preparation of the faked state in that slot. Whenever Eve’s faked state is
prepared in the incorrect basis, its half power may result in a click in D0[D1] with probability
ph,0[1] > 0. The probability of Bob eventually registering the wrong bit j̃ (which leads to an
error) in that slot is ph,̃j − ph,̃jph,j/2. Here, j represents the logical-NOT of j̃ and the factor 2
arises due to the random assignment of double clicks to either bit j or j̃.

We assume all preparation and measurement events by Alice, Bob, or Eve are performed
in the Z or X basis11 with equal probabilities. One may then tabulate all possible events in
a manner similar to Table 5.1 in the previous chapter. Table 6.1 lists the events of interest12

assuming Alice prepared bit 0 in the Z basis. By expanding this table, one can compute the
overall transmittance Tov and the QBER q:

Tov =
pf,0 + pf,1 + 2

(
ph,0 + ph,1 − ph,0ph,1

)
4 and (6.4)

q =
ph,0 + ph,1 − ph,0ph,1

pf,0 + pf,1 + 2
(
ph,0 + ph,1 − ph,0ph,1

) (6.5)

This involves collecting together all the cases where Bob successfully obtains a detection event,
and amongst them, all events where Alice and Bob incur an error (due to Eve’s preparation in
the wrong basis). The quantity Tov denotes the transmission between Eve and Bob; however,
if the latter is not aware of the attack, then Tov is perceived as the overall probability of
detecting a single photon sent from Alice to Bob. To calculate this probability, note that
typical quantum channels connecting Alice and Bob are 5− 50 km long. The expected range
of the quantum channel transmission13 is then T = 0.05−0.75. With optical losses inside Bob
∼ 3 dB, or TBob ≈ 0.5, and SPAD quantum efficiencies η ≈ 0.10, the probability that a single
photon sent from Alice reaches Bob (without any manipulation by Eve) and is also detected
is 0.003 6 TTBobη 6 0.04.

11equivalent to the
⊕

or
⊗

basis, introduced in section 3.2.
12i.e., events that ultimately contribute to the key after sifting.
13calculated using equation (4.1) and attenuation coefficient α = 0.25 dB/km.
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→Eve→ Bob’s basis Clicked detector? Probability of detection
Z, 0 Z D0 pf,0

D1 0
D0∩D1 0
loss 1− pf,0

X, 0 Z D0 ph,0
(
1− ph,1

)
D1 ph,1

(
1− ph,0

)
D0∩D1 ph,0ph,1

loss 1−
(
ph,0 + ph,1 − ph,0ph,1

)
X, 1 Z D0 ph,0

(
1− ph,1

)
D1 ph,1

(
1− ph,0

)
D0∩D1 ph,0ph,1

loss 1−
(
ph,0 + ph,1 − ph,0ph,1

)
Table 6.1: Events in Bob and their probabilities due to Eve’s faked-states attack to exploit superlinear-
ity. Alice is assumed to have prepared bit 0 in the Z basis. The first column shows Eve’s basis choice
and bit (for preparing the faked state) that coincide with the basis employed and outcome obtained,
respectively, in measuring Alice’s state. All faked states have a mean photon number µ = µatt and are
dispatched by Eve to impinge on Bob’s detectors at time t = tatt (these parameters are not shown).
In the second column, since the events where Bob employs the X basis are eventually discarded in
sifting, only events with Z basis are shown. The third column shows Bob’s measurement outcome with
D0∩D1 denoting a double click event. The last column shows the corresponding click probabilities.
The result (→ Eve→≡ Z, 0) in the first row occurs twice as likely as the other two. The contribution
of dark counts is omitted in the analysis.

6.3.2 Results and countermeasures

As mentioned before, the superlinearity features observed in D0 and D1 are quite similar.
Considering the variation in only one of the detectors, i.e., employing pf = pf,0 ≈ pf,1 and
ph = ph,0 ≈ ph,1, one may simplify equations (6.4) and (6.5) as

Tov =
pf + 2ph − p2h

2 and (6.6)

q =
2ph − p2h

2pf + 4ph − 2p2h
(6.7)

For a perfect detector control attack [110], substituting pf = 1 and ph = 0 in these equations
yields an overall transmittance Tov = 0.5 (which is a well-known signature of the intercept
and resend attack) and a null QBER. However, the superlinearity actually quantified in Bob’s
SPADs, as shown in figure 6.4 for instance, is characterized by 1.0 > pf > ph > 0.0 which
would translate into Tov < 0.5 and q > 0. Eve therefore has to adjust the faked-states attack
(FSA) so that the conditions listed in subsection 4.3.1 are satisfied.

To elaborate Eve’s budget for the FSA, consider Alice and Bob connected by a ∼ 40 km
long fiber-optic link. Based on the analysis above, the expected overall transmittance value is
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Figure 6.5: (Color online) Attack performance while varying the strength of the faked states. a) Choos-
ing tatt ∼ 2.2 ns, the QBER and overall transmittance are plotted as functions of the mean photon
numbers µatt of the faked states. Note that increasing µatt does not simply translate into an enhanced
Tov due to the higher contribution from the detection probability at half power; refer equation (6.6).

0.005. In this scenario, if Eve mounts the FSA explained above by choosing tatt ≈ 2.2 ns and
µatt = 40 (which yields pf = 5.4×10−3 and ph = 8.9×10−4 from the data shown in figure 6.3),
Tov = 0.0038 and q = 0.124 are obtained from equations (6.6) and (6.7), respectively. These
values are marked in figure 6.5 by the red ellipse.

While the observed probability of detection in Bob is on the borderline, the QBER is
certainly higher than the abort threshold qabort ≈ 0.08 of Clavis2. Increasing µatt to 60
matches the overall transmittance (Tov = 0.0056) better with the expected value; however,
the incurred QBER would still make Alice and Bob abort the protocol. In fact, for the entire
range of µatt shown in this figure, it seems impossible to breach the security of Clavis2
according to the conditions listed in subsection 4.3.1. Nonetheless, there are a few methods
to improve the overall attack performance discussed below.

Discussion (improvements and limitations)

Eve’s main source of leverage is the fairly large range of the overall transmittance that Bob
considers valid (0.003 6 TTBobη 6 0.04, as outlined above). She can always place her in-
tercept[resend] unit near Alice[Bob] and use the optical loss of the quantum channel to her
benefit. In other words, pf < 1.0 is not extremely inimical to Eve. The fact that ph > 0.0, and
that the ratio pf/ph is rather modest renders the detector control imperfect and reduces Eve’s
leverage drastically. Figure 6.6 graphically depicts this situation through analytic contour di-
agrams of Tov and the QBER plotted as functions of pf and ph. The triangular region formed
by the white-dashed lines and the left border indicates that both the overall transmittance
and QBER constraints can be met for a large range of pf if the corresponding ph is sufficiently
low. The minimum ratio satisfying these requirements is pf/ph & 10, less than twice the value
we obtained (red ellipse in figure 6.5).

The superlinear features obtained in the SPADs, as described in subsection 6.2.2, used
‘rather wide’ laser pulses (width > 100 ps). While probing the superlinearity for tatt & 2.0 ns
(to obtain the data which was ultimately utilized for evaluating the attack performance in
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Figure 6.6: (Color online) Feasibility regions for faked-states attack exploiting superlinear behavior.
Analytic contour plots of the overall transmittance (left) and the QBER (right) based on equations
(6.6) and (6.7), respectively. From Eve’s perspective, a low[high] value of ph[pf ] is desirable. For
instance, given ph ∼ 0.02, pf < 0.002 would breach the security as the QBER is below the abort
threshold and the corresponding transmittance can be matched to Bob’s expectations (area inside the
triangle having the white-dotted lines as its two sides). The star indicates our current position (with
µatt = 40) as per the data shown in figure 6.3.

subsection 6.3.1), one may visualize that a wide laser pulse would cover both the superlinear
and linear regions of the gate. This would then blur the actual superlinearity. Conversely, the
superlinearity could be resolved better and its amount be enhanced further by using shorter
pulses (say in the sub-picoseconds regime). We conjecture14 Eve’s faked states prepared with
such narrow pulses would require lower values of µatt. This would result in relatively higher
pf values for the same value of ph as before as well as reduce the probability of double clicks.
Both these mechanisms aid Eve in bringing down the QBER incurred by Alice and Bob due
to the attack.

Secondly, since the incurred QBER values shown in figure 6.5 are actually not very far
from qabort ≈ 0.08 of Clavis2, the following arguments are also applicable concerning the
efficacy of the attack:

• In the future, if Clavis2 adopts a different classical postprocessing routine that may
afford a much higher QBER threshold (e.g., qabort ≈ 0.21 using the framework in
Ref. [179]) this attack will succeed.

• Eve may still breach the security by performing a partial attack in the current setting. To
elaborate, she attacks a fraction ξ < 1 of the traffic between Alice to Bob while letting
the remaining 1 − ξ pass undisturbed. In this manner, the overall QBER may reduce
just below the abort threshold. However, Eve’s correlations with the error-corrected key
(≈ ξ) before the privacy amplification step might still be high enough to violate the
third condition in subsection 4.3.1.

14Testing this conjecture requires an externally-triggerable narrow pulsed laser with repetition rates in the
∼ 100 kHz regime. Unfortunately, we could not access such a laser.
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Note that these arguments are general, i.e., they hold true for various kinds of attacks. In that
regard, we re-emphasize that our attack here may also apply, with suitable modifications, to
other kinds of QKD implementations (having superlinear detectors) as well as protocols apart
from BB84 and SARG04. In other words, even if the attack as-it-is does not seem to breach
the security of Clavis2, another QKD system could well be at risk. It is therefore vital that
security proofs be revised to bind the partial knowledge of the key attained by Eve due to the
superlinearity of detectors. Given such bounds, Alice and Bob can perform a higher amount
of privacy amplification to remove Eve’s knowledge.

Finally we note that errors originating from dark counts were not considered in equations
(6.6) and (6.7) for the overall transmittance and QBER, respectively. In actual settings, they
would add to the errors caused by the attack. This is equivalent to reducing the QBER abort
threshold. Even then, due to the aforementioned arguments, the risks of superlinearity cannot
be simply ruled out.

Countermeasures

We already mentioned that faked states meant to exploit superlinear response of the detectors
cannot be simply caught by installing an ordinary powermeter at Bob’s entrance. While state-
of-the-art powermeters might provide such ‘watchdog’ functionality, a hardware upgrade is
still necessary. This is an expensive and unwieldy measure which could inadvertently open
new loopholes or anyhow be (later) rendered ineffective by means of optical damage [180]. In
general therefore, one must keep hardware modifications as the last resort.

As mentioned in subsection 4.3.4, signatures of an attack with faked states (even with
fairly low mean photon numbers as demonstrated here) may be observed by collecting vari-
ous kinds of detection statistics [163]. Bob can simply warn Alice and abort the QKD protocol
in such cases. Another method is to use a ‘decoy’ like logic [102] but at the side of the state
measurement instead of state preparation. Based on a recent patent [37] filed by ID Quan-
tique, this could be implemented by randomly varying the activation time and/or width of
the detection gates. Optical pulses with even very low µ . 10, sent by Eve to exploit the su-
perlinear response, will be detected with a very high probability as they will arrive inside the
gate instead of the falling edge. Too frequent detections with wider gates should indicate sus-
picious activity to Bob. Yet another countermeasure is the so-called bit-mapped gating [154]
which was outlined in subsection 4.3.4 already.

As such, the security of QKD systems with arbitrary nonlinearities has been already inves-
tigated [181]. In Ref. [114], where we also published our findings on superlinearity, we discuss
how to nullify the vulnerability introduced by this imperfection based on the bounds derived
in this security proof. Assuming an arbitrary QKD system using single-photon detectors that
suffer from the worst-case superlinearity15, we show that the extraction of a secure key is still
possible if the quantum efficiency η of the detectors is sufficiently large. In such cases, a larger

15defined as follows: a single photon is detected with a non-unity probability (=efficiency η), while two
or more photons are detected with a probability of 1. This may be understood as a special case of extreme
superlinearity; refer figure 6.1.
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amount of privacy amplification facilitates confidentiality of the key obtained at the end of
the QKD protocol.



Chapter 7

The threat of Trojan-horse
attacks

Quantum key distribution (QKD) implementations consist of a miscellany of optic and op-
toelectronic components, such as beamsplitters, modulators, and detectors, as has been ex-
tensively elaborated in chapter 4. The practical behavior of these components may strongly
depend on the wavelength and brightness of the input light. For instance, the splitting ratio
of a beamsplitter changes from 50/50 at 1550 nm to 99/1 at 1470 nm [150]. A single-photon
avalanche diode, meant for detecting extremely low levels of light becomes completely blind
to single photons, when exposed to bright CW light [110].

A majority of QKD implementations (including the Clavis2 QKD system; see section 4.2)
are fiber-optical, i.e., different parts or components are connected together by fiber-optic
interfaces. In an idealized world, perfect transmission of light may be obtained through such
interfaces. But in reality, as light travels from one component to another, a non-zero percentage
of it gets reflected and scattered back. A change of refractive index (which may occur even
inside the body of a component) during propagation induces Fresnel reflection1, while density
fluctuations in the material of the optical fibers cause Rayleigh or Brilloun scattering [139].
A variation of the wavelength λ and/or the intensity I of a light field may result in the field
seeing a different refractive index and/or density fluctuation. Thus, the amount of reflection
and scattering is a function of λ and I of the input light field.

A bright pulse thus launched from the quantum channel into a QKD subsystem, i.e.,
either Alice or Bob, would encounter several reflection and scattering sites. A stream of
pulses – perhaps much less intense compared to the input pulse – can therefore be expected
to propagate back, or out of the subsystem towards the quantum channel. The properties and
functionality of a component inside Alice (or Bob) may thus be probed from the quantum
channel by sending in sufficiently-intense light and carefully analyzing the back-reflected light.
This forms the basis of a large pulse attack.

1or specular reflection, in case mirror like surfaces are present.
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The very first hint of such an attack was provided in Ref. [134]. An year later, the basic
ideas and applicability conditions for implementing a large pulse attack were extensively
investigated – in what may also be termed as the first ‘quantum hacking’ paper [182]. Apart
from reporting the results of the experimental analysis on back-reflections etc., this work also
proposed several realistic countermeasures. In 2006, these ideas were generalized under the
name of Trojan-horse attacks2 [153] and also experimentally investigated with a focus on the
plug-and-play architecture.

Nonetheless, such an attack has not yet been performed on a practical QKD implementa-
tion in real-time. Moreover, the feasibility and constraints (which help in analysing the threat)
of launching Trojan-horse attacks at different wavelengths has not been explored, especially
from an experimental perspective. In this chapter, we demonstrate an experimental setup
that executes a proof-of-principle attack on the Clavis2 QKD system3. We analyze various
constraints and problems in mounting a full attack on the system and develop an elaborate
attack strategy for realizing the three conditions in subsection 4.3.1. In the process, we also
discuss the results of our attempts to probe the behavior of components in the Clavis2 QKD
system at a variety of wavelengths. The aim behind this spectral insight exercise is to improve
the overall attack performance. The work presented in this chapter has contributed towards
two publications [183,184].

7.1 Basic concepts and ideas

As already mentioned, the dangers posed by Trojan-horse attacks [134, 153, 182] have been
known for more than a decade now. To understand how such attacks exactly pose a security
risk, let us consider the typical raw key exchange setting in Clavis2, described in detail in
subsection 4.2.3. Figure 7.1 shows the basic scheme and operation of the attack performed
remotely from the quantum channel. Eve places her eavesdropping setup consisting primarily
of three blocks: classical information extractor, Trojan-horse attack apparatus, and a multi-
plexer (MUX). Her objective is to know the value of ϕA (selected randomly from {0, π2 ,π,

3π
2 }

by Alice). For this, the sequence of steps carried out by Eve/Alice are listed below.

1. Eve taps4 into the quantum channel to get information about properties such as timing,
polarization, and power of the (legitimate) bright pulses going from Bob to Alice.

2. Based on the information gathered, the Trojan-horse attack apparatus generates pulses
at suitable wavelength and power, and multiplexes them to the legitimate traffic using
the MUX at an appropriate time.

2It is a bit unfortunate that the works on ‘large pulse attack’, as in Refs. [134] and [182], were not cited
in this article. And even though the term ‘Trojan horse’ does not exactly capture the essence of such type
of attacks, it has stuck in the recent years (perhaps because attacks with the same name exist in classical
cryptography). For consistency reasons, we will also use terms such as ‘Trojan-horse pulse’ from hereon.

3Refer subsection 4.3.1 for a (loose) definition of proof-of-principle attacks.
4A tapping ratio as low as 0.1% may suffice for Eve, i.e., more than 99% of Bob’s optical power travels to

Alice. Even otherwise, Eve can easily compensate the loss arising from her attack apparatus by replacing a
part of the quantum channel with a low-loss delay line.
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Figure 7.1: Basic schematic of a Trojan-horse attack on plug-and-play QKD. Eve is interested in
knowing the phase ϕA applied by Alice. The numbers inside parentheses indicate various stages of the
Trojan-horse attack in time. For the sake of clarity, only the most relevant components in Alice are
shown (more details in figure 4.8). MUX: multiplexer, FM: Faraday mirror, PM: phase modulator.

3. A train of slots, consisting of the pulse pairs from Bob each of which is followed by a
Trojan-horse pulse (THP) arrive in Alice.

4. Each THP traveling through the phase modulator (PM) acquires an imprint of the
relative phase applied by Alice between the two optical modes in that slot5.

5. Eve’s modes and Alice’s quantum signals get demultiplexed at the MUX. (a) The former
are directed to the attack apparatus where, by making an appropriate measurement,
Eve obtains information about the phase ϕA. (b) Alice’s quantum signals travel on the
low-loss delay line and are eventually detected in Bob in the usual way.

Based on Table 4.1, it can be easily observed that a successful knowledge of ϕA would imply
Eve knows both the secret bit and basis of Alice. Such an attack – at least in theory – also
does not introduce any kind of error that may be observed by Alice and Bob during the
classical postprocessing steps. In other words, Eve can simply eavesdrop on the entire key
without leaving any identifiable signature for Alice and Bob and the secret key distilled by
them at the end of the QKD protocol would therefore be completely insecure.

7.1.1 Back-reflections

A Trojan-horse attack essentially involves measurement of back-reflections to get any in-
formation that allows Eve to discern the (secret) bit encoded by Alice or Bob. Either the
Trojan-horse pulse and/or the back-reflected pulse of interest must probe the encoding de-
vice, i.e., pass through the device as and when it is activated. Although the above example
on phase encoding may seem rather specific, the basic principle remains the same: in case of

5Subsection 4.2.1 describes the technical details of the phase modulation in Alice.
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Figure 7.2: Close-up photograph of Clavis2-Alice. Various optic and opto-electronic components with
connectorized FC/APC ends are connected using mating sleeves.

polarization encoding, the probed device would be a polarizer or a Pockel cell [96, 118–120].
Furthermore, the applicability of the idea is quite general: the attack can not only be devised
against one-way QKD schemes6, but also break virtually any kind of QKD protocol.

The source of back-reflections could be mirror-like surfaces (reflectance R . 100%) present
in the QKD subsystem, as also shown in the above example. Fiber-optic interfaces also lead to
a Fresnel reflection. Such interfaces could be open, e.g., the glass-air interface of the unused
port of a fiber coupler (R . 4%). For closed interfaces, such as that between the ends of
two fiber patchcords connected together inside a mating sleeve, back-reflections are usually a
nuisance (as they imply a loss of transmission) and are therefore minimized by polishing the
connectors and/or applying anti reflection (AR) coatings. Due to these steps, R < 0.01% are
typically obtained.

Using connectorized components makes a fiber-optical system modular, significantly en-
hancing convenience and efficacy: components can be easily plugged in and out, or replaced, if
& when required, without difficulty. Not surprisingly, a majority of the components in Clavis2,
as shown in figure 7.2 for Alice, are connected using flat or angled physical contact (FC/PC
or FC/APC) connectors. The actual interfacing is achieved by usage of mating sleeves. The
manufacturing quality of both the connectors and the sleeves, (a lack of) regular cleaning and
maintenance, and the alignment of connectors into a mating sleeve could have a significant
impact on optical properties such as insertion loss and reflectance: the operational values
of reflectance are 0.001% < R < 1%, as may be construed from figure 11 in Ref. [182] and
as we shall elaborate further in subsection 7.2.1. In context of Trojan-horse attacks, a high

6and actually in much simpler way as the timing constraints are relaxed.
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reflectance, either by design or by accident7, could have dangerous implications for security
of a QKD system.

7.1.2 Avoiding discovery

Eve’s chances of mounting a successful Trojan-horse attack implicitly require her to avoid
being discovered by Alice and Bob during the attack. Referring to the above example, an
attack on Alice does not increase the QBER incurred by the legitimate parties at the end of
the protocol. Due to this reason, a monitoring device installed at Alice’s entrance, using an
asymmetric coupler as shown by figure 4.12, is vital. Such a device, usually implemented by
a suitable detector (or an array of detectors) measuring different parameters of an incoming
signal, is supposed to raise an alarm whenever certain pre-characterized thresholds are crossed.
For instance, one can see that the THPs added by Eve in step 3 of figure 7.1 would noticeably
increase the signal of the monitoring device. In such a case, Alice can warn Bob over the
authenticated classical channel and abort the QKD protocol.

The question8 that arises is, “Can Eve somehow fool the monitoring device and escape
from being detected?” One direction in which the answer to this question may be explored
concerns the spectral sensitivity of the classical detector that makes up the monitoring device.
To elaborate with a simple and fictitious example, let us assume a wavelength λE (in the
visible or near infra red regime) at which the detector has a negligible spectral sensitivity,
e.g., the responsivity ρ(λE) < 10−4A/W. Also, assume the minimum operating dark current
of the detector is ID ∼ 10 nA. If Eve sends a Trojan-horse pulse prepared at λE with a peak
power PE ∼ 100µW (as seen at Alice’s entrance), the maximum resultant photocurrent in
the classical detector is IP 6 ρ(λE) × PE = 10 nA, which is the same value as ID. In other
words, the monitor’s response to the Trojan-horse pulse may get buried in the electronic noise,
allowing Eve to stay concealed.

7.1.3 Photon budget and measurement

However, before Eve concludes λE to be the perfect wavelength for the attack, she needs to
analyze the limits on her photon budget and expected success probability in discernment of
Alice’s bit while measuring the back-reflections. For this, she needs to know how the optical
properties, such as reflectance and insertion loss, of different components (through which the
light propagates) vary with the wavelength.

Insertion losses from different components multiply: a pulse, originally containing a few
millions of photons at the input, may eventually be left with just a handful of them. To
elaborate using the example discussed above, let the total insertion loss (seen at λE) from
Alice’s entrance to the Faraday mirror be ∼ 30 dB. A Trojan-horse pulse with peak power
PE ∼ 100µW at Alice’s entrance undergoes a total loss of 60 dB due to the double pass through
Alice. Even assuming a 100% reflection at the Faraday mirror, the back-reflected pulse that

7e.g., the Faraday mirror that plays a crucial role in the attack shown in figure 7.1 is a part of the QKD
system by design. On the other hand, an AR coating at λ ∼ 1550 nm on a fiber tip could accidentally result in
a high R for a non-standard/different wavelength.

8currently being investigated by Vadim Makarov’s group at IQC Waterloo.
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Figure 7.3: (Color online) Measurement phase in Trojan-horse attack on BB84. a) The state of a back-
reflected pulse may be characterized by an amplitude |α| and the phase imprint ϕE which depends on λE
and relative phase ϕA. If λE 6= 1550 nm, ϕE 6= ϕA in general, and as also shown; refer subsection 4.2.1
for more. b) Eve prepares a local oscillator (LO) which is suitably mode matched to the back-reflected
signal (Sig) arriving back from Alice over the quantum channel. The difference current Idiff at the
homodyne output may be analyzed to perform the discernment of Alice’s bit encodings.

later reaches Eve’s apparatus has a peak power of < 0.1 nW. To translate this into mean
photon numbers (which facilitate deciding the photon budget), let us assume hypothetically
the pulsewidth is τE = 10 ns and λE = 1000 nm. The mean photon number of the Trojan-horse
pulse at Alice’s entrance is µE ≈ PEτEλE/ hc = 5×106 and a 60 dB loss then implies the back-
reflected pulse reaching Eve will have less than 5 photons on average for the measurement.

If Eve uses a coherent laser operating at wavelength λE to prepare the Trojan-horse
pulses, the state of light in a back-reflected pulse can be approximated by a weak coherent
state. Denoting this state by |α〉, the value of its phase ϕE = Arg(α) (relative to some
reference held by Eve) depends on λE and the phase modulation in Alice. The latter is selected
randomly from one of four values ϕA = {0, π2 ,π,

3π
2 } by applying a specified voltage on the

PM (described in more detail in subsection 4.2.1). Figure 7.3(a) illustrates a hypothetical
phase space configuration of the states corresponding to the four modulator settings in Alice.
If λE ≈ 1550 nm, the four states would lie with their centers on the x and p axes. For a
different wavelength however, the response of the phase modulator also differs, and would
imply non-rectilinear angles between the weak coherent states, as also illustrated.

The basic objective before Eve then is to discriminate between weak coherent states of
roughly the same amplitude but different phase. This is a well-known problem in quantum
optics, tackled typically by means of homodyne detection which was introduced in subsec-
tion 4.1.4. For this, Eve maintains a reference from the time of sending the Trojan-horse
pulse towards Alice until the corresponding back-reflected pulse arrives back (step 2 to 5 in
figure 7.1). The delayed phase reference, acting as the local oscillator (LO), interferes with
the signal (Sig) as shown in figure 7.3(b).

To summarize, the choice of λE not only plays a crucial role in determining Eve’s photon
budget, but also, the success probability during the measurement of the back-reflected pulse.
And this must be achieved while avoiding detection by the monitoring device.

7.1.4 Vulnerability in SARG04

So far, all our discussions of the attack focused on Alice. This is because a Trojan-horse
attack on Bob does not pose any problem if one considers only the BB84 protocol. Through
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the attack, Eve can only learn the bit used by Bob to select a basis for measuring Alice’s
states; this choice is nevertheless publicly disclosed during the basis reconciliation stage; see
subsection 3.3.3 for more. Eve learns nothing about the bits (given by the detection outcomes)
that eventually make the raw key, and later the secret key.

In that subsection, we also introduced the Scarani-Acín-Ribordy-Gisin 2004 (SARG04)
protocol [29,70] in which the secret bit is given by Bob’s basis choice. In other words, if Alice
and Bob are operating the SARG04 protocol and if Eve sneakily reads Bob’s phase modulator
settings (ϕB = 0 or π/2) via a Trojan-horse attack, then she could break the security of the
system. Note that SARG04 offers an advantage for QKD systems (such as Clavis2, which
indeed also operates BB84 and SARG04) employing attenuated laser sources as explained in
subsection 3.4.2.

An attack-prevention mechanism in the form of a monitoring device cannot be adopted in
Bob without some compromises. In both one-way and two-way discrete-variable QKD schemes
(description given in section 4.1), Bob detects extremely low levels of light coming from the
quantum channel using his single-photon detectors. A passive coupler – required for routing
a portion of the incoming light to the monitoring device – at Bob’s entrance would imply an
overall loss and reduction of the secret key rate. Also, selecting a classical detector suitable for
an effective protection against Trojan-horse attacks is in general a challenging task, as hinted
in subsection 7.1.2. Moreover, implementing such a measure necessitates a major hardware
modification in all existing QKD setups which is generally avoided.

7.1.5 The preprocessing bug

In subsection 3.4.3 we introduced the idea of preprocessing: a classical step performed (usually
by Alice) before error correction in the course of operating the QKD protocol to improve the
overall performance [70, 82, 93]. For instance, an optimal amount of bitwise preprocessing in
BB84 allows elevating the lower QBER threshold QL from 0.110 to 0.125 (see Table 3.4).
Consequently, a raw key exchange on a noisy quantum channel in which Alice and Bob incur
a QBER 0.11 < q < 0.125 still gives them the possibility to extract a positive secret key
fraction if they employ preprocessing [82].

Indicating the degree of bitwise preprocessing by a variable y, figure 7.4 plots IestE =

I(A : E), or Eve’s mutual information with Alice, estimated for the SARG04 protocol. The
derivation of I(A : E), explained in Ref. [70] (equation (88) therein), considers incoherent
eavesdropping strategies applicable against SARG04 when Alice employs an attenuated laser
instead of a single-photon source. These strategies include photon number splitting (PNS)
attacks, intercept and resend attack (IRA), unitary interaction, or blocking the photons. Both
PNS and IRA were explained in detail in subsection 3.4.2. The former, being a ‘zero-error’
attack [13], also plays the main role in optimization of Eve’s attack performance.

From the graphs in figure 7.4, it is clear that IestE can be lowered if y is increased at any
channel transmittance T . This is natural because both Bob and Eve are unaware of Alice’s
preprocessing. Nonetheless, the quantity of interest to Alice and Bob at the conclusion of the
protocol is not just IestE , but also the achievable secret key fraction. To maximize this quantity,



106 7. The threat of Trojan-horse attacks

y=0.0

y=0.5

channel transmittance, T

Ies
t

E

co
rr

el
at

io
n
s 

w
it

h
 t

h
e

er
ro

r-
co

rr
ec

te
d
 k

ey
,

0.30 0.25 0.20 0.15 0.10 0.05

0.1

0.2

0.3

0.4

0.5

y=0.1

y=0.4

y=0.3
y=0.2

Figure 7.4: (Color online) Effects of preprocessing in prepare-and-measure SARG04. The plots show
the estimated amount of correlations of Eve with the error-corrected key of Alice and Bob as a function
of the transmittance T of the quantum channel during the operation of SARG04. The variable y denotes
the degree of preprocessing performed by Alice with y = 0.0[0.5] implying no[maximum] preprocessing;
a value of y = 0.2 implies that Alice flips one-fifth of her initial bits. The curves are based on the
numerical evaluation of equation (88) in Ref. [70]. In the calculation of these graphs, a mean photon
number µA = 2

√
T is used (details in the text). Bob detects the photons with a pair of single-photon

detectors having η = 0.15 as their efficiencies and d = 10−5 as the dark noise probabilities.

a numerical optimization performed over Eve’s strategy and Alice’s parameters9 shows that
preprocessing aids Alice and Bob only for T < 0.05 [70]. To elaborate, if Alice and Bob employ
preprocessing, the chances of extracting a secret key at the end of the protocol improve only
in cases where the quantum channel is quite lossy. Outside this range, i.e., for T > 0.05, the
maximum secret key fraction is independent of preprocessing.

It may therefore appear that preprocessing in SARG04 is innocuous – keeping it enabled
or disabled does not make any difference. Even Ref. [70] does nowhere state that preprocessing
must be avoided, i.e., y must be 0.0, in regimes where it does not offer any advantage. Since
security proofs, such as those in Refs. [70] and [82], generally consider attacks that maximize
I(A : E) instead of I(B : E), an accidentally-enabled preprocessing by Alice would be providing
only a false sense of security if Eve attacks Bob via a Trojan-horse attack. This is because
the actual information IactE gained by Eve through the attack would scale in the same manner
with y as the mutual information between Alice and Bob – contrary to the very fundamental
idea of preprocessing. The possibility that IactE surpasses IestE (see subsection 4.3.1) at some
degree of preprocessing y > 0.0 becomes higher than at y = 0.0.

7.1.6 The problem of afterpulsing

Nonetheless, attacking Bob instead of Alice, even without any monitoring device, is not as
simple as it may seem. Firstly, there is no obvious source of a high reflection, such as the
Faraday mirror in Alice. Secondly, it is rather inevitable that the bright Trojan-horse pulses
of Eve, which would follow the same path as that taken by the legitimate quantum signals
and therefore also impinge upon Bob’s single-photon detectors (SPDs), would excite these

9For instance, the optimal value for the mean photon number µA = 2
√
T of Alice’s quantum signals is

obtained via this numerical optimization.
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detectors in an unusual manner that makes Bob suspicious. In other words, the SPDs play
the additional role of a monitoring device.

In case of Clavis2-Bob, the detection is implemented using single-photon avalanche diodes
(SPADs) that are known to suffer from the problem of afterpulsing [140–142]. We described
this problem in detail in subsection 4.2.2, where we also mentioned that bright optical pulses10

impinging on the SPAD can cause the filling of the carrier traps and therefore lead to after-
pulses. The main impact of these afterpulses is an increase in the amount of spurious clicks in
the detector: for a QKD system equipped with SPADs, this would imply uncorrelated clicks
leading to a higher-than-expected QBER.

The afterpulsing behavior from a bright pulse impinging upon a SPAD a few ns after the
activation of the gate can be modelled using double exponentially-decaying functions having
probability amplitudes Aij and decay constants τij (for i = [1, 2], refer equation (4.8) as
an example). In Table 4.2, we listed numerical values of these parameters for the SPADs in
Clavis2 that provide a match with such a model, experimentally determined in Ref. [115] for
a bright pulse at a wavelength of ∼ 1550 nm.

The propensity of carrier traps to get populated and cause afterpulsing is likely to vary
with the wavelength of the bright pulse. It is then possible that at a wavelength different from
1550 nm, Aij and/or τij are significantly lesser and lead to smaller afterpulsing probabilities.
Eve may then try reading the state of Bob’s PM with Trojan-horse pulses at this wavelength
while keeping the increment in QBER low enough to avoid being caught. Alternatively, the
trapped charges may be photoionized through sub-band energy illumination, as in, by adding
light at a wavelength that is sufficiently-long to avoid resulting in avalanches, and sufficiently-
intense to depopulate the traps to reduce afterpulsing [185].

7.2 Experiment

To summarize the discussion in the previous section and thereby motivate the tasks for this
section, Eve’s photon budget in a Trojan-horse attack on Bob (while he performs a key
exchange with Alice using the SARG04 protocol) must be optimal: it must enable Eve to
make successful measurements on the back-reflected pulses without Alice and Bob incurring
a QBER that crosses the abort threshold of the QKD system. The quest of finding a suitable
wavelength λE to achieve these objectives may be broken up into trying to find wavelength
regime(s) in which

• the back-reflection level seen from the quantum channel (depending on the reflectance
from some interface inside Bob and the insertion loss in the double pass through the
device) is not too low, and/or

• the probability of afterpulsing in Bob’s SPADs is low11.
10used in the preparation of faked states, such as in the after-gate attack [115], or for Trojan-horse pulses as in

the attack we describe here. The problem of afterpulsing due to Eve’s attacks was as such already conjectured
in Ref. [160].

11compared to say the characterized values at ∼ 1550 nm (see figure 4.10).
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Figure 7.5: (Color online) Simplified schematic of Clavis2-Bob. Various optic and optoelectronic com-
ponents are connected with fibers (solid-orange lines) using FC/PC connectors, denoted here by the
small black rectangular blocks. The polarizing beamsplitter (PBS), 50/50 beamsplitter, and circulator
form a composite assembly in which light propagates in free space (dotted-orange line). The actual
length of the short arm is just a few cms while that of the long arm is around 10m.

In the subsections below, we describe a few experiments and their results to obtain a ‘spectral
insight’ into the behavior and functionality of Bob. Figure 7.5 shows the optical scheme of
Bob, a slightly more realistic yet simplified version of the one shown in figure 4.7.

7.2.1 Characterizing back-reflections

Reflectometry refers to the techniques for characterizing reflections of an optical system. The
basic principle is to send light into the system and examine the scattered/reflected response12.
Reflectometry is a useful tool in optical communication engineering: given an unknown fiber-
optic line, a reflectometer may be used for estimating its length, attenuation, inferring the
location of distant faults, etc. [139,186,187].

OTDR measurements

Optical time domain reflectometry (OTDR) is the most well-known and standard approach to
reflectometry [186,187]. It has already been proposed as a tool to characterize QKD systems
in the context of Trojan-horse attacks [153,182]. In OTDR, a narrow optical pulse is launched
into the device under test. As this pulse propagates, it encounters reflection or scattering
sites due to which a variable number of photons return back to the OTDR device at different
times. The arrival of these photons is recorded by a detector and a time trace is obtained.

The device under test for us is Clavis2-Bob; one can observe several interfaces in figure 7.5
which could result in measurable back-reflections. Furthermore, the asymmetric interferometer
(indicated by the short and long arm labels) implies multiple possibilities for both input
and back-reflected pulses. To elaborate, there are two different paths traversable in either
directions for the OTDR pulse arriving into Bob, and the reflection13 departing towards the
quantum channel. Reflections varying in time and amplitude were measured using an OTDR

12It is not surprising that the basic operation of a Trojan-horse attack – introduced at the beginning of this
chapter – shares the same principle. In fact, with some modifications, a reflectometer may be converted into a
‘plug and play’ Trojan-horse eavesdropping device.

13arising from an interface located after the 50/50 BS, as seen from Bob’s entrance.
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Clavis2: at 806 nm and 1550 nm on one sample, at 1310 nm on another. PM: phase modulator, D0
and D1: detectors; PBS-BS-C: optical assembly of polarizing beamsplitter, 50/50 beamsplitter, and
circulator. OTDR system used: Opto-Electronics modular picosecond fiber-optic system.

device at three different wavelengths: 806 nm, 1310 nm and 1550 nm. Figure 7.6 illustrates
these ‘reflection maps’ of the system.

Due to the polarizing beamsplitter at Bob’s entrance, the back-reflection levels are strongly
dependent on the polarization of the probe light (from the OTDR). Since the objective of
the attack is to read the state of the phase modulator (PM), the reflection from the closest
FC/PC connector of the PM (port 6 in figure 7.5 or the star-like shape in figure 7.6) offers
the most advantage to Eve14. During the measurements, the OTDR pulse polarization was
set so that the power through the long arm of Bob was maximized.

In subsection 7.2.3, we discuss the OTDR measurements in more detail while describing
a proof-of-principle attack to read the state of Bob’s PM. For now, one may see that the

14In general, the reflection levels of a connector was found to depend significantly (maximum variation could
be ∼ 3 dB) on the cleanliness of the connector and the mating sleeve.
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back-reflection level from port 6 is around −57 dB at 1550 nm and 1310 nm. This implies that
by sending a Trojan-horse pulse at λE ≈ 1550 nm or 1310 nm with a mean photon number
µE→B = 106 into Bob, Eve would get a back-reflected pulse with mean photon number
µB→E ≈ 2.0, i.e., have just two photons on average to measure and guess Bob’s modulation.

At λE = 806 nm, the back-reflection level of −100 dB implies that Eve would need much
brighter pulses; for example, with µE→B & 1010, she would obtain just a single photon carrying
the information about Bob’s modulation. Although this specific result is clearly not in favour
of Eve, the possibility of the existence of a wavelength that allows Eve to relax her photon
budget (in comparison to that at λE ≈ 1550 nm) cannot be ruled out. To find this ‘golden’
wavelength however, one would ideally need to perform individual OTDR measurements over
a large spectral range. Apart from the fact that identifying such a range is quite difficult, such
a characterization requires an OTDR system with a tunable source and a sensitive (over the
range to be investigated) detector. This may quite difficult in practice.

Supercontinuum measurements

Nonetheless, one can perhaps perform some simple measurements using broadband light and
an optical spectrum analyzer (OSA). We have analyzed the spectral behavior of a variety
of optical devices, ranging from two frequently-used components15 used in practical QKD
implementations to a complete QKD subsystem [184]. Here we present the results of only
the latter. To elaborate, we examined the spectral behavior of Clavis2-Bob (with a focus
on the PM) by means of some simple ‘reflection and transmission’ measurements using a
supercontinuum source [188,189]. For this purpose, we pumped a solid core photonic crystal
fiber [190] at a wavelength of 1064 nm to produce the supercontinuum: coherent light with
a broad optical spectrum stretching from below 600 nm to above 1700 nm. Figure 7.7(a)
shows the supercontinuum as measured on the OSA. Except the dip around 1400 nm, which
is typical for glass fibers due to infrared absorption, the supercontinuum is > 30 dB above
the noise floor of the OSA in the 1000− 1650 nm range.

We inserted this broadband output into Bob via a pre-characterized 2 × 1 coupler. The
reflection traces were obtained by plugging the other input port of the coupler into the OSA
set to acquire over its entire scannable range at the highest possible resolution. The objective
was to locate any accidental peaks in the reflection traces that could arise from, for instance,
an anti reflection (AR) coating. Figure 7.7(a) also shows the absolute back-reflection measure-
ment traces with Bob as a complete system. In one case the PM was additionally disconnected
at the FC/PC connector (star-like shape in figure 7.6). Figure 7.7(b) shows the same traces
as before but in a relative sense to aid easier comparison16. The traces until 1064 nm are
intentionally blanked out since it may be construed (from the absolute traces) that the cor-
responding reflections are buried in noise floor of the OSA. Figure 7.7(c) shows the relative
transmission traces also for two cases: from Bob’s entrance to the input FC/PC connector of
Bob’s PM and through the PM, temporarily unplugged from the rest of Bob for the measure-
ment. Upon examining all these traces, i.e., the spectral behavior of the system as a whole

15a circulator and three different isolators, to be precise. See Ref. [184] for more.
16We controlled the polarization to maximize the power seen at the FC/PC connector.
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Figure 7.7: (Color online) Reflection and transmission traces obtained with bright supercontinuum.
a) The broadband output (black trace) from the supercontinuum source exhibits saturation near the
pump wavelength of 1064 nm. The sum total of the reflected light coming out of Bob (red trace)
shows a perceptible variation when the FC/PC connector after Bob’s PM is opened (blue trace). b)
Relative traces, obtained by subtracting the black trace from the red and blue traces in a), allow easier
comparison. E.g., at 1550 nm, the ∼ 8 dB rise in the reflection (blue trace, compared to red trace) can be
attributed to the Fresnel reflection from the connector. c) Relative transmission measurements mainly
highlight the effects of absorption until and inside Bob’s PM. OSA model: AQ6317B from Anritsu.

and the PM in particular, no reflection peaks or transmission dips of interest (for mounting
a Trojan-horse attack) can be found.

7.2.2 Spectral response of the SPADs

In subsection 7.1.6, we conjectured that the afterpulsing probability at wavelengths far from
1550 nm may be much lesser, providing Eve an opportunity to implement a successful Trojan-
horse attack on Bob. In order to verify this conjecture, one should ideally – just like for the
OTDR measurements – characterize the afterpulsing probabilities using bright pulses of many
different colours. This however is also rather cumbersome since it requires a large number of
laser sources operating at different wavelengths (or a tunable source with specifications that
we shall show are generally hard to meet). Moreover, as characterized in the after-gate attack,
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Figure 7.8: (Color online) Idler output spectrum with set wavelength as 1720nm. An optical parametric
oscillator (OPO) was pumped at ∼ 800 nm and configured to emit light at 1720 nm at the idler port (the
corresponding signal beam was produced at 1531 nm). The purple trace shows the output as measured
on an OSA while the black trace shows the noise floor. OPO used: OPAL from Spectra-Physics.

the afterpulsing probability is minimum when bright pulses impinge upon the SPAD a few
ns after the activation of the gate. This requires the laser sources to emit narrow pulses that
can also be synchronized to the SPADs17.

An SPAD, optimized to detect photons at ∼ 1550 nm, would display a cut-off wavelength
λc > 1550 nm because a photon at λ beyond λc would not have sufficient energy to cross the
bandgap [139,178]. A lower spectral sensitivity may be seen as a potential indicator of lower
afterpulsing: if the SPAD response at a wavelength far from 1550 nm is characterized by much
smaller detection probabilities inside the gate, then the SPAD might prove to be less prone
to afterpulses created outside the gate.

Based on this premise, we tried to measure the sensitivity of Bob’s SPADs in the 1700−
1800 nm range, i.e., at wavelengths likely to be above λc by using the idler beam output from
an optical parametric oscillator (OPO). The OPO could be scanned and configured to emit
the idler at some desired wavelength in the 1680− 2000 nm range.

Unfortunately, the idler output as observed on the OSA and shown in figure 7.8 (with
the set wavelength as 1720 nm) could hardly be described monochromatic: we noticed spu-
rious/unwanted radiation which was not only spectrally continuous but encompassed almost
the entire 800 − 1800 nm range. This ad-mixture of radiation at several wavelengths (apart
from the desired wavelength) is due to a variety of nonlinear processes happening inside the
OPO crystal. Since the coatings of the optics and alignment of the OPO cavity are optimized
only for signal beam propagation, most of the unwanted radiation, e.g., the depleted pump,
leaking into the idler beam path is not extinguished.

If this idler beam is to be employed as a source to measure the SPAD sensitivity at
several individual wavelengths, a tunable filter is necessitated. To achieve this, we used a

17which basically implies that the laser source[output] be driven[controlled] externally at repetition rates
that are sub-multiples of the gating frequency fR = 5MHz in Bob.
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Figure 7.9: (Color online) Schematic of the setup for measuring the spectral sensitivity of Bob’s SPADs
in 1700−1800nm range. The idler beam from the OPO was coupled into a single mode fiber (SMF) and
directed into the OSA for calibration purpose via the 50/50 splitter. The other output of the splitter
was outcoupled at FC2 in free space (dashed line) and directed into the monochromator via M1 and
M2. Using broadband achromatic waveplates, the polarization of the beam was adjusted to maximize
the transmission through the monochromator. The grating angle could be electronically controlled to
set a wavelength of choice. The filtered light at the set wavelength was recoupled into another SMF
at port 3 and could be observed on the OSA (see figure 7.10). At each set wavelength, the response of
the SPAD was measured for different powers by changing the position of the neutral density filter in
the idler beam. Monochromator model: SpectraPro-275 from Acton Research. OSA: AQ6317B from
Anritsu. Various other acronyms are shown in the top-left and bottom-right corners of the figure.

monochromator which could be electronically controlled to filter out a specific wavelength of
interest. Figure 7.9 shows and explains the scheme of the experimental setup used for this
purpose while figure 7.10 shows the result obtained for three arbitrarily-chosen wavelength
settings at the OPO and the monochromator. The offset between the calibrated wavelength
of the OSA and the wavelength set through the monochromator controller was found to be
constant across the regime of interest (1600− 1800 nm) and small enough to be neglected.

As depicted in figure 7.9, the filtered output was split using an asymmetric coupler. The
insertion losses of this coupler were separately characterized as a function of wavelength
before. The portion of light impinging upon the SPAD was < 1% while the . 99% portion
was measured by a powermeter equipped with a sensor capable of reading as low as 1[10] nW
of light until 1700[1800] nm. Based on the reading at port 5, the average power P4 impinging
on the SPAD at port 4 could be estimated. Also, by inserting a neutral density filter in the
idler beam path, P4 could be varied.

The gating frequency of the SPADs was reduced to ∼ 98.04 kHz (see subsection 6.2.1 for
the reasons). Note that the OPO is not, or rather, cannot be synchronized to the SPAD gates.
Also, since it operates at a repetition rate of ∼ 82MHz which is much higher than the gating
frequency, one may assume the SPAD connected at port 4 sees the input light as quasi-CW
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Figure 7.10: (Color online) Filtered idler output through the monochromator. The linewidth of the
filtered spectrum is controlled by the width of the output slit S2 of the monochromator (see figure 7.9),
here set as a) 0.7mm. b) and 0.3mm for three different wavelengths, indicated inside the figure.

essentially. For a given wavelength λ filtered by the monochromator, a mean photon number
µ = τgλP4/ hc is seen inside a gate. Here τg ≈ 2.5 ns denotes the full width at half maximum
value of the gate.

With the setup connected to one of the detectors in Bob, we recorded the number of clicks
nc and number of gates Ng (similar procedure as discussed in subsection 6.2.2) to evaluate
the total detection probability

ptot = nc/Ng = d+ pphµ (1− d) , (7.1)

where d is the dark count probability (known value), and pphµ = 1 − e−µη(λ) is the photonic
detection probability. The spectral sensitivity η(λ) of the SPAD can therefore be obtained by
inverting the above equation.

Figure 7.11(b) shows the results of our measurements and calculations (both SPADs had
an almost similar spectral response, so we show the results for only one of them). In comparison
to their response at 1550 nm, where η ≈ 0.1 is a typical value as shown in figure 7.11(a), the
SPADs are indeed much less spectrally sensitive in the tested regime. At λ ∼ 1720 nm, the
efficiency η ≈ 0.05 × 10−3 indicates that it would be worth trying to measure the actual
afterpulsing response at this wavelength18.

In this regard, we made several efforts to obtain a suitable laser for measuring the after-
pulse response (criteria listed at the beginning of this subsection). However, we have not been
able to procure such a light source as the commercial viability in this wavelength regime is
rather low presently.

7.2.3 Performing the phase readout

The basic plan for remotely reading the phase modulation applied by Bob can be made by
merely using the reflection maps shown in figure 7.6. This is because the temporal distribution

18Insertion losses through fiber-optic components at λ ∼ 1720 nm are also much higher compared to 1550 nm
(and increase further for longer wavelengths). Eve would then need to send more energetic pulses into Bob,
possibly leading to similar afterpulsing levels.
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Figure 7.11: (Color online) Spectral sensitivity of the SPAD. a) Spectral data of a SPAD from
ID Quantique [15]. The shaded ellipse shape is essentially zoomed in b) which is based on our measure-
ment results with the filtered idler beam. It can be observed that the sensitivity of the SPAD in the
1700− 1800 nm range is at least three orders of magnitude lower than the peak value around 1310 nm.

of back-reflections is irrespective of the attack wavelength (λE); only the levels are different.
We elaborate the salient features of executing this part of the attack below:

• As shown in figure 7.12, Bob activates his PM for ∼ 25 ns every 200 ns to apply the basis
(ϕB = 0 or π/2) randomly on a quantum signal from Alice. This signal arrives roughly
at the center of the modulation.

• The temporal delay from the center of the PM to port 6 (star-like shape in figure 7.6)
is ∼ 5 ns. A pulse passing through the PM at time t would have the back-reflection from
port 6 traversing the PM again in the return path at time ∼ t+ 10 ns, as illustrated in
figure 7.12.

• If Eve time-multiplexes a Trojan-horse pulse (THP) to the quantum signal from Alice,
the back-reflection may also receive an imprint of Bob’s modulation19.

• As can be judged from figure 7.6, the back-reflected pulse to be measured exits Bob
around 43 ns after the arrival of the THP into Bob.

Based on the OTDR and supercontinuum results in subsection 7.2.1, a wavelength regime
around 1550 nm seems optimum for a Trojan-horse attack (in the sense of reflectance and
insertion loss). Choosing λE ∼ 1550 nm though also implies a rather high afterpulsing in the
SPADs. In subsection 7.2.2, we saw that at longer wavelengths (> 1700 nm), one may expect
the afterpulsing to reduce considerably, however, we could not verify this explicitly.

Nonetheless, there are a few ways to curb the overall afterpulsing induced at λE ∼ 1550 nm.
Towards the end of subsection 7.1.6, we mentioned that trapped charges may be photoion-
ized [185] by illuminating the SPADs with light at long wavelengths along with the THPs.
Two other direct methods are to reduce the brightness µE→B and/or the repetition frequency

19If λE ≈ 1550 nm, the phase ϕE ∼= ϕB + π + ϕB = π or 0 as explained in subsection 7.1.3. Discriminating
between two weak coherent states having the same amplitude |α| but opposite phase can succeed with a
probability 1− e−|α|2 at most [116].
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Figure 7.12: (Color online) Timing diagram of Bob’s modulation cycle and Eve’s attack. The frame
of reference for these observations is the phase modulator (PM) in Bob. The phase ϕB = 0 (solid-red
line) or π/2 (dotted-red line) is randomly applied on the quantum signal from Alice (tiny red pulse) in
every 200 ns; refer subsection 4.2.3 for more information. The Trojan-horse pulse passes through the
PM a few ns after Alice’s pulse in the same direction. The back-reflection of interest (small yellowish-
orange pulse), traveling in the opposite direction, is obtained from the FC/PC connector located at
∼ 1m from the center of the PM (see figure 7.5). The dimensions in the figure are not to scale.

fEatt of the THPs. As shown in Ref. [115], pulses having a brightness above a certain threshold
can cause the SPAD to click with almost 100% probability in the attacked slot itself. Since
Eve wants to merely read the state of the phase modulator via a Trojan-horse pulse, she
must constrain the brightness of this pulse to avoid an undesired click in Bob’s SPADs in the
attacked slot. This imposes an upper limit on µE→B, which is ∼ 2× 106 for our system20.

The lower limit on µE→B is mainly decided by the probability of success in discerning
Bob’s modulation, i.e., how well can Eve’s measurement apparatus perform as the mean
photon number µB→E of the back-reflected pulse falls in the few-photon regime. To gauge
this, we decided to perform a phase readout choosing different brightness levels of the input
pulse (at λE ∼ 1550 nm). Before elaborating the experiment and the results, we note that
this phase readout only serves as a proof-of-principle execution of the complete Trojan-horse
attack because we disconnected Bob from Alice and also ignored the afterpulsing in Bob’s
SPADs. In section 7.3 however, we shall describe an elaborate attack strategy and show its
capabilities by means of a numerical simulation that takes both of these points into account.

Description of the attack setup

Figure 7.13 shows the schematic of a Trojan-horse eavesdropper plugged into Bob. A pulse &
delay generator (Highland Technology P400 [173]) was synchronized to Bob and drove Eve’s
laser. The repetition frequency of Eve’s attack pulses was therefore fEatt = 5MHz.

Using a 1/99 coupler, the Trojan-horse pulses were directed into Bob from port 3. The po-
larization of these THPs was optimized using PC1 so that the power at the FC/PC connector
(at port 6) after the PM was maximum21. We added to the other arm of the coupler (at port
4) a long fiber of an appropriate length to provide a coarse delay. The measurement of the
unknown phase was thus realized using a mixture of Mach-Zehnder and Michelson-Morley
type interferometers. More precisely, the relative path difference between the back-reflected

20The values in Table 4.2 hold for an optical pulse with precisely this brightness.
21The connector was left temporarily disconnected to obtain a larger reflection (∼ 20 dB instead of the 57 dB

shown in figure 7.6).
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Figure 7.13: (Color online) Schematic of the attack apparatus. The operation of the attack is described
in the main text in detail. Fiber-based components with APC ends, as depicted by the tiny slanted
rectangular blocks, were used to avoid stray back-reflections. Some components in Bob are not shown
for the sake of clarity. The used acronyms are also explained inside the figure on the bottom right.

pulse (signal path) and the local oscillator pulse (control path), as observed at the 50/50
beamsplitter of the homodyne detector, was adjusted by maximizing the visibility of interfer-
ence using an InGaAs camera and fast photodiode simultaneously22. The polarization of the
signal (control) pulses at FC1 (FC2) could be controlled by PC2 (PC3).

Once the maximum visibility was obtained, the rotatable mirror was moved back to its
normal position to direct the beam to the homodyne detector. The FC/PC connector was also
closed, and the laser delay was changed so that the input pulse traveled through Bob’s PM
while the PM was activated. The optical pulse width, and therefore the mean photon number
per pulse µE→B, could be fine-tuned by changing τEatt, the driving pulse width in P400.
Below we describe the results obtained for µE→B ≈ 1.5 × 106 as the brightness of the THP
entering Bob that yields µsig . µB→E ≈ 3 as the mean photon number in the back-reflected
pulse of interest.

Results and discussion

To visualize the correlations between Bob’s phase modulation and Eve’s homodyne detector
(HD) output on a slot to slot basis, we configured the oscilloscope to capture the PM and HD
voltage waveforms in a single-shot acquisition mode lasting 250µs23. The PM voltage was
obtained via an electronic tap placed inside Bob (in an actual attack, Eve would obviously
not have access to the PM). Figure 7.14(a) shows a 1µs wide zoom into one of the captured
frames. On comparing the waveforms, a direct discrimination may not be evident by eye.
However, on integrating the homodyne pulses over a suitably chosen time-window every slot
(and doing the same for the modulation, even though the value of ϕB is pretty evident), one

22With the effective interferometric arm lengths exceeding 12m, we had to carefully tape all the fiber
patchcords on a table and cover them with styrofoam sheets to reduce the effect of air fluctuations. This
stabilized the operation of the interferometer and an interference visibility above 95% was routinely obtained.

23Clavis2 operates the key exchange using 215µs long frames containing Nf = 1075 modulations or slots. So
the oscilloscope captured an entire frame per acquisition.
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Figure 7.14: (Color online) Results of phase readout. a) Traces of Bob’s randomly-chosen phase mod-
ulation (in red) and the output of Eve’s homodyne detector (in blue) for a sequence of 5 arbitrarily
chosen slots. The major pulse shape observed at the homodyne detector (HD) output arises from the
slightly-imperfect subtraction of the local oscillator (LO). The signal is nevertheless easily extracted by
integration over a time-window (denoted by green shaded rectangle). The measurement was performed
at µsig . 3 and µLO & 108. b) In each 200 ns slot, a single value each for the random phase modula-
tion and homodyne pulse is calculated. The correlation between Bob’s modulation and Eve’s output
can then be easily discerned. c) Series of 500 such integrated values, shifted by an arbitrary constant
merely to aid visual distinguishability. Using an appropriate threshold (horizontal/black line), Eve’s
estimation of Bob’s bit 0b or 1b in a given slot is correct in > 90% cases.
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gets the situation shown in figure 7.14(b). By choosing an appropriate discrimination level
for the integrated homodyne output, the correlations become quite apparent. Repeating the
integration for all slots in a frame, and choosing a uniform threshold for discrimination per
frame, we find that Eve’s guess of Bob’s modulation is correct for at least 90% of the slots.
Figure 7.14(c) illustrates this situation for 500 slots (roughly half a frame).

For higher values of µE→B (resulting in µsig & 10), we found that Eve’s guess succeeded
with an almost 100% accuracy. However, as explained in subsection 7.2.3, Eve is restricted to
µE→B 6 2× 106 in order to prevent a detection click (from her bright pulse) in the attacked
slot itself. An actual adversary can still make a few improvements and obtain the knowledge
of Bob’s modulation with more than 90% accuracy even at µsig . 3. For instance, Eve could

• use custom components, e.g., AR coated patchcords, homodyne detector equipped with
highly-efficient photodiodes, etc., to lower the optical losses and enlarge the HD gain
and thereby obtain a higher visibility of interference of the signal and LO,

• gather more information (per phase modulation) by suitably tweaking her LO to homo-
dyne multiple back-reflections and improve the quality of the phase readout24,

• periodically track the phase drift25 in her setup and adjust the relative phase between
the signal and LO, e.g., by using an extra PM in the LO arm, to always read out at an
optimal phase difference, and

• enhance the success rate of discrimination by using better quantum measurement strate-
gies [109] and processing techniques, such as taking the difference of consecutive pulses
and then integrating over the properly-chosen time window.

These methods not only facilitate ∼ 100% correlations between Eve’s homodyne output and
Bob’s modulation, but also relax the brightness requirement. This can help bringing down
the afterpulsing probability.

The aforementioned setting of the ϕB = 0 reference offers another practical advantage:
without doing this, Eve could sometimes be anti-correlated or construe the bits oppositely:
0b ↔ 1E and 1b ↔ 0E which then requires additional steps in obtaining the correct raw
key in the classical postprocessing procedure – given a total of N frames exchanged between
Alice and Bob and eavesdropped by Eve, the anti-correlations imply Eve would have to try
2N candidates as keys.

7.3 Devising an eavesdropping strategy

Based on the experimental results and discussion above, it is reasonable to assume that Eve
can – whenever she probes Bob’s modulator with a Trojan-horse pulse (THP) of brightness

24Moreover, Eve can always obtain and set a reference to ϕB = 0 by simply homodyning another back-
reflection that passes through Bob’s PM when it is inactive. This aids in finding the appropriate discrimination
level on frame-to-frame basis.

25Even though we try to minimize the fluctuations, the global phase is still susceptible to drifts. We observed
such drifts to be in the few-kHz regime which is of the same order as the frame rate. The phase throughout a
single frame can thus be made uniform.
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µE→B . 2 × 106 – successfully discern the bit chosen in that slot. As mentioned previously,
this limit on the brightness is imposed by the after-gate attack [115], and the afterpulsing
probabilities in Bob’s SPADs due to a single such THP is determined by the parameters listed
in Table 4.2.

If Eve attacks each of the Nf = 1075 slots in a frame with such pulses (attack rate
fEatt = 5MHz), the afterpulsing probability from successive THPs would accumulate rapidly,
thereby resulting in a tremendous increase in the incurred QBER due to the very frequent
dark counts in the SPADs. Since Eve wants to avoid such a scenario, the next obvious method
to reduce the overall afterpulsing is to lower the attack rate. However, as per our calculations,
even blatantly lowering the attack rate by a factor of 100 cannot suppress the dark count
rate sufficiently for Eve: the resulting privacy amplification would easily extinguish Eve’s
knowledge of the error-corrected key, which is anyway 6 1% from a statistical point of view.

It is clear then that a straightforward attack is not possible. In this section, we devise
and explain an attack strategy with the objective of satisfying all three conditions in sub-
section 4.3.1. The strategy requires Eve to manipulate the quantum channel traffic, i.e., the
frames of pairs of weak coherent pulses (WCPs; refer subsection 4.2.1 for more), exchanged
between Alice and Bob. We provide a technical example on how this manipulation may be
implemented. By means of a numerical simulation of the strategy against Clavis2, we find
that the eavesdropping cannot simultaneously satisfy all three conditions. However, on sim-
ilar QKD systems equipped with better SPADs (namely lower dark counts and afterpulsing
probabilities), we show the existence of regimes in which neither is the expected detection
rate of Bob severely affected, nor the QBER crosses the abort threshold, but the leakage of
the secret key (IactE − IestE ) to Eve is positive.

Motivating the basic ideas

It makes sense for Eve to probe the modulation in a slot if the probability that Bob (even-
tually) obtains a valid detection in that slot is high. Conversely, if a slot has a negligible
probability of being registered by Bob, probing that slot implies not just a wasted attempt
but also the afterpulsing – due to the bright THP sent – unnecessarily increases the QBER.

The first scenario above requires the quantum signal from Alice to contain n > 1 photons
in the concerned slot. While Eve cannot predict the occurrence of such events26 in Alice,
she can influence the timings of detection events in Bob by ‘manipulating the frame’ on the
quantum channel. For instance, she could simply block the quantum signals in a consecutive
group of slots. Bob then cannot get a detection in any of these slots (except due to a dark
count). Or, she could substitute the given quantum channel with a low-loss version. If a slot
l ∈ [1,Nf] diverted by Eve on such as low-loss delay line had n photons at Alice’s exit, then it
has a high chance of having n photons at Bob’s entrance as well. This elevates the probability
that at least one of the slots in an entire diverted group is detected.

In the following, we call a group of blocked slots as an extinguished length, with Nel
denoting the size of the group. Another group of slots substituted on the low-loss delay line

26For the Poisson-distributed WCPs generated by Alice with µA as the mean photon number, p>1 = 1−e−µA

is the probability of finding at least one photon in a slot.
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is called a substitution sequence and Nss denotes the size of this group. A third group of
slots also substituted on the low-loss delay line but additionally also containing Trojan-horse
pulses, multiplexed to the quantum signal in the manner depicted in figure 7.12, is called an
attack burst. The number of slots in an attack burst is denoted by Nab, i.e., Eve’s laser shoots
Nab pulses of brightness µE→B . 2× 106 every 200 ns to read the state of Bob’s PM (just to
prevent future confusion, for both Nel and Nss slots, no Trojan-horse pulses are dispatched
into Bob).

Below we explain some features of Clavis2 that aid Eve in manipulating the frames and
estimating optimum Nel, Nab, and Nss values.

1. Bob is not capable of photon-resolving measurements. As explained in subsection 4.2.2,
the single-photon avalanche diodes (SPADs) are simply click or no-click detectors.
Therefore, Bob cannot notice the change in the photon number statistics due to Eve’s
substituting the quantum channel with a low-loss delay line (in the attack burst and
substitution sequence slots). What may be noticeable is a deviation of the observed de-
tection rate, however, Eve can address this by having enough extinguished length slots.

2. As elaborated in subsection 4.2.2, Bob imposes a deadtime of 10µs (amounting to
withdrawal of gates in Ndt = 50 slots) whenever either of D0 or D1 clicks. During the
Nab slots, Eve therefore tries to engineer a deadtime imposition in Bob from Alice’s
photons to mask the afterpulsing. Since Nab can obviously not be too large, Eve adds
a further Nss slots to be transferred on the low-loss delay line and increase the overall
photon detection probability27.

3. The SPADs in Bob are not active between frames. As outlined in subsection 4.2.1, the
inter-frame separation depends on the total distance between Alice and Bob, with the
lower bound being provided by the delay line in Alice. For our system, the minimum
separation is 235µs, much higher than the afterpulsing decay constants; see Table 4.2
for comparison. Therefore, the afterpulsing due to an attack burst on the edge of a QKD
frame has lesser chances of being detected.

4. Clavis2 does not correlate the total optical loss (measured at the time of system ini-
tialization; refer subsection 4.2.3 for more) on the line connecting Alice and Bob to its
overall length. Eve can deliberately introduce some attenuation by replacing a part of
the quantum channel with a lossier line. Later, during the attack, she can substitute
that line with a low-loss delay line.

In a nutshell, Eve modifies the photon number and temporal statistics of Bob’s incoming
WCP train so that the detection clicks, and hence the deadtime imposition become somewhat
deterministic or predictable.

27Another optimization for Eve would involve drastically decreasing the detection probability before the
Nab + Nss slots – otherwise, a click in a slot before the attack burst slots would result in the burst being
encompassed in a deadtime, yielding no benefit to Eve.
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Figure 7.15: (Color online) Scheme and technical operation of Eve’s QKD frame manipulation strategy.
a) Eve diverts all the slots marked in green and yellow (four sets of Nab and three sets of Nss,
respectively) onto a low-loss delay line. The slots marked in grey (three sets of Nel and one Nel0)
are blocked. ab: attack burst, ss: substitution sequence, el: extinguished length. b) To technically
implement this manipulation of the frame, Eve plants two bi-directional 2×2 fast optical switches
FOSa and FOSb near Alice and Bob, respectively. The operational details of these switches during the
quantum key exchange is described in the text.

Scheme and technical operation

Eve’s division of the QKD frame can be visualized using the triad {Nab, Nel, Nss} im-
posed in the reverse direction (i.e., from Nf = 1075 to 1). This is illustrated by an ex-
ample in figure 7.15(a). The number of unbroken triads that can fit inside a frame is
k = bNf/ (Nab +Nel +Nss)c, where b·c denotes the floor operation. This leaves ex-
actly Nu = Nf − k (Nab +Nel +Nss) unaccounted slots in the beginning of the frame;
if Nu > Nab, then we add yet another attack burst Nab and extinguish the remaining
Nel0 = Nu−Nab slots, as also shown in figure 7.15(a) with k = 3 and Nu = 151. Otherwise,
we simply extinguish Nel0 = Nu slots.

The technical operation of manipulating a frame while attacking only on a specific set of
slots with Trojan-horse pulses is straightforward to implement. In figure 7.15(b), we describe
a specific construction using fast optical switches [171,172], low-loss delay lines, and a Trojan-
horse attack apparatus (such as the one shown in figure 7.13). The switches are connected by
the original quantum channel and the low-loss delay line.

When Bob sends a frame to Alice, the switches are in crossed positions (FOSb: 1 → 4
and FOSa: 2→ 3) so that the frame essentially traverses the quantum channel undisturbed.
The tap is used for obtaining polarization information and synchronization, required later in
preparation of the Trojan-horse pulses (this was explained in more detail in subsection 7.1 and
through figure 7.1). Since the pulses in the forward path are relatively bright, a few photons
stolen would not be noticed by Alice.

For the return path, Eve begins imposing the pattern, e.g., the one shown in figure 7.15(a),
by extinguishing the firstNel0 slots. This is achieved by directing the quantum signals in these
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slots onto a beam dump (FOSa: 3 → 2 and FOSb 4 → 2). The next Nab + Nss slots pass
through the low-loss line (both FOSa and FOSb in positions 3→ 1) to Bob. Using the Trojan-
horse attack apparatus, Eve reads Bob’s PM settings for the first Nab of these slots. The
remaining Nss slots simply travel to Bob via the low-loss line. The switches then flip again
for a total of Nel slots. This sequence is repeated until the end of the frame is reached with
the last Nab gates always attacked.

7.3.1 Simulation of the attack strategy

From subsection 4.1.2 to 4.1.4, we developed a framework to explain the operation of typi-
cal phase-encoded QKD implementations by means of simulating the different steps involved
in a quantum key exchange. For instance, the phase modulation applied by Alice/Bob was
represented by uniformly distributed discrete random variables, the number of photons n ex-
iting Alice followed a Poissonian distribution, the attenuation suffered by these photons while
traversing the quantum channel and Bob’s apparatus was modelled by binomial distribution
(and facilitated calculating the number of photons m 6 n arriving at Bob’s detectors).

Figure 7.16 depicts all these different steps simulated on a frame level in Clavis2. Note
that we clubbed the transmittance in Bob TB ≈ 0.45 with the channel transmittance T = 0.25.
The mean photon number µ = 2T3/2TB ≈ 0.11 (assuming Clavis2 operates SARG04) is thus
used to simulate the distribution of photons in figure 7.16(a).

In the following pages, we incorporate in this simulation, Eve’s attack strategy described
in this section so far and afterwards provide a numerical evaluation. When Eve manipulates
a QKD frame, as shown in figure 7.17(a) for example, Bob receives photons from Alice only
during the attack bursts and substitution sequences (yellow and green segments). In all the
slots belonging to the extinguished length (grey segments), no photons reach Bob’s detectors.
The effect of this ‘frame filtering’ is apparent in figure 7.17(b).

Calculating the overall probability of detection in each slot must take into account (i) the
contribution from all previous trap-filling events before that slot, (ii) the dark noise probability
which is uniform in every slot, and (iii) the actual channel transmittance experienced by the
photon(s) in that specific slot. If the first slot of the first attack burst in a frame is given by
w (i.e., Trojan-horse pulses arrive in slot numbers w to w + Nab − 1), then the slots from
w+ 1 to Nf experience an increase in the detection probability due to afterpulsing.

a
(1)
j (l) =

w+Nab−1∏
r=w

1−
(
1− pafpj

(
l− r

fR

))
(7.2)

gives the detection probability for detector Dj in a slot l ∈ [k + 1,Nf] due to afterpulsing
from the first28 attack burst. Here fR = 5MHz is the gating frequency and the expression for
p
afp
j is given by equation (4.8).
Accounting for all the attack bursts in a frame then yields the afterpulsing detection prob-

ability function aj of the frame. The overall noise probability function can then be expressed
as nj = dj+aj−dj×aj with dj being the dark noise probability in detector Dj. Figure 7.17(c)
shows the overall noise probability function.

28the superscript (1) in the LHS means to highlight this fact.
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Figure 7.16: (Color online) Simulation of the physical-layer operation of QKD protocols in Clavis2
(without Eve). This figure is essentially a composition of figures 4.2, 4.3 and 4.4; the main difference
being that the number of slots here are Nf = 1075 instead of 30. A channel transmittance T = 0.25
was used in various calculations. a) Photon number statistics of the weak coherent pulses that reaches
Bob. b) Photons in each slot are directed to D0 and/or D1 depending on the preparation-basis of Alice
and measurement-basis of Bob; see subsection 4.1.4 for more. c) Resultant detection probabilities for
D0 and D1 in each slot. d) Subsequent detection-click pattern with 6[7] registered events in D0[D1],
as indicated by rotated-red[erect-blue] squares. Slots that experienced double clicks are assigned a
random bit [174] (i.e., click in either D0 or D1). e) Phase modulation that had been chosen by Alice
and Bob in the registered slots. Some of the registered clicks may arise from dark noise; in slot 188 for
instance, ϕA −ϕB = 0, yet, the detector to click is D1.
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Figure 7.17: (Color online) Simulating the effect of Eve’s attack on the QKD protocol operation. a)
Eve manipulates a frame sent by Alice to Bob using the strategy described in the main text. The
quantum channel transmittance is T = 0.25. b) Bob receives a ‘filtered’ frame, as the effective channel
transmittance is T = TLL for all Nab (attack burst) and Nss (substitution sequence) slots, and T = 0
for Nel (extinguished length) slots. We assumed TLL = 0.9 in the present case. c) Characteristic
exponential decay of probabilities due to afterpulsing in both D0 and D1 (red and blue) may be
visualized near the attack-bursts. d) Final detection-probability patterns for D0 and D1. e) Subsequent
click pattern just like in figure 7.16(d); out of the 9 slots (3 in D0 and 6 in D1, indicated by rotated-red
and straight-blue squares, respectively) where clicks occurred, Eve knows the basis choice of Bob in 4
of them. These are indicated by green stars.
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In subsection 4.1.4, the calculation of the photonic detection probability sj(l) in the lth

slot was explained. Doing this for all slots of the filtered frame of figure 7.17(b) yields sj,
the photonic detection probability function. Having considered both the photonic input and
the noise figure, we can evaluate the final detection probability pj = sj + nj − sj × nj for
the entire frame, as shown in figure 7.17(d). Figure 7.17(e) illustrates the clicked gates found
after taking double clicks and deadtime imposition of Ndt = 50 gates into account. Note that
while Eve attacked only 20 out of 1075 slots, she knows Bob’s basis choice in 4 out of 9 slots
that are going to be used in the formation of the raw key.

Optimizing the simulation and classical processing

The QBER incurred by Alice and Bob is strongly dependent on the combination {Nab, Nss,
Nel} used by Eve during the operation of the QKD protocol. We introduced another variable
0.0 6 r 6 1.0 to denote the fraction of frames subjected to the attack strategy. To elaborate,
if r = 0.7, Eve randomly chose 70 out of 100 frames to attack with the pattern imposed by
a specific triad {Nab, Nel, Nss} in the manner shown in figure 7.17, while the remaining 30
passed to Bob normally in the manner shown in figure 7.16. A higher r obviously increases
Eve’s actual correlations IactE but also results in an elevated value of the QBER.

The quantum channel transmittance T and low-loss line transmittance TLL directly in-
fluence the photon number statistics in Alice and the observed detection rate γB in Bob.
They also indirectly affect both the QBER and IactE with the error-corrected key shared by
Alice and Bob29. For instance, long and frequent attacks (larger Nab and smaller Nss, in a
relative sense) yield high IactE but also high QBER. Similarly, a large Nel preceding an attack
burst may effectively increase IactE as the attacked slots have lesser chances of being inside a
deadtime period, but this may also decrease γB. And a high TLL naturally implies higher γB,
and perhaps lower QBER because the dark noise is effectively decreased, however TLL cannot
exceed unity. We consider a low-loss line with TLL = 0.9 in our simulation. Although such a
line currently does not exist, yet, its realization in the future is possible in principle, e.g., by
using an improved optical fiber or high-efficiency quantum teleportation [19].

For satisfying the requirements that break the security of the QKD system (see sub-
section 4.3.1), one needs to find an optimal attack combination {r, Nab, Nss, Nel}. For
this purpose, we simulated different combinations; each simulation run was performed for
nsim = 10000 frames to minimize stochastic fluctuations due to probabilistic elements. In
each run, slots that yielded clicks were collated and the average number of clicks per frame
γobsB =(total clicks)/nsim was calculated. A basis reconciliation procedure, as described in
subsection 3.3.3 was performed on the collated slots. This provided us with the QBER q

incurred by Alice and Bob and the fraction of valid slots30 in which Eve knows the secret bit.
We calculated the minimum leak due to error correction (EC), i.e., assumed the error

correction procedure to be working at the Shannon limit: leakEC(q) = h(q), with h(x) =

−x log2(x)−(1−x) log2(1−x) being the binary entropy. Since leakEC(q) essentially indicates
29The typical procedure through which Alice and Bob obtain an error-corrected key after the quantum stage

of the protocol is explained in subsections 3.3.3 and 3.3.4.
30I.e., the slots kept by both Alice and Bob after the basis reconciliation.
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Figure 7.18: (Color online) Performance of the simulated attack strategy on Clavis2. The system aborts
the protocol when the QBER q crosses qabort (vertical dashed-red line) or the absolute deviation in
the detection rate δB surpasses a boundary δmax

B (dash/dotted blue line). To break the security under
these constraints, Eve’s actual correlations with the error-corrected key IactE must exceed the estimate
made by Alice and Bob IestE (dotted-green line). Given the parameters of Eve’s attack described in
subsection 7.2.3 and the detectors given in Clavis2 (noise characteristics shown in figure 7.17(c)), it
seems difficult to satisfy the three conditions: q < qabort, δB 6 δmax

B , and IactE > IestE simultaneously.
The simulation did not consider any preprocessing by either Alice or Bob (y = 0). All results were
computed at T = 0.25 and TLL = 0.9 just like in figures 7.16 and 7.17.

the raw key fraction sacrificed by Alice and Bob, we used the calculated value to accordingly
reduce Eve’s correlations with the fraction of valid slots. The resulting value was IactE , i.e., the
actual correlations of Eve with the error-corrected key.

To calculate the amount of privacy amplification (PA) performed by Alice and Bob, we
numerically evaluated the expression I(A : E) by using all the relevant source and detector
parameters of Clavis2 (see subsection 7.1.5 for more). This yields us IestE , the estimate Alice
and Bob make about Eve’s correlations with the error-corrected key. At T = 0.25, we obtain
IestE = 0.4844. This implies that Alice and Bob compress almost half of their error-corrected
key during PA to obtain the secret key.

7.3.2 Results

We compared the simulation results of several combinations {r, Nab, Nel, Nss} in order to
find the parameters for an optimal Trojan-horse attack on Clavis2-Bob. The requirements to
be satisfied simultaneously are mentioned in subsection 4.3.1. As shown in figure 7.18, while
we could find cases where the first two conditions could be satisfied, it was rather evident that
the final error-corrected key correlations of Eve would not surpass the estimate of Alice and
Bob. In other words, since IactE > IestE could not be satisfied, the security of Clavis2 system
(assumed to operating the SARG04 protocol) cannot be breached with Trojan-horse attacks.

The primary reason for the failure is that the gated single-photon avalanche diode based
detectors in Bob, especially D1 (see figure 7.17(c) and Table 4.2 for comparison), are quite
noisy. Even without an attack, i.e., with r = 0, we find q = 2.52%. This does not leave much
room for Eve’s attack; the incurred QBER rapidly surpasses qabort as r is increased (at an
otherwise optimal combination {Nab,Nss,Nel}).
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Figure 7.19: (Color online) Attack strategy performance on Clavis2-like systems with either preprocess-
ing enabled or better detector characteristics. The results produced by optimal attack combinations {r,
Nab, Nss, Nel} are shown, just as in figure 7.18 previously. (a) We assume a QKD system containing
detectors both of which show the characteristics of detector D0 of Clavis2. If Alice applies some pre-
processing (y = 0.4, in particular), and qabort ≈ 0.11, then Eve could breach the security. (b) A QKD
system implemented with SPADs having high efficiency and low noise is vulnerable to Trojan-horse
attack even without the preprocessing loophole. All parameters and results were computed at T = 0.25
and TLL = 0.9 just like in the previous figures.

Attack on other similar QKD systems

Here we highlight the danger of Trojan-horse attacks by analyzing the impact of our attack
strategy on other – possibly future yet not unrealistic – QKD systems. We first consider a
system that becomes vulnerable only due to preprocessing. Note that the vulnerability was
explained in subsection 7.1.5, with figure 7.4 showing the dependance of IestE on preprocessing.

In particular, we consider a Clavis2 like system in which Alice applies some preprocessing
and both single-photon detectors are like D0; see Table 4.2 for reference. Figure 7.19(a)
depicts at least one attack combination {r,Nab,Nss,Nel} where Eve could break the security
of this system. In the calculations, we assumed y = 0.4 as the degree of preprocessing and a
qabort ≈ 0.11 as the abort threshold. The latter may be higher than the qabort ≈ 0.08 depicted
in figure 7.18, but it is closer to the value certified by the security proof (see Table 3.4) and
therefore, is not unjustified.

We also optimized the strategy for another Clavis2 like system assumed to be fitted with
detectors having high efficiency and low noise. More precisely, we assumed gated single-photon
avalanche diodes (SPADs) with

1. detection efficiencies η0 = η1 = 0.25,

2. thermal dark count probabilities d0 = d1 = 10−5 per gate, and
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3. cumulative probability of obtaining random click after deadtime period due to after-
pulses to be < 10%

as the characteristics (refer Table 4.2 for a comparison). Figure 7.19(b) depicts at least two
attack combinations {r,Nab,Nss,Nel} with a positive leakage IactE −IestE apart from q < qabort
and δB 6 δmax

B . The leakage is likely to be even higher when preprocessing is also used (in
the figure, IestE = 0.5037 for the new detector parameters and no preprocessing).

It is noteworthy that detectors with similar or even better characteristics have already
been reported [191–194]. Even otherwise, afterpulsing is a problem for even Alice and Bob:
reducing its effects is an ongoing task for manufacturers of QKD systems (or SPADs in general)
and any improvements are likely to also benefit Eve. Expecting such characteristics in the
next-generation gated SPADs in Clavis2 or recently-manufactured QKD devices is therefore
quite reasonable. On such QKD systems, Eve may attack more frequently without worrying
about stray detections from afterpulses.

7.3.3 Discussion

Our analyses in the previous subsections were all done for a single value of the channel
transmittance (T = 0.25). We also tried simulating the attack strategy, albeit not exhaustively,
at other channel transmittance values. From the results, it seems unlikely that an attack on
Clavis2 as it is would perform significantly better than what is illustrated in figure 7.18.

In the following, we again assume QKD systems discussed in the previous subsection; see
figure 7.19. For T < 0.25, we can easily find regimes where the security can be breached (in
the next subsection, we also discuss some improvements in the attack strategy that would aid
such an attempt). For T > 0.25, it would seem that the attack should have better chances
of success since Alice’s quantum states can supply more photons on average (µA = 2

√
T) to

increase Bob’s detection probability. In the security proof however, the calculation of IestE is
valid only for T < 0.33. This is because more photons from Alice also raise the chances of
better photon-number-splitting attacks [95] which would have to be countered by increasing
IestE in privacy amplification, making it harder for Eve to then breach the security threshold.

Nonetheless, a QKD system equipped with less noisy SPADs is vulnerable to our attack,
at least for a range of channel transmittances. Moreover, if Alice and Bob decide to perform
preprocessing, the constraints on Eve’s attack may be relaxed.

Improvements to the strategy

In subsection 7.2.3, we already discussed some improvements possible on the attack setup.
Here we focus on the attack strategy, introduced in section 7.3, which in combination with
the improvements on the attack apparatus therefore comprehensively covers a full attack.

Perhaps the most straightforward improvement is attained with a photon number non-
demolition measurement (PNDM) [98] of the quantum signals exiting Alice. This is due to the
fact that the channel traffic is Poisson-distributed. Using PNDM, Eve can simply withhold her
attack on the slots that contain n = 0 photons which would drastically reduce the afterpulsing.
From an experimental perspective, PNDM is unfortunately still in a stage of infancy especially
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when it comes to photons generated in the visible or infra red regime. Nonetheless, there is a
concerted effort to change the status quo [99,195], and a sudden discovery in the near future
could make PNDM a useful member of the ‘quantum hacking’ toolkit.

At the end of subsection 7.1.6, we mentioned that trapped charges can be photoionized
by sub-band energy illumination [185], i.e., the SPADs could be illuminated with light at
long wavelengths along with the Trojan-horse pulses. This would reduce the afterpulsing
probability from the Trojan-horse pulses and justify, to some extent, the third assumption in
the attack performance evaluation shown in figure 7.19(b). In fact, the prospect of an improved
Trojan-horse attack in the long wavelength regime is strong as well; see the discussion at the
end of subsection 7.2.2.

Countermeasures

The most well-known and frequently-used experimental measures in Alice to prevent such kind
of attacks are isolators and watchdog detectors [153,182]. However, as per our measurements
in Ref. [184] (not shown in this chapter), Eve could resort to attacks at wavelengths far from
1550 nm where isolators become ineffective. We also conjectured that the response of the
watchdog detector at some of these wavelengths may not be sufficient to trigger an alarm.

Similarly, on Bob (assumed to be containing the single-photon detectors such as SPADs),
the dangers posed by Trojan-horse attacks on future yet realistic QKD systems need to be
addressed. In that regard, the following technical countermeasures can specifically strengthen
the security of a general QKD receiver subsystem:

• Installing a suitable watchdog detector (see subsection 7.1.2) with an optical switch for
routing a small but randomly-chosen fraction of the incoming signals to this detector
followed by a wavelength filter at the device’s entrance [184].

• Monitoring the detection statistics of the SPADs in real time [163].

• Reducing the width of phase modulation voltage pulse to constrain the time window in
which Eve could send the Trojan-horse pulse [183].

In any case, it seems quite unlikely that Eve could obtain the whole key without leaving
any signature of her attack. From the barcharts in figures 7.18 and 7.19, it can be construed
that Alice and Bob could erase Eve’s partial information if they just perform more privacy
amplification31. However, this also implies a reduced secret key fraction, which would be
undesirable/wastage in case the actual risk is not strong. In that context, a QKDmanufacturer
must scrutinize transmission and back-reflections from the different interfaces inside a QKD
device for a wide range of wavelengths. With such analysis, it might be possible to incorporate
Trojan-horse attacks into theoretical security proofs and neutralize them by correct levels of
privacy amplification.

31The green-dotted line denoting Iest
E would lie higher than Iact

E .



Chapter 8

Conclusions and Outlook

The work presented in this thesis concerns practical security aspects of realistic implementa-
tions of quantum key distribution (QKD) systems. Although our efforts have mainly focused
on finding security loopholes in ‘Clavis2’, the research QKD platform manufactured and sold
by ID Quantique [15], the investigated vulnerabilities are fairly general and are likely to be
present in a variety of practical QKD systems. In chapters 5, 6 and 7, we have described dif-
ferent vulnerabilities that an adversary Eve could exploit to eavesdrop on a raw key exchange
between the legitimate parties Alice and Bob. Through proof-of-principle demonstration of
the attacks (via experiments and/or simulations), we have also shown the feasibility – or
difficulty – for Eve to gain knowledge of a non-negligible amount of the secret key without
leaving an identifiable signature of her eavesdropping [113,114,183].

A common theme through these chapters was the response/behavior of the single-photon
detection subsystem in Bob. In chapter 5, we have shown how Eve can exploit an operational
imperfection of the QKD system to manipulate the calibration of the single-photon detec-
tors (SPDs) and induce a temporal ‘detection efficiency mismatch’1. We then also described
how Eve can remotely control the outcomes of the SPDs (during the raw key exchange) via
the time-shift or faked-states attacks. In chapter 6, we have examined how the insufficiently-
studied theoretical model of single-photon detection results in a risk of detector control at-
tacks that exploit the superlinear response of SPDs. We have experimentally investigated and
quantified this superlinearity – the phenomena of the observed probability of detection being
higher than the theoretically estimated value – present in the SPDs of Bob and analyzed the
performance of a detector control attack. In chapter 7, we have analyzed various constraints
and problems in mounting a Trojan-horse attack on Bob. Here, the behavior of the SPDs
turned out to be a blessing in disguise for the security of the QKD system: a strong signa-
ture of Eve’s attack is obtained. Nonetheless, security proofs generally consider attacks that
maximize I(A : E), the mutual information between Alice and Eve, instead of I(B : E), the
mutual information between Bob and Eve. We show that an inadvertent use of preprocessing

1which is an already-known vulnerability [158].
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by Alice can allow Eve (attacking Bob) to gain a non-negligible amount of the secret key
without disclosing her presence.

To conclude, it is not just operational imperfections and technical deficiencies in the
implementations, but also, incorrect assumptions and insufficient constraints in the security
proofs, that are instrumental in the success of quantum hacking. Alternatively put, deviations
between the theoretical ‘security’ model and the actual implementation are the reasons for
the failure of the QKD protocol(s) in ensuring security.

Furthermore, these deviations facilitate generalization of the aforementioned attacks. For
instance, calibration of the devices is a vital and necessary step for establishment of quantum
channel. As stressed upon in chapter 3, any QKD protocol requires a classical and a quantum
channel: while the former must provide means for Alice and Bob to be authenticated, the
latter is required to preserve certain properties of the quantum signals. The establishment of
the quantum channel remains an implicit assumption in security proofs. As we have shown, a
faulty calibration of the QKD system is prone to hacks that may strengthen existing (or create
new) eavesdropping opportunities for Eve [113]. More precisely, a carelessly-implemented cal-
ibration procedure may allow Eve to induce a controllable mismatch between the detectors of
one or two way QKD systems. In that regard, methods to induce detection efficiency mismatch
in degrees of freedom other than time have not yet been experimentally explored [158,159].

Similarly, the detector control attack exploiting a superlinear response of the detectors
in Clavis2 is due to the insufficiently-studied theoretical model of single-photon detection. In
particular, the attack could actually pose a security risk to any QKD implementation that
utilizes avalanche diode or superconducting nanowire based single-photon detectors [114].
Probing deeper into the phenomena responsible for superlinearity may turn up methods to
either enhance or curb the risk – the former enables finding and addressing vulnerable regimes
and therefore, like the latter, is in the interest of security. In any case, security proofs must
be revised to take superlinear characteristics into account.

The threat of Trojan-horse attacks [183] possibly has the most far-reaching consequences.
In chapter 7, we described the reasons for the existence of such attacks. Any optical system
is bound to have reflecting/scattering interfaces; in principle, all QKD systems are therefore
vulnerable to Trojan-horse attacks. Although with a careful design and preemptive measures,
such as isolators, the risks can be mitigated in practice to some extent, there are still quite a
few degrees of freedom available to the eavesdropper [184]. Additionally, we note the strategy
devised and simulated in section 7.3 basically attempts to minimize the severity of afterpulsing
that occurs in Bob’s single-photon detectors (SPDs) due to Eve’s bright Trojan-horse pulses.
With suitable tweaks and alterations of this strategy, an attack on entanglement-based QKD
systems [196,197], where both Alice and Bob use SPDs, is then possible2.

Portable Trojan-horse eavesdropper

In subsection 7.2.3, we described the scheme and operation of a setup used for performing
a proof-of-principle Trojan-horse attack. With this setup, we could successfully perform a
phase readout even with back-reflection levels of one-in-a-million. This setup is universal in

2And even the BB84 protocol then becomes vulnerable.
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the sense that with simple modifications, it may be attuned to attack virtually any kind
of fiber-optical QKD system. This includes not just other plug-and-play systems but also
one way QKD implementations, continuous-variable and the (latest) measurement-device-
independent QKD systems [104, 129, 157, 167, 198, 199] if their actual implementations lack
proper safeguards against Trojan-horse attacks.

During the writing of this thesis, we have been involved in the construction a portable
version of the Trojan-horse attack setup with the intention of using it to demonstrate proof-
of-principle attacks on the variety of QKD systems listed above. Two components critical in
reducing the footprint of the setup are (i) a motorized variable optical delay line (VODL) [200]
for providing delay increments as low as 1 ps, and (ii) a low-loss 90◦ optical hybrid [201] for
interfering the signal and the local oscillator.

Figure 8.1 shows a photograph of the portable eavesdropper. The assembly includes the
VODL, the 90◦ hybrid, and two homodyne detectors for a simultaneous measurement of the
x and p quadratures3. With help of these components, finding the right delay – to achieve
a high and stable interference visibility of the signal and the local oscillator – is a matter of
minutes than hours.

8.1 Future of QKD – A personal perspective

Quantum key distribution (QKD) has seen a remarkable progress in the recent years. This
includes performing QKD between rapidly-moving or floating platforms, such as a ground
station and an aeroplane [202] or hot-air balloon [203], an upstream quantum access network
in which transmitters are placed at the end user location and a common receiver is placed at
the network node [204], and even a client-server based QKD scheme where the client requires
components that are readily integrable in handheld devices [205]. Such novel schemes and
approaches herald the feasibility of global secure communication (via satellites, for example)
as well as open up the prospects of multi-user QKD networks. This is further corroborated
by the continued interest of governments and defence agencies to support, fund, and advance
practical quantum cryptography4.

Despite these advances however, it still looks rather unlikely to me that QKD alone would
ever have a dominant presence on the Internet, or even in long-distance public communi-
cation networks. The reason for such an opinion has, perhaps surprisingly, less to do with
quantum hacking5 than with the (lack of) practicality, usability, and convenience of QKD
implementations and (dismal) throughputs for securing information – especially when con-
trasted to current classical cryptographic technologies. Quantum hacking is a natural and
essential ingredient in the evolution of practical QKD. As and when a technology matures,

3This naturally yields more information albeit with a penalty of > 3 dB as the signal has to be split before
interference [116]. Nonetheless, in its current avatar, the setup offers us the choice of both single and double
homodyne detection.

4USA: www.darpa.mil/Our_Work/DSO/Programs/Quiness.aspx
China: www.nature.com/news/quantum-communications-leap-out-of-the-lab-1.15093.
Canada: https://uwaterloo.ca/institute-for-quantum-computing/qeyssat.

5the future of quantum hacking is tied, rather obviously, to the future of QKD.

www.darpa.mil/Our_Work/DSO/Programs/Quiness.aspx
www.nature.com/news/quantum-communications-leap-out-of-the-lab-1.15093
https://uwaterloo.ca/institute-for-quantum-computing/qeyssat
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Figure 8.1: The portable “plug and play” Trojan-horse eavesdropper. The setup, placed on a 60 cm
× 50 cm optical board, mainly requires a careful delay and polarization control and interferometric
stability. Except the two homodyne detectors, all components are fiber integrable. The setup can
be attuned to attack virtually any kind of fiber-optical QKD system. The majority of work done in
assembling this portable setup together was done by Birgit Stiller and Imran Khan.
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bugs and loopholes are imminent. I believe practical QKD is experiencing this phase currently.
The role of quantum hacking is to prevent security disasters in future if and when QKD is
deployed, but not derail its progress6.

The showstopper, in fact, is due to one of the very core ideas in QKD: operation at the
quantum level. Since realistic channels involve both loss and noise (which usually increase
with the channel length), fast and efficient solutions for generation and detection of quantum
states that are also simple and cost-effective have been hard to find. A tremendous advance
in these two technologies is required for QKD to compete with conventional cryptography.

Nonetheless, QKD in conjunction with other technologies – not necessarily quantum –
that have been deployed for securing financial data in the past can extend their deployment
to more niche markets. The best example is the commercial system from ID Quantique that
XORs the one time pad obtained via quantum key distribution with a symmetric key shared
using public key cryptographic mechanisms. The resultant key is then used for encrypting
messages with state-of-the-art advanced encryption standard (256-bit AES) algorithm. A
powerful adversary holding a futuristic quantum computer that provides an exponential ad-
vantage in the cryptanalysis of typical public key algorithms (but only a quadratic advantage
in the cryptanalysis of the AES; see section 2.3) can still be easily defeated. This is because
to know the resultant key and thus break the security of the system, a hacker will also need
to successfully breach the security of the one time pad as and when it is being distributed
using quantum cryptographic methods.

A recent and exciting development that must be mentioned here is in the field of quan-
tum digital signatures [206], where the first practical solutions have been reported [207,208].
Quantum digital signatures (QDS) provide assurances on the authenticity and transferability
of a message by preventing it from being forged or repudiated. As the name suggests, QDS
use the laws of quantum mechanics (just like QKD) to guarantee the security of the protocol.
Quite recently, schemes to implement QDS with QKD components have been proposed [209].
This not only broadens the scope of QKD in a significant manner, but also holds potential to
enhance practical QKD itself.

To close this thesis, quantum key distribution, or more generally, quantum cryptography,
is indeed a wonderful idea that has had the lion’s share in bringing quantum information
technology to the fore. Since its inception around 3 decades ago, it has evolved from just
a theoretical idea into a vibrant and multidisciplinary research field. Practical quantum key
distribution systems can enrich existing conventional cryptography and thereby, provide the
highest level of security in the future. But like any other technology, QKD must undergo a
tight scrutiny to weed out the vulnerabilities and close the loopholes.

6It may be added that quantum hacking has also contributed to the sacrifice of the claims of ‘unconditional
security’ at the altar of sobriety and rationality. In my opinion, practical QKD systems can provide the highest
form of security possible by striving to implement one time pad encryption in an ideal manner. But the theory-
practice deviations can never be completely addressed, implying unconditional security cannot be guaranteed.
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List of Acronyms

AES Advanced Encryption Standard

BB84 Bennett-and-Brassard 1984

B92 Bennett 1992

DES Data Encryption Standard

DEM Detection Efficiency Mismatch

EC Error Correction

FM Faraday Mirror

FSA Faked-States Attack

HD Homodyne Detector

IRA Intercept and Resend Attack

LLM Line Length Measurement

LO Local Oscillator

MAC Message Authentication Code

MDI Measurement Device Independent

MZI Mach Zehnder Interferometer

OSA Optical Spectrum Analyzer

OTDR Optical Time Domain Reflectometry

OTP One Time Pad

PA Privacy Amplification

PBS Polarizing Beam Splitter

PM Phase Modulator
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PMF Polarization-maintaining Fiber

PNS Photon Number Splitting

POVM Positive Operator Valued Measure

QBER Quantum Bit Error Rate/Ratio

QIP Quantum Information Processing

QKD Quantum Key Distribution

QND Quantum Non Demolition

QRNG Quantum Random Number Generator

RKE Raw Key Exchange

SARG04 Scarani-Acín-Ribordy-Gisin 2004

SBS Symmetric Beam Splitter

SMF Single Mode Fiber

SoP State of Polarization

SPAD Single-Photon Avalanche Diode

SPD Single-photon Detector

SPS Single Photon Source/State

SSL Secure Sockets Layer

THP Trojan-Horse Pulse

TLS Transport Layer Security

TPC Three Port Circulator

TSA Time-Shift Attack

VOA Variable Optical Attenuator

WCS Weak Coherent Source/State

WCP Weak Coherent Pulse
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