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GNN-DM: A Graph Neural Network Framework
for Real-World Gas Distribution Mapping

Nicolas P. Winkler , Patrick P. Neumann , Natalia Albizu, Erik Schaffernicht ,
and Achim J. Lilienthal , Senior Member, IEEE

Abstract—Gas distribution mapping (GDM) is essential for
industrial safety and environmental monitoring, as it enables
real-time hazard detection and air quality assessment.
Traditional GDM methods, such as kernel-based techniques,
struggle to reconstruct complex gas plume dynamics
accurately. While deep learning has shown promise for
GDM, two critical challenges hinder its practical use: the
scarcity of available training data and the incompatibility
of conventional architectures with irregular sensor layouts.
To address these limitations, we propose GNN-DM, a graph
neural network-based model for GDM that incorporates
the relational structure of sensor networks to infer
high-resolution maps from minimal, irregular inputs.
The model is pretrained on synthetic gas dispersion data
generated from measured wind data and fine-tuned on two industrial datasets collected on a ferry car deck and in a hot
rolling mill. Compared with established GDM techniques, GNN-DM achieves higher accuracy on synthetic and real-world
data, highlighting the potential of graph-based learning for practical gas mapping applications.

Index Terms— Environmental monitoring, gas distribution mapping (GDM), graph neural networks (GNNs), sensor
networks, transfer learning.

I. INTRODUCTION

ACCURATE gas distribution mapping (GDM) provides
critical information for mitigating hazards and addressing

environmental impacts in scenarios ranging from industrial
safety, environmental monitoring, to emergency response. Sta-
tionary sensor networks in industrial environments allow for
mapping the spatiotemporal distribution of harmful gases,
helping occupational health experts understand process-related
emissions and ventilation efficiency [1], [2]. Similarly, mobile
robotic platforms can autonomously explore hazardous areas,
map gas distributions, and detect gas leaks [3], [4], [5].
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A key challenge in GDM is the extreme spatial sparsity
of sensor data, exacerbated by the temporal sparsity intro-
duced when using mobile robots. To generate continuous
gas distribution maps, sparse sensor readings must be inter-
polated to estimate values at unsampled locations. Tradi-
tional spatial interpolation methods, such as kriging [6] and
Kernel DM+V [7], are widely used in GDM but struggle
to capture the complex dynamics of gas dispersion. These
models rely solely on available sensor data with limited
domain knowledge to refine their predictions. Deep learning
has achieved tremendous progress in computer vision, natural
language processing, and robotics [8]. However, its application
to GDM remains limited. One major obstacle is the scarcity
of training data: deep neural networks typically require large
and diverse datasets to generalize effectively, yet in real-world
sensing deployments, only a handful of sensor locations are
available, and ground-truth distributions are rarely observable
at high spatial resolution. This severely restricts the appli-
cability of conventional deep learning models to GDM in
realistic environments, especially those with irregular sensor
layouts. In this work, we introduce GNN-DM, a graph neural
network-based framework for distribution mapping, explicitly
designed for real-world applicability. Unlike previous learning-
based approaches, GNN-DM flexibly incorporates irregular
sensor layouts and generalizes to unseen spatial configurations
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by leveraging the relational structure of sensor data. Through
radius-based, selective message-passing mechanisms based on
node status, GNN-DM propagates information from sensor
nodes to virtual nodes, enabling accurate and high-resolution
mapping of gas distributions. To address the lack of labeled
real-world training data, GNN-DM is first pretrained on
synthetic data and then fine-tuned on real-world datasets.
This two-stage training strategy allows the model to learn
general dispersion patterns while adapting to specific sensor
configurations.

The key contributions of this work include below.
1) GNN-DM Framework: A novel graph neural network

(GNN)-based GDM model, designed to handle irregular
sensor arrangements.

2) Performance Evaluation: Benchmarking of GNN-DM
against state-of-the-art GDM methods, demonstrating
superior performance on synthetic datasets and robust
generalization to real-world industrial environments.

3) Real-World Applicability: Validation through fine-tuning
on datasets collected from a ferry car deck and a hot
rolling mill, showcasing the model’s transfer capabili-
ties.

4) Open-Source Resources: Publicly available source code
and datasets to facilitate further research in the field.

The remainder of this article is structured as follows.
Section II reviews the related work, Section III describes
the data acquisition process, Section IV details the GNN-DM
framework, Section V presents the experimental results, and
Sections VI and VII provide discussion and conclusion.

II. RELATED WORKS

A. Models for Distribution Mapping
Early models for GDM primarily relied on spatial inter-

polation of measurements with minimal reliance on physical
assumptions. Techniques such as kriging [6] and Gaussian
process (GP) regression [9], [10], [11] are widely used in
environmental monitoring to estimate missing values in sparse
datasets [12]. Kernel DM+V (KDM+V) [7] builds on kernel
density estimation to estimate the mean concentration and
associated variability at each location. Extensions include wind
integration, 3-D modeling, and time-dependency [13], [14].
Similarly, Gaussian Markov random fields (GMRFs) [15],
[16] leverage a graph-based representation for GDM, where
relationships between nodes are modeled explicitly. This struc-
ture has been used for the joint estimation of wind and
gas maps [17]. These traditional models, however, often lack
accuracy, especially in modeling the edges of gas plumes,
especially under unknown wind conditions.

Recent GDM models have begun adding more prior knowl-
edge to the models. DARES, for instance, integrates physical
domain knowledge through partial differential equations for
modeling gas dispersion processes [18], [19], but again needs
wind information as input. Another route encompasses data-
driven, machine-learned models that learn the intricate behav-
ior of gas plumes from training data. An early data-driven
alternative like the echo state map approach [20] combines
GPs with recurrent networks to learn a spatiotemporal inter-
polation model. More recently, convolutional neural networks

(CNNs) were utilized for GDM [21], [22], [23]. While they
model spatial relationships effectively, they require the input to
be structured on a fixed grid and, therefore, show restrictions
when being applied to real-world scenarios, where sensor
placements are often irregular.

B. Graph Neural Networks
GNNs have emerged as a powerful tool for learning over

graph-structured data, offering flexibility in handling irreg-
ular spatial structures and variable connectivity [24], [25],
[26], [27]. Key variants for aggregating information within
a graph include graph convolutional networks (GCNs) [28]
and graph attention networks (GATs) [29]. GNNs have found
applications in diverse areas, ranging from natural language
processing, recommendation systems, and spatial regression
to complex physics simulations [25], [30], [31], [32], [33].
Recent advancements also include the development of geomet-
ric deep learning, which generalizes GNNs to handle a variety
of data structures beyond graphs, e.g., images, spheres, or 3-D
meshes [34].

In environmental monitoring, GNNs have demonstrated
effectiveness in spatiotemporal interpolation for unseen loca-
tions [35]. Their adaptability makes them ideal for handling
the irregular spatial structures often encountered in GDM. This
article extends our initial work on GNNs for GDM [36] by
introducing a fundamentally improved model with selective,
status-based message passing, enabling more accurate predic-
tions. In this article, we also conduct an in-depth study of state-
of-the-art GDM methods. Furthermore, we address the critical
gap between synthetic training and real-world deployment
by systematically fine-tuning and validating the model on
real-world industrial datasets.

III. DATA ACQUISITION

A. Synthetic Data
Training neural networks requires a large amount of data,

but high-resolution gas distribution ground-truth datasets are
impractical to acquire. To overcome this, we pretrained
our model on synthetic data generated using GADEN [37],
a filament-based gas dispersion simulator. Simulations mod-
eled a 9 × 7.5 m area with gas sources at 30 positions, each
simulated for 300 s under 12 real wind conditions, recorded
during outdoor experiments. Data were sampled at 1 Hz and
the first 30 s of each simulation was omitted to account only
for fully developed gas plumes.

For training, six wind sets were allocated to train-
ing/validation and six for testing, producing 15 840 training
samples, 6840 validation samples, and 23 760 test samples.
In the temporal dimension, each sample consisted of ten sensor
readings spaced 4-s apart. Data were log-scaled and z-score
normalized based on mean µtrain and standard deviation σtrain
of the training subset.

B. Real-World Data
1) Low-Cost Sensing Nodes: We collected real-world mea-

surements in two industrial scenarios using custom-built,
low-cost sensing nodes [38]. Each sensing node included a
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temperature/humidity sensor (DHT22), a dust sensor (Sharp
GP2Y1010AU0F), and either an “indoor air quality” (IAQ) or
a nitrogen dioxide (NO2) gas sensor (SPEC DGS). Measure-
ments were taken every 30 s, with a 2-s fan run before each
reading. Malfunctioning readings (e.g., after power outages)
were filtered out, and data were resampled to 1-min intervals.
Dust and gas measurements were temperature-compensated
using a reference sensor tested in a climate chamber. NO2
data were calibrated to parts per million (ppm), and offsets
were corrected where baselines deviated significantly from the
expected values. Dust readings were z-score normalized to
match the pretrained model’s data range, and a 7-day rolling
mean mitigated sensor drift.

2) Hot Rolling Mill: A simplified layout is visualized in
Fig. 1(a). Nodes were installed near a roller table at heights
between 1.5 and 3.4 m. Yet in practice, we disregard those dif-
ferences by projecting the data on a 2-D plane. Measurements
spanned from May 2021 to October 2022; however, to reduce
the effect of sensor degradation and to reduce computational
cost, only data from June 1, 2021 to June 21, 2021 were used.
Data from one sensor (ID-05) is missing. The time series was
divided into three segments for training, validation, and testing.

3) Ferry Car Deck: A network of 20 sensors monitored a
ferry’s car deck, as shown in Fig. 1(c). Measurements were
intermittent due to decentralized power supplies, spanning
September to December 2021. To maximize available sensors
in the dataset, we focused on data from September 15 to
25. One sensor (ID-14) did not log any data, possibly due
to a power issue that prevented it from functioning properly.
Another sensor logged unreliable readings with no visible
baseline and thus was removed from the dataset (ID-13).
A cyclic approach divided the time series into six segments,
three of which were used for training and three for testing.

IV. GNN-DM FRAMEWORK

A. Problem Description
The GNN-DM model addresses GDM as a problem of

propagating information from sensor nodes (with known con-
centrations) to virtual nodes (with unknown concentrations),
as shown in Fig. 2(a). Each node corresponds to a spatial
location. Information is exchanged via message passing along
graph edges, iteratively updating node features with data from
connected neighbors. For a general overview of graph theory
and neural networks (see [24], [26]).

B. Graph Construction
Each node of our graph holds a feature vector xconc rep-

resenting the obtained measurements m of the last ten time
steps at this location

xconc =

{
0, if virtual node
m, if sensor node.

(1)

To distinguish between sensor and virtual nodes, we use a
1-D, binary mask

xsensor =

{
0, if virtual node
1, if sensor node.

(2)

Node positions are normalized to [−1, 1] to enable cross-
scenario transferability. We define edges E between nodes vi
and v j using a radius r = 0.5, including self-loops, as

E =
(
vi , v j

)
| d

(
vi , v j

)
≤ r ∪ (vi , vi ) | vi ∈ V (3)

where d(·) denotes the min–max normalized Euclidian dis-
tance and V is the set of nodes. The Euclidean distance is
added to each edge as a feature e. The chosen r corresponds to
2.25 m in the simulation environment. Thus, after three rounds
of message passing, information can theoretically propagate
over approximately 6.75 m. Such heuristic parameter choices
are common in GDM approaches, analogous to selecting
kernel bandwidth in KDM+V or kriging. By connecting nodes
within a radius, we balance computational costs and avoid
convergence to nearly identical feature vectors, a common
problem known as over-smoothing [24].

C. Message Passing
Our message-passing function is based on the graph atten-

tion operator GATv2 [39], using two-headed attention; GATv2
improves upon GAT [29] by allowing for a more flexible atten-
tion mechanism. Two-headed attention calculates connection
importance independently for each of the two heads, where a
head is an individual attention mechanism that learns separate
weights and focuses on different aspects of the data. High
attention scores indicate a stronger influence on information
exchange.

For each attention head k, trainable parameters ak and 2k

are used with the LeakyReLU activation to produce unnormal-
ized attention coefficients ek

i j

ek
i j = aT

k LeakyReLU
(
2k

s xi + 2k
t x j + 2k

eei j

)
. (4)

Here, 2s, 2t , and 2e are the learned linear projections from
the source node, target node, and edge features, respectively.
LeakyReLU is defined as

LeakyReLU (x) =

{
x, if x ≥ 0
0.2 x, if x < 0.

(5)

Next, these coefficients are normalized via softmax over each
node’s neighborhood N (i)

αk
i j = softmax j∈N (i)

(
ek

i j

))
=

exp
(

ek
i j

)
∑

j ′∈N (i) exp
(

ek
i j ′

) . (6)

The final node features are aggregated by the contributions
from both attention heads

x′k
i = αk

i j2
k
s xi +

∑
j∈N (i)

αk
i j2

k
t x j (7)

x′

i =∥
K
k=1 x′k

i (8)

where ∥ denotes the concatenation across the K attention
heads. Each head k produces its own transformed feature
x′k

i , which are then concatenated to form the final node
embedding x′

i .
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Fig. 1. Layouts of sensor networks deployed in two industrial scenarios. (a) Hot rolling mill showing sensor placements along a roller table that
transports metal slabs. (c) Ferry car deck with sensor locations distributed across the deck. (b) and (d) Individual sensing nodes. These datasets
were utilized for fine-tuning to evaluate GNN-DM’s performance in real-world conditions.

Fig. 2. Graph-based GDM process. (a) Information propagates from
sensor nodes with known concentrations to virtual nodes representing
unknown concentrations. (b) Radius-based edge construction connects
nodes within a specified distance r, allowing message passing while
balancing computational efficiency.

D. Network Architecture
The architecture of our model is shown in Fig. 3. Message

passing proceeds in three steps as follows.
1) Sensor nodes share information among themselves.
2) Sensor-to-virtual information flow.
3) Bidirectional exchange among all nodes.

The first message-passing layer exchanges local sensor-node
information; the second propagates sensor data to virtual
nodes. In the final “smoothing” layer, sensor nodes can be
influenced by virtual nodes, but by then the virtual nodes
already carry sensor-derived information. We implement these
steps by filtering edges in (3) according to xsensor. Residual
connections between layers help to retain original values.

For the input to the first message-passing layer, xconc
and xsensor are concatenated with a global latent vector z,
derived from aggregated sensor-node data. This global vector
is derived from aggregated data from all sensor nodes. The

data from all sensor nodes are globally mean pooled and then
transformed using two linear layers. This allows the model
to encapsulate a global condition, such as the gas plume’s
diffusion state, which may not be adequately represented by
the limited local exchanges occurring between sensor nodes
in the first message-passing layer.

In between the message-passing layers, the exponential
linear unit (ELU) activation function and dropout regulariza-
tion (with probability = 0.2) are applied to improve model
expressiveness and prevent overfitting. Each message-passing
layer operates on a hidden dimension of size 64. A final linear
layer reduces the output from the two concatenated attention
heads back to the desired output dimension. In addition,
since the first residual connection must match the output size
of the message-passing layer (hidden dimension multiplied by
the number of heads), a linear transformation is applied to
the input before the residual connection is added.

E. Implementation and Training Procedure
The model was implemented in PyTorch Geometric [40]

and trained on an Nvidia A100 GPU using the Adam opti-
mizer [41] with a learning rate of 1×10−4 and weight decay of
1 × 10−5. The source code and synthetic datasets are publicly
available online.1

We pretrained the model on graphs representing the entire
30×25 grid of the synthetic data, containing 750 nodes. While
training on smaller subgraphs is possible, it was observed
to be less efficient. To simulate a sparse sampling manner,
we randomly designated between 4% and 15% of the nodes
as sensors and treated the rest as virtual nodes on each training
step. The final model was trained for 100 epochs on the
combined training and validation data while minimizing the
mean squared error (mse) loss. This means that the model

1https://github.com/niphiwi/GNN-DM
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Fig. 3. GNN-DM architecture consisting of three message-passing steps: 1) bidirectional communication among sensor nodes; 2) unidirectional
propagation from sensor-to-virtual nodes; and 3) bidirectional exchange between all nodes. The initial feature vector is formed by concatenating
sensor measurements xconc, a binary mask differentiating sensor and virtual nodes xsensor, and a latent vector z capturing global information.
Residual connections preserve original features.

Fig. 4. (a) Predictions on regular and irregular and (b) random input
data. For each model, the prediction ŷ and the absolute error e = |y − ŷ|

between the prediction and the true distribution y are visualized. The
colormaps of the predictions are scaled based on the respective truth.
(a) Regular input. (b) Random input.

learns purely from data correlations without any explicit
physical constraints.

V. EXPERIMENTAL SETUP AND EVALUATION

A. Performance Quantification
For quantitative performance evaluation, we mainly have

to rely on synthetic data, as the real-world datasets lack a
ground truth that would allow a full evaluation. We compare
GNN-DM against three state-of-the-art models: KDM+V [7],
DARES [18], [19], and GDD [22]. Fig. 4 presents sample
predictions.

Because the compared methods differ in their data require-
ments, compromises were made for fair comparison. GNN-

TABLE I
RESULTS ON SYNTHETIC TEST SET

DM requires a sequential measurement vector [see (1)],
whereas the others were implemented for a single time step.
DARES assumes existing wind information, which is not
considered as input in our model. For that, we zero the
advection term, simplifying the model to its diffusion term.
GDD is a CNN-based approach requiring a fixed grid, so we
replicate its regular training setup for direct comparison.

Table I summarizes the root mean squared error (RMSE)
and Kullback–Leibler divergence (KLD). We define a point-
wise KLD as

KLD
(
y, ŷ

)
= y · log

y
ŷ

(9)

where y and ŷ are the normalized (with a softmax over pixels)
true and predicted distributions, respectively.

For irregular sensor placements, GNN-DM outperforms the
other models, especially at the plume edges (see Fig. 4).
However, for a regular grid, GDD performs better in both
RMSE and KLD—likely because GDD is trained specifically
on the same grid layout and has undergone an exhaustive
hyperparameter search. In contrast, GNN-DM was designed
and trained for broader applicability.

B. Robustness and Sensitivity Analysis
To assess GNN-DM’s robustness, we varied the ratio of

sensor-to-virtual nodes and measured how prediction quality
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Fig. 5. RMSE as a function of sensor-node percentage in the graph.
GNN-DM shows robust performance even at low sensor-to-virtual node
ratios, with degradation occurring below 10%. The gray area highlights
the ratios seen during training.

Fig. 6. Sensitivity of GNN-DM to Gaussian noise σnoise and mean shifts
∆µ in input data, evaluated with 60 sensor nodes. While moderate noise
levels degrade performance, mean shifts have minimal impact. Noise is
defined as σnoise = j×σtrain. Mean shifts are defined as ∆µ = s×µtrain.

changed (see Fig. 5). Despite training only on 4%–15% sensor
nodes, the model remains effective at higher sensor ratios.
Performance degrades below 10%, partly due to random
sampling limitations leading to inconsistent predictions for
very narrow plumes.

We also tested sensitivity to deviations from the training
distribution by adding Gaussian noise σnoise and mean shifts
1µ. Fig. 6 shows that mean shifts have a minor impact on
the model, while noise degrades accuracy more significantly.
Interestingly, moderate noise levels with large mean shifts
improve model performance to no mean shift, suggesting an
interaction between noise and mean. At moderate noise levels,
the mean shift might “anchor” the predictions, counteracting
some of the variability introduced by the noise. At high noise
levels, however, the noise overwhelms the effects of the mean
shift, resulting in consistently high RMSE.

Next, we replaced sequential readings in GNN-DM with
repeated values from a single time step T−n . GNN-DM’s
RMSE increased from 0.33 at T0 to 0.86 at T−9, demonstrat-
ing its reliance on recent data to capture plume dynamics
effectively. In contrast, KDM+V’s RMSE increased more
gradually, from 0.44 at T0 to 0.74 at T−9, reflecting its lower
sensitivity to temporal context.

C. Transfer Capabilities
Our model was initially trained on synthetic data from

a specific simulation environment. To test its real-world

TABLE II
RMSE FOR LOOCV ON REAL-WORLD TEST SETS

applicability, we fine-tuned the last two layers (the final linear
and message-passing layer, see Fig. 3) on real-world data,
a common approach in transfer learning [42]. By this, we aim
not to alter the model’s propagation from sensor-to-virtual
nodes fundamentally, but only adjust the output layers to the
new data distribution.

We discretized each domain with a virtual-node spacing
of 2 m and randomly assigned 90% of the available (real)
sensors as sensor nodes and 10% as virtual in each iteration.
The model then predicted the entire domain, but the loss was
computed only at available real sensor locations. A dedicated
model was fine-tuned to each real-world dataset for 5 epochs.

Table II presents the leave-one-out cross-validation
(LOOCV) results for each dataset. We compare GNN-DM
against KDM+V with three different kernel sizes σ . For
very small σ = 2.5 m, there is insufficient interpolation,
meaning the sensors do not effectively interact with one
another, resulting in KDM+V predictions near 0. At the other
extreme, σ = 100 m, the prediction is influenced by a large
number of sensors, causing it to converge toward the mean of
all inputs. The case of σ = 15 m represents an intermediate
scenario where sensors influence one another just enough to
provide meaningful predictions.

While the fine-tuned GNN-DM outperforms KDM+V for
the ferry dataset, it performs only slightly better than the
optimal KDM+V configuration (σ = 15 m) on the hot rolling
mill dataset. This marginal difference can be attributed to the
characteristics of the HRM dataset, which lacks explicit spatial
patterns, such as gas plumes, that the GNN could exploit in the
synthetic data. Nonetheless, it is noteworthy that the GNN-DM
does not perform worse than the optimized KDM+V. This
indicates that GNN-DM does not hallucinate or introduce
artificial patterns but instead robustly adheres to the inherent
data distribution, even in the absence of prelearned structures.

Fig. 7 shows the comparison of the nontuned and fine-tuned
predictions for the hot rolling mill. The fine-tuned model
aligns better with real sensor observations, whereas the non-
tuned model overestimates areas of high dust concentration.

Fig. 8 illustrates NO2 predictions for the ferry car deck
before and after the ferry arrived at a harbor. After fine-tuning,
the model tends to propagate high sensor readings more con-
servatively, suggesting a slight bias toward underestimation.
This could result from data impurities or limitations of the
mse loss, which may not fully guide the model toward the
desired solution.

This indicates that the model develops a bias for a trivial
solution through fine-tuning. As the monitored training loss
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Fig. 7. Dust concentration distribution in the hot rolling mill during
production. (a) Prediction using the model that was only trained on
synthetic data. (b) Improved accuracy after fine-tuning on real-world
measurements. Nodes are plotted as circles, with sensor nodes high-
lighted by a red edge around the circle. The maps are color-scaled
based on the input sample and presented in arbitrary units of the
low-cost dust sensor.

Fig. 8. NO2 concentration maps on the ferry car deck during (a) cruising
and (b) unloading at the harbor. Nodes are plotted as circles, with
sensor nodes highlighted by a red edge around the circle. Predictions
are derived from the fine-tuned GNN-DM model NO2 gas sensors. Fine-
tuning enhances alignment with observed sensor values but introduces
slight underestimation. (a) NO2 during cruising (5 A.M.). (b) NO2 during
unloading (8 A.M.).

decreases during fine-tuning, we presume that this learned
bias is due to data impurities and that the simple mse loss
function cannot inform the model to converge desired differ-
ently. However, these results show that fine-tuning can adapt
GNN-DM to real-world conditions, highlighting its potential
value in bridging the gap between synthetic training and real-
world deployments.

VI. DISCUSSION AND FUTURE WORK

A. Summary of Main Findings and Their Interpretation
Our results demonstrate that GNN-DM is an effective

framework for spatial interpolation of sparse measurements,
particularly when applied to synthetic data. Although it is sur-
passed by a CNN in certain fixed-grid scenarios, we attribute
this to the CNN’s specialized training on a particular sampling
strategy, whereas GNN-DM was trained on randomized sensor
configurations, demonstrating broader flexibility.

However, the model’s performance in real-world deploy-
ments remains limited. The real-world datasets used in this

study lacked distinct spatial structures, such as sharp plumes
or gradients, which are typically exploited by models trained
on synthetic data. In addition, the extremely sparse sen-
sor coverage—approximately 2%–3% of the spatial grid—
constrains the model’s ability to infer high-resolution distri-
butions reliably.

Despite these challenges, the approach shows promise in
capturing complex gas dispersion patterns under varying wind
conditions and in adapting to different sampling strategies.
Nonetheless, current limitations motivate multiple directions
for future work.

B. Limitations and Future Work
1) Domain Adaptation: Our current transfer strategy is lim-

ited to retraining the two final layers of GNN-DM on real-
world data for 5 epochs. Excessive fine-tuning on a greater
number of epochs showed that the fine-tuned model over-fits
the training data, and generalization ability with respect to
reconstructing meaningful maps deteriorates. Latent feature
distributions within the model likely misalign between syn-
thetic and real domains. To address this, future work could
employ adversarial domain adaptation [43], where a domain
discriminator is trained to distinguish whether the hidden
representation within the model originates from synthetic or
real input data. This strategy could allow for a more effective
transfer between domains.

2) Incorporating Physics-Informed Biases: GNN-DM
currently learns from data alone, without explicit physical
constraints. Embedding prior knowledge, such as gas
diffusion characteristics, could guide the model toward more
realistic predictions, especially under conditions of sparse
data. Inspired by physics-informed neural networks [44],
such constraints could be introduced either directly through
adaptation of the message-passing function—similar to the
GDM approach of [17]—or indirectly as soft regularization
terms in the loss function. This would reduce reliance on
purely empirical correlations and improve extrapolation to
unseen conditions.

3) Uncertainty Modeling: The current model produces deter-
ministic maps based on mean-pooled global context and local
message passing. In overly sparse settings, this limits the
model’s ability to resolve the ambiguity inherent in ill-posed
inverse problems. Further work could explore encoder–decoder
architectures such as graph U-Nets [45], which may better
capture global context in a compact latent representation.
To further address uncertainty, such architectures could be
combined with generative methods like diffusion [46], allow-
ing the model to sample from a learned posterior and represent
multiple plausible distributions conditioned on the sparse
sensor observations.

4) Diversity and Realism of Training Data: The model is
currently dependent on synthetic training data, which, for
example, lacks obstacles and therefore prevents a mean-
ingful application to cluttered industrial environments like
warehouses, where obstacles heavily influence airflow. More
diverse and realistic datasets will be needed to enable mean-
ingful evaluation of deep learning-based gas mapping methods.
Furthermore, real-world sensor data are often affected by
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noise, drift, and missing values. Improving both the realism
of synthetic training data and the quality of real-world bench-
marks would enable better evaluation, not only for data-driven
models. In the long term, developing curated datasets that
include diverse environmental conditions and sensor behaviors
could facilitate fine-tuning foundation models [47].

VII. CONCLUSION

We introduced GNN-DM, a flexible, GNN-based model for
GDM, trained on synthetic data and evaluated on real-world
industrial datasets. This approach bridges the strengths of
deep learning—learning complex patterns from data—with
the requirements of GDM applications, including sparse and
irregular sensor configurations.

Our results demonstrate that fine-tuning is a viable approach
for adapting deep-learned models to real-world conditions,
in order to address domain mismatches between synthetic and
real-world data. However, the performance of such models is
fundamentally limited by data quality: our synthetic data lack
the diversity needed to generalize to complex scenarios, while
real-world data remain overly sparse and unreliable, raising
questions about how much can be reasonably learned from it.

Despite these limitations, GNN-DM represents a significant
step toward leveraging deep learning for practical GDM tasks.
Future work should evaluate the incorporation of physics-
informed biases, uncertainty-aware generative models, and
advanced domain adaptation, while also prioritizing the devel-
opment of more diverse datasets to improve generalization and
validation.
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