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Abstract

Techniques for network-based intrusion detection have been evolving for years, and the
focus of most research is on detection algorithms, although networks are distributed and
dynamically managed nowadays. A data processing framework is required that allows to
embed multiple detection techniques and to provide data with the needed aggregation
levels. Within that framework, this work concentrates on methods that improve the
interoperability of intrusion detection techniques and focuses on data preprocessing
stages that perform data evaluation and intelligent data �ltering.
A�er presenting a survey of the chain of processes needed for network-based intrusion
detection, I discuss the evaluation of TCP connection states based on aggregated �ow
data. I develop classi�ers that interpret �ow data in regard of failed and successful con-
nections.�ese classi�ers are especially relevant for anomaly-based intrusion detection
techniques like port scan or malware detection, and enable many of these techniques to
operate on �ow-level data instead of packet-level data.
�e second part focuses on the �ltering of payload data for Intrusion Detection Sys-
tems (IDSs) that use signatures for detection. I perform a detailed analysis of the IDS
Snort that locates speci�c patterns within connections.�is analysis led to the �rst ap-
proach, Front Payload Aggregation (FPA), which captures data that is transferred at the
beginning of connections. Unfortunately, interleaved communication patterns cannot
be captured well using this aggregation technique.�erefore I propose Dialog-based
Payload Aggregation (DPA) in the next part, which divides bidirectional communica-
tion into dialog segments. For each direction change in the communication, a certain
amount of transferred data is kept, and the rest is dropped. �is way, bulk data is
dropped using a very lightweight method that only relies on network and transport
header information.�e �lter achieved very good results in combination with the IDS
Snort, as 89% of the original events could be retained, whereas only 4% of the original
amount of data was analyzed by the IDS.
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To exploit the multi-core architecture of today’s CPUs, IDSs are executed in parallel and
a load balancer distributes data to the systems. As payload-based analysis is not able
to cope with current network speeds even with parallelization, I develop an approach
to perform intelligent selection of the captured network data and to distribute selected
data to multiple IDSs.�e selection algorithm is based on a priority system that keeps
track of each host’s monitored time and the system controls data losses by monitoring
the load of every IDS. My evaluation revealed that the system showed up to 40% better
detection results compared to an overloaded system that dropped the same amount of
packets in an uncontrolled way due to overload.
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Kurzfassung

Eine steigende Anzahl an Einbrüchen und Schadanwendungen im Internet zeigt, dass
nicht alle verbundenen Rechensysteme ausreichend durch Sicherheitsmaßnahmen ge-
schützt werden. Deswegen ist es nötig, in Netzwerken verdächtige Datenströme zu
erkennen welche Teil eines Angri�s sind oder zu Schadanwendungen gehören. Diese
Dissertation schlägt ein System vor, das für diese Aufgabe ein Rahmenwerk zur Daten-
verarbeitung bereitstellt. Dieses Rahmenwerk ist fähig, Information auf verschiedenen
Aggregationsstufen für diverse Erkennungstechniken zur Verfügung zu stellen. Dabei
konzentriere ich mich auf die Verbesserung der Zusammenarbeit unterschiedlicher
Techniken der Angri�serkennung und behandle vor allem die Vorverarbeitung und
intelligente Filterung von Daten.
Im ersten Teil der Arbeit gebe ich einen Überblick über die gesamte Prozesskette der
netzwerkbasierten Angri�serkennung. Anschließend wird die Auswertung von Verbin-
dungszuständen auf Basis �owbasierter Daten behandelt. Ich entwerfe Klassi�katoren,
welche aggregierte Flowdaten hinsichtlich fehlgeschlagener und erfolgreicher Verbin-
dungen auswerten. Diese Klassi�katoren sind besonders relevant für anomaliebasierte
Methoden zur Angri�serkennung und erlauben es, dass viele dieser Methoden nicht
nur mit Hilfe detaillierter Paketdaten angewendet werden können, sondern auch mit
aggregierten Flowdaten.
Weiterhin wird die Vor�lterung von Paketinhalten für Angri�serkennungssysteme in
dieser Arbeit behandelt. Ich führe eine detaillierte Analyse des Angri�serkennungs-
systems Snort durch, welches Mustererkennung auf Paketinhalten durchführt. Diese
Analyse führt zum ersten Ansatz, der Front Payload Aggregation (FPA). Diese Technik
extrahiert Daten, die sich am Anfang von Verbindungen be�nden. Leider werden ver-
schachtelte Kommunikationsmuster nur unzureichend durch diese Filterungsmethode
erfasst. Deswegen erweitere ich FPA zur Dialog-based Payload Aggregation (DPA),
welche bidirektionale Kommunikation in Dialogsegmente unterteilt. Bei jedem Rich-
tungswechsel in der Kommunikation wird dabei eine de�nierte Menge an Payloaddaten
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aufgezeichnet, und der Rest wird verworfen. DPA erreichte sehr gute Ergebnisse in
Kombination mit dem Angri�serkennungssystem Snort, welches 89% aller vorhande-
nen Ereignisse erkannte, obwohl 96% der originalen Datenmenge von DPA ausge�ltert
wurden.
UmMehrkernarchitekturen von neuen Prozessoren auszunutzen, werden mittlerweile
netzwerkbasierte Angri�serkennungssysteme parallel ausgeführt, und ein Lastverteiler
leitet Daten zu diesen Systemen. Da auf Paketinhalten basierende Erkennungssysteme
für aktuelle Netzwerkgeschwindigkeiten zu langsam arbeiten, entwerfe ich eine Metho-
de für die intelligente Auswahl von empfangenen Netzwerkpaketen. Nur ein Teil der
empfangenen Pakete wird dabei zu Angri�serkennungssystemen weitergeleitet, und
das System kontrolliert Datenverluste, indem Überlast in den Erkennungssystemen
vermieden wird. Für eine ausgeglichene Auswahl ist ein Prioritätsmodell im System
integriert, das die Beobachtungszeit einzelner Rechnern im lokalen Netzwerk verfolgt.
Die Auswertung zeigte, dass das System bis zu 40% bessere Erkennungsraten hatte als
ein überlastetes System, das die gleiche Datenmenge wegen Überlast unkontrolliert
verlor.
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Chapter 1

Introduction

Today the world sees a fast transition from traditional media to Internet services. New
kinds of communication are invented; among numerous examples are Internet chats,
social networks and blogs. As a result, an increasing amount of users spend their free
time in the Internet and become a target for potential criminal activities [58, 66].�ese
activities are o�en conducted by installing malicious applications, also called malware,
on the users’ computers. To infect computers with malware, various approaches are used
by the criminals: One way is to mislead the user to execute a downloaded application.
Web pages may be faked, as e.g. a Facebook web page, which looks like the user has
been logged in. In this page, an application is o�ered that provides new smiley icons but
contains malware that infects the user’s computer when it is executed. Another way for
infection is the remote exploitation of security vulnerabilities. An active blackmarket for
these exploitable security vulnerabilities, so-called zero-day exploits, has emerged a few
years ago and has been thriving since [99].�is indicates the growing professionalism
and �nancial value of these undercover market operations. One of the e�ects of this
growing black market is the increasing rate of new malware that has been emerging
in the wild. Figure 1.1 shows the number of new malware binary signatures detected
by Symantec between years 2002 and 2009 [133] – it is easy to detect the exponential
trend here.�e users’ credentials are of special value for malware authors: keyloggers
are installed to capture credit card numbers or access data for online banking [66], and
many other methods are used by the criminals, including advanced phishing attacks like
man-in-the-browser [131] to illegitimately transfer funds. Antivirus so�ware vendors
are constantly �ghting these malicious attempts by capturing new malware in the wild
and developing signatures to detect and remove them from hosts [133].
One can also observe that the amount of heterogeneous devices in local and global
networks is steadily increasing: In previous years, either common workstations or
servers were attached to local networks, most of them running Windows and Unix-
based operating systems. But a trend can be observed that this network environment
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Figure 1.1 – Amount of new malware signatures observed per year, as reported
in [133]

will change soon: an increasing number of embedded devices access services in the
Internet. Examples are smartphones using wireless networks, or appliances featuring
Internet services for the user, like television or set-top boxes. A similar trend can also be
observed in the industrial environment, where devices increasingly o�er network-based
services and require an Internet connection for updates or remote management features.
�ese heterogeneous devices have multiple disadvantages: they run vendor-speci�c
operating systems, usually modi�ed versions of systems that are already available in the
market. Support for these devices is seriously needed, but the vendors do not always
provide updates or patches for security vulnerabilities, and custom modi�cations are
unwanted, as usually no direct access to the operating system is provided.
Due to the complexity of this problem, consumers start shi�ing their view and expect
from Internet Service Providers (ISPs) to take care of security within their networks.�e
survey in [98] analyzed consumer opinions and asked who should be most responsible
for protecting them from malicious activity: 65% of the respondents favored ISPs
and email service providers, whereas anti-virus so�ware companies and the people
themselves should be responsible for only 54% and 48% of the respondents, respectively.
�is problem cannot be completely solved, but in the future, this may lead to either
remotely executed protective so�ware1 or appliances that detect vulnerabilities and
protect devices within the network. ISPs already started projects in this area, as, e.g.,
the German provider 1&1 which participates in Project Honeypot2.
�e need to identify malicious activities in computer networks led to the introduction
of Intrusion Detection Systems (IDSs). IDSs monitor activities on hosts and in networks.
�ere are a variety of techniques available for analyzing this input data nowadays [152].
�e systems produce events that describe potential security breaches that may be mal-
ware communication, or tra�c belonging to attacks or intrusions.�e terms attack or

1As is already performed from Google or Apple for their smartphones [15].
2See also http://www.projecthoneypot.org/, last accessed on 2011-04-03.
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intrusion are used synonymously in this work, although they do not describe identical
activities [88].
IDSs may be di�erentiated according to the input data that is processed: host-based
approaches analyze data that is produced within systems, such as anti-virus so�ware,
whereas network-based approaches analyze data that is transferred over networks.�ese
systems are usually installed on dedicated machines that receive network data which is
transferred within the local network they are attached to.�is way, attack detection can
be performed independently from the hosts that are attached to the networks, and so
they may also detect malicious data from heterogeneous systems.
�e most popular type of network-based IDSs analyzes all data that is transferred over
networks, including the content of connections, so-called payload data. Due to the
high data rates in current networks [104, 107], these IDSs have a performance problem,
as thousands of patterns need to be matched to the network data. Many proposals
have been published to alleviate this problem in the last years [124, 139]. In [17], one
possible solution for this problemwas discussed that includes a variety of IDS techniques
that operate on di�erent data granularities. Payload data represents the highest data
granularity, as all data from the network is included, whereas �ow data only includes
statistics or samples from the original data. Flow data is commonly produced by �ow
aggregators, or, �owmeters, which are sensors directly attached to a network. It is possible
in the proposed solution, that fast analysis techniques working on �ow data cover most
parts of the network and point to anomalies. Detected anomalies may represent possible
security-related incidents, and they may trigger sensors to forward selected network
data to IDSs that use more thorough detection algorithms.
Figure 1.2 gives an overview of a data processing framework for IDSs, which this work
attempts to improve: multiple sensors within a network collect data, ranging from
packet capturing devices that receive packets from network links and transmit packets
including payload, to multiple �ow aggregation devices distributed in the network that
send �ow data to the IDS. Inside the IDS, �ow-based intrusion detection techniques
analyze incoming �ow data and identify suspicious elements in the network. �ese
are reported to an intelligent �ltering system that forwards only selected packet to the
succeeding payload-based IDS. Both the �ow-based and payload-based IDSs generate
security-related events that are evaluated by an event correlation system.
�is work intends to provide a basis for this this data processing framework. As the topics
of packet capturing, �ow aggregation and intrusion detection have been extensively
covered in literature [18,152], I focus on the interoperability of all involved components of
the overall system.�erefore, I set the following goals for the data processing framework
for IDSs:

1. Use of distributed sensors: As it has been shown for the Internet [114], distributed
sensors provide a basis for faster detection of intrusions compared to sensors
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Figure 1.2 – A data processing framework for IDSs

placed at a single position in the network. I incorporate distributed data sensors
in the IDS, which, as of practical reasons, should be implemented on available
devices and use aggregated �ow information.

2. Use highest possible aggregation levels: Sensors should provide as much data as
needed and as little data as possible to the detection systems.�is methodology
ensures that unnecessary data transport is avoided and the performance of avail-
able devices is best used. If a detection method requires less detail than the data
provides, the data will be aggregated before it is transferred.

3. Dynamic adaptation to environments: Tra�c in current networks is highly dy-
namic, as almost all tra�c properties depend on the type of services in the network
(e.g., backup, web server, �le server), or the type of machines (e.g., server, work-
station). Additionally, the volume of network tra�c changes in time and, for
example, shows diurnal patterns [104]. In the area of network management, many
solutions are already available that o�er dynamic network management features.
�ey allow on-the-�y recon�guration of networks and easy adaptation to new
requirements [60].�e same approach should be followed by an IDS.

A basis for ensuring interoperability is the detailed analysis of current IDSs and packet
capturing systems. Special focus lies on the dynamic recon�guration of data sensors,
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1.1. Structure of this Work

speci�cally so�ware-based and hardware-based �ow aggregation systems, as these
provide the foundation for succeeding data analysis (see Goals 1 and 3).
All methods proposed in this work are used to improve the interoperability of network
sensors and analysis systems. Analysis systems within IDSs should operate on the
highest aggregation level as possible (Goal 2), so that all irrelevant data can be omitted
as early as possible. Many anomaly-based detection techniques were proposed for
packet-level analysis, although these could also be realized on �ow-level data. �is
concerns especially those anomaly-based techniques that require information about the
state of TCP connections, e.g., whether a connection was successfully established or
the request was refused [72, 73].�eir input data can either be produced by analyzing
packet-level data, or by applying heuristics for �ow-level data. As current hardware
routing devices already support the export of �ow-level data, distributed sensors can be
easily incorporated into the IDS (Goal 1). A heuristic for determining connection states
is presented in Chapter 3.
IDSs operating on packet-level data and parse packet payload have high computational
requirements. To reduce these requirements, many possible solutions have been pro-
posed in the past [124,139]. I focus on a di�erent method, namely the �ltering of payload
data (Goal 2) before it is fed into the IDS and show its high e�ciency especially for
payload-based IDSs.
Another method for improving the performance of payload-based IDSs is presented in
Chapter 5. It targets environments, where too much tra�c is transferred to be analyzed
and enables adaptation and data �ltering in dynamic environments (Goal 3). A load-
balancing algorithm is proposed, which �lters packets according to an internal priority
model and distributes selected packets to multiple IDS instances.

1.1 Structure of this Work

�e following list describes the topics of succeeding chapters and all publications where
the content was published:

• Chapter 2 gives a detailed description of current techniques for packet capturing,
�ow aggregation and intrusion detection. A�er giving an overview of packet cap-
turing techniques, both hardware-based and so�ware-based, �ow aggregation is
analyzed with emphasis on dynamic recon�guration during runtime. A�erwards,
IDSs are covered. Parts of the chapter were taken from publications that appeared
as Technical Report in 2008 [88] and in the Proceedings of 16. GI/ITG Fachtagung
Kommunikation in Verteilten Systemen (KiVS 2009) [91].

• Chapter 3 introduces a method for evaluating TCP connection states from ag-
gregated �ow data and is based on a work that appeared in the Proceedings of
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1. Introduction

28th IEEE International Performance Computing and Communications Confer-
ence (IPCCC 2009), 2nd IEEE International Workshop on Information and Data
Assurance (WIDA 2009) [90].

• Chapter 4 presents a new method to �lter payload data for payload-based IDSs.
Beginning with the technique Front Payload Aggregation (FPA), which forwards
the payload of beginning of connections, Dialog-based Payload Aggregation
(DPA) is described a�erwards, which separates communication dialogs into indi-
vidual segments and extracts relevant data based on these segments. It contains
extracts from publications that appeared in the Proceedings of 34th IEEE Con-
ference on Local Computer Networks (LCN 2009), 4th IEEE LCN Workshop on
Network Measurements (WNM 2009) [89], Proceedings of 17th ACM Conference
on Computer and Communications Security (CCS 2010), Poster Session [92] and
Proceedings of 30th IEEE Conference on Computer Communications (INFOCOM
2011), 14th IEEE Global Internet Symposium (GI 2011) [94].

• Chapter 5 describes a load balancer for IDSs on multi-core systems that performs
intelligent host-based data �ltering for environments with high-volume tra�c.
It allows users to specify the relevance of hosts and assigns monitoring time
accordingly.�is work will be published at the 20th IEEE International Conference
on Computer Communication Networks (ICCCN 2011) [93].
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Chapter 2

Network Data Analysis

�is chapter gives detailed insight into the current state of network data analysis: In the
�rst part, I start by giving a short overview of the properties of today’s network tra�c.
Next, di�erent layers of network-based intrusion detection are covered, beginning with
the lowest layer, packet capturing, in Section 2.2, going on to �ow aggregation systems
in Section 2.3 and continuing with IDSs, both anomaly-based and signature-based, in
Section 2.4.�e chapter �nishes with a discussion of the limits of network-based IDSs
in Section 2.5.
Parts of this chapter were published in the publications Survey of Event Correlation Tech-
niques for Attack Detection in Early Warning Systems that appeared as Technical Report
in 2008 [88] and Seamless Dynamic Recon�guration of Flow Meters: Requirements and
Solutions that appeared in the Proceedings of the 16. GI/ITG Fachtagung Kommunikation
in Verteilten Systemen (KiVS 2009) [91].

2.1 Network Tra�c

Due to the amount and heterogeneity of services that are provided over computer
networks today, the data transferred over di�erent types of networks features diverse
properties. Depending on the use of the network (e.g., a local server network with many
�le servers, or a big web server cluster that o�ers a complex web site in the Internet), the
topology (e.g., a small local network with only one connection to an ISP, or a complex
network for a large institution that uses VLANs for separating subnets) and many other
characteristics, the attributes of the transferred data may change completely.
So if we want to analyze speci�c methods and their applicability in today’s network
tra�c, it may be a hard problem to do so as �nding common properties of data tra�c
in networks is extremely di�cult. Simulations based on abstracted network models can
usually only be used in a limited context because of the diversity of the system.�e reason
for this diversity is the basic protocol in the Internet: Internet Protocol (IP). Its goal is
to provide connectivity for all devices connected to the network, while, simultaneously,
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2. Network Data Analysis

providing a �exible basis for all protocols in higher layers.�is is why it does not impose
a common behavior on these layers and o�ers applications many degrees of freedom
when choosing appropriate protocols for data transfer [56].
�is diversity in the network tra�c is not static. Applications, both on the client side and
on the server side, change over time – users may change their usage behavior and start
using new Internet services or install new applications. New applications introduce new
network protocols, and existing protocols may be changed and extended. One example is
the Hypertext Transfer Protocol (HTTP): in the early days of the Internet, mostly static
web pages were served by content providers. Slowly, an increasing number of web pages
o�ered dynamic content, and by now, many web pages use highly dynamic content that
is based on Asynchronous JavaScript and XML (AJAX) and embed other application
protocols within HTTP such as SOAP [62]. New devices are introduced in networks
with a di�erent network behavior such as wireless devices [6]. Network topology also
changes over time, as either the topology of networks is changed, or dynamic routing
protocols like the Border Gateway Protocol (BGP) or Open Shortest Path First (OSPF)
are used [107]. Further reasons for changing network characteristics are ambiguities
in network protocols that lead to deviations in the implementations of network stacks
(see RFC 2525 [106] for more details). �ese ambiguities also may pose problems for
network-based IDSs, as attackers may exploit them to elude detection [112].
�is diversity is very hard to capture within a single model that simulates network
tra�c [55, 56]. But still, many scienti�c studies could extract properties within network
tra�c that can be predicted by models. When regarding large time scales, it has been
shown that network tra�c shows periodic patterns in diurnal or weekly intervals [57,
95, 104].�e diurnal pattern is easily discernible in Figure 2.1, which shows a run time
plot of the data rate that occurred at a network link. On smaller time scales, network
tra�c resembles an on-o� process that produces highly self-similar network tra�c [147].
�is on-o� process represents sessions, either induced by users or so�ware, and was
shown to be Poisson-distributed in the Internet [51]. On the layer of connections, sizes
and lengths of transferred data streams were measured to be heavy-tailed [26], and this
feature is exploited in my payload aggregation technique presented in Section 4.
In summary, it is very di�cult to provide realisticmodels for network tra�c. My research
in this work concentrates mostly on the improvement of techniques that preprocess
input data for IDSs. Intrusion detection depends heavily on the network itself, i.e.,
how many security incidents are contained in the network tra�c, and on the analysis
methodologies and con�guration of the IDS itself. It is very hard to build a model that
captures the properties of this mutual dependence for an e�ective evaluation of an IDS.
So I use real network traces for evaluation. �ey were captured in anonymized form
at the University of Erlangen’s Internet uplink to the German Research and Education
Network (Deutsches Forschungsnetz, DFN).�e University’s network supports multiple

8



2.2. Packet Capturing

Figure 2.1 – Run time graph of data rates within a network for 4 days.

high-pro�le servers, a multitude of workstations and privately used hosts in dormitories.
�e network contains more than 130000 public IP addresses and in average, 5500 hosts
are active in the network. Due to the size and heterogeneity of systems in the network,
it provides an adequate basis for my evaluations.

2.2 Packet Capturing

Packet capturing is the process of retrieving packets from a network link and forwarding
them in an e�cient way to a module that processes the data on the same device. As
the packet capturing system handles all incoming packets, it needs to be as e�cient as
possible to prevent packet drops. Packets are described as dropped or lost when they
were not forwarded by the packet capturing module. �en these packets are lost for
the monitoring system and it is not possible to retrieve their content a�erwards.�e
goal for all monitoring systems is to prevent packet drops to enable succeeding analysis
systems to gather as much information as possible.
In general, two approaches can be di�erentiated: So�ware-based capturing solutions
that do not have special requirements for the networking interface, and hardware-based
solutions specialized on custom hardware that are designed to o�oad computational
costs from CPU to hardware for higher performance. I concentrate on so�ware-based
capturing solutions based on Linux. Linux is the best choice of operating system for a
packet capturing system at themoment, as there are high-performance libraries available
that optimize the Linux kernel for this task.�e de-facto standard of receiving network
packets from the operating system is Packet Capturing (PCAP). It is an open-source
library for capturing network tra�c and is available for various operating systems.1 It
o�ers capturing packets from network interfaces and provides packet �ltering capa-
bilities. Filtering is performed using the Berkeley Packet Filter (BPF) that allows the
speci�cation of rules to �lter packets based on values contained in the packet headers.
If needed, packet traces can be stored on disk for later retrieval. �e tool Tcpdump

1See also http://www.tcpdump.org/, last accessed on 2011-01-19.

9

http://www.tcpdump.org/
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provides all functionality of the PCAP library on the command-line and o�ers basic
�ltering and packet capturing.
In the rest of this section, I focus on so�ware-based packet capturing using only generic
hardware �rst. I describe in detail there, how packets are received from hardware
interfaces and processed by the kernel to enable e�cient packet capturing formonitoring
applications. In the next part, hardware-based solutions are presented.

2.2.1 So�ware Support

�e packet capturing methods presented in this section are suitable for o�-the-shelf
hardware that is supported by Linux. To get an idea what modules in the Linux kernel
are involved for packet capturing, I describe New API (NAPI), an API for the interface
between network drivers and the kernel. Figure 2.2 shows the default packet �ow
within a current Linux kernel when a monitoring application captures packet from
a live interface using the New API (NAPI). Many up-to-date drivers in the Linux
kernel already use NAPI for forwarding packets to kernel-space. NAPI is based on
device polling: When the network card receives a packet, it stores the packet within
a ring bu�er via Direct Memory Access (DMA) and triggers the interrupt handler
of its device driver. �e interrupt handler noti�es NAPI about available packets and
disables all further hardware interrupts from the networking device. When the kernel
decides to be ready to process incoming packets, it reads batches of incoming packets
by triggering so�ware-based interrupts that retrieve the data from the bu�er. �is
is periodically done until the ring bu�er is empty. �en the device driver reenables
hardware interrupts for the networking device.�is way, the device driver, and implicitly
the kernel, will be noti�ed of incoming packets again. Pre-NAPI packet processing
worked the following way: on reception of a packet, the network device triggered a
hardware interrupt.�e device driver immediately forwarded the packet to the kernel
and was directly processed there. So for each incoming packet, one hardware interrupt
was triggered and it was immediately processed by the kernel.�is problem is known
as receive livelock problem [101] and proved to be a problem for 1Gibit/s networks, as
the overhead induced by using per-packet interrupts was signi�cant. By using device
polling in NAPI, multiple packets could be processed in one batch by the kernel, thus
saving the processing of interrupt handler code that is executed for every packet.
In the following, two libraries are described for packet capturing in the Linux operating
system. PCAP, the de-facto standard for this task, and PF_RING, an optimized version
of the PCAP library that o�ers higher capturing speeds.

2.2.1.1 PCAP

�e PCAP library is available in two versions: an early non-memory-mapped version
which did not o�er any packet bu�er capabilities, and a memory-mapped version that
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Figure 2.2 – Packet �ow from network card to monitoring application in Linux
using the standard PCAP library w/o memory-mapping

o�ers a packet bu�er for caching and is used by most current Linux distributions.
When using the PCAP library with deactivated memory-mapping, each packet will
be separately processed: upon initialization of PCAP for live packet capturing, a new
PF_PACKET socket is created within the kernel for the speci�ed networking interface
(see also Figure 2.2). Every time NAPI processes a packet, the packet is copied into the
bu�er of PF_PACKET that may only consist of one packet at maximum.�e monitoring
application polls the PF_PACKET socket and awaits the arrival of a new packet. When
a new packet is received, it will be copied to user-space. If �lters are con�gured with
BPF, the packet will be checked against these �lters, and if it passes, the packet will
be forwarded to the monitoring application. If new packets arrive in the PF_PACKET
bu�er before the monitoring application was able to receive the current packet in the
bu�er, it will be overwritten and be lost for the application.
Depending on the purpose of themonitoring system, it is not always necessary to capture
and record a packet with complete payload.�e PCAP library o�ers to con�gure the
maximum size of each captured packet, the snap length. If a packet has a bigger size,
only the beginning is recorded and forwarded to the monitoring so�ware.
Current versions of the PCAP library support ring bu�ers that hold more than one
packet and allow access withmemory-mapping in Linux-based operating systems.�ese
versions are based on a deprecated patch for PCAP by Phil Wood that enabled memory-
mapping.2 In the default con�guration of current versions, the PCAP library allocates a
ring bu�er of 2MiB for packets.�e kernel copies all received packets into this bu�er

2See also http://public.lanl.gov/cpw/, last accessed on 2011-01-19.
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and writes packets until the bu�er is full. A ring bu�er contains reserved space for
a predetermined number of elements. In the ring bu�er, a write pointer marks the
memory where the next element can be written to.�e read pointer indicates the next
element that needs to be read from the bu�er. Each time a packet is written to or read
from the bu�er, the corresponding pointer is moved to the next element. When a packet
would be written to the element that is marked by the read pointer, the ring bu�er is full.
�e read pointer is owned by the user-space application that reads packets as long as
the write pointer is not hit. In the PCAP library without memory-mapping, packet data
was copied from kernel-space to user-space.�e new version consists of a ring bu�er
that is directly located in user-space with memory-mapping, so fast access to packet
data without a memcpy operation is possible. A single CPU core is only able to execute
code in either the kernel, i.e. the network card driver, NAPI or the network stack, or a
user-space application at one time. Within preemptive multitasking operating systems, a
scheduler determines what task is executed by the CPU core within a time-slice. During
this time-slice, the executed process may not be involuntarily interrupted. If the kernel
processes multiple packets from the network within a single time-slice (as it is possible
with NAPI), the user-space application will not be able to capture all processed packets
with the normal PCAP library, as only a bu�er with a single element is used.3 With
a larger bu�er size, this problem is alleviated, as the kernel is able to copy multiple
packets into the ring bu�er. If the ring bu�er’s size is chosen correctly and the user-space
application is fast enough, the packet drop rate can be reduced considerably.

2.2.1.2 PF_RING

PF_RING by Luca Deri [30] o�ers an improvement to the memory-mapped version
of the PCAP library, as it implements a kernel module with a new socket. As can be
seen in Figure 2.3, the socket contains a ring bu�er, similar to the memory-mapped
PCAP library. Before packets are inserted into the ring bu�er, packets may be �ltered
using the BPF, and may be sampled according to con�gured sampling rates. When
performing packet capturing with the default PCAP library, all received packets will
be interpreted by the operating system’s network stack.�e network stack checks for
each packet whether the packet is relevant for the local system and may forward it over
sockets to applications.�is is not needed when tra�c is monitored. So PF_RING does
not forward received packets to upper layers of the network stack by default. Network
capturing usually uses dedicated network interfaces, and all packets arriving on this
interface do not need to be processed by the network stack. So by avoiding the network
stack, PF_RING saves computational costs.

3Within a Symmetric Multiprocessing (SMP) system with multiple cores, the described problem may
be less severe if separate CPU cores execute code in the kernel and user-space applications. But because of
caching issues between the CPU cores, the problem still may persist.
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Figure 2.3 – Packet �ow from network card to monitoring application in Linux
using the optimized PF_RING library

�e ring bu�er is memory-mapped to user-space and can be directly accessed by the
monitoring application. As a result, PF_RING shows higher performance than the
memory-mapped PCAP library with small packets. To access the data, PF_RING
provides a custom API and a PCAP-compatible library wrapper that enables PCAP
compatible applications to use PF_RING without change. Deri also introduced DNA
(Direct NIC Access) for further performance improvements [31].�ere, he modi�ed
network card drivers so that they directly write packet data into PF_RING’s bu�er.�is
technique circumvents NAPI and achieves even higher packet capturing rates.

2.2.2 Hardware Support

In contrast to monitoring in networks with data rates of 1Gibit/s and less, 10Gibit/s
monitoring requires hardware support to process incoming data rates. Hardware-based
systems have commonly been based on network monitoring adapters featuring Field-
Programmable Gate Array (FPGA) technology for fast data preprocessing and a large
packet bu�er for data transfer to the monitoring system. FPGA-based adapters are
geared to o�ering �exible packet �ltering and aggregation capabilities like �ow aggrega-
tion. Using this method, a lot of processing time can be o�oaded from the CPU to the
monitoring hardware. Additionally, packet bursts can be remediated by a large packet
bu�er that does not in�uence the CPU caches and may slow down so�ware execution.
In addition to specialized network monitoring cards that can be used in commodity PC
hardware, there are also complete monitoring appliances available for sale.
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To improve data transfer rates within high-speed networks, o�-the-shelf network in-
terfaces for 1Gibit/s and 10Gibit/s networks already support multiple techniques to
o�oad computations to the networking hardware. Examples are checksum o�oading
that calculates all packets’ checksums on the networking interface, or TCP Segmentation
O�oad that splits big data chunks into multiple TCP packets according to the current
Maximum Transmission Unit (MTU).
Recently released networking interfaces for 10Gibit/s additionally o�er hardware sup-
port for network monitoring.4 �ey allow con�guring simple hardware-based packet
�lters for packet capturing. Exploiting the current trend to multi-core systems, multiple
queues can be set up with these adapters, and each queue may be assigned to a separate
CPU core for high processing performance. A hashing algorithm can be con�gured over
multiple �elds in the packet header to enable load balancing over the queues. Based
on this technology, Fusco and Deri developed�readed NAPI (TNAPI), a monitoring
solution based on PF_RING and optimized network interface drivers [59].

2.2.3 Performance Issues

Packet capturing performance is mainly dependent on the incoming packet rate, not
on the packet size, i.e., the incoming data rate.�is is because of the overhead that is
induced by every received packet: All structures in so�ware and hardware are designed
to handle individual packets, so there is a speci�c overhead that is caused by each
processed packet: For example, individual packet-speci�c checks have to be performed
for implemented structures, pointers need to be updated, critical sections need to be
adhered, and so on. Because of this, packet capturing systems are generally able to
process higher data rates when the average size of captured packets is high. But on the
other hand, large packets also in�uence the performance due to the following reasons:

• copying operations of packet contents in the RAM;

• because of larger packet bu�er sizes, CPU caches tend to provide fewer cache
hits, thus leading to cache thrashing and a higher number of accesses to slower
memory types.

�ese problems can be partly alleviated if a snap length is con�gured for monitoring.
�en the real packet length does not matter, only the data size that is processed by the
system.
Deri performed a comparison between di�erent packet capturing implementations
in [31]. One evaluation is presented in Table 2.1, where packets of size 64B were sent to a
monitoring system5 in a fully loaded 1Gibit/s network.�e standard PCAP implemen-
tation was slower than PF_RING, as PF_RING circumvented the network stack. With

4An example is the Intel X520 networking interface [71].
5Intel Core2Duo processor with 1.86GHz
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Capturing implementation Received packet rate

Standard PCAP 544 kpkt/s
PF_RING 730kpkt/s

PF_RING w/ DNA 1170 kpkt/s

Table 2.1 – Packet capture rate of di�erent so�ware-based packet capturing im-
plementations, as published in [31].

DNA, PF_RING achieved more than twice the capture rate than without DNA.�is
result shows that if optimal performance for packet capturing is required, specialized
kernel and network driver support is needed.
�e current trend to parallelization in multi-core systems may also be exploited by
network monitoring systems. In general, two di�erent approaches can be used with
parallelization: incoming data can be forwardedwithin a line of data processingmodules,
where each module receives the output of the preceding module. Parallelization is
accomplished by executing tasks in the modules in separate CPU cores.�is approach
is very e�cient when modules require a high amount of processing power, so that CPU
cores can operate at a high utilization ratio. As an alternative, the whole processing
pipeline may also be placed on a single CPU core.�en all incoming data has to be split
up in equal parts and fed into disjunct parallel processing pipelines.�is solution is only
feasible if a single pipeline receives all data that is needed for processing. As an example,
a pipeline performing 5-tuple �ow aggregation must see all network packets belonging
to the processed 5-tuple �ows. If the pipeline did not receive all packets relevant for
the aggregated �ows, the data contained in the �ow records would be incomplete. To
guarantee that all packets belonging to the same �ow are assigned to the same processing
pipeline, hash functions can be used for the assignment decision. Xinidis et al. proposed
one solution that computes a hash value from all �ow key �elds [150], and hardware-
based acceleration like in Intel X520 network cards also uses hashing for distributing
incoming packets to succeeding queues [59].
Modules operating on di�erent CPUs run asynchronously, so synchronization measures
have to be employed. Commonly, these consist of bu�ers that may contain multiple data
elements, where one module writes elements into the bu�er, and the succeeding module
reads elements from the bu�er. �e size of the bu�er plays a big role for the overall
processing speed of the system. Because of process scheduling on the CPU cores and
varying processing speeds of the modules, a connecting bu�er should have adequate
size, else the modules may needlessly wait for each other in turn. On the other hand,
inadequately large bu�ers cause cache thrashing on the CPU cores, so that the overall
processing speed slows down. A bu�er size of 2 kpkt to 32 kpkt achieved best results
during my experiments.
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Figure 2.4 – Flow aggregation on packets that produces an IPFIX data stream

�e timestamps of captured packets include essential data that is needed for later pro-
cessing.�ere are some uses for high-precision timestamps, as, for example, the mea-
surement of delays in network links, or the identi�cation of packets traversing multiple
links within a network when multiple capturing devices are set up. Older devices for
�ow aggregation only support millisecond resolution, and for current networks with
latencies below 1ms, this resolution does not su�ce. With standard PC hardware, o�en
no higher resolution can be achieved.�is is caused by multiple bu�ers in the capturing
hardware and so�ware, as usually the operating system timestamps incoming packets
and preceding bu�ers delay packets before they are processed by the operating system.
Used timestamping functions within the operating system also in�uence the granularity
of the packet timestamps, as below-microsecond resolution is o�en not available in
so�ware. Bu�ers also cause packet reordering during the capturing process. Inaccurate
packet timestamping and reordering do not only showwhen using so�ware-based packet
capturing solutions, but also in hardware-based solutions where additional processing
for the packets is performed. As an example, this is the case in network switches that
provide a monitoring port and only perform simple packet copying operations. Using
simple hardware devices that perform copying on the physical layer like network taps
prevent this problem.
In most cases, the granularity of timestamps of packets or packet reordering only
marginally in�uences the quality of the �owdata. However, if used analysis techniques re-
quire high-resolution timestamps, the whole processing pipeline starting at the network
tap should be reviewed.
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2.3 Flow Aggregation

Packet capturing solves the problem of e�cient data retrieval from networks. But in
many cases, the granularity of raw packet data is too high and is not needed for analysis.
So an e�cient method was needed that produces statistics from network data and omits
unnecessary detail, preferably as early as possible in the data processing pipeline. So �ow
aggregation was introduced. Networking devices that support this technique produce
statistics about network data and transmit them to a so-called �ow collector. On the
�ow collector, the statistics can be evaluated by network operators.
RFC 5101 [20] o�ers the following de�nition of a �ow. In the de�nition, an Observation
Point is a sensor that may observe network packets.

A Flow is de�ned as a set of IP packets passing an Observation Point in the
network during a certain time interval. All packets belonging to a particular
Flow have a set of common properties. Each property is de�ned as the
result of applying a function to the values of:

1. one or more packet header �elds (e.g., destination IP address), trans-
port header �elds (e.g., destination port number), or application
header �elds (e.g., RTP header �elds [120]).

2. one or more characteristics of the packet itself (e.g., number of MPLS
labels, etc.).

3. one or more of �elds derived from packet treatment (e.g., next hop
IP address, the output interface, etc.).

A packet is de�ned as belonging to a Flow if it completely satis�es all the
de�ned properties of the Flow.

In the de�nition of RFC 5101, a �ow may describe all packets transferred over a net-
work, or a single packet that was transferred between two systems. Depending on the
application of the resulting �ow data, di�erent packet properties can be selected for
grouping. �ese properties are also called �ow keys, and during �ow aggregation, all
network packets with identical contents in the �ow keys are grouped in one �ow. A
�ow record contains information about a single �ow and may contain the �ow keys and
additional statistical data about the �ow, such as �ow start and end times, the number
of cumulative bytes in the �ow, or the number of packets.
Figure 2.4 shows an example consisting of 3 packets that are aggregatedwith the �ow keys
source IP, destination IP and protocol. Payload and port data is omitted, and the packets’
lengths are summed up and inserted in the corresponding �ow record.�is con�gura-
tion aggregates all packets that share the same source IP, destination IP and protocol, so
all TCP (or UDP) connections are combined within one �ow record, as port informa-
tion is not regarded. To capture single TCP or UDP connections within �ow records,
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the so-called quintuple has to be con�gured as �ow keys: source IP, destination IP,
source port, destination port and protocol. Flows are unidirectional, so bidirectional
communication is represented by two unidirectional �ow records: one �ow record for
one communication direction, and another �ow record for the reverse communication
direction.�e systems producing �ow records are called �ow aggregators or �ow meters.
Flow aggregation has become a popular metering technique in professionally managed
networks. Mainly, there are three reasons for network providers tomeasure their network
tra�c: First, the amount of transferred data is monitored for accounting purposes. All
monitored packets are assigned to single IP addresses or speci�c subnets and aggregated
to customer-related records which contain information about the tra�c. Second, the
utilization of routers and network links is observed for network operators.�is data is
used by the network operators for e�cient network infrastructure management, as it
is essential to detect bottlenecks or failures in the network as early as possible.�ird,
the area of security also makes use of aggregated �ow data: intrusion detection, scan
detection and forensic analysis are just a few application domains [17].

2.3.1 Related Protocols

Most of the state-of-the-art �ow aggregation devices support protocols for exporting
�ow records. One of the most popular protocols is Net�ow that was created by Cisco.
Multiple versions were introduced with di�erent features.�e most basic versions were
Net�ow Version 5 and predecessors.�ese protocols only support a �xed structure for
�ow records and do not allow any con�guration of the aggregation algorithm. Flow
aggregators were able to transfer multiple �ow records within UDP packets to �ow
collectors. Net�ow Version 9 allowed more �exibility and introduced templates into
the protocol.�is protocol served as a basis for standardization e�orts by the Internet
Engineering Task Force (IETF) that introduced the Internet Protocol Flow Information
Export (IPFIX) [13, 20, 113].
IPFIX is a network protocol that allows e�cient unidirectional transfer of �ow infor-
mation using the transport protocols UDP, TCP and Stream Control Transmission
Protocol (SCTP). As it o�ers a �exible structure, so-called templates de�ne the structure
of data records within the protocol, and a data record contains information about a single
�ow. Template IDs create a mapping between templates and the corresponding data
records, as multiple templates may be used within a data stream. As IPFIX was designed
to handle unidirectional data streams, the exporting device does not know whether
collection devices are currently receiving the data stream. To ensure that collectors are
able to interpret the data, templates are periodically embedded in the data stream.
Figure 2.5 shows an example of an IPFIX template record: the template with ID 888
contains two �elds, both with length 4B and Information Element IDs 8 and 12 that
correspond to the source IPv4 address and destination IPv4 address. A list of available
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Information Element IDs is de�ned in RFC 5102 [113], but by using so-called IANA
enterprise numbers, this list may be extended by proprietary �elds. An example data
record is shown in Figure 2.6, which contains data for the previously de�ned Template
ID 888. All packets containing IPFIX data are prepended by the so-called message
header, which identi�es the protocol and provides information about the content of
the packet. Figure 2.7 shows an example.�e �eld Version Number identi�es the IPFIX
protocol, and �elds Length, Export Time, Sequence Number and Observation Domain ID
contain the length of the IPFIX packet, time of export, an increasing sequence number
to identify lost records and a unique ID to identify the �ow aggregator. A packet may
contain multiple records, and these records are grouped in so-called Sets. In the example,
Set ID 888 indicates that the following data is a data record that contains the data de�ned
in template ID 888.
An extension to the standard IPFIX protocol is de�ned in RFC 5103 [13], where a method
to export data of bidirectional �ows (also called Bi�ows) within single �ow records
is introduced. �e authors suggest that a special IETF enterprise number indicates
which Information Elements within a �ow record contain information about the reverse
direction. Additionally, the document suggests multiple approaches to determine the
�ow’s direction.
Packet Sampling (PSAMP) [21] allows the inclusion of packet payload within IPFIX �ow
records.�e protocol is based on the principle that a �ow record contains information
about exactly one packet.�e speci�cation emphasizes on various sampling methods
for the selection of packets.
�ere are various other network protocols available for transferring aggregation �ow
information. As they are similar to Net�ow and IPFIX, I do not list them in this work.

0 15 16 31

Template ID = 888 Field Count = 2

Information Element ID = 8 Length = 4

Information Element ID = 12 Length = 4

Figure 2.5 – Example IPFIX template record

0 15 16 31

Source IP Address = 192.168.0.1

Destination IP Address = 192.168.0.2

Figure 2.6 – Example IPFIX data record
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0 15 16 31

Version Number = 0x000a Length = 32

Export Time = 1301485895

Sequence Number = 1

Observation Domain ID = 10

Set ID = 888 Length = 12

Figure 2.7 – Example IPFIX message header

2.3.2 Implementations

Flow aggregation has been present in the area of network monitoring for many years,
and emphasized on tra�c accounting and performance measurement.�e standardized
IPFIX protocol is already supported by a wide range of hardware-based routers and
so�ware monitoring solutions running on commodity PC hardware [60]. In this section,
I describe two open-source so�ware-based �ow aggregators that are used in this work:
Vermont and nProbe.

2.3.2.1 Vermont

Vermont [84] is an open-sourcemonitoring framework capable of processing Net�ow.v9
and IPFIX conforming �ow data. It has been developed in collaboration with the
Technical University of Munich.�e application runs on Linux and derivatives of BSD
and is able to receive and process raw packets via PCAP (up to 3Gibit/s) as well as
IPFIX/Net�ow.v9 �ow data. Supported data formats for export are IPFIX, PSAMP, and
the Intrusion Detection Message Exchange Format (IDMEF). Its internal structure is
modular – each module has a dedicated function and may receive and transmit data.
�e following module types are currently available:

• Importers capture raw data via PCAP, receive Net�ow.v9 and IPFIX �ow data via
UDP and SCTP

• Samplers and �lters provide sampling algorithms, �lter de�nitions and anonymiza-
tion

• Exporters export data using IPFIX, PSAMP, or IDMEF via UDP and SCTP

• Aggregators aggregate incoming data according to customizable rules

• Analyzers detect anomalies in �ows or perform signature matching on �ow data,
results are output as IDMEF events
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Modules can be linked in almost any combination: only the input and output data
type of linked modules needs to be compatible. Modules may also have more than one
succeeding and preceding module. Figure 2.8 shows an example for an arrangement
of multiple modules. In this con�guration, Vermont captures packets using PCAP,
�lters these packets and exports selected PSAMP records. A second branch aggregates
�ows, which, in turn, are exported using IPFIX and analyzed in a portscan detector,
respectively.
Internally, Vermont is heavily multi-threaded. Its design allows to de�ne modules with
di�erent functionalities in the con�guration and to connect them either directly or using
internal queues. Vermont is well suited for my evaluation tests, as tasks like reading
packets from the network via PCAP, �ow aggregation and �ow export are realized in
separate threads.

2.3.2.2 nProbe

nProbe (Net�ow probe)6 is one of the most popular so�ware-based �ow metering appli-
cations. It is published as open source so�ware and provides support for Net�ow.v5/v9
and IPFIX [29]. Similar to Vermont’s basic functionality, it captures packets at a network
interface, aggregates the packets to �ows, and exports them.�e main focus of nProbe
is e�ciency and high-performance to support fast so�ware-based �ow aggregation
and supports PF_RING for fast packet capturing. It processes up to 462 kpkt/s on a
commodity system running a Intel Core 2 CPU with 1.86GHz.�e content of exported
�ow records is fully con�gurable by command-line parameters.
According to the documentation, aggregation is performed identically to Vermont:
incoming packets are inserted into a hash table, which in turn is regularly checked for
�ows to be exported.�ose timeouts are also con�gurable on the command-line. New
features as of Version 6 include support for plug-ins, multi-core support, and tra�c
analysis for VoIP protocols and HTTP.

2.3.3 Export Behavior of Flow Aggregators

During �ow aggregation, information about individual �ows is kept in a cache, and, as
long as this information is kept there, information may be added to it when packets are
observed that belong to the �ow. Flow data is regularly exported by the �ow aggregator to
so-called �ow collectors according to prede�ned timeouts. Common implementations
provide two parameters for their con�guration: the active and passive timeout. �e
active timeout sets the maximum time span that a �ow record may be bu�ered in the
cache, whereas the passive timeout sets the longest time span for a �ow in which no

6http://www.ntop.org/nProbe.html, last accessed on 2011-03-20.
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Figure 2.8 – Sample module graph of the monitoring framework Vermont

packet arrives for it. A�er the expiry of at least one of the timeouts, the �ow record is
exported. Optimal values for passive and active timeout are examined in Section 3.3.
�is section analyzes �ow export characteristics of multiple �ow aggregator implemen-
tations with respect to the dynamic on-the-�y con�guration of parameters, e.g., the
sampling rate in Section 2.3.3.1. I integrate a recon�guration architecture in the mon-
itoring framework Vermont in Section 2.3.3.2. In several experiments, I analyze the
performance of Vermont in comparison with other �ow meters in Section 2.3.3.3.�e
main focus was the monitoring performance during recon�guration tasks.

2.3.3.1 Overview and Problem Statement

Flow monitoring is usually performed using statically deployed �ow meters with prede-
�ned con�guration settings.�is procedure has two drawbacks: First, the con�guration
of sampling algorithms and �lters must be de�ned for a medium load scenario.�us,
resources are wasted in case of low network load (it would be possible to inspect all
packets instead of a subset) and in case of extreme load (the meter will not be able to
process all packets, which leads to non-deterministic packet drops). In order to adapt
the meter to changing network conditions, recon�guration of the meter, e.g., modifying
the packet sampling rate, would be needed. Secondly, in the security context, o�en
aggregated or sampled data is received by an IDS in high-speed networks, as processing
data with more detail would be computationally too expensive. When anomalies are
detected, single hosts or subnetworks are usually involved. To gather more information
about the cause of the anomaly, a detailed analysis of the involved subnetwork’s tra�c
is required. Again, dynamic recon�guration of the network sensors to supply detailed
data about the a�ected subnetwork is an adequate solution.
Attack detection methodologies require input data with di�erent levels of detail. On
the one hand, there are systems available that operate on raw packet data including full
payload for a detailed analysis of the monitored tra�c. On the other hand, systems
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process summarized data that contains, for example, aggregated information about
tra�c volumes for subnets. In this section, I assume an attack detection system that
consists of �ow monitors that are directly attached to the observed network links, and
analyzers that process the collected �ow data in order to detect attacks or intrusions, as
already introduced in Chapter 1. Aggregated �ow data may have di�erent levels of detail,
and this may change dynamically during operation. To realize this, multiple instances of
�ow meters can be chained to support di�erent aggregation levels. Building a hierarchy
of �ow meters for this task and mediation including data anonymization is a current
topic of the IPFIX working group. As a result, RFC 5982 was published [78].
�e analyzing systems that receive �ow data may execute di�erent algorithms ranging
from attack detection to application identi�cation. Besides simple anomaly detection
methods like top-N lists, more intelligent tra�c summaries [46] or horizontal portscan
detection [73] could be supported. Many application identi�cation methods are also
based on IP header data as available in �ows [9, 25, 142].
Today’s backbone networks maintain high data rates, where it is only possible to get
sampled �ow statistics for further analysis. Due to the nature of less accurate information,
the detection of security incidents becomes more di�cult. Similarly, detected anomalies
require further inspection of suspicious hosts and connections.�en the monitoring
infrastructure needs to providemore detailed information of potentiallymalicious tra�c.
To achieve this, the con�guration of the �ow meters needs to be temporarily adapted.
Furthermore, even normal tra�c behavior changes over time.�is may in�uence the
load of di�erent modules in the detection system. �e idealistic goal is to keep the
monitoring system always as e�ective as possible, thus, there is demand to update the
parameters of the �ow meters according to the current tra�c conditions.
Rajab et al. [114] demonstrated that distributed monitoring decreases time between the
outbreak of worms and their detection.�is suggests collaboration between di�erent
network operators. As sensitive information between those entities must not be trans-
ferred, information exchange should be held at a possible minimum.�e best way is to
reduce the level of detail of transferred information at the cost of less accurate attack
detection. Only in speci�c cases, the level of detail may be increased in a well-controlled
manner.
Finally, direct attacks on monitoring infrastructures may cause equipment to fail and
create holes in accounting and performance logs, or security-related incidents may not
be detected. Current networking equipment, especially in the area of �ow monitoring,
o�ers only very limited capabilities for recon�guration if it detects overload and its
monitoring functionality may be impaired. As an example, the so�ware-based �ow
meter nProbe only supports recon�guration by restarting its process. During the restart,
packet capturing is reinitialized and packets may be lost. �ese scenarios suggest a
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dynamic solution for �ow aggregation: a network of sensors tries to deliver exactly the
data that is needed for e�cient tra�c analysis by the detection algorithms.

2.3.3.2 Dynamic Recon�guration

I analyzed state-of-the-art �ow meters for their capabilities to provide such recon�g-
uration. I discovered that there is neither a direct way for such parameter updates,
nor for adding new functionality during runtime. Usually, the monitor needs to be
stopped, (re-)con�gured, and started again.�is leads to information loss during the
recon�guration process. Based on these observations, I developed a novel architecture
for seamless dynamic recon�guration and integrated it into the monitoring framework
Vermont [84]. In order to achieve the desired behavior, I extended themodular structure
of Vermont to add internal queues between all modules. Using these queues, it is possible
to change the modules’ organization, to add and to remove modules without stopping
all monitoring and processing activities. Without loss of generality, I concentrate on
�ow monitoring for network security purposes because the requirements are covering
all problem domains of other applications as well.
In this section, I describe the developed architecture for seamless recon�guration, which
has been speci�cally designed for the monitoring framework Vermont. However, the
basic principles can easily be adapted for other �owmeters as well. Finally, I brie�y cover
the capabilities of Vermont to detect the resource consumption of currently running
modules to support situation-aware recon�guration steps.

Recon�guration I restructured the data processing framework of Vermont to pro-
vide better support for dynamic recon�guration. As all functionality of Vermont is
implemented in disjunct modules, a quick recon�guration process can be achieved by
disrupting the data processing �ow as short as possible. In this section, I describe how
Vermont was improved to handle the recon�guration process.
Figure 2.9 shows the developed recon�guration process. Step 1 in the �gure shows
the previously running con�guration, where IPFIX �ow aggregation and export was
performed with packets that were captured from the PCAP library. When Vermont is
triggered to recon�gure itself, the following steps are performed:

1. Read in new con�guration: When Vermont is triggered by a process signal, it
checks for a changed con�guration �le.�en it computes the di�erences between
old and new con�guration, where uniquemodule IDs are used to identify identical
modules.

2. Create new modules: Vermont always tries to reuse existing modules in order to
allow keeping state information and to speed up the recon�guration process. If
the con�guration of an existing module has been changed, Vermont tries to reuse
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Figure 2.9 – Example recon�guration of modules within Vermont

it and applies updates on the �y. If it is not possible to reuse a module, a new
one is created. Examples are the aggregation modules: for their con�guration,
no on-the-�y recon�guration is allowed because used caches need to be rebuilt.
�us, all stored �ows need to be exported and sent to the subsequent module
in the module graph, which ensures as little loss of �ow data as possible. �is
process is repeated for each module until instances for all needed modules are
created (Step 2 in Figure 2.9).

3. Stop and remove connection between modules: For a short time, all running mod-
ules are stopped in topological order, and the processing links between modules
are removed (Step 3 in Figure 2.9). During this time, no data is processed and the
bu�er within the PCAP library caches all incoming packets.

4. Reconnect modules: Modules are reconnected according to the new con�guration
and started in reverse topological order (Step 4 in Figure 2.9).�is starting order
ensures that all data transferred from one module to the succeeding module may
be processed without delay.
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Figure 2.10 –Con�guration and data paths in an exemplarymodule con�guration
of Vermont

If modules do not have any asynchronous tasks to perform, they may be executed
synchronously using a single thread. If, on the other hand, Vermont runs on a multi-
core machine, the so�ware can be con�gured to use multiple threads, at most one per
module. Asynchronous execution of modules causes lags in the processing time, so
Vermont may use queues between modules to compensate this problem.�e queues
can be fully customized, but usually FIFO scheduling with a con�gurable queue size is
used.�e queues block if the maximum size is reached.
Figure 2.10 shows a con�guration consisting of �ve modules, and two of these modules
are queues. For each module, two classes are instantiated: one class that contains the
implementation of the module (e.g., Observer in the �gure), and another class that
manages the module’s con�guration (e.g., ObserverCfg in the �gure). Shown are the
con�guration paths (dashed lines) that link all the modules in the module graph and
the data paths (thick lines) that depict the data �ow between the modules.�e numbers
at the data paths show the reconnection and module start order, which is performed
reverse topologically to avoid stalls in the processing chain.
�e development of the recon�guration process focused on minimizing the time during
which data processing is stopped. It is technically not feasible to provide completely
uninterrupted processing because dependencies between the modules need to be con-
sidered. Especially, it is not possible to recon�gure the module graph without stopping
the modules that need to be re-ordered in the graph. I minimized the module’s outage
by preparing new modules before the processing is stopped. Additionally, the shutdown
of old modules is performed a�er the new con�guration is completed and started.

SituationAwareness Dynamic adaptation to current tra�c data rates and correspond-
ing load on �ow meters does not only depend on seamless recon�guration, but also
on the ability to identify and, in the best case, anticipate bottlenecks in the monitoring
hierarchy. I implemented sensors inside Vermont to retrieve information about the
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Figure 2.11 – Runtime graph for the size of the hash table over one day

current load of the system. Each module o�ers standard measurement values like CPU
utilization and memory requirements. Additionally, module-speci�c data is monitored,
like the current packet rate or the queue size.�is information is an essential require-
ment for algorithms that try to balance load among multiple �ow aggregation nodes.
Based on the data coming from the sensors, it is possible to move a task to a di�erent
system that still has unused capacities.
Figure 2.11 shows example statistics from the aggregation module’s hash table that were
collected over one day.�e hash table’s elements are called buckets, and multiple entries
may be located inside a bucket in a linked list. In the �gure, the black line shows the
total number of entries inside the hash table, and the blue line shows the number of
entries that shared a single bucket with other entries inside the hash table. Multi-entry
buckets considerably slow down the lookup of entries in a hash table, as the linked list
will have to be parsed. In this example, the hash table o�ered a total of 256 000buckets,
but at the time of 800min a DDoS attack occurred on the monitored link and the
number of entries exceeded the hash table’s capacity by far. �is is a typical case for
a Denial-of-Service attack against a �ow meter and should be evaded by monitoring
module load and performing adequate recon�guration. A more detailed evaluation of
these attacks on �ow meters was performed in [41–43].

2.3.3.3 Performance Measurements

In this section, I analyze the recon�guration performance of Vermont and compare it
to the performance of typical �ow meters.

Test Setup A test bed was set up for these experiments in which di�erent �ow meters
were tested with arti�cial tra�c as well as with real tra�c. Figure 2.12 shows the structure
of the test setup. I used a dedicated PC for generating tra�c, which, in turn, was
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Figure 2.12 – Test bed setup

forwarded to the system under test. �e forwarding was performed using a mirror
port on a layer-2 switch.�e �ow meters exported their data on a separate networking
interface to a �ow collector, which logged the received �ows for later analysis. Care was
taken to deactivate all unneeded functions of the systems, including the switches, for
more deterministic results.
For performance comparison, I used a Cisco Catalyst 6500 switch running IOS �rmware
version R12.2 SXF. It supports basic �ow aggregation for routed tra�c using a “NetFlow
cache”, which exports Net�ow.v5/v9 data. More �exible con�guration options are o�ered
by the feature called “NetFlow aggregation”. It uses an additional NetFlow cache table
in the switch called “Aggregation cache” which provides aggregated �ow statistics of
the monitored tra�c. Di�erent aggregation schemes like “source pre�x” (aggregation
according to source IP address), “destination pre�x” (destination IP address), “pre�x-
port” (both IP addresses and ports), “pre�x” (both IP addresses) andmore are supported,
and for each aggregation scheme several collectors of the �ow data may be speci�ed.
�e parameters for the timeout of active and inactive �ows are speci�ed in minutes
and seconds, respectively. So the minimum timeout for active �ows is 1min and for
inactive �ows 1 s.�e second �ow meter used for comparative purposes is nProbe (see
Section 2.3.2.2 for a description).

Experiment Description In con�guration phase 1, I aggregated �ows according to the
IP 5-tuple. In con�guration phase 2, the �ow meters were instructed to omit source and
destination ports in the �ows, thus producing less �ows that contained more packets.
�ese two con�guration settings are similar to the aggregation schemes “pre�x-port”
and “pre�x” provided by the Cisco switch and ensure that di�erent rules must be used
for aggregation. Parameters controlling the timeout for inactive and active �ows were set
to 10 s and 60 s, respectively. Both nProbe and Vermont were con�gured to use a scan /
export interval of 10 s for the internal hash table. Vermont used the memory-mapped
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PCAP library whose bu�er size was set to 64MiB. �e testing process involved the
following steps:

1. start collector and �ow meter using con�guration setting 1

2. start tra�c generator

3. recon�gure �ow meter for con�guration setting 2

4. wait until �ow meter �nished sending �ows to collector

Recon�guration of Vermont was performed as described in Section 2.3.3.2. I ensured
that the other tools were recon�gured in as little time as possible: nProbe does not
explicitly support dynamic recon�guration, so I executed nProbe using the settings of
con�guration phase 1, terminated the process using the SIGINT signal at recon�guration
time, and immediately restarted the process.�e Cisco switch was recon�gured using
an already established telnet connection to the con�guration interface: old �ow aggre-
gator settings were shut down and then the new scheme was activated by transmitting
the corresponding commands to the machine. Two di�erent types of tra�c were used in
the test: arti�cially generated tra�c, where all packets shared almost identical properties,
and real-world tra�c. As my goal was to test tra�c losses caused by recon�guration, I
only generated low data rates, so that none of the �ow meters got overloaded.
For generating arti�cial tra�c, I used the Network Packet Generator (Npag) tool [36].
It produced TCP packets with constant source and destination IP, constant source port,
no payload, and the destination port was uniformly distributed in a speci�ed range.
Additionally, I used tcpdump7 to record tra�c from a LAN and tcpreplay8 to replay
the tra�c to the �ow meter, so that the �ow meters received almost identical tra�c.
�e network dump had a length of 71 s. It counted 150 608packets in total and had an
average data rate of 11.69Mibit/s, or 2111 pkt/s.�e tra�c was generated for a total of
60 s. Recon�guration was performed 30 s a�er the tra�c generator was started.

Further Issues When the �ow meter is recon�gured or stopped, all cached �ow in-
formation needs to be exported. In the best case, already processed data records are
exported immediately a�er recon�guration. Simultaneously, newly arriving packets are
processed using the new con�guration and exported with a new �ow description.�is
ensures that all packets are reported using the con�guration that was valid at reception
time and minimizes time until �ow data is sent to the collector. A side e�ect of this
immediate con�guration switching is that �ows are split into two parts. An example
is depicted in Figure 2.13. In the upper part, a �ow is shown matching con�guration
A. If recon�guration is performed during the lifetime of the �ow (lower part), the �ow

7http://www.tcpdump.org/, last accessed on 2011-03-20.
8http://tcpreplay.synfin.net/, last accessed on 2011-03-20.
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is being split. �is e�ect is unavoidable, as otherwise the aggregation module would
not follow its con�guration semantics. Depending on the con�guration, it will not be
possible to join both parts at the collector.

Results andDiscussion In the following, I present selected results of my experiments.
At �rst, I focus on the packet loss caused by recon�guration, followed by an investigation
of the �ow export times of the di�erent �ow meters with and without recon�guration.
I compared the number of packets contained in all �ow records exported by the �ow
meter with the number of packets sent by the tra�c generator.�e results are depicted
in Figure 2.14 using boxplots: a box is drawn from the �rst quartile to the third quartile,
and the median is marked with a thick line. Additional whiskers extend from the edges
of the box towards the minimum and maximum of the data set, but at most to 1.5
times the Interquartile Range (IQR). Further outliers are displayed as circles. For this
experiment, I used tcpreplay for testing the system with real-world tra�c. Two box
plots are displayed without and with recon�guration for all the systems. I performed
30 test runs for statistical validity and to identify outliers. Without recon�guration, all
�ow meters performed very well with almost no packet loss.
With recon�guration, only Vermont showed a loss rate of 7 packets/s, and it achieved
downtimes smaller than 5ms. On a link transferring 1Gibit/s, this timeout could result in
a data loss of about 650KiB. Vermont is able to bu�er this data during the recon�guration
process using the memory-mapped PCAP library. Cisco and nProbe kept much higher
loss rates – an average downtime of 130mswas observed. nProbe needed to be completely
restarted for recon�guration. �us, there is a short time period in which no packets
could be recorded.�is explains nProbe’s loss of roughly 300packets.�e Cisco switch
performed much worse by losing about 550packets on average. Unfortunately, the high
variance cannot be explained without deeper insights into the internal �ow processing
chain. All generated �ow records were logged by the collector including a time stamp
recording the time of reception.�is way, I was able to relate the start and end times of
the �ow, i.e., when it was monitored by the �ow meter, to the time when the �ow record
was exported.
Figure 2.15 shows such relations: the start and end times of tra�c generation are marked
by the dashed vertical lines. In all �gures with recon�guration, a vertical bar at 30 s a�er
start time indicates the switch from con�guration phase 1 to con�guration phase 2.�e
dotted lines with markers show the amount of packets contained in �ows that were sent
to the collector, displayed at the time of reception at the collector. All �gures show the
captured, real-world tra�c replayed by tcpreplay. �e same tests were performed
with arti�cial tra�c and con�rmed the presented results.
For Vermont, the results without recon�guration are shown in Figure 2.15a. It can
clearly be seen that Vermont was con�gured to check its aggregation hash table every
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Figure 2.13 – Flow splitting problem
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Figure 2.14 – Packet loss for tcpdump tra�c

10 s and then immediately exports expired �ows to the collector. �e high spike at
80 s is caused by the active timeout of 60 s, thus, all active �ows are contained in the
corresponding �ow records. nProbe uses almost the same aggregation technique as
Vermont. �is explains Figure 2.15c, as it does not show many di�erences. �e small
spike at 150 s is interesting, where the last �ow records were exported. According to
the con�guration, this export appears way too late, as no �ows should be active a�er
stopping the tra�c generator. Passive �ows were to be cached for 10 s and at most 1 s
was waited until records were exported. Figure 2.15e shows that the Cisco switch uses
a di�erent aggregation scheme compared to the so�ware-based �ow meters. Flows
were not exported in regular intervals, but continuously a�er their expiry. First �ows
were exported 10 s a�er tra�c generation started.�e spike at 80 s corresponds to the
con�guration settings (see Vermont and nProbe).
For recon�guration, Vermont showed the expected outcome in Figure 2.15b. All �ows
were exported at recon�guration time and the succeeding exports showed regular
behavior. �e same applies to nProbe, including the aforementioned spike at 150 s
that is not conforming to the con�guration (Figure 2.15d).�e Cisco switch shows an
interesting behavior depicted in Figure 2.15f:�ere is a spike in the graph that shows the
expected peak at recon�guration time, but there were less packets exported compared
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Figure 2.15 – Characteristics of the network sensors’ �ow export

to Vermont or nProbe. Additionally, there is a spike 60 s a�er start that seems to be
roughly as high as the spike in Figure 2.15e at the same time.�ese spikes are caused by
exported active �ows and should not show the same values, as all cached data should
have been exported at recon�guration. I concluded, that the Cisco switch only exports
passive �ows at recon�guration time and continues caching all active �ows that are
exported at the same time as they would have been without recon�guration.�is means,
that �ows monitored during con�guration phase 1 are exported using the settings of
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con�guration phase 2.�is behavior is weird because exported data can not associated
to the correct phase.
In conclusion, I showed that currently available �ow meters do not o�er the needed
recon�guration performance. Typically, an average downtime of 130ms was observed
in which all incoming packets were dropped and not reported to the �ow collector. For
complex hierarchical analysis systems, recon�guration procedures should be seamless
without noticeable data loss. �e implemented architecture showed its advantages
during this test. Due to its modular, data �ow oriented structure, the overhead of a
recon�guration process can be kept at a minimum – no packet loss has been observed.

2.4 Intrusion Detection

In this section, Intrusion Detection Systems (IDSs) are covered. A�er giving an ini-
tial overview of the topic, I describe Internet threats in greater detail in Section 2.4.2.
A�erwards, I cover anomaly-based and signature-based IDSs in Sections 2.4.3 and 2.4.4.

2.4.1 Overview

IDSs have been developed to detect attacks against systems connected to local networks.
According to Bace et al. [4], an IDS is a so�ware-based or hardware-based system which
automates this monitoring and analysis process. �e resulting information, security-
related events, is stored or transmitted and is usually evaluated by a security professional
a�erwards.�e term IDS has been �rmly established in the literature by now. In its literal
meaning, the term “intrusion” actually characterizes only a small part of attacks in a
network. Amore general termwould be “attack”, which would describe all possible types
of attacks that could be detected by IDSs [88]. Attack detection systemsmay be classi�ed
according to their information source. Network-based attack detection systems monitor
networks and collect data transferred between hosts in the network. By analyzing the
data, it is possible to detect attacks being performed over the network. Host-based
attack detection systems process information which is collected within a single host,
like application log �les or system call traces. Antivirus so�ware is an example of this
type of IDS. Detection approaches can be di�erentiated according to the type of data
that is matched by the IDS, namely blacklisting and whitelisting. Blacklisting assumes
that all non-matching data is legitimate, and matched tra�c is malicious. Intrusion
detection techniques using this approach usually specialize on detecting speci�c attack
types, like the payload-based IDS Snort. �is approach is easily con�gured to detect
new kinds of attacks, but it o�en is not well suited to detect unknown attacks. On the
other hand, an IDS that performs whitelisting marks legitimate tra�c, and non-marked
tra�c is considered malicious.�is approach puts strict requirements on the network
tra�c, as all legitimate network tra�c needs to be marked by the IDS. O�en this is only
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possible in highly controlled network environments, and due to the high �exibility of
some anomaly-based detection techniques, these techniques are used to implement that
kind of detection approach.

2.4.2 Internet�reats

Before analyzing the requirements of attack detection systems, I brie�y introduce threats
in the Internet. Basically, I explain what common goals of attacks are and how attacks are
being performed.�ere are several types of threats and attacks in networks that feature
completely di�erent properties and need to be detected by attack detection systems.
A taxonomy is presented in Figure 2.16. In contrast to other taxonomies available in
literature [28, 100], this taxonomy views attacks from the perspective of a network-
based attack detection system that is required to detect the attack by observing special
characteristics of the attacks’ transmitted network data. Malicious actions that are not
classi�ed as attacks, such as malware communication, are not covered in this section.

2.4.2.1 Attack Intention

Attacks may be performed with di�erent intentions and results for the attacker and the
targeted host, ranging from gathering data to compromising hosts. Considering this
view, attacks may be distinguished in the following ways:

• Information Gathering: Attackers try to gather information about target networks
or systems. Information gathering can be performed actively or passively andmay
be a precursor to an actual attack. Active methods are, for example, network scans,
and therefore, when scans are detected, they may indicate upcoming attacks and
it may be possible to react appropriately before the attack. In my experiments, it
became evident that this attack is common nowadays. Still, it may be a precursor
to a more severe attack, so saving information about it may help forensic analysis.
Passive information gatheringmay involve network sni�ng – these type of attacks
are very hard to detect, as usually passive methods are not detectable in network
tra�c by principle.

• Denial-of-Service (DoS) attacks: DoS attacks describe explicit actionswhich impair
services of the targeted systems [100], and this is o�en achieved by overloading the
systems.�e attack o�en consists of a large quantity of packets and/or connections.
If this is the case, these anomalies will be easily recognized by �ow-based anomaly
detection methods. Nevertheless, systems sometimes feature vulnerabilities that
enable attackers to disrupt the system more e�ciently with less transferred data,
which may make these types of attacks as hard to detect as the exploitation of
security vulnerabilities.
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Figure 2.16 – Taxonomy of network-based attacks

• Intrusion: �e goal of this type of attack is to gain access to systems or whole
networks. Mostly this is done by exploiting security vulnerabilities in a system.
�ese attacks are o�en only detectable by analyzing the payload of network packets
or the evaluation of log �les, as they o�en do not have any easily identi�able
attributes which may be detected by anomaly-based methods.

2.4.2.2 Scope of attack

Attacks may also be di�erentiated according to the number of source and destination
hosts. DoS attacks sometimes originate from multiple compromised hosts, but most of
the time, only a single host is used as origin of the attack. Depending on the number of
destination hosts of an attack, the following types may be distinguished:

• Targeted attacks: In this type of attack, the attacker specializes on a speci�c target.
�ese attacks are generally hard to detect by anomaly-based techniques, as only
little tra�c is generated by them. If, additionally, this type of attack is speci�cally
prepared for a certain target, the detection of this attack will become very hard,
even for well-maintained signature-based IDSs.

• Non-targeted, “broad” attacks:�e attacks target multiple hosts or even complete
networks at once. Even if only a few attack packets are generated per host, the
overall attack tra�c in the network will become visible if entire networks are
monitored. �us, this kind of attack can be more easily detected compared to
targeted attacks.

2.4.2.3 Attack methodology

Recently, attack methodologies have changed slightly in terms of how attackers try to
access their targets:

• Direct attacks: Connections are directly established from the attacking host to the
target. If these attacks are executed over the Internet, they o�en fail because of
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the presence of Network Address Translation (NAT) routing devices for home
networks.�e reason for this behavior is that NAT commonly blocks incoming
connections by default. But if applications provide services over an open port
that is accessible by the attacker, these attacks are still possible.

• Indirect / client-side attacks: In the last few years, direct attacks have declined
in popularity. Instead, attacks rely on users to access malicious content in the
Internet. Due to vulnerabilities in client so�ware andmisbehaving users, accessed
content may exploit the local client computer. At the moment, mostly two types
of applications are exploited: mail clients by sending spam mails to unsuspecting
users who tend to open attached malware, or web browsers by directing users to
specially cra�ed web sites that contain malicious code. Both techniques o�en rely
on social engineering techniques to motivate the users to access the infected sites.

2.4.3 Anomaly-based Detection

Anomaly-based detection algorithms monitor incoming data and compare the data to a
previously created model. If the deviation between incoming data and model exceeds a
certain threshold, a so-called anomaly is detected [18, 50].�e advantage of anomaly-
based IDS is the possibility to detect unknown security violations. Anomaly-based
algorithms usually follow two stages: in the �rst stage, the training phase, incoming data
is analyzed and a model is built from this data. In the second stage, the detection phase,
the algorithm checks for deviations between incoming data and the model.
Flow aggregation provides means for clearly reducing the amount of monitoring data
in high-speed networks. Many anomaly-based intrusion detection algorithms use
aggregated data for input. Nevertheless, subsequent analysis becomes complicated
because usually much information, e.g., the packet payload, is completely removed. In
the following, I focus on e�cient probabilistic data analysis �rst, and then I outline
methods that detect attacks based on anomaly-based algorithms.

2.4.3.1 Probabilistic data analysis

�ere are several techniques available that e�ciently process high data volumes and
perform statistical operations on this data. To provide a high level of e�ciency, these
techniques rely on probabilistic methods to calculate their results.
Estan et al. [49] and Keys et al. [76] proposed e�cient ways how to count active �ows
in high-speed networks. Results produced by those techniques can be used to detect
DoS attacks, as they contain the most used ports and IP addresses. Kumar et al. [82]
introduced an algorithm to e�ciently measure networks and produce statistics.�eir
proposal is based on the use of Bloom �lters that were introduced by Bloom in 1970 [11]
and detected duplicate input data in constant time using probabilistic methods.
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Pure anomaly-based analysis that primarily targets good visualization of monitored
data is covered in [46]. �e technique called Tra�c Clustering processes statistical
data. Basis for the algorithm was recorded �ow data from a network monitor. Using a
graph-based method, groups of hosts like subnets can be found which are conspicuous
regarding a prede�ned attribute, e.g., the transferred amount of data.�e results were
summarized in daily reports which contained clusters of hosts whose attributes had
changed in a conspicuous way in relation to the previous day and the overall volume
of the attribute.�e authors showed the advantages of this method to standard top-N
lists.�eir implementation is to be executed o�-line and becomes ine�cient if multiple
attributes are included in the analysis.

2.4.3.2 Attack detection

Many algorithms have been proposed whose goal is the detection of speci�c attacks, as,
for example, the algorithm proposed by Venkataraman et al. [140] that detects so-called
superspreaders. Superspreaders are worms that rapidly spread in the Internet by using
remote exploits of security vulnerabilities in operating systems or applications.�eir
method tries to �nd hosts that contact a high number of other hosts in a certain time.
Jung [72] introduced a similar technique. It tries to detect hosts that contact other hosts
with an unusually high rate. �e main goal of both methods is to detect malicious
applications that spread in a network with a trial-and-error technique to �nd other
vulnerable hosts.
Some attacks in the Internet also rely on diverging from protocol speci�cations. An-
alyzing correct speci�cation-conform behavior usually requires high computational
performance, as conformance checking o�en is only possible by performing state-based
inspection. States need to be preserved for each connection, so these approaches have
high computational and memory-related costs. An example of this method is described
by Sekar et al. [121], who detected non-conformance to the TCP/IP protocol by state-
based analysis. Toth et al. [135] concentrated in their proposal on attributes of an ongoing
attack that are almost never seen in normal tra�c: If a host was compromised by mal-
ware or a hacker, o�en they continue compromising other hosts originating from the �rst
compromised host.�is process can be seen in network tra�c by detecting connection
chains: host A initiates a connection to host B, host B connects to host C, and so on.
Detection of port scans in networks has been a large scienti�c research topic in the area
of attack detection systems. An overview is given in [130]. Port scans that probe multiple
ports on one system are called vertical port scans, whereas port scans that probe the same
port on multiple machines are called horizontal port scans. O�en the rate of initiated
connections, including information whether connections were established successfully,
is included into the evaluation.�e slower port scans are performed, the higher is the
computational cost to detect those port scans. Staniford et al. [130] suggested a method
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that di�erently weight probed ports depending on how commonly those ports are used.
Port 80 for web servers would have a low priority, as it is one of the most used ports in
the Internet, whereas higher ports above 1024 are much less commonly used and would
receive a higher priority. Vertical port scans would be easily detected by this method, but
horizontal port scans that probe commonly used ports have a lower chance of detection.
Horizontal port scans can be e�ciently detected by the technique suggested by Jung
et al. [73]. �eir method allows to detect slow port scans that persist for hours. For
each initiated connection, the source IP address is stored in a table and depending
on the number of failed connections to di�erent hosts, these IP addresses are rated as
either malign or benign. It is currently one of the most promising approaches to detect
horizontal port scans.�e e�ciency of this algorithm has been improved by Weaver et
al. [145].�e authors implemented the technique on fast hardware and complemented
it with a reactive module that automatically blocks hosts that were detected to perform
port scans.
All presented algorithms only detect port scans originating from single hosts. If a
distributed scan is started, like by a botnet including thousands of hosts and each system
only performs a small part of the overall port scan, all presented methods may fail to
detect the attack.

2.4.3.3 Application identi�cation

Using �ow data that contains IP header information, it is very di�cult to exactly deter-
mine used application protocols. Many approaches use machine-learning methods to
train speci�c protocols, like accesses to web servers, to recognize those protocols in a
monitored network [9,74,149]. Unfortunately, most pure machine-learning methods fea-
ture a high false-positive rate, so results only provide a rough overview of the monitored
tra�c.�is e�ect is caused by the fact that many protocols share common attributes like
average connection length or similar tra�c patterns. Machine-learning methods do not
compensate this e�ect: o�en it is not clearly understood which properties of training
data are used for detection.�e methods o�en specialize on some application-unrelated
features of the trained data and trained signatures produce high false-positive event
rates for other networks.

2.4.4 Signature-based Detection

Signature-based IDSs use prede�ned signatures, also called rules, for detecting security-
relevant events. Rules are either manually or automatically created and delivered to the
IDS then.�is section starts by giving an overview of signature-based detection, then it
describes available signature-based detection techniques and �nishes with an analysis
of the signatures available for the popular IDS Snort.
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Figure 2.17 – A life cycle of an attack from the view of a signature-based IDS

2.4.4.1 Overview

Two di�erent approaches can be used for the rules: either rules that mark data streams
as valid, and other data streams are assumed to be malicious (the whitelisting approach),
or rules detect malicious data streams (the blacklisting approach). If rules directly
detect malicious data streams, these rules are usually specialized on certain types of
malicious actions. Due to the underlying principle of operation, signature-based IDS
will only detect incidents in the network for which signatures have been created and
were included in the con�guration of the IDS. So this kind of IDSs will never detect
unknown types of attacks. If an attacker wants to stay undetected, he will modify his
attack in a way so that currently used signatures will not detect the attack. Figure 2.17
shows a typical life cycle of an attack that exploits a security vulnerability from the
view of a signature-based IDS. At �rst, a 0-day vulnerability is discovered. �en the
attacker creates an exploit for this vulnerability, implements an attack and executes
it. During execution, the attack will eventually be detected by security professionals
and a signature will be developed to detect this speci�c kind of attack. A�er rolling
out the signature, it will be detected by the IDSs.�e attack will cease to be executed
when too many IDSs detect it and its e�ectiveness becomes too low. A similar life
cycle could be constructed for botnet communication protocols, where signatures
are developed to detect malware communication. In all these cases, a race between
security professionals and cybercriminals takes place. Unfortunately, the cybercriminals
are usually in advantage as they are always able to take the �rst steps and security
professionals may only react as quickly as possible.
�e most popular signature-based IDSs are payload-based.�ese systems analyze each
packet’s payload and search for conspicuous features. Due to the high volume of data
that needs to be processed, these techniques are computationally more expensive than
techniques using �ow-based input data. On the other hand, more data is available to
the algorithms, so a much �ner evaluation of the data may be performed. �is is the
reason why they are also called Deep Packet Inspection (DPI) techniques.
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2.4.4.2 Techniques and Implementations

One of the best-known examples in the �eld of payload-based analysis is the application
Snort, which was developed by Roesch et al. [117]. �e application uses a rule set
containing signatures for many types of attacks and compares all packets monitored
in a network with those signatures. If a match is found, an event will be generated and
reported by various means. It is currently one of the most widespread IDS that are freely
available in the Internet. Today, community support contributes to its success, as many
signatures are already available and still constantly created.
Paxson et al. [108] introduced a very �exible version of a signature-based monitoring
system called Bro. It contains an “event engine” which reduces monitored network
data to abstract events and automatically follows connection states. Compared to Snort,
Bro is able to process a much more sophisticated �lter language which, among others,
supports variables and functions.
�ese payload-based IDSs reassemble the data stream in the network and transport
layer. For Internet Protocol, Version 4 (IPv4), IP defragmentation has to be performed,
where fragmented IP packets are defragmented.�e result is the reassembled original
packet. On the transport layer, stream reassembly is also performed for stream-based
protocols like Transmission Control Protocol (TCP) or SCTP. Depending on the con-
�guration, states are kept for each connection, and the IDS checks whether transferred
data segments were acknowledged by the receiving peer of the connection. Only when
the segments are acknowledged, the payload is processed by the detection module
within the IDS. Due to ambiguities in the speci�cations of network and transport layer
protocols, it is not possible to decide which packet was accepted and interpreted by
the receiving endpoint in all cases. Ptacek et al. [112] described multiple ambiguities
that may arise during network packet analysis for a passive IDS, and Dharmapurikar et
al. [33] performed evaluations with realistic network traces for this problem. Only by
performing tra�c normalization, it is possible to remove these ambiguities. Appropriate
techniques were proposed by Handley et al. [63, 122, 141].
Both Snort and Bro only support detection of manually generated signatures, but in
scienti�c research many other approaches based on machine-learning and automatic
signature generation were suggested (e.g., [116]). �ose approaches usually do not
produce as good results as detection systems using manually cra�ed signatures for
detecting speci�c attacks and communication patterns. But there is a good chance, that
a combination of these approaches may produce results that can be correlated to achieve
better detection rates.
One of the approaches called PAYL has been presented by Wang et al. [144]. In this
publication, a good overview of requirements for anomaly detection methods is given.
�eir algorithm detects anomalies in network tra�c by comparing payload 1-grams
with trained vectors. Bolzoni et al. [12] improved the approach by prepending a Self-

40



2.4. Intrusion Detection

Organizing Map (SOM) [79] to the anomaly detection process. Detection of regularly
repeated strings was performed by Singh et al. [123] and Kim et al. [77]. Repeated
strings can be monitored in network tra�c, like for worms that try to exploit security
vulnerabilities on multiple hosts. �e tools automatically generate signatures from
repeated strings to be able to detect them later on e�ortlessly.
Another interesting approach also cares about data privacy issues resulting from payload-
based analysis techniques. Parekh et al. [105] compared di�erent algorithms to detect
similarities between packet payloads that are obfuscated to retain data privacy. Un-
fortunately, data privacy is very di�cult to ensure, so methods that reduce data as
much as possible are best. In their paper, the authors suggested to use Bloom �lters in
combination with other techniques.

2.4.4.3 Signatures

In this section, I analyze signatures and portions within data streams that are relevant
for IDSs. I picked the IDS Snort for this analysis, as it is currently the most widespread
open-source IDS.�ree sources for Snort rule sets were downloaded in September 2009
and were used as basis for this analysis:

• Source�re (SF),9 the standard Snort rule set with 5625 rules;

• Emerging�reats (ET),10 an open source project with 9369 rules;

• BotHunter (BH),11 this project attempts to catch malware communication in
networks and uses Snort internally. Some of its rules are taken from ET and
contains in total 2452 rules.

Data transfer using UDP and ICMP is not stream-based and each packet is regarded
separately by the IDS. So I focus primarily on the payload of TCP connections, and all
rules were removed that do not match on TCP data.
Snort allows general payload matching on the whole data stream, as rules may directly
specify the content of the data stream. When a match is found, the rule is triggered.
Depending on the type of the rule, either an event is reported, or certain �ags (so-called
�owbits) are set for the current connection. Using this method, multiple rules may be
combined: only if required �owbits are set and the payload matches the rule’s content,
the rule will be triggered.

Use-cases I dissected the context of the rules that produced matches in my live tests.
In general, rules within the Snort IDS can be di�erentiated into �ve usage types:

9http://www.snort.org/snort-rules, last accessed on 2011-04-04.
10http://www.emergingthreats.net/, last accessed on 2011-04-04.
11http://www.bothunter.net/, last accessed on 2011-04-04.
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• Protocol identi�cation: Rules designed to identify speci�c application protocols.
O�en, these rules identify protocols that may violate policies, or serve as precondi-
tions for other application-speci�c rules.�en they do not trigger the generation
of an event.

• Application detection:�e primary purpose is to determine speci�c applications.
In most of the rules, peculiarities of detected applications are matched, e.g., a
speci�c user-agent string within a HTTP connection. Examples are malware or
online games.

• Exploit detection: Rules detecting exploits embedded in the data stream. �ey
usually directly match parts of an application-speci�c exploit.

• Malware detection: Corresponding rules detect binary code of malware that is
transferred over the network.�is binary code is usually transferred either a�er a
successful exploit, or as attachment in other types of data.

• Protocol state detection: Rules specialized on detecting state changes within a
certain protocol, e.g., failed logins.

• Usage detection: Rather general usage identi�cation of network data, e.g., porn
detection by searching for typical texts within the data stream, regardless of the
used protocol.

Judging from a rule’s usage type, it is possible to estimate the location of the rules’
matches. Rules for malware detection and usage detection o�en operate on bulk data
that is transferred by the underlying application layer protocol. I expect that these
rules o�en match in a later position within connections. However, Internet protocols
currently show a trend to multiple layers and nested protocols. I analyzed Snort rules
with the goal to determine what types of data were searched for by them, and where
these data types occurred. Without loss of generality, I analyze the protocol HTTP in
more detail, as it is currently one the most used protocols in the Internet [95] and o�en
serves as underlying protocol for various other protocols.
Figure 2.18 shows an excerpt of data types o�en embedded within HTTP, such as
XML-RPC or JavaScript. In the case of XML-RPC, a complete bidirectional protocol is
embedded within HTML. Within these embedded data types, other data types may be
nested, e.g., JavaScript within HTML or HTML within XML-RPC data. As surrounding
protocols o�en add pre�x and post�x to the enclosed messages, we can expect, that the
“higher” a data type is stacked, the later it will occur within the transport stream. Typical
examples in the “Web 2.0” era are social networks that include embedded applications,
web sites providing interactive o�ce applications, or geomapping services. In Figure 2.18,
I also included application-independent data types that were searched for in Snort rules.
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Figure 2.18 – Snort rules matching payload; exemplary overview for HTTP

1 alert ip $EXTERNAL_NET any -> $HOME_NET any
2 (msg:" SHELLCODE x86 inc ecx NOOP";
3 content :" AAAAAAAAAAAAAAAAAAAAAAAAAAAAAAA ";
4 classtype :shellcode - detect ; sid :1394; rev :10;)

Figure 2.19 – Example rule (SF) performing payload matching on all IP packets

�is is either text that may occur in arbitrary protocols, or executable code containing
text or assembler instructions. An example in binary form is shown in Listing 2.19 (I
refer to such data as shellcode in this work).

Fixed Match Positions in Rules Snort provides multiple keywords within rules that
limit content matching to speci�c portions within a packet.�erefore, I performed a
static analysis on all Snort rule sets: each rule was parsed individually and I determined
if the rule is limited to a maximum match position. Figure 2.20 shows the results. More
than 95% of the rules only match within the �rst 400B, however, only 6% to 21% of
all rules specify a maximum match position. Especially TCP streams are not useful for
limitations relative to the start of packets, as the sending side may arbitrarily split the
data stream into individual packets. Limitations on the pattern match position relative
to the connection’s start would be much more useful but are not provided by Snort.
In conclusion, it can be said that direct examination of Snort rule sets does not o�er
precise indications at what position rules may match within TCP connections. However,
a closer look into Snort’s HTTP-based rule set with examination of the matched payload
reveals, that due to the trend to multiple stacked protocols within the application layer,
it can be expected that relevant rules may match at later positions.
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Figure 2.20 – Static analysis of Snort rules: empirical cumulative distribution
function of the end position in packets (only 12%, 21%, and 6% were length
limited in the SF, ET, and BH rule sets, respectively)

2.5 Limits of Network-based IDS from the Security Perspective

In this section, I analyze how suitable di�erent intrusion detection approaches are
in the context of security. �e approaches are compared using multiple scenarios, in
each of which an attacker has di�erent capabilities. In secure network protocol design,
one usually assumes the most powerful attacker possible.�en the following attacker
capabilities are assumed:

• Complete knowledge of all transferred packets,

• Packet replay,

• Packet modi�cation, and

• Packet injection.

�e attacker has complete control over the network and may arbitrarily modify the data
stream. Nevertheless, the secure protocol still has to be designed in a way, so that the
security attributes authentication, data integrity, and con�dentiality are met. Trying to
detect intrusions based on network monitoring with this omnipotent attacker will be
completely in vain – the attacker simply arranges the network in a way so that only
benign packets are sent to our monitoring system and no attack will ever be detected.
So we must modify this attacker model to a more realistic one where we di�erentiate
scenarios based on the attacker’s power, i.e., which devices are controlled by the attacker.
All non-controlled devices are assumed to act normally, but still may be infected by
the attacker later in the attack. I di�erentiate between the Endpoints (EPs), the hosts,
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Figure 2.21 – Packet headers of IP and TCP, �eld colors indicate which systems
interpret their value

that communicate with each other. One of the EPs generates and transmits data, and
the other host interprets the data that was received over the established connection. In
between these hosts, there are usually multiple routers which forward the packets. I
assume IP-based communication and do not regard any layers below the network layer.
So the only type of forwarding device between the two EPs is one or more intermediate
routers which uses information within the IP header for routing decisions. Without
loss of generality, I analyze a TCP connection over IPv4 in the following. �e same
concepts are easily applied to Internet Protocol, Version 6 (IPv6), and other transport
layer protocols like User Datagram Protocol (UDP) or SCTP.
At �rst, I go into more detail by looking at the di�erent �elds in network packets and the
systems which read out and interpret their contents. I limit my analysis to the network
and transport layer, and the transferred data in the layers above (also called packet
payload). Lower layers are only valid for local subnetworks and change accordingly a�er
passing routers. Figure 2.21 shows the packet headers for IPv4 and TCP. Most �elds in
the IP header are not only relevant for the endpoint, but also for the routers. Routing
decisions in the Internet are usually destination-based, that is, decisions are solely based
on the destination IP address. In some exceptional cases, the source IP address is

45



2. Network Data Analysis

additionally used in a technique called Reverse Path Forwarding [5]. It is o�en used to
prevent source address spoo�ng [8].�is o�en occurs during DoS attacks, where the
attacker obfuscates the origin of the packets to prevent a mitigation of the attack. Option
�elds in the IP header are interpreted by the EP’s network stack and intermediate routers.
Examples for these options are the Timestamp [132] or Record Route [110] options. All
other �elds are usually interpreted and sometimes modi�ed by intermediate routers.
All data in the transport layer and above is usually only interpreted by the receiving
EP12.�e source port of a connection can be read out by the receiving application, and
the network stack uses it for assigning the packets to its corresponding socket. �e
destination port is prede�ned by the receiving application and was set when the listening
socket was set up. Data marked by the Urgent Datamechanism in TCP [110] can also be
read out by the application. All other TCP header �elds are commonly only interpreted
by the network stack. Only payload is solely interpreted by the application, the network
stack just forwards the data. In summary, we can roughly di�erentiate the data within
IP packets into three groups: data �elds that are interpreted by

• an EP’s application that receives data from the network socket,

• an EP’s network stack which manages the TCP connection, and

• intermediate routers that forward the packets and an EP’s network stack.

Before we consider these conclusions in more detail, we build a �owmodel that speci�es
information �ow within the network. If a host S sends data to a host D, the packets will
be forwarded by intermediate routers R when S and D are not connected to the same
local subnetwork. I assume that the monitoring system M lies somewhere in between
and captures all packets transferred over the network. In the model, we can write

S → (R →)∗M → (R →)∗D. (2.1)

Here, S → D indicates that data is sent from device S to device D, term ()∗ represents 0
to∞ repetitions of its content, and term ()+ represents 1 to∞ repetitions of its content.
Now we can analyze scenarios with varying control of the attacker. To display in our
model that an attacker controls the system S, I use the notation S. To go into more
detail for the receiving EP, I de�ne that D consists of a network stack DS in the kernel
which checks and reassembles the incoming packets and forwards the payload data to
an application DA.

D = DS → DA (2.2)

12�is is the common case. If �rewalls are installed between the EPs which employ connection tracking,
or transparently proxy all connections, these intermediate �rewalls will also be a�ected by the modi�cations.
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2.5.1 Scenario 1: Attacker Controls Sender

In our network model, this scenario would look like the following:

S → (R →)∗M → (R →)∗D (2.3)

�is is a typical case for attacks, as an attacker S sends packets to a victim D. As neither
the routing infrastructure nor the receiving EP is controlled, the IP headers’ �elds need
to be valid to ensure that packets are forwarded by the routers. Depending on R and
whether the communication will be bidirectional, the source IP address may also need
to be set correctly. I will regard three attack types in this scenario in more detail, namely
DoS attacks, the exploitation of security vulnerabilities and scans.
�e simplest technical type of DoS attack is a brute-force attack that tries to overload the
victim’s network connection.�e bottleneck is usually located between the victim’s local
subnetwork and the upstream Internet provider. If this connection is overloaded, packet
losses occur also for benign data transfers. Especially TCP is very vulnerable to higher
packet loss rates. Using well-timed short bursts, the rate of benign TCP connections can
be throttled to a fraction of the original rate [83]. For these attacks, data in the transport
layer and above is largely irrelevant. �e attacker’s main goal is for the packets to be
forwarded to the bottleneck in the victim’s Internet connection.
Other attack variants that overload the EP can exploit the transport layer by targeting
weaknesses in the network stack. One older example is the so-called SYN-�ood that
causes many half-open connections at the target’s network stack, but mitigations are
available [44]. As this type of attack does not require any bidirectional communication,
source IP address spoo�ng can be used. Attacks targeting the application layer using
TCP always need to set up a three-way handshake, so bidirectional communication is
required and IP spoo�ng can no longer be used by the attacker. Depending on the type
of application layer attack, they are able to cause a very high load on the target systems
relative to the transferred tra�c. Especially cryptographically secured connections cause
high computational costs on both EPs when an initial authentication with key exchange
is performed [27]. In our data �ow model, the attacker would still control host S, but
cra� the attack packets to be able to access the EP D, and interact with the network
stack DS to transfer data to the targeted application:

S → . . . → D = S → . . . → DS → DA (2.4)

Detecting DoS attacks is o�en very easy, as usually a high amount of tra�c is involved.
But due to spoofed source IP addresses, it may become di�cult to determine the source
of the attack. Furthermore, DoS attacks are o�en executed in a distributed way by a large
number of hosts that are ideally located in many di�erent networks, like large botnets.
In this case, it becomes very di�cult to di�erentiate legitimate from malicious tra�c, as
bot-infected machines are usually normal dial-up hosts which may be legitimate visitors
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under normal circumstances [67]. A commonly used countermeasure at large websites
is to perform overprovisioning to be able to withstand these attacks.
�e exploitation of security vulnerabilities in applications resembles a DoS attack in
the application layer. Usually a certain state of the application has to be established in
the victim’s machine, then a security vulnerability can be exploited. To reach this state,
the attacker sends specially cra�ed tra�c to this application. �e application’s code
for interpreting the received data greatly restricts the possibilities how the transmitted
data for the attack may be cra�ed. As an example, the Apache HTTP web server only
accepts 8KiB of data for HTTP requests by default. If a vulnerability is exploited via
HTTP requests, it will have to be smaller than this maximum size. A lot of additional
restrictions are additionally placed by the targeted application, like the data contained
at the beginning of HTTP requests. In cases like this one, a carefully designed signature
for Network-based IDS (NIDS) may indeed detect all possible versions of an exploit for
a speci�c vulnerability.
Network scans gather information from networks, so they expect a response from the
target. As a response needs to be triggered from the target, a protocol has to be used (e.g.,
ICMP, TCP or HTTP) and information on the network layer may not be spoofed. Scans
are common in networks that are connected to the Internet, but normal computer usage
does usually not trigger any scans and a local network with restricted Internet access
may be a good place to check for occurring scans. So depending on the administration
and services within a network, scans may give a good indication whether malicious
activity is present.

2.5.2 Scenario 2: Attacker Controls both Endpoints

�e scenario, where the attacker controls both EPs of a communication, is typical
for malware communication between a so-called bot and its Command and Control
(C&C)-server:

S → (R →)∗M → (R →)∗D (2.5)

If this communication needs to be hidden from a NIDS located at M, the attacker
can freely choose almost all parts of the network packet headers including payload.
Exceptions are all �elds that are interpreted by intermediate routers in the IP header,
including the destination IP address. Usually the attacker wants this communication to
remain inconspicuous for the NIDS, so on the network and transport layer, it usually
resembles a benign connection. Inside the payload, either masquerading or encryption
techniques can be used. �e latter option is quite inconspicuous, as encryption is
increasingly used in the Internet [40, 131]. �is trend was highly ampli�ed by new
so�ware that eases packet sni�ng, and in particular, hijacking of web sessions.13 In

13A plug-in for the browser Firefox called Firesheep allowed end-users very easy HTTP session hijacking
in open wireless environments: http://codebutler.com/firesheep
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particular for web browsing sessions, the protocol HTTP Secure (HTTPS) is o�en used
for communication between web server and browser. HTTPS uses the standardized
Transport Layer Security (TLS) or Secure Sockets Layer (SSL) protocol for authentication
and encryption. Encryption protocols like TLS commonly have a setup phase, where
authentication of the EPs and a secure key exchange is performed, and the actual secured
transmission of data. As the data transmission is completely encrypted, no information
can be extracted from this phase by a NIDS. During the setup phase, a handshake
is performed and keys are exchanged for authentication. �is part is only partially
encrypted and monitoring systems could extract relevant data like the exchanged keys
that are used for authentication. But if attackers use unsuspiciously looking keys to
generate benign-looking tra�c, a NIDS cannot extract any relevant data from the
transferred payload. In highly secured networks, HTTP proxies are commonly used
to enable web browsing from within these networks. �ese application level proxies
examine all transferred data and also perform intrusion detection. As HTTPS is also
commonly used in the Internet, there are proxies available for this protocol. �ere
are two types of HTTPS proxies available: Direct forwarding proxies, where all data
content is simply forwarded between the EPs, and intercepting proxies14 that setup two
separate TLS connections between D and the proxy P, and between P and S.�e former
type cannot analyze any transferred content as it is encrypted. �e latter type is able
to analyze transferred content, but it breaks the authentication of TLS: S sets up a TLS
connection with P, although it expects the connection to be set up with D. P sends a
self-generated certi�cate for authentication and D has no possibility to check the validity
of D – this task is performed by P and S has to trust P completely. TLS’s authentication
is crippled by the intercepting proxy, but the proxy is still able to read all transferred
content.

2.5.3 Scenario 3: Attacker Controls both Endpoints and Proxy Systems

�is scenario is an extension to scenario 1.�e attacker not only controls both endpoints
of a connection, but also at least one router or proxy that may forward the packets.
In contrast to the previous section, the proxy is not controlled by legitimate network
operators, but the attacker. If routing devices are controlled by the attacker that lie
between S and M, as well as between M and D, all packets may be modi�ed arbitrarily
as long as it is guaranteed that the packets forwarded by benign routers still reach their
destination. If the attack is performed well, a monitoring system will have very little
chance of discovering the communication – the tra�c may be constructed to look
completely benign, and the network packets may be constructed in a way so that the
originator or receiver cannot be identi�ed by the monitoring system. I assume that
this scenario happens very rarely in current networking systems, as attackers need to

14�ese proxies are also called “SSL terminators”.
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have control not only over normal hosts in a network, but dedicated routers that are
commonly highly secured, and are usually based on di�erent operating systems and
hardware which makes the likelihood of available exploits for this device less high.
A more realistic scenario is the use of one or more proxy systems on the transport or
application layer. Ignoring intermediate routers, communication would originate from
an EP S and would be forwarded at least one proxy P to the EP D:

S → (P →)+D (2.6)

In this situation, the attacker has complete control over the transferred connection
payload. Information in the network and transport layer needs to be correct in a way
that intermediate routers in between P, S or D forward the packets correctly. Depending
on the direction of the communication, i.e., what side the connection was initiated from,
the used proxy systems are either normal or reverse proxies. Both proxy types receive
connections at an open port. A normal proxy receives the communication destination
from the connected client, e.g., the Uniform Resource Locator (URL) in HTTP and
forwards all exchanged data between the client and the given destination. A reverse
proxy has �xed forwarding tables and does not expect the client to supply a destination.
�is proxy type is usually used for load-balancing purposes. Attackers use both proxy
types to hide their location: if employed proxies forward data without producing logs,
the next communication hop can only be determined by a monitoring system that
captures the communication link from the proxy to the next hop.�e placement of the
monitoring system is crucial in this scenario. Either M is placed between S and P

S → M → (P →)+D, (2.7)

between P and D
S → (P →)+M → D, (2.8)

or between multiple proxies P. Still, the usability of network and transport layer header
information for IDSs depends on the type of usage of the proxy servers: if proxy IP ad-
dresses are rarely changed, NIDS may use the proxy IP addresses as replacement for
the EP’s D IP address for the detection. If proxy IP addresses are frequently changed
and no up-to-date information about currently used proxies is available, the monitoring
system will only be able to detect the malicious communication by non-signature-based
approaches.
Current malware is able to use proxies in a dynamic way, like so-called Fast Flux net-
works [134].�ese networks use rapidly changing Domain Name System (DNS) entries
for propagating IP address information, but this property causes them to be detectable
by anomaly-based analysis [67]. In general, information about what IP addresses to
contact needs to be sent to the originating EP S.�e more frequently IP addresses are
changed, the more frequently this information has to be transferred to S.�is opens
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the possibility to detect this information �ow by other methods. When the information
�ow is detected, it can be exploited by monitoring systems: IP address lists are built
that are constantly held up-to-date, and these lists are used by monitoring systems to
detect malware communication. One example of this kind of system is EXPOSURE,
that processes DNS requests and identi�es anomalous IPs [10].
Another malware communication type that uses proxies to forward communication
data is the non-centralized Peer-to-Peer (P2P) model. Here, instances of a malware
communicate with each other using P2P-like protocols in contrast to the centralized
C&C server model. To control the bots, the attacker joins the P2P network and submits
the new con�guration to at least one of the instances.�en this instance forwards the
information to other bot instances within the P2P network, which in turn continue
spreading the information until all instances are reached. To connect to this dynamic
network, a P2P client usually keeps a list of IP addresses and tries to connect to each of
them.�e longer the list, the higher the possibility that one of the listed IP addresses is
still available and another bot instance in the P2P network can be contacted. Detecting
this kind of communication is similar to the detection of Fast-�ux-networks, as, once
again, the IP addresses used for communication are highly dynamic. But by accessing
the P2P network frequently and collecting involved IP addresses, lists can be generated
and be kept up-to-date, as performed for the Storm botnet [68].

2.5.4 Placement of Monitoring Sensors

We can di�erentiate between two types of monitoring sensors: dedicated and integrated
sensors. Dedicated systems usually receive read-only data from network taps. �ese
network taps can either be separate devices that onlymirror one speci�c link, ormanaged
network switches or routers, where speci�c ports or subnets can be selected formirroring.
�e other type of sensor is directly embedded in switches or routers and aggregates
monitored data to �ows.�en these �ows are exported using protocols like Net�ow or
IPFIX. When routing devices directly monitor and aggregate data, no extra dedicated
device needs to be set up to monitor the link.
�e location, where monitoring systems and IDSs are to be placed depends on the size
of the network: small networks usually only have a single Internet uplink, an example
is shown in Figure 2.22a. If these links are monitored, the vast majority of attacks will
detected, as they are transferred over these links coming from an external network,
usually the Internet.�e bigger a network becomes, the more di�cult is the placement
ofmonitoring points. Networks will not be at a central location anymore, but distributed
over multiple branches, each probably having multiple uplinks to communicate with
each other and to external networks, see also Figure 2.22b. To detect attacks from the
Internet, all uplinks will have to be monitored. Another problem arises with bigger
network sizes: the larger the network becomes, the more people have access to it.�ere
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(a) Small local network (b) Larger network with multiple Internet uplinks

Figure 2.22 – Placement of monitoring sensor within di�erent network sizes

is the problem of so-called insider attacks, where employees with knowledge perform
directed attacks on the system. Insiders, either voluntarily or involuntarily, bypass
Internet gateways by other means like infected mobile devices.
As a current example, the worm Stuxnet was designed to attack from inside a net-
work [119]: the malware spread primarily via USB stick. Once attached to a computer, it
exploited a vulnerability in the Windows operating system and infected the host. From
this point on, the malware spread within the local network using multiple vulnerable
services onWindows hosts. It was not designed to spread using external networks or the
Internet, so sensors placed at the Internet uplink would not necessarily have detected
the malware. Only sensors placed within the local network would have been able to
detect the virus’s spreading – in e�ect, the general principle of data mining, the more
input data is available, the better the results will be, also applies to network monitoring
and intrusion detection.�is principle also applies on a larger scale: Rajab et al. [114]
analyzed how detection e�ectiveness of self-propagating worms improves when the
monitoring sensors are not clustered at geographically close locations, but distributed
in di�erent parts of the Internet.�ey assume a non-uniform distribution of worms in
the network and build a simulation model based on data from the DShield project 15

�eir results show that detection times are 4 to 100 times faster with distributed sensors
compared to a single sensor monitoring the same total network size, whereby strategic
placement of the sensors close to vulnerable networks plays an important role.
Attacks performed in the local subnet are only detected when links within the local
network are monitored. Packets for bidirectional communication are usually not broad-
casted within networks. So to capture all transferred data, all network links or inter-
connecting devices within a network need to be monitored. �is is not feasible even
within small networks by monitoring at a single switching device, as very high data rates
are caused by network �le systems, for example. Networks with multiple subnetworks
have a distributed topology and use routing protocols like OSPF. �ere, the number

15Website http://www.dshield.org/, last accessed on 2011-02-28.
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of possible routes taken by packets is greatly increased. So in addition to high local
data rates, the number of needed sensor locations increases drastically for full coverage.
Unfortunately, intrusion detection is only rarely used in organizations. If it is used,
only the most important links are monitored, and these links are usually the Internet
uplinks.
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Chapter 3

TCP Connection Analysis

TCP connection tracking is a strongly demanded service in networkmonitoring, e.g., for
detecting malicious tra�c or anomalies in the network. Most frequently, state machines
are used, which keep state for every connection and examine each monitored packet
individually that are also o�en included in signature-based IDSs like Snort [117] or
Bro [109]. �is method o�ers very good results for passive network-based IDSs to
evaluate a connection’s state and is used as a baseline measure throughout this section.
Primarily, this type of information is used by algorithms for portscan detection. But also
many other malicious tasks performed by malware can be detected: spam mail delivery
partly guesses mail server names, so some connection attempts necessarily fail [148].
Equally, DoS attacks result in many failed connection attempts.
Because of the high computational costs needed by packet-based connection track-
ing [34], it does not scale well in high-speed networks. Speed improvement by packet
sampling techniques quickly degrade the reliability of TCP connection tracking: o�en
single packets, e.g., packets with set �ag SYN, are important to determine the state. As
there are fast �ow aggregation techniques available (for a detailed introduction see
Section 2.3), it perfectly suits large high-speed networks [125]. Due to the availability
of routing hardware that supports �ow aggregation out of the box, there is no need to
place dedicated sensors at the targeted network links any more, but the routers may
collect the data in place, and send the aggregated information to the analyzing system.
Determining a connection state based on aggregated �ow information will usually not
be as precise as methods working on packet-based data, but I anticipate a huge speed
advantage by processing aggregated �ow data, as much lower amounts of data need
to be processed statelessly. As a rough �gure, o�en less than 100B are required for a
bidirectional �ow record representing one connection. Using this type of data, TCP
connection analysis can be made feasible for much larger networks and link speeds.
My work shows how to implement connection analysis on a �ow level and enable the
application of anomaly detection techniques on �ow-based data that previously only
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worked with packet-based data.�is applies to all anomaly detection techniques that
operate on aggregated information of network tra�c that is supplied by �ow data (for
an overview see Section 2.4, and for more detail see [113]).
On a much smaller scale, latest developments in wireless mesh networks begin imple-
menting intrusion detection on cheap embedded hardware [70]. Here, primary concern
is the hardware’s low performance, so detection methods need to be slimmed down
considerably for acceptable speeds.�e speedup gained with �ow metering in combina-
tion with lightweight methods for anomaly detection also shows much promise in this
context.
My contributions in this section are twofold: First, to determine appropriate timeout
parameters for �ow monitoring and use the data for TCP connection tracking, I analyze
optimal �ow aggregation timeouts based on multiple traces from live network tra�c.
Secondly, I perform TCP connection state analysis using IPFIX-conform �ow data. I
introduce several �ow-based classi�ers and evaluate them thoroughly by comparing
their results with results from a packet-based connection tracker. �en connection
states determined by these classi�ers can be used by anomaly detection methods that
previously used packet-level data as input. So many packet-based methods not using
packet payload data, especially those used for port scan and anomaly-based malware
detection, can be adapted to �ow-based input.
�is chapter includes work that was published in the publication Flow-based TCP Con-
nection Analysis, available in the Proceedings of the 28th IEEE International Performance
Computing and Communications Conference (IPCCC 2009), 2nd IEEE International
Workshop on Information and Data Assurance (WIDA 2009) [90].

3.1 RelatedWork

�is research work was mainly inspired by the analysis of Net�ow data by Sommer et
al. [125]. �e authors tried to determine how well �ow data created by Cisco routers
can be used to derive TCP connection properties and developed a method to compare
�ow records to TCP connection summaries created by Bro [109]. Primarily, the actual
amount of transferred payload in relation to used application layer protocols has been
analyzed. I extend this analysis by providing details about direction reversals of �ows
and evaluating classi�ers to determine connection types.
As a reference, I use packet-based TCP connection analysis. A number of systems have
been proposed in the literature, which either work stand-alone to output the results
directly,1 or within payload-based IDSs where stream defragmentation is a requirement
for attack detection [109].

1An example is tcp-reduce by Vern Paxson (see: http://ita.ee.lbl.gov/html/contrib/
tcp-reduce-doc.html)
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Variable Description

fst time of �rst packet in �ow
fpkts number of packets in �ow
ftc poc t total TCP payload size in bytes
f f l set of observed TCP �ags

Table 3.1 – Variables used for describing �ow contents

Statistical properties of current Internet tra�c and the expressiveness of aggregated
�elds within �ow records, especially concentrating on dynamically adjusted sampling
algorithms and their e�ects, have been analyzed in multiple studies [22, 47]. Other
properties like the packet inter-arrival times of a connection’s �rst n packets and the
corresponding packet sizes have also been used for application classi�cation [25, 97].
�ese properties are not contained in standard IPFIX �ow records, but could easily be
added.
�e result of connection attempts has always been interesting in the �eld of network
security, especially attack detection. Many IDSs, like Bro [109], perform packet-based
connection tracking and decide whether TCP connection attempts are successful or
failed as basis for further analysis. In the area of anomaly detection, the state of con-
nections is widely used in methods specialized on port scan detection.�ese systems
usually use the number of failed connection attempts to identify port scanners in a
speci�c time interval, or the number of consecutive failed connections [73]. Another
system is speci�cally designed to work in high-speed network on �ow-based data [129],
where all unidirectional �ows containing a single packet with set �ag SYN were assumed
to be failed connection attempts. A system that detects self-propagating malware by
discovering anomalies in the tra�c also uses information about connection states [19],
as well as a more general approach that detects application-speci�c tra�c [74].

3.2 Preliminaries

As was already described in Section 2.3, �ows are sets of IP packets sharing common
properties (�ow keys). Relevant statistical data can be aggregated and added to the �ow.
Table 3.1 lists all variables used in this chapter.�ese include the monitored time of the
�ow’s �rst packet ( fst), the number of packets in the �ow ( fpkts), the accumulated TCP
payload size ( ftc poc t), and the set of all observed TCP �ags ( f f l ). I only regard all �ags
relevant for the TCP connection’s state, i.e. SYN, ACK, FIN, and RST.�e set of �ags of
observed packets are logically ORed and stored in f f l . So if f f l contains {SYN,ACK}, at
least one packet contained the �ag SYN, and, not necessarily the same packet, contained
the �ag ACK. All connections that were completely captured and included handshake
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and shutdown (either with �ag FIN or RST set) are called complete connections in the
context of this chapter.
All statistical information contained in corresponding unidirectional �ows is aggregated
to a single �ow describing both directions. In most cases, the direction of bi�ows can be
determined by assuming the unidirectional �ow with the lowest fst to be the initiator.
Variable fO∶∗ is used to describe �elds from originator to responder, and fR∶∗ to describe
�elds transmitted in the reverse direction.

3.2.1 State-based Connection Analysis

TCP connection tracking usually relies on stateful packet analysis. For every ongoing
connection, a state machine stores all relevant data and each incoming packet is tested
for validity, e.g., whether sequence number and TCP �ags are set correctly.�is way, it
becomes possible to estimate the current connection state. However, even this thorough
analysis does not guarantee unambiguous results, as it is not always possible to predict
which packets would be accepted by the receiving network stack. To counter this
problem, techniques are available that normalize tra�c passing a router and remove the
ambiguities [63]. A representative tool for connection tracking is Bro [109]. It reports
a connection summary for each observed TCP connection as well as the transmitted
payload bytes, which only include payload that was acknowledged by the receiver. I
used it to validate the �ow-based TCP connection analysis.

3.2.2 TCP Connection Types

�e term connection type is used to describe the state of an analyzed TCP connection as
either failed or successful.�e de�nition of this term completely depends on the context,
so for a proper understanding, I regard this term from di�erent perspectives �rst: In
the context of the transport layer, peers exchanging data in successful connections
never have desynchronized states. Within successful connections, a handshake has been
performed successfully, and the connection shutdown using the FIN sequence of packets
is complete. To handle desynchronized states between peers, the TCP speci�cation [111]
introduced the �ag RST to indicate the reception of unexpected packets. If a peer receives
a packet with set �ag RST, the corresponding connection is regarded as failed and is
aborted.
In the �eld of network security, it is usually not assumed that connections with successful
handshake and ending with a packet containing �ag RST are malicious, as desynchro-
nized states o�en have non-malicious causes like dropped network links or so�ware
resets. �ere are even some network stacks and so�ware applications available that
disregard protocol speci�cations and terminate TCP connections with a RST packet
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Date, time Scope Packet rate Data rate Active hosts
(kpkt/s) (Mibit/s)

T1 29/07, 10:02 all 52 289 5454
T2 07/11, 9:21 all 52 311 5148
T3 10/11, 23:58 all 31 187 1916
T4 13/11, 10:10 all 59 357 5464
T5 07/11, 9:21 server 4.3 23 126
T6 07/11, 9:21 pool 3.6 22 159

Table 3.2 – Traces used in the analysis

instead of using a proper FIN connection shutdown.2 From an application’s point of
view, it becomesmore di�cult to di�erentiate between successful and failed connections:
even if a connection was successfully started and �nished at the transport layer, it may
still be considered as failed by the application. �is is the case if a peer transferred a
failed authentication or invalid payload in the application layer. So in order to recognize
failed connection attempts in the application layer, a monitoring application would have
to interpret the application protocol and process the packet payload accordingly. As my
main intention is to create a high-speed connection analyzer that operates on �ow-based
data without payload, I will not follow this approach here. I use the transport layer for
connection state detection and de�ne connections as successful, if they successfully
exchanged application data. �is allows me to correctly identify scans that perform
port sweeps and do not transfer any data. False-positives may be caused by application
protocols that are only based on correctly established TCP connections and do not
exchange payload. Examples are so-called port-knocking methods. Here, either single
UDP or TCP packets are sent to a server to trigger its �rewall to temporarily open a
port.

3.2.3 Input Data

For analysis and evaluation, multiple 2 h packet traces were used that were captured at
the network described in Section 2.1 in 2008.3 All traces were �ltered to only include
TCP packets. Trace statistics are depicted in Table 3.2 (the values correspond to the
�ltered traces). Column active hosts shows the number of active hosts in the local
network. �e real number of accessed local hosts was much higher (around 50000),
but this was mainly caused by permanent scans from the Internet. Traces T1, T2, and
T4 were each captured on typical weekdays during normal working hours and include
all tra�c captured at the uplink. Nightly operation is captured in trace T3. Trace T5

2�ere have been numerous reports of stalled connections in Internet Explorer.�ese were caused by
�rewalls that correctly blocked packets a�er receiving a misplaced RST packet from Internet Explorer.

3�e traces were captured with tcpdump with an average packet loss rate of 0.01%
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only included server tra�c, whereas T6 only included tra�c coming from a workstation
pool.

3.3 Optimal Flow Aggregation Timeouts

As mentioned before, several timeouts are used for �ow monitoring as well as in state-
based connection trackers that are used to expire cached entries and to report the
corresponding state information. �ere is a general optimization problem between
long timeouts, which help to collect all relevant information of each connection, and
short timeouts which support a quick analysis and reaction to observed network data,
but may lead to connections that are split in multiple �ow records. Usually, empirical
studies are used for con�guring these timeouts depending on the application scenario
and the available resources on the network probe. For a TCP connection, I consider
three phases that might be observed by a �ow meter: the handshake, i.e., the exchange
of packets containing the �ag SYN, midstream tra�c, i.e., normal data transfer, and the
shutdown, either an exchange of FIN, or RST packets.�e probability of �ow splitting
during the handshake is quite small, because the handshake is usually performed by
the operating system’s network stack and only depends on the round-trip time. �is
also applies to normal connection shutdowns. Midstream tra�c directly depends on
the application that uses the TCP connection: the TCP protocol’s speci�cation does not
de�ne a retransmission time when to check the state of the connection, so established
TCP connections may not transfer any packet for a long time and may still be in use.
�e probability to split the �ow during its lifetime mainly depends on the used passive
and active timeouts. �e active timeout corresponds with the full length of a TCP
connection, so it will be split in multiple �ow records if the active timeout is smaller
than the connection’s length.�e passive timeout used in �ow monitoring is directly
in�uenced by themaximum packet gap.�is value refers to the longest interval between
two succeeding packets transferred in the same direction, illustrated in Figure 3.1.�e
maximum packet gap has not yet been comprehensively studied based on realistic trace
data, so both timeout parameters are analyzed and compared in this section.

3.3.1 Active Timeout

In this evaluation, I analyzed the length of TCP connections contained in my traces
and only regarded those that included a complete handshake and a normal three-way
shutdown. Figure 3.2 shows an inverse cumulative distribution of connection lengths.
�e �ow count has been normalized for better comparability. �e graph provides
an estimate for adequate active timeout values. Clearly visible are steps at connection
lengths of 120 s, 300 s, and 600 s, which seem to be typical timeout values for applications
present in the network. As the lengths of the traces were limited to 2 h, only a fraction
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Figure 3.1 – Maximum packet gap in a �ow
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Figure 3.2 – TCP connection lengths with normalized counts as inverse cumu-
lative log-log histogram; value of y at position x means that a ratio of y �ows is
longer than x

of 120−t
120 connections of t min length are included in the graph. However, this e�ect is

negligible for connections lasting less than 10min. Helper lines mark 95%, 98.5%, and
99.9% of all connections in the graph. For 95%, I observed possible timeout values
between 34 s and 365 s. �is variance is higher for 98.5%, as the optimal timeout lies
between 314 s and 4028 s). Trace T3, taken at nighttime, had the highest number of long
connections due to many long-running backup tasks.

3.3.2 Passive Timeout

To determine the optimal passive timeout for �ow aggregation, I measured the longest
gap within both directions of a connection and selected the higher value. Figure 3.3
shows a log-log inverse cumulative histogram of each �ow’s maximum packet gap.�ese
graphs correlate quite well with the connection length distribution shown in Figure 3.2,

61



3. TCP Connection Analysis

but steps at positions 60 s, 120 s, and 300 s are more visible. A possible explanation
for this behavior is that applications with long lasting connections transfer data in
regular intervals or periodically test the availability of the TCP connection. For a correct
aggregation of one TCP connection to one �ow record with 95% and 98.5% accuracy,
my traces require a passive timeout for �ow monitoring of 39 to 120 s and 380 to 2600 s,
respectively. Trace T3 with long-running backup tasks at night showed very long packet
gaps in connections and requires high timeout values. Please note that these timeouts
are directly in�uenced by the application protocols in use and may vary from network
to network.
O�en passive timeouts are chosen in an interval of 60–120 s, and this would correspond
to capturing 90–95% of all TCP connections correctly. A higher rate of non-split
connections causes a disproportionate increase of memory required for aggregation.
Special attention should be taken to the steps visible in the gap histograms: to avoid
unnecessary connection splitting, I would suggest to use slightly higher values than
commonly used “even” numbers, like 70 s, 130 s, and so on. Vermont was con�gured to
use 130 s as passive and 610 s as active timeout for the connection state analysis described
in the next section.

3.4 Connection State Analysis

In the following, I determine and discuss criteria to deduce the state of TCP connections
from �ow records.�is includes an analysis of the quality of the connection direction
estimation, which is especially important for IDSs that need to evaluate the source of an
attack.

3.4.1 Flow Direction

Considering a perfect monitoring environment, the direction of a connection can easily
be determined by looking at the �rst observed packet. However, in real monitoring
systems, this assumption is o�en not valid: even if symmetric routing is used and all
packets are captured by the monitoring system, the system may have implementation-
speci�c peculiarities (e.g., caused by bu�ers) and may not capture the exact time of
observation, or change the order of packets.�is problem becomes much worse when
multiple systems are involved in monitoring, as, for example, two �ow aggregation
systems that listen to multiplexed network tra�c.
Packet-based connection analyzers like Browill automatically correct a TCP connection’s
direction, if a packet with �ag SYN and a packet containing �ags SYN and ACK belonging
to the same connection were monitored in the wrong order. As this method depends
on the reception of individual packets, it is not possible to discern which unidirectional
�ows these packets belonged to – usually �ags SYN and ACK are set in both �ows for
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Figure 3.3 – Maximum packet gaps in TCP connections (normalized)

successful connections. Other methods that unambiguously determine the originator
are not available with �ow input data.�e only way to improve the results for �ow data
is to add an additional �eld within the �ow records that marks the direction of packets
where only �ag SYN, and �ags SYN ACK are set.�en a �ow-based analyzer could use a
similar heuristic to packet-based IDS to determine the correct direction. Unfortunately,
most current �ow meters do not support this additional �eld, so I did not use it in my
evaluation either.
�e time resolution of the monitoring system plays an important role when determining
the direction, so I analyzed the system in detail. Figure 3.4 shows an inverse cumulative
density diagram of all �ow’s fR∶st − fO∶st in the individual traces.�e network had an
average round-trip time of roughly 20ms to popular external servers, and an average
internal latency of less than 1ms. �ese values can be clearly seen in the di�erence
between T5 (server networks, 5ms) and T6 (workstation networks, 25ms). With the
time resolution of the monitoring system, Bro switched the direction of 2.85% of all
connections in average. Many popular routers only support amillisecond time resolution,
so I marked the 1ms case in the graph. It shows a surprisingly high amount, 55%, of
�ows whose direction could not have been determined correctly.
In my experiments, I detected much lower network latencies than traces captured in the
study of Lee et al. [86] who analyzed network traces from a University in New Zealand.
Obviously, round-trip times greatly depend on the usage type (server or clients) and the
latency of primarily accessed networks. In conclusion, the better the network access
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and the lower the latency, the more di�cult is determining the correct �ow direction
without packet-level analysis.

3.4.2 Simple Classi�ers

I identi�ed a number of �ow-based classi�ers that can be used to determine the con-
nection type. A classi�er selects �ows according to speci�c properties with the goal
of �ltering either successful or failed connections and performs simple checks on the
contents of �ow records. In the following, I select some basic classi�ers and evaluate
them. Based on these results, I pick promising classi�ers and try to improve their quality
by combining them.
All used classi�ers are listed in Table 3.3. Classi�ers that match successful connections
are located in the upper half, and classi�ers that match failed connections are listed
in the lower half. Please note that direction-dependent classi�ers may produce wrong
results if the direction has not been recorded properly.�e classi�ers can be roughly
grouped into three classes:

1. Number of packets: �e �rst metric is based on the number of packets in each
direction. For example, at least 3 packets from the originator and 2 packets from
the responder are needed to establish a TCP connection and to transfer payload
to a peer.�is metric is evaluated byminPktsx1x2, and rNoPkts �agged all �ows
for which no packets were observed in the reverse direction.
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Figure 3.4 – Inverse cumulative semilog histogram of fR∶st − fO∶st

64



3.4. Connection State Analysis

name type �lter rule

minPktsx1x2 succ. fO∶pkts ≥ x1 ∧ fR∶pkts ≥ x2
rPsGrx succ. fR∶pkts > 0 ∧ fR∶tc poc t

fR∶pkts
> x

oSYNrSYNA succ. SYN ∈ fO∶ f l
∧{SYN,ACK} ⊆ fR∶ f l

ACK succ. ACK ∈ fO∶ f l ∧ACK ∈ fR∶ f l
succ1 succ. oSYNrSYNA ∧ ACK
succ2 succ. oSYNrSYNA ∧ ACK ∧ rPsGr44
succ3 succ. oSYNrSYNA ∧ ACK

∧ rPsGr44 ∧minPkts32
rNoPkts failed fR∶pkts = 0
rPsSmx failed fR∶pkts > 0 ∧ fR∶tc poc t

fR∶pkts
≤ x

rRST failed RST ∈ fR∶ f l
rRSTNoACK failed RST ∈ fR∶ f l ∧ACK ∉ fR∶ f l
oRSTOrrRST failed RST ∈ fO∶ f l ∨ RST ∈ fR∶ f l
rNoACK failed ACK ∉ fR∶ f l
noACK failed ACK ∉ fO∶ f l ∨ACK ∉ fR∶ f l
fail1 failed noACK ∨ rNoPkts
fail2 failed rNoACK ∨ rNoPkts
fail3 failed noACK ∨ rNoPkts ∨ rPsSm44

Table 3.3 – Description of classi�ers

Figure 3.5 – Important TCP �ags of di�erent TCP connection stages

2. TCP �ags:�is metric is based on the TCP �ags that occur within connections. I
used oSYNrSYNA, rACK and ACK to select successful connections. Classi�ers
selecting failed connections are rRSTNoACK, which selects only rejected con-
nections, rRST and oRSTOrrRST, which select rejected and aborted connections
both using and not using the �ow’s direction, respectively. noACK is the inverse
classi�er to ACK.

3. Average packet length: �is metric may easily be calculated from two standard
�elds within IPFIX �ow records, the total number of packets and octets. Classi�er
rPsGrx selects successful connections, if the average TCP payload length is greater
than x bytes. rPsSmx is the inverse classi�er for failed connections.

As discussed in Section 3.3, it is not possible for �ow aggregation to capture every single
TCP connection in one �ow record. So individual �ow records may only represent a
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part of connections. Figure 3.5 shows a TCP connection split into 3 parts with �ags
that are relevant for the connection state. For the handshake, �ags SYN and ACK are
used, whereas in midstream, when data is transferred, only �ag ACK is set when data
is transferred4. During the connection shutdown, either FIN and ACK are used for
successful closure, or RST for a failed one. Most of the �ow splits occur in midstream
because of application-speci�c waiting times, and only rarely during handshake or
shutdown. If �ow splits occur, all individual �ow records should be assigned the same
state.�us, classi�ers like oSYNrSYNA or rRST fail if the right part of the connection
was not included in the �ow record (here the handshake and shutdown, respectively).
Classi�ers that are resistant to �ow splitting usually rely on ACK.�is is because ACK is
used in all parts of a successful connection, and most of the time bidirectionally, too.
Bro was used to validate the quality of the presented classi�ers, as it uses packet-based
analysis and provides �ne-grained result data. All connections were considered as
successful, if they transferred at least one byte of payload in either direction that was
acknowledged by the peer. Figure 3.6 shows an overview of the data processing �ow.
�e original packet traces were stored in PCAP dumps and were directly processed by
Bro and Vermont. Bro was con�gured to only use its TCP connection state machine that
outputs summaries for each observed connection. Vermont was con�gured to aggregate
all incoming packet data to bi�ows. �en �lters were applied on the aggregated �ow
records according to the classi�ers, the �ow records were compared to Bro connection
summaries, and the results were analyzed.
I encountered several problems during the comparison of Bro’s connection summaries
and Vermont’s �ow records, as Bro connection summaries and Vermont �ows have
a n ∶ m relation. One Bro connection may be represented by multiple �ow records,
as �ow metering expires �ows a�er the con�gured active, or passive, timeout. �e
active timeout was deactivated in Bro, as I wanted the connection tracker to produce
as accurate summaries as possible and to avoid connection splitting.�us, each time
an active timeout was reached in the �ow meter, Bro would still continue aggregating
packets to one connection. Equally, a �ow record could correspond to multiple Bro
connections. Bro had much lower timeouts for connection handshakes and shutdown,
so that it could di�erentiate failed from successful connection attempts. In these cases,
a �ow record was assumed to belong to a successful connection in my analysis, if at
least one related connection summary had transferred payload. As already discussed in
Section 3.4.1, the �ow’s direction was not always correct (around 2.85% of all �ows were
reversed).�e ratio of �ows matching part of a successful connection because of �ow
splitting was 0.8% to 3%, matching the results of the maximum packet gap analysis in
Section 3.3.

4As already stated in Section 3.2, I do not regard other TCP �ags like PSH or URG.
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Figure 3.6 – Data processing �ow of analysis
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Figure 3.7 – Evaluated classi�er performance using sensitivity (TPR) and speci-
�city (TNR); the �gure shows classi�ers identifying successful (le�) and failed
connections (right)

�e bivariate classi�ers do not perform perfect classi�cation. Based on the measured
true-positive TP , true-negative TN , false-positive FP, and false-negative FN values, I
estimate the performance of each classi�er using the sensitivity

TPR = TP
TP + FN

(3.1)

and speci�city

TNR = TN
TN + FP

(3.2)

that are primarily used in medical research [1].�e sensitivity determines the classi�-
cation ratio of the selected amount of objects to the real ones, whereas the speci�city
shows the ratio of selected objects that were correctly classi�ed.�e larger the sensitivity
and the speci�city are, the better the classi�er is.
�e measurement results for the classi�ers are depicted in Figure 3.7. �e le� and
right part of the �gure shows classi�ers identifying successful and failed connections,
respectively. For each classi�er, the sensitivity (TPR) and selectivity (TNR) are shown in
di�erent colors, and each symbol corresponds to a di�erent trace.
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�e classi�ers related to the number of packets o�er a good selectivity and only amoderate
speci�city.�e speci�city is low, as all failed connection attempts using multiple packets
are misclassi�ed. rNoPkts selected failed connection attempts and featured a very high
speci�city, as TCP connections under normal conditions always exchange packets
bidirectionally. Classi�ers using the TCP �ags show a very high sensitivity, but their
speci�city is rather low, because many false-positives are produced. oSYNrSYNA shows
almost equal results compared to oSYNrSYN (not included in the graph) as SYN going in
both directions almost always represents a successful handshake.�e low speci�city of
these classi�ers is caused by TCP connections that had a successful handshake, but did
not transfer any data. rRSTNoACK was very speci�c, but did not capture many failed
connection attempts. rRST and oRSTOrrRST show the error rate in determining the
connections’ direction: both sensitivity and speci�city increase and decrease accordingly.
�e di�erence between rNoACK and noACK also indicates inversed �ow directions –
most of the failed connections should also apply to rNoACK. Looking at the average
packet length, rPsGr44 shows good properties, although there is a moderate variance
between the traces.�e inverse for failed connections, rPsSm44 (not included in graph),
performed much worse, as it requires fR∶pkts > 0, which is not the case for many failed
connection attempts. �e maximum size of TCP option records is 60bytes, so I also
included rPsGr60, which attackers would not be able to cheat by using long TCP options.
�is classi�er performed worse than rPsGr44, because connections with little payload
resulted in false-negatives.
Overall, the classi�ers for successful connections constantly showed a high sensitivity,
but their speci�city was low – many failed connections were also included as false-
positives. Classi�ers for failed connections tried to capture speci�c cases of connection
attempts, so their speci�city was generally high, but the sensitivity was low. A single
exception is noACK, which captured �ows showing no ACK in both directions.

3.4.3 Combined Classi�ers

As all classi�ers were chosen to be stateless, it is straightforward to combine them in
order to achieve better results. succ[123] are combinations of multiple classi�ers for
successful connections: succ1 tries to capture the connection handshake and midstream
tra�c transferred in both directions by combining classi�ers oSYNrSYNA and ACK.
It shows a very high sensitivity, but the speci�city is not as high because all TCP con-
nections were classi�ed that had successful handshake and shutdown, although they
did not transfer data. succ2 further adds rPsGr44 to the classi�er, and excludes many
connections that did not transfer payload.�is results in a higher speci�city and shows
an almost identical result as rPsGr44. So succ1 includes almost all �ows that were classi-
�ed by rPsGr44. I observed that most false-positives of succ2 were multiple connection
attempts with invalid reply (wrong sequence number).�is behavior can be attributed
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to lossy links that dropped many packets that were involved in the connection attempts.
succ3 (not shown in Figure 3.7) further adds packet number limitations with classi�er
minPkts32, but this only marginally in�uenced the set of selected �ows. succ2 already
captured complete connection handshakes with two packets that were transferred in
both directions and contained the �ag SYN, and most connections exchanged at least
two packets a�er the handshake.�en these connections were automatically matched
by succ3.
fail[123] select failed connections from the trace: fail1 detects connections with �ag
ACK not set in any direction and no packets in the reverse direction. Instead, fail2 uses
rNoACK to detect connections withmissing bidirectional data exchange. Both classi�ers
performed equally well, and had low sensitivity, as they did not capture connections
without transferred data but with successful handshake. fail3 additionally includes
rPsSm44, and shows equally good results as succ2 and succ3.�e combination of succ3
with the inverse of fail3 only showed marginal improvement, as both classi�ers chose
inverse sets in the traces.

3.5 Conclusion

I analyzed the feasibility of �ow-based TCP connection state analysis. �is feature is
especially relevant in security-related domains such as high-speed attack detection. I
observed that identifying the direction of TCP connections is not possible without error
using �ow data and suggest a new data element within �ow records to solve this problem.
A number of stateless classi�ers for determining the TCP connection type from �ow
data have been suggested and extensively evaluated based on multiple high-volume
network traces.�e best classi�ers correctly selected in average 92% of all connections
in my traces and had an error rate of 5%. In conclusion, it can be said that the TCP
connection type can be identi�ed with a satisfying con�dence – enabling the application
of anomaly-based attack detection methods like port-scan detection on aggregated �ow
data. However, exploiting knowledge about the connection analysis, it may be possible
for attackers to cheat some of the classi�ers by speci�cally forging packets.�is is almost
impossible if multiple classi�ers are combined, but may not be fully prevented by this
analysis technique.
In order to create an appropriate data base, I also determined optimal �ow metering
parameters for capturing whole TCP connections and introduced a new statistical
property, the maximum packet gap.�e evaluation showed, that 95% of all connections
would have been correctly aggregated to one �ow using the identi�ed passive timeout
of 120 s.�e results of this study build the basis for general con�guration guidelines for
�ow meters.
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Chapter 4

Payload Filtering

Many common rule-based IDSs use both packet header and payload data for event
detection. Typical examples for rule-based IDSs are Snort [117] or Bro [109]. �ese
systems o�er high resilience against targeted spoo�ng attacks by checking whether they
have been accepted by the receiving endpoint of the connection.�ey o�er high-quality
detection properties, however, due to their computationally intensive analysis methods,
they do not cope well with current network speeds.�is problem will only get worse
in future, and in-depth payload analysis will only be possible with solutions based on
expensive customized hardware.�ese systems need to process all packets transferred
over the network, so the use of typical �ow aggregation is not possible to improve
performance.
Recent publications indicate, that much security-relevant data is transferred in the
beginning of a connection, i.e., the �rst n bytes of each connection [17, 96, 102, 118].�e
data transfer is initialized in this part of the connection, as both client and server perform
a handshake on the application layer and exchange data request and response. A�er this
initial exchange, o�en a bulk of data is transferred.�is property can easily be explained
using HTTP as an example: important information for IDSs is represented by the HTTP
GET or POST request that includes the client version, the location of the requested data,
client capabilities, possibly username and password, and so on. �e same applies to
the response from the server, but excluding the content of the returned page.1 If we
capture the beginning of each connection, the heavy-tailed nature of today’s network
tra�c [146] will be exploited to reduce the amount of data that has to be analyzed, as
the largest part of long �ows will be ignored.
In this chapter, I combine the concepts of �ow aggregation and payload-based intrusion
detection. In a �rst step, I analyze the matching position of signatures available for the
IDS Snort (Section 4.2).�en I introduce a technique called Front Payload Aggregation
(FPA), where the �rst n payload bytes of a �ow are embedded in �ow records. �e

1See also our example in Figure 4.8, where a HTTP connection’s �rst 256 B of payload are shown.

71



4. Payload Filtering

IPFIX protocol has been introduced to provide a common speci�cation for �ow record
exchange. To preserve full compatibility with this standard, payload data is directly
included into the IPFIX data stream by extending the protocol (Section 4.3). In a
second step, FPA is extended to take account of the intrinsic nature of bidirectional
communication: dialogs. Most of the security-relevant data can be retained by using FPA,
but for protocols that exchange control and bulk data within the same connection in an
interleaved way, important data may be lost during the aggregation process. Section 4.4
introduces Dialog-based Payload Aggregation (DPA), which captures the �rst n payload
bytes of the start of each dialog.
�is chapter includes work that was published in the publications Flow-based Front
Payload Aggregation, available in the Proceedings of the 34th IEEE Conference on Local
Computer Networks (LCN 2009): 4th IEEE LCNWorkshop on Network Measurements
(WNM 2009) [89], and Improving the Performance of Intrusion Detection using Dialog-
based Payload Aggregation, available in the Proceedings of the 30th IEEE Conference on
Computer Communications (INFOCOM 2011), 14th IEEE Global Internet Symposium
(GI 2011) [94].

4.1 RelatedWork

A considerable amount of work has already been done focusing on the analysis of
payload-based IDSs that perform application layer analysis for selected protocols and
signature matching on prede�ned rules.�e best-known examples are Bro [109] and
Snort [117]. Experiences in high-speed networks with Bro including information about
processing performance andmemory utilization have been presented in [34], concluding
that single payload-based IDS machines are not able to process networks with data rates
of 1Gibit/s.
�e feasibility of performance prediction of some Bro preprocessors has been described
in [35]. E�cient TCP stream reassembly is covered in [122]. As passive TCP reassembly
does not resolve all ambiguities in the tra�c, a form of tra�c normalization to remove
any e�ects of attacks has been proposed [63]. Finally, both approaches have been
combined by introducing a TCP reassembly system that o�ers robustness against attacks
by modifying monitored tra�c inline [33].
Parallelization of multiple IDS instances is a common way to exploit the performance
of multi-core architectures; Chapter 5 covers this topic. Many other approaches have
been proposed to speed up data analysis for single IDS instances, and the following list
gives a short overview:

• Filtering based on header data is based on �ow aggregation [20, 128]. Almost all
header data (e.g., source and destination addresses, ports, packet size, protocol
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information and �ags) may be checked by rules to �lter data streams before
payload is analyzed.

• Use of e�cient rules is important, as, besides simple string matching, some
signature-based IDSs support regular expressions for pattern matching. In theory,
�nding a match for regular expressions belongs to the class of NP-complete prob-
lems [37, 45]. �is property can be exploited in signature-based IDSs if regular
expressions are supported by the system. Snort also supports regular expressions,
and evaluations have showed that specially cra�ed network data may cause the
system to take up to one second per packet for pattern matching [103]. To counter
performance problems in normal network tra�c, regular expressions are o�en
only evaluated if a simple content match was successful.

• Optimization of pattern matching algorithms is a common objective in computer
science. Many new algorithms have been proposed in recent years that deal with
controlling state-space explosion and reducing per-�ow state [7, 53, 124].

• Use of specialized hardware is another option. IDSs are o�en so�ware-based and
do not require specialized hardware. �ere have been several e�orts that use
hardware acceleration for speeding up the payload matching process, like graphic
cards or FPGAs [138,139,151]. Chips optimized for pattern matching reach a speed
of up to 10Gibit/s [124].

Data sampling is a completely di�erent approach, where the amount of input data is
reduced by various lightweight selection mechanisms. In order to cope with increasing
tra�c rates, research e�ort has been invested on how to reduce the amount of data to
be processed at the raw data layer. Depending on various statistical methods, these
techniques include only a fraction of transferred network packets in the monitoring
data. Several suggestions are available that try to optimize the selection of packets so
that as few information as possible is lost by the sampling process. Other methods rely
on data reconstruction algorithms that infer original data statistics from the available
sampled data.
A simple example for statistical packet sampling is the “n out of m” algorithm that
includes n packets in the monitored data out of m packets transferred over the network.
Depending on available hardware, there are scenarios where 1 out of 100 packets are
sampled from network tra�c of 10Gibit/s data rates or higher.
Estan et al. [47] published one of the essential publications in this topic:�ey improved
hitherto existing methods to process sampled �ow data: formerly, a sampling rate and
algorithm was con�gured by an operator once and was never changed again a�erwards.
Due to this static con�guration, changes in incoming data rates might have caused
a system to become overloaded and loose data. �is is why the authors developed a
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dynamic technique that adapts the tra�c sampling rate according to current resource
consumption in the monitoring system. Aggregation of �ows was performed using hash
tables, so when the sampling rate was changed, the amount of already cached �ows
also needed to be changed to maintain statistical properties of the tra�c.�e authors
suggested an e�cient algorithm to solve that problemwhich changed the size of the hash
table in use and its contents. Another work by Hu et al. [69] tries to solve the problem of
�ow aggregator overload by detailed analysis of already collected data. Especially DoS
attacks o�en involve high bandwidth operations in networks. An example would be
SYN-attacks where source addresses in IP packets are spoofed and thus are unimportant
for further analysis. In this case, it is sensible to aggregate all packets having the same
destination IP to one data record, i.e., �ow record, by omitting the source addresses.�is
approach uses less memory and unburdens the IDS by excluding irrelevant information.
�e important information, in this case the target system of the attack and its extent, is
still available in the aggregated data.
A closer look at the interpretation of sampled data is necessary: for many evaluations,
statistical properties of the original tra�c are needed, so methods for inferring these
properties from sampled data were introduced. Trivial approaches like simple multi-
plication of �ow data rates with sampling rate m

n are inferior, as �ows with high packet
rates are captured with high possibility a�er sampling, whereas short �ows are o�en
missed and never recorded. More successful techniques were proposed by Du�eld
et al. [38, 39]. �ey preferred packets with large sizes during sampling for data rate
estimations. Another interesting approach was proposed by Hohn et al. [65] which
switched from packet sampling to �ow sampling. Only every n-th �ow, instead of every
n-th packet, was sampled by their monitor. Resulting properties of �ow-based statistics
were improved by their method.
�e rule sets of the IDS Snort have been analyzed and evaluated in order to determine
how much payload within a packet is needed for e�ective attack detection [102].�e
authors analyzed Snort rules and determined the minimum amount of payload for
each rule so that it may match successfully. As packet sampling would lead to incorrect
per-�ow information, �ow sampling has been introduced to obtain this information [22,
48, 76]. Information from sequence numbers in the TCP header may be included as
well [136]. Unfortunately, the value of packet sampling without state information is
limited for data reduction in conventional payload-based IDS: if we randomly drop
packets from �ows, the functionality of stream reassembly mechanisms in the IDS
will be severely reduced. Deactivating this reassembly would enable the systems to
detect security-related events in the payload, but rules matching payload data that spans
multiple packets would not be detected any more. Furthermore, only the fraction of
packets that are processed by the IDS can trigger any events, so if we �lter out packets
that would match on rules, the IDS will not detect these events. So we will always have
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Property Mean Minimum Maximum

Packet rate 55 kpkt/s 14 kpkt/s 130 kpkt/s
Data rate 323Mibit/s 58Mibit/s 790Mibit/s
Detected events 9700 1200 95 300

Table 4.1 – Statistics from 600 10min traces used in the evaluation

loss of detection quality, if we perform input data �ltering that is independent from rules
in the IDS. Section 5.3.1.1 analyzes the in�uence of dropped packets in payload-based
IDS in more detail.
Filtering cannot be performed in an IDS-independent manner, because we need to
ensure that as many of the security-relevant events as possible are still detected. Time
machine is one approach to the problem that was suggested in [80]. It stores the �rst
10KiB to 20KiB of data per connection to enable security analysts to look at historical
network data and was extended to support the analysis of IDS events in [96].

4.2 Rule Matching on Network Data

Using live network data, I performed an in-depth analysis of the rule sets provided for
the IDS Snort (Section 2.4.4.3). Using this information, I evaluated pattern matches for
payload data and examined the rules in regard to overlay protocols and current trends
in protocol development.�e �ndings are supported by live data observed over a period
of more than three months.

4.2.1 Test Setup

For the evaluation, I used live data from the network described in Section 2.1. I captured
10min packet traces every 3 h during the span of 3 months with a packet drop rate of
less than 0.01%. Tra�c statistics are shown in Table 4.1. Snort was con�gured to detect
only events matching in the payload of TCP streams and was modi�ed to record the
match positions of individual payload-matching �lters in the rules. Table 4.2 shows the
percentage of rules that use the most popular �lters within the Snort rule sets. I analyze
the rule sets created by Source�re (SF), Emerging�reats (ET) and Bothunter (BH) in
this evaluation (see also Section 2.4.4.3). In the group of �lters based on packet header
information, the �ow direction is most o�en used.�is �lter determines which side of a
connection initiated or accepted it. Filters for packet size and TCP header �ags are rarely
used in the rule sets. All �lters that have been analyzed by my modi�ed version of Snort
are marked in bold: Simple content matching is most o�en used of the payload �lters, as
it is a �exible and e�cient �lter available for content matching. Regular expressions are
also o�en used (approx. 45%), although they o�er a much worse performance than the
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Filter SF (%) ET (%) BH (%)

Connection direction (flow) 94.9 70.6 76.1
Simple content matching (content) 79.1 30.2 83.7
Regular expression (pcre) 41.5 45.0 50.7
URI content matching (uricontent) 30.7 50.8 23.9
Rule conditions (flowbits) 13.7 2.9 9.1
Byte comparison (byte_test) 8.6 0.4 22.5
Byte skipping (byte_jump) 5.7 0.0 19.8
Packet size (dsize) 0.3 2.9 5.2
TCP header �ags (flags) 0.1 13.5 0.2

Table 4.2 – Frequency of �lters within Snort rules

simple content matcher. Most o�en, regular expressions are only evaluated if a simple
content matcher indicated a possible match for a rule and acted as a preliminary �lter.
�e URI content matcher is focused on performing simple content matches only on
Uniform Resource Identi�ers (URIs) within HTTP connections. Although this �lter
is rather specialized, it is used in almost 50% of all rules. �is fact con�rms the high
importance of the HTTP protocol [95].
Figure 4.1 gives an overview of the total amount of captured events during the experiment.
I plotted one dot for each rule within the three rule sets. On the y-axis, I indicated the
number of events for each rule in logarithmic scale and sorted the rules in decreasing
order for a better visualization. In total, I recorded events from 858 rules, and 526 of
these rules produced at least 10 events.

4.2.2 Duplicate Events

In my tests, I observed rules that generated multiple events in the same TCP connection,
i.e., producing identical events which referred to the same connection, but matching
at di�erent positions. In the following, I describe a rule’s �rst event that was detected
in a connection as �rst event, and all following events as duplicate events. I analyzed
the number of duplicate events for each rule. Figure 4.2 shows the ratio of duplicates
to the total number of events per rule. A ratio of 0 means that a rule did not generate
any duplicate events. A ratio close to 1 shows that a rule generated a lot of duplicate
events. I observed that only 19% of all rules consistently had a duplicate event ratio of 0.
I identi�ed several reasons for the high amount of duplicates:

1. Inadequately de�ned rules: Some rules in our rule sets are inadequately de�ned
and produce random matches (see also Section 4.2.4).

2. Brute force attacks: Some attacks require multiple attempts to be successful.�ese
attempts may occur within one connection, triggering the same rules multiple
times, e.g., brute-force login attempts.
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Figure 4.1 – Number of recorded events per rule (logarithmic y-axis)
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Figure 4.2 – Ratio of duplicates to the total number of events per rule

3. Rules matching common protocol behavior: Especially rules for catching policy-
violations match parts of network protocols that may occur multiple times within
a connection, e.g., the join command in IRC.

�ese duplicates do not add much value to the semantic information, as it o�en only
matters whether an event occurred, and not how many events occurred within a con-
nection. My main objective is to reduce the data to be analyzed by the IDS.�us, I
only consider the �rst event occurring in a connection and ignore all duplicates in the
following analysis.
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Figure 4.3 – End of matches in live data relative to the start of a TCP connection

4.2.3 Match Position Relative to the Start of a Flow

Figure 4.3 shows the end position of matches in the live network data.�e horizontal
axis marks a single rule and the logarithmic vertical axis shows the end of matches
relative to the start of the TCP connection. All matches found for a rule are summarized
in a vertical line that marks the 5% and 95% quantile of the matches. �e median is
shown by a black dot, cross or circle, and the line color depicts the type of rule set the
rule originated from. I removed all rules that triggered less than 10 matches, so in total,
the graph displays 511 rules. A dashed horizontal line marks the position of 2000B a�er
the start of the TCP connection.�e majority of rules have medians clearly below the
2000B boundary – we call these matches early matches, and their counterpart will be
called late matches.
In the rule sets SF, ET, and BH, 74%, 94%, and 80% of rules respectively contribute to
the early matches, although the variance of each rule’s match positions is rather high.
Two groups of rules could be identi�ed that mainly contributed to the late matches in
my results: false-positives and shellcode rules. I identi�ed false-positive rules by looking
at the port numbers and external IP addresses and marked their medians with crosses
in Figure 4.3. Section 4.2.4 deals with these matches in more detail.�e other type of
rules that produced late matches is shellcode in application binary data (marked with a
black circle). An example for a shellcode rule is shown in Figure 4.4. As binary data is
usually contained in the bulk data of a connection, its matches are o�en not placed at
the beginning of a connection.�is can clearly be seen in my results. Unfortunately, I
was not able to distinguish certain groups of hosts producing more late matches, such
as servers vs. workstations, or machines running di�erent operating systems. I was also
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4.2. Rule Matching on Network Data

1 alert ip $EXTERNAL_NET any -> $HOME_NET any (msg:" SHELLCODE ↘
x86 inc ebx NOOP"; content :" CCCCCCCCCCCCCCCCCCCCCCCC "; ↘
classtype :shellcode - detect ; sid :1390; rev :6;)

Figure 4.4 – Rule matching shellcode from the SF rule set
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Figure 4.5 – End of matches in live data (packet position)

unable to �nd any correlation of late matches to certain rule categories, except for the
group of shellcode rules.
One of the �lters o�ered by Snort is the end position of matches relative to the current
packet. So I generated a graph displaying the end of each rule match relative to the
current packet, which is presented in Figure 4.5. Once again, I marked rules generating
only false-positive events with a cross, and rules matching shellcode with a circle at
their median. Most of the rules match in the common range of 0 to 1460B (restricted
by the common MTU of 1500B). A few rules had matches at positions up to 4000B.
�is e�ect is caused by the TCP reassembly mechanism in Snort that creates “virtual”
packets to enable matching on the boundaries of packets. One of the rules in rule set SF
created a high number of false-positive matches in these virtual packets. Both shellcode
rules and false-positive rules show a high variance in the end position of matches and
lie between 0 and 1460B.

4.2.4 False-Positive Events

�e anonymized data set did not contain payload information, so in many cases, I could
not reliably di�erentiate false-positive events from true-positive ones. But I was able
to identify some events as false-positive by looking at the packets’ header information:
some peers did not use the application protocol assumed by the IDS rule (e.g., P2P tra�c
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coming from a dedicated FTP server). I marked all these events as false-positive in the
results. For many other events, I suspected false-positive matches, but could not rule out
the possibility of true-positive matches.�ese rules are not marked as false-positives in
the results.
One source of false-positive events within Snort was observed that is o�en easily avoid-
able: loose rules [126] that not only match the intended data, but data from other tra�c
as well, so they produce a high number of false-positive events. An example is depicted
in Figure 4.6, where all tra�c matching the port restriction and containing a pattern of
2B at the packet’s beginning will be classi�ed as P2P tra�c. As the network contains
high amounts of FTP tra�c, where both ports of a data connection are randomly chosen,
I got many false-positive events for this rule. It has been designed with the assumption,
that only P2P tra�c will use the port range 4660 to 4799 with marginal tra�c from
other applications falling into this range.
It is possible to determine the number of bytes of payload that are needed within a
pattern to avoid random false-positive events. So I performed a statistical analysis of
this problem, where I only regarded the pattern size within the payload and ignored
any additional �lters, such as header �lters. To ease the calculations, I assume that only
random data is transferred in the network.�is assumption is not far-fetched, as many
parts of network data is either compressed (as the content of HTTP connections) or
encrypted (quite many protocols support encrypting with TLS or SSL).
To determine the probability of a match with k bytes to be contained in a stream of
n random bytes, I separate the stream into sections of k B. Assuming n ≫ k, one can
ignore n not being a multiple of k. �e probability P1 that a single section equals the
pattern is

P1 =
1

256k
. (4.1)

�e probability, that at least one of n
k sections is identical to the pattern, is according to

the Bernoulli process
P2 = 1 − (1 − P1)

n
k . (4.2)

To account for the possibility that the pattern matches not directly within one section,
but also at other positions that are not aligned to our sections, one can assume another
Bernoulli process for all possible alignments of the sections, that is k, so the probability
of at least one pattern match of k byte within a data stream of n B is

P = 1 − (1 − P2)k = 1 − (1 − 1
256k

)
n
. (4.3)

Solved for n, I get the amount of random tra�c needed to have at least one random
false-positive with probability P

n = log (1 − P)
log (1 − 1

256k )
, (4.4)
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1 alert tcp $HOME_NET any -> $EXTERNAL_NET 4660:4799 (msg:"ET ↘
P2P eDonkey File Status "; flow: to_server , established ; ↘
content :"|e3 14|"; offset : 0; depth: 2; ↘
classtype :policy - violation ; sid: 2001296; rev :6;)

Figure 4.6 – Rule from ET rule set which only matches 2B of payload data
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Figure 4.7 – Probability of false-positive pattern matches in random data

which is our solution.�e results are outlined in Figure 4.7: I compared multiple match
cases, a probability P = 0.01 and P = 0.5 for random false-positives and the position
of the match in the packet. �e position can either be at an arbitrary position in the
data stream, also crossing packet boundaries, or �xed at a certain position within a
packet.�e �gure shows the probability for 700B and 1500B packets. As an example, a
4B pattern randomly matches with a probability of P = 0.01 in a (random) data stream
of 41MiB. To match with a probability of P = 0.5, the data stream needs to be larger
by a factor of 69. If the match is �xed to a position within a data stream containing of
700B packets, 28GiB of data are required for random false-positives with a probability
of P = 0.01. If the data stream consists of 1500B packets, 60GiB would be required. For
each additional byte in the pattern, the amount of random tra�c needed to obtain the
same probability of false-positives increases by a factor of 256.
�us, surprisingly many false-positive events will be reported for rules using only a
pattern of 4B. If additional �lters, such as packet header �lters like port or IP ranges,
do not su�ce to keep the amount of tra�c low, a lot of false-positive matches will be
reported.�is property heavily depends on the type of the network that is analyzed by
the IDS – the network analyzed in this work contains a large amount of very diverse
applications which partly choose random ports (in our case FTP, P2P protocols and
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some other scienti�c applications). In today’s network data rates of 10Gibit/s and more,
large tra�c volumes will be matched by the IDSs and will additionally increase the
amount of false-positives.

4.3 Front-Payload Aggregation (FPA)

In this section, I propose FPA, a fast reassembly algorithm that uses a constant bu�er
size during the aggregation process. In the �rst part, I discuss the methodology of FPA.
According to the performance evaluation results, FPA only requires marginal overhead
concerning CPU and memory compared to normal �ow processing (Section 4.3.2). In
conclusion, I show that FPA provides capabilities for high-quality signature-based attack
detection while keeping resource requirements at an adequate level.

4.3.1 Methodology

In the following, I outline the main concept of FPA and study the working behavior of
the algorithm. Performance aspects are discussed in Section 4.3.1.2.

4.3.1.1 Aggregation Method

�e following design goals led the implementation of FPA:

• High performance: �e history of Net�ow and IPFIX metering systems lies in
area of tra�c accounting, which focuses on statistical analysis of network tra�c.
So these systems have been designed to enable aggregation of data packets in
high-speed networks, and to touch as few bytes as possible within each packet.
Normal 5-tuple �ow aggregation only accesses the network and transport layer
headers within the packets. �us, only 40B have to be processed (IP options
are usually not used). In contrast to attack-resilient IDS like Bro [122], no data
validation is performed such as checksum veri�cation or stream analysis, in which
acknowledgments in TCP connections are veri�ed.

• Simplicity: One of the major advantages of Net�ow and IPFIX is its wide availabil-
ity in both so�ware and hardware based systems.�is is caused by the simplicity
of its design.�e same objective holds for FPA.

• Seamless integration into current �ow processing systems: IPFIX can easily be
extended by developers using enterprise-speci�c (i.e. user-de�ned) �elds. Un-
known �elds are usually ignored by �ow processing systems, if data is stored or
forwarded. �is way it is possible to integrate FPA without changing the �ow
processing chain.
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FPA is an extension for a �ow aggregator to support the e�cient aggregation of payload
into �ow records. Using two bu�ers with �xed size for both directions of a connection,
FPA reassembles the beginning of a connection’s payload and stores the reassembled
stream up to the bu�er’s size into the �ow record.
To integrate FPA into the IPFIX protocol, I extended IPFIX by two new enterprise-
speci�c information elements: IPFIX_ETYPEID_frontPayload ( fbu f ) represents the
bu�er for the aggregated payload and has a variable size that is to be speci�ed in the
template. IPFIX_ETYPEID_frontPayloadLen ( fbu f l en) contains the actual length of
payload within the bu�er using a 32 bit unsigned integer.�e size of the information
element IPFIX_ETYPEID_frontPayload can be speci�ed during the con�guration
of the �ow meter. In all �ow records, the size of this element is �xed, regardless of
the utilization of the bu�er.�e exact size of the bu�er is speci�ed in the information
element IPFIX_ETYPEID_frontPayloadLen. I assume rather small bu�er lengths for
this protocol and due to the intended simplicity with �xed �ow record sizes, a �xed
reserved bu�er size within �ow records was chosen. I restricted aggregation to the
protocols UDP and TCP, as these protocols transfer most of the payload relevant for
security in today’s networks. However, FPA can easily be extended to support other
transport protocols such as SCTP. An example �ow record with included FPA bu�er is
displayed in Figure 4.8, where a browser downloaded a binary �le from a web server.
TCP segments contain a sequence number pseq to indicate the segment’s position within
the TCP stream. Due to TCP sequence number prediction attacks [64], the initial
sequence number should be chosen randomly by both communicating partners during
connection establishment. A�er the initial SYN, SYN-ACK handshake, the sequence
number indicates the position within the TCP stream of the payload contained in the
packet.�is “position marker” is straightforward to use for payload aggregation.

SrcIP: 1.2.3.4
DstIP: 5.6.7.8
SrcPort: 1558
DstPort: 80
FlowStart: 2009-04-04 22:54:27.432
FlowEnd: 2009-04-04 22:54:31.252
Octets: 904
RevOctets: 13830
Packets: 11
RevPackets: 12
Protocol: 6
PayloadLen: 256
RevPayloadLen: 256
Payload: GET /pub/mozilla.org/addons/3006/video_downloadhelper-4.2-fx.xpi\

HTTP/1.1..Host:releases.mozilla.or
RevPayload: HTTP/1.1 200 OK..Connection: close..Transfer-Encoding: chunked..D

ate: Thu, 04 Apr 2009 22:54:28 GMT

Figure 4.8 – Content of a �ow record with activated FPA (non-printable charac-
ters removed from payload)
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Figure 4.9 – Example for front payload aggregation of TCP segments

Algorithm 4.1 Front payload aggregation of TCP segments
1: receive TCP segment p
2: extract pseq and p l en
3: if �rst packet in �ow then
4: set fseqstar t = pseq
5: if SYN-bit is set in packet then
6: set fseqstar t = fseqstar t + 1
7: end if
8: set fbu f use = 0
9: end if
10: if fpkts < 2.8 ⋅ 106 and TCP payload is in packet and pseq indicates that payload is

relevant for data in bu�er then
11: copy payload in bu�er
12: adjust fbu f use
13: end if

Algorithm 4.1 and Figure 4.9 explain the principles of my new FPA method. Each �ow
record contains a bu�er with �xed size fbu f l en . If a new �ow is being monitored, i.e., if
a packet arrives for which no �ow information has already been recorded, the internal
variable fseqstar t is set to the packet’s TCP sequence number and marks the bu�er’s start
index in the TCP stream (line 4). fbu f use is set to 0 to indicate that the bu�er is not
�lled with any data (line 8). If the SYN �ag is set within the packet, it is part of a TCP
connection handshake and does not contain any payload.�en fseqstar t is increased by
1 as the following packet would contain pseq = fseqstar t + 1 (line 6, see RFC 793 [111]).
For each incoming packet, it is tested in line 10 whether

• the packet contains payload,

• the sequence number of the packet pseq lies in range [ fseqstar t , fseqstar t + fbu f l en),
and

• the number of packets in the recorded �ow fpkts meets fpkts < 2.8 ⋅ 106.
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If all tests are positive, the packet’s payload will copied to the bu�er (line 11), but cropped
if needed. Usually, only the payload of the �rst few packets of a �ow is copied into the
bu�er. A�erwards, the range test fails when the sequence number increases.�e third
test is performed as TCP sequence numbers are 32Bit unsigned integers and wrap a�er
a transferred payload of 4GiB.�is is the case a�er at least 232/1500 ≈ 2.86 ⋅ 106 packets
in Ethernet with a MTU of 1500B.
No stream reassembly is possible for UDP packets, because the protocol is not stream-
based but datagram-based. So the payload of all incoming packets for a �ow is consecu-
tively copied into the FPA bu�er until it is �lled. Algorithm 4.2 illustrates the procedure:
If the �rst packet of the �ow is received, fbu f use is set to 0 (lines 3–5). As long as the
bu�er size is not exceeded, payload is copied into the bu�er and fbu f use is increased
accordingly (lines 6–9).

4.3.1.2 Discussion

�is section provides an analysis of the FPA algorithm, both in handling anomalous
tra�c and security issues.�e �rst part discusses general properties of FPA. A�er that,
the aggregation algorithms for both UDP and TCP are analyzed in detail.
Standard �ow aggregation settings that only regard the headers of the network and
the transport layer need to access the �rst 40–120B of a packet (excluding MAC layer
information and depending on the header sizes of both layers). If payload is needed for
�ow aggregation, it is obvious that more data from each packet needs to be captured.
Depending on the MTU of the network, the whole FPA bu�er size fmax l en may be
contained in the payload of a single packet. So the capture length should be set to the
expected maximum header size plus fmax l en , i.e., 120+ fmax l en . In practice, a maximum
header size of 60B per packet is not reached. �us, usually varying capture lengths
between 64 and 80B are used for capturing only network and transport layer headers.
Unidirectional �ow records without FPA and standard �elds commonly have a size of
50B. FPA increases storage requirements and transfer data rates immensely for �ow
records: for moderate bu�er sizes like 128B, �ow record sizes are increased by 156%.

Algorithm 4.2 Front payload aggregation for UDP packets
1: receive UDP packet p
2: extract p l en
3: if �rst packet in �ow then
4: set fbu f use = 0
5: end if
6: if UDP payload is in packet and fbu f use < fbu f l en then
7: copy payload in bu�er at position fbu f use
8: adjust fbu f use
9: end if
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Especially during DoS attacks that involve a huge amount of packets, each �ow record
contains spoofed source data and no payload at all, and the increased �ow record size
may cause problems. If a �ow aggregator exports �ow records to an external device
over a network, it is possible that higher data rates are exported than were monitored.
�is is the case if �ows are monitored that consist of fewer bytes compared to the size of
the produced �ow record. In our case of 178B �ow records, �ows consisting of single
packets with less than 178B generate more data in the monitoring system than on the
network link. In order to generate dmon = 100Mibit/s tra�c by the monitoring system
con�gured with 128B FPA bu�ers (i.e., a �ow record size of fs ize = 178B), the following
packet rate rpkt and data rate rbi t of packets with size ps ize = 40B would be needed to
sent:

rpkt = dmon

fs ize
≈ 73 600pkt/s (4.5)

rbi t = dmon

fs ize
ps ize ≈ 22.4Mibit/s (4.6)

Here, the data rate generated by �ow records is more than 5 times higher than the
data rate of the monitored link. Flow aggregation is performed to reduce monitoring
information, and this goal is not achieved in these extreme cases. Additionally, DoS
attacks generating high amounts of �ow records within the aggregation bu�er also
o�en tend to overload the �ow meter even without FPA. With normal �ow record
sizes of 50B, tra�c ampli�cation is still possible, but not as high as with activated
FPA. Some approaches already try to cope with this problem by installing measures to
detect DoS attacks and �lter tra�c belonging to them before it reaches the aggregation
bu�er [52, 81, 143].
FPA performs simple stream reassembly of TCP segments. Due to timeouts within
the aggregation process, it is possible that a �ow record is exported although its corre-
sponding TCP connection has not ended yet. If such a late packet has been received,
the �ow meter has no way of telling if the connection has already been monitored
before.�us, the connection is considered new and a new �ow record is created with its
payload �lled into the FPA bu�er. Due to the e�cient design of FPA, anomalies like
packet retransmissions, bit �ips in packets, or packet drops are handled consistently
in the sense of generating �ows with correct payload, i.e., payload that was received
and interpreted by the receiving end of the connection (in contrast to being dropped).
Packet retransmissions in TCP are no problem for FPA, because if the packet’s pseq �ts
in the FPA bu�er, the packet’s payload is copied into the bu�er again. Packet drops o�en
introduce packet �ows with non-monotonically increasing sequence numbers when a
lost packet is retransmitted. FPA also handles these cases in a similar way. A special case
of FPA is the handling of corrupted payload data, i.e., such with an invalid checksum.
As FPA does not verify checksums due to performance reasons, FPA may record invalid
payload data. However, because TCP retransmits packets with invalid checksums and
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these retransmissions are usually monitored a�er receiving the invalid packet, the FPA
bu�er is automatically corrected.�is behavior cannot be ensured, because there is a
small chance that, due to cases of packet reordering within the network, invalid packets
may be monitored and aggregated last.
Payload aggregation of UDP packets has the same problems as reassembly of UDP
payload data. UDP does not o�er a way of knowing the correct order of packets without
the help of the application layer protocol. So, it is not possible at all to detect packet
retransmissions, cases of packet reordering, or packet losses.�e FPA bu�er contains
the payload of consecutively monitored packets without any reassembly logic at all.
It needs to be noted, that even for IDS using state-of-the-art full packet analysis with
checksum and acknowledgment checking, it is not possible to unambiguously deter-
mine which monitored packets are accepted by a receiver. Attackers are able to exploit
this problem when directly targeting the monitoring system and intentionally create
ambiguities in the packet stream. FPA does not circumvent this problem with its simple
reassembly algorithm, so attacks directly targeted at the aggregation method cannot be
detected. So for example, attackers may be able to fool the system by repeating packets
with identical pseq , but di�erent payload and invalid checksum.�en the receiving host
drops the packet, whereas FPA copies the payload data into the bu�er and an attack
may be masked.

4.3.2 Performance Evaluation

For the evaluation of FPA, I set up multiple systems to perform direct packet capture
from a mirrored port. �e test setup for the FPA implementation within Vermont is
depicted in Figure 4.10a. One system sends packets, which were read from a previously
generated trace �le using tcpreplay, to a receiving host. All generated network packets
are mirrored by a switch to a host running Vermont, which �nally captured all incoming
packets.2

Figure 4.10b shows the con�guration of the monitoring framework Vermont during
the test, whereby open circle arrows indicate autonomous threads within modules.
Packets were captured using a memory-mapped version of the PCAP library (see also
Section 2.2) by a thread inside the Observer module.�ese packets were forwarded to
a queue that bu�ered the received elements.�e queue’s thread inserted and aggregated
the packets into a hash table inside module PacketAggregator.�e thread in module
PacketAggregator exported the resulting �ow records to module IpfixExporter

in intervals of 10 s. Passive �ows were exported a�er 35 s and active �ows a�er 130 s. I
con�gured three threads on purpose to be able to measure separate tasks inside the �ow
meter individually: the thread in module Observer reported the time needed to read

2�e monitoring system was running on an Intel Core 2 Quad Q9550 at 2.83GHz, and the packets were
captured with an Intel 82566DM-2 network interface.
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Generator

Flow Meter
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Mirror
Port

(a) Lab setup (b) Vermont module con�guration

Figure 4.10 – Test setup used for performance measurements

packets from the network via PCAP and built a simple wrapper around the raw packet.
�e thread in module PacketQueue inserted incoming packets into the hash table
and performed data aggregation. Finally, the thread in module PacketAggregator

regularly checked the hash table for expired records and forwarded these to module
IpfixExporter.
Normal �ow aggregation only accesses very few bytes within the headers of each moni-
tored packet. FPA greatly increases the number of accessed bytes within the monitored
packets, as in addition to the analysis of packet headers, payload is copied from individ-
ual packets.�us, an important performance indicator is the number of packets within
each �ow where payload was copied from the packet to the �ow record. I recorded this
value for selected tests. For the evaluation, I used a trace from the network described in
Section 2.1. It has a length of 5min and was replayed into the test network at the original
speed. As performance tests are not deterministic on preemptive operating systems, I
repeated all experiments 30 times to detect outliers in the results.

4.3.2.1 Packet Traces

�e live network trace shows a high variety of di�erent tra�c types: it consists ofmultiple
high-pro�le servers, a multitude of workstations, and privately used hosts in dormitories.
�e trace was captured using tcpdump with a maximum capture length of 1500B per
packet in April 2009. �is setting resulted in about 0.005% packet loss. To show the
e�ects of di�erent tra�c types, I modi�ed this trace for protocols HTTP, SSH, SMTP, and
IRC by �ltering the original trace according to ports 80, 22, 25, and 6667, respectively. A
summary of the trace statistics is shown in Table 4.3. In order to provide a more detailed
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Trace Filter Packet rate Data rate
(kpkt/s) (Mibit/s)

LALL – 61 337
LHTTP port 80 32 206
LSSH port 22 1 6
LSMTP port 25 1 3.3
LIRC port 6667 0.08 0.08

Table 4.3 – Traces used in evaluation
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Figure 4.11 – Cumulative connection length distribution of live dumps

overview of the live traces, I also show the distribution of the connection lengths in
Figure 4.11, as well as the distribution of each connection’s total size in Figure 4.12, where
the size of the MAC and the network layer headers is included. I only included the size
range between 0 and 10KiB, as the important range for FPA bu�er sizes is ≤1024B. All
live dumps except LIRC show a trend for connection lengths below 30 s.�erefore, most
of the connections will be correctly aggregated to single �ow records without any splits
caused by short bu�er timeouts inside the �ow aggregation module.

4.3.2.2 Results

In many of the graphs for the results, I use so-called boxplots. For each set of test results
using the same parameters, a box is drawn from the �rst quartile to the third quartile,
and the median is marked with a thick line. Additional whiskers extend from the edges
of the box towards the minimum and maximum of the data set, but at maximum to
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Figure 4.12 – Cumulative �ow size distribution of live dumps

1.5 times the IQR. Outliers are marked by circles, and the red line in the graphs indicates
the median of the data sets.

PCAP �ememory-mapped PCAP library is used in all our tests.�ismodi�ed PCAP
library o�ers two features for high-performance monitoring in the Linux operating
system: a ring bu�er with a variable size where the kernel stores all packets captured at
the network interface; furthermore, it removes the need for a second copy operation
of the packet contents before it reaches the application. A more detailed description of
di�erent PCAP implementations is located in Section 2.2.�e ring bu�er is set in the
tests to a size of 64000 frames, whereby each frame may hold one packet. Even during
performance glitches of the application, packets are not lost at the interface as long as the
ring-bu�er can cache the incoming packets.�e monitoring framework Vermont is very
well suited for measuring the performance of this PCAP library, because the module
Observer, that directly interfaced with it, received the packets and performed one
additional copy operation on the packet data.�is copy operation is needed, because
the PCAP ring bu�er does not guarantee that the content of the previous packet is still
available a�er a new packet has been delivered to the application. Vermont’smodularized
structure does not pose limitations on how long one packet is available, so Vermont
needs to guarantee the availability by copying each packet.
For normal �ow aggregation, only the packet headers up to the transport layer need to
be captured.�us, usually the PCAP capture length is set to 80B or 96B. To show the
e�ects of increased capture lengths on PCAP, I fed the live dump L1 to Vermont with a
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Figure 4.13 – CPU usage of module Observer with varying FPA lengths

maximum packet size of 1500B and measured the performance of module Observer.
Figure 4.13 shows the results: For each FPA bu�er size s, the PCAP capture length is set
to s+80. With a standard capture length of 80B without FPA, the module has an average
CPU utilization of about 12.4% (average value measured per second).�e maximum
capture length was set to 1104B and the average CPU utilization of 13.8% shows that
increased capture lengths only marginally a�ected the PCAP performance in this setup.

FPA bu�er usage Flow meters usually have a static con�guration that speci�es ag-
gregation rules and the layout of the produced �ow records and their corresponding
templates.�us, FPA bu�ers inside the �ow records always have a static size. Depending
on the length of the monitored �ow, this bu�er may be �lled either completely or only
partially.�e �rst analysis examines the actual number of bytes used in the �ow records’
FPA bu�ers. I con�gured Vermont to use 1024B FPA bu�ers and fed all 5 live dumps
into the �ow meter. Figure 4.14 shows the results. I marked the median in this CDF
with the dashed horizontal line. We notice a high variance in this median, with LIRC

featuring the lowest with 51 B and LHTTP with 701B. IRC tra�c is usually completely
interactive and so transfers very little data, whereas HTTP tra�c does not seem to
produce �ows with a low amount of payload (see also Figure 4.12). LSSH shows a large
bump at 500B, which is also visible in the connection size distribution at 1.7KiB and
was caused by brute-force login attempts.�e connection size distribution graph also
includes header size and packets not carrying any application layer payload – this results
in the di�erence of 1.2KiB between the �gures. LALL has a low median of 94B, as this
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Figure 4.14 – Cumulative normalized histogram showing the FPA bu�er usage
in live dumps

trace also includes UDP packets and DNS name resolution packets, which have very
low �ow sizes.
To directly investigate the bu�er usage of FPA in relation to the bu�er size fmax l en , I
replayed the live dump LALL multiple times to Vermont with varying bu�er sizes and
recorded the FPA payload usage.�e results are shown in Figure 4.15.�e maximum is
always fmax l en and the median stays at 94B for the larger bu�er sizes, like was already
shown in Figure 4.14.�e mean payload usage falls from 78% relative to the maximum
bu�er size at fmax l en = 64B down to 26% at fmax l en = 1024B.

Performance In order to achieve high processing performance, the bu�er size is
limited that enables FPA to ignore most packet’s payload. I analyzed the number of
packets whose payload was accessed per �ow in the complete live dump. Figure 4.16
presents the results for di�erent FPA bu�er sizes. Less than 10% of all �ows did not
transfer any payload, so 0 packets were accessed. For the majority of all �ows, only
1 packet needed to be accessed. A bu�er size of 1024B shows only a slightly higher
average amount of packets with accessed payload compared to a bu�er size of 64B. A
�ow contains 17.5 packets in average and the mean number of packets with accessed
payload for FPA bu�er sizes of 64, 256, and 1024B is 6.1%, 7.9%, and 9.4% relative to
each �ow’s total packet number, respectively.�is means that even for 1KiB bu�ers, the
payload for only 10% of packets needs to be copied.�is result is surprisingly low, and
the additional overhead of FPA is kept in strict limits.
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Figure 4.15 – FPA bu�er usage in live dump with di�erent FPA bu�er sizes
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Figure 4.16 – Distribution of the number of packets with copied payload

Furthermore, I performed direct analysis of the e�ects of FPA to Vermont’s live perfor-
mance. Figure 4.17 shows the average CPU utilization of the module PacketQueue.
�is module performs aggregation of incoming packets to �ow records and inserts the
elements into the �ow hash table. I varied the FPA bu�er size between 0 (no FPA) and
1024B. FPA directly in�uences the performance of this module: almost a linear increase
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Figure 4.17 – CPU usage of module PacketQueue for varying FPA bu�er sizes
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Figure 4.18 – CPU usage of module PacketAggregator for varying FPA bu�er
sizes

in utilization can be seen when the FPA bu�er size is increased to 128B. A�er that, the
e�ects of the falling relative FPA bu�er usage can be seen and the module’s performance
increases in smaller steps. In total, 1024B FPA increased the aggregation costs by only
15%, which proves to be only a minor performance impairment. Figure 4.18 shows
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the CPU utilization of the module PacketAggregator. �is module performs the
removal of entries inside the hash table and exports the �ow records to the network.
No dependency on the FPA bu�er size is visible.�is is mainly due to the fact that no
copies of the contents of the �ow records need to be made and so its performance stays
at the same level.

4.3.3 Conclusion

I presented an extension to current �ow monitoring techniques that was named Front
Payload Aggregation (FPA). It allows the inclusion of the payload information within
�ow data. In particular, the �rst n bytes of all packets belonging to a �ow are captured
and added to its �ow record. Exploiting transport layer information, i.e. the TCP
sequence number, reordered packets can be corrected in the aggregation module.�is
enables attack detection systems to separate intrusion detection from network sensors,
i.e. the monitoring probes.�e main goals during the design of FPA have been e�cient
aggregation and easy integration into current monitoring protocols. My implementation
is directly integrated into the monitoring framework Vermont. During the extensive
performance tests using real-life and arti�cial tra�c dumps, I determined that FPA
causes only an insigni�cant performance impact as payload for 256B bu�ers is only
extracted from 1 to 3 packets per �ow in average.
According to my experiments, FPA only leads to a marginal performance overhead in
terms of CPU utilization andmemory requirements. As I explore the performance of the
PC hardware and operating system at its limits, it is not possible to exactly quantize this
overhead due to side e�ects of context switches and interrupt handling. However, the
shown results clearly indicate that the implemented system performs well on commodity
hardware.

4.4 Dialog-based Payload Aggregation (DPA)

A�er introducing FPA, a fast aggregation scheme of packet payload that extends the
IPFIX protocol, this section continues with Dialog-based Payload Aggregation (DPA),
a new aggregation scheme that alleviates problems that are present in FPA.
In Section 4.2, I evaluated relevant positions within a data stream for network-based
IDSs operating on prede�ned signatures for payload matching. Based on this evalua-
tion, I introduce DPA that specializes on bidirectional communication and attempts to
capture relevant parts within long-running TCP connections (Section 4.4.1). DPA is thor-
oughly analyzed by evaluating the quality of IDS detection results and the performance
improvement by measuring the reduction of data that is achieved in a live network
(Section 4.4.3). A performance evaluation of a complete IDS using DPA concludes this
section.
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Figure 4.19 – Start position and length of URLs in HTTP connections; the line
shows the average of all traces, whereas theminimum andmaximumof individual
traces are shown by the vertical bars

As discussed in Section 4.2, a signi�cant amount of rules match content using the
uricontent keyword within Snort rules.�is keyword triggers the use of the HTTP
preprocessor to identify URLs within connections; then, only the URLs are parsed for
the given string. Usually, these URLs are located at the beginning of HTTP connec-
tions and directly a�er the GET or POST keyword. Many browsers have optimized the
loading process of web pages using HTTP pipelining (speci�ed in [54] as “persistent
connections”).�us, a single TCP connection may be used for multiple HTTP requests.
Obviously, we cannot assume URLs in HTTP connections to be at the beginning of
connections.
To get more insight into the position of URLs within HTTP streams, I modi�ed the
HTTP preprocessor in Snort to record the position and length of all occurring URLs.
I processed network traces with a duration of 60 s every 4h for several days with the
HTTP preprocessor and collected statistics for 1.3 million URLs in 36 traces.
Figure 4.19 (le�) shows the URLs’ start position. On average, about 60% of the URLs
start shortly a�er the beginning of a connection.�ey are located within the �rst HTTP
request in a connection.�en, a gap between 5B and 450B follows, where the rest of
the HTTP request is contained. A decreasing number of URLs start a�er this gap; at
a stream position of 10KiB, 90% of all URLs were captured. �e length of URLs is
depicted in Figure 4.19 (right). All traces show similar behavior: the bulk of transferred
URLs (80%) is smaller than 150B, and the longest URLs go up to 4KiB in length.
In conclusion, only around 60% of all URLs are located at the beginning of TCP con-
nections. If we use a technique like FPA, we only detect events located in the �rst HTTP
request’s URL and risk a signi�cant reduction of detection quality.
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Figure 4.20 – Dialog-based payload aggregation for TCP streams

4.4.1 Methodology

Similarly to FPA, DPA only operates on network and transport layer header information
to select parts of the transferred payload.�e idea is to identify consecutive bidirectional
data exchanges in a TCP connection. Data exchange is usually performed in a request
and response pattern: an end point transfers a request to the remote host, the remote
host processes the request and transmits a response. �is pattern may be repeated
multiple times, even with changing directions for requests and responses. �e time,
when the data transfer direction changes within a TCP stream, can be identi�ed by
looking at sequence numbers in the TCP header. If application data is transferred, the
data sender’s sequence number will be increased. When the counterpart transfers data,
the other sequence number is increased. By monitoring both sequence numbers, a
direction change in the communication can be easily detected.�e concept of DPA is
to select a �xed number of bytes and to send it to the IDS a�er each direction change.
Figure 4.20 explains the mechanism of the method: a TCP connection consists of
multiple dialog segments. A dialog segment either starts at the beginning of a connection,
or a�er a direction change. It ends when the connection is terminated, or at the next
direction change. So, in case of the displayed SMTP connection, each request and
response are in a separate dialog segment of which the �rst n bytes will be captured.
�is way, DPA achieves much better results for protocols that mix control and bulk data
compared to FPA.

4.4.2 Dialog Analysis

Tomy knowledge, dialog segments within TCP connections have not yet been evaluated
for intrusion detection. I �rst analyzed the general properties of dialog segments for dif-
ferent application protocols. For this evaluation, I used the same traces as in Section 4.3.
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Figure 4.21 – Length of dialog segments

�e traces consist of live data that was captured for 10min every 3 h during the span of
3 months with a packet drop rate of less than 0.01%.
Figure 4.21 shows a cumulative histogram of the length of dialog segments in the ob-
served TCP connections. I evaluated both directions of a TCP connection separately:
in the following, I describe the endpoint that initiated the connection as client, and the
endpoint that listened for new incoming connections as server. Dialog segments may
be sent from client to server, and vice versa. Using port �lters, I di�erentiated protocols
HTTP, SimpleMail Transfer Protocol (SMTP) and Secure Shell (SSH), but also depicted
the total network tra�c (“all”). All HTTP dialog segments that were transferred to the
server show the expected behavior for HTTP requests: 80% lie in the range of 300 to
1500B.�e responses either contain an error message, whose size is o�en around 300B,
or bulk data with a much higher segment size. Protocols using multiple rounds of bidi-
rectional communication, e.g., SMTP or Internet Message Access Protocol (IMAP) [24],
show a much lower average segment size. Here, many small requests are sent by the
client, where most of them trigger short responses like status messages from the server.
Only 5% of the dialog segments are larger than 2 kB. SMTP usually transfers bulk data
(i.e., the mail body) to the server, whereas IMAP clients receive mails from the server.
�is property can be seen in the dialog segments, as the average size of IMAP dialog
segments sent by the server are larger than those sent by the client, and vice versa for
SMTP.
I also included protocol SSH in the �gure that encrypts most of the payload by default.
Clearly, the client side issues small requests, as its median dialog segment size is 65B,
whereas the median of dialog segments from the server is 110B. Server and client tra�c
for SSH shows multiple spikes, for example at around 300B and 520B. We were able
to trace this back to several scans and brute force cracking attempts that frequently
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Figure 4.22 – Number of dialog segments in TCP connections

220 ProFTPD 1.3.2rc4 Server
USER anonymous
331 Anonymous login ok, send your complete email address as your password
PASS mozilla@example.com
230-FTP-Server der Friedrich-Alexander-Universitaet Erlangen-Nuernberg (FAU)

FTP-FAU ftpadmin@rrze.uni-erlangen.de
230 Anonymous access granted, restrictions apply
SYST
215 UNIX Type: L8
PWD
257 "/" is the current directory
TYPE I
200 Type set to I
PASV
227 Entering Passive Mode (131,188,12,212,180,246).
SIZE /pub/gnu.org/dumb.README
213 96
MDTM /pub/gnu.org/dumb.README
213 19990208220000
RETR /pub/gnu.org/dumb.README
150 Opening BINARY mode data connection for /pub/gnu.org/dumb.README (96 bytes)
226 Transfer complete

Figure 4.23 – A typical FTP control channel for a download of one �le by Fire-
fox 3.6 has 19 dialog segments

repeated similar protocol exchanges. In conclusion, it was possible to capture more than
78% and 94% of whole dialog segments to the server and client, respectively, using DPA
for recording a maximum dialog segment size of 2 kB.
I also analyzed the number of dialog segments in a connection. Figure 4.22 shows
a cumulative histogram of this property. As the number of dialog segments in each
direction may only di�er by 1, I ignored the transfer direction here. In HTTP, more
than 80% of all connections contained exactly two dialog segments – one for the HTTP
request, one for the HTTP response from the server. All connections with more dialog
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segments use pipelining, and most connections contain a multiple of 2 dialog segments.
Protocols, where the server sends a greeting message before the client issues a command,
e.g., SMTP or FTP, show a strong preference to an uneven number of dialog segments.
In the case of SMTP, 3 to 7 dialog segments are commonly used. Although mostly the
same commands were issued, sometimes multiple commands were sent in a row, so that
individual requests were grouped in one dialog segment.�is is not the case for SSH, as
almost every command issued for establishing the secure connection depends on the
response of the previous command. In the �gure, only a few connections contained
between 2 to 9 dialog segments.�e spike at 10 dialog segments is caused by the already
mentioned SSH scan. FTP is a rather lengthy protocol in bidirectional communication,
as for one download, multiple commands need to be issued. Figure 4.23 shows an
example session of Firefox 3.6 with myUniversity’s FTP server, where 19 dialog segments
were used.�is value seems to be typical for current FTP clients, as I also observed a
spike at this position in the dialog segment count in Figure 4.22.

4.4.3 Detection Quality

In order to estimate the event detection quality using DPA, I repeated the experiment
described in Section 4.2.3. Figure 4.24 shows the results for the position relative to the
�ow start; the dashed horizontal line marks the 2000B boundary. When comparing
these results to the results from Section 4.2.3 in Figure 4.3, where match positions
relative to the start of connections were evaluated, an overall reduction of variance in
the match positions can be noticed.�is con�rms the hypothesis that many rules have
a correlation with the last dialog change marking the start of requests and responses
within the application layer protocol. �e number of rules with late events (median)
is reduced from 52 with FPA to 31 with DPA. Interestingly, the median of some rules
that I identi�ed to produce false-positive events was highly reduced, but still showed a
high variance that suggests random false-positive matches. A few true-positive events
showed a high reduction of the match position (e.g., URI matches in pipelined HTTP
connections). Many other true-positive events either showed a slight decrease in the
match position (e.g., SMTP bu�er over�ow matches) or none at all. I observed only
8 rules that generated a high amount of matches a�er the 2000B boundary. All of them
show unusual protocol behavior, as their rule semantics require them to be located at the
front of a dialog segment, but their match position was later in the segment. I strongly
suspect these matches to be false-positives, but I did not mark them as such because
of ambiguities caused by trace anonymization. If we removed all identi�ed shellcode
rules (one example is displayed in Figure 4.4 on page 79), up to 95% of all events with a
maximum dialog segment size of 2000B would be captured.
Figure 4.25 visualizes both the ratio of analyzed data and detected events with DPA
in comparison to analysis without DPA: �e horizontal axis depicts the number of
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Figure 4.24 – End ofmatches in live data relative to the start of the dialog segment
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Figure 4.25 – Data reduction compared to captured events in DPA

captured bytes from the start of a dialog segment.�e upper half of the �gure shows
a cumulative distribution function of the ratio of data selected by DPA to the original
amount of data.�e lower half visualizes the ratio of detected events by the IDS Snort
a�er DPA data selection to those detected without DPA. Multiple protocols are shown,
whereby the protocols are di�erentiated by the ports in the transport header of the
network data. As I already observed for FPA in Section 4.3, the graphs show quite
constant behavior a�er a capture length of 500B. DPA reduced the amount of data
with 2000B capture length to 2.5%, 5.4%, 7.0%, and 55.2%, for protocols HTTP, SSH,
SMTP, and IRC, respectively. Snort was able to detect 99.2%, 100%, 60.1%, and 99.7%
of events for these protocols.�e low detection rate for SMTP was caused by shellcode
matches that were predominantly contained inside mails.�e overall tra�c was reduced
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Figure 4.26 – Test setup used for performance evaluation
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Figure 4.27 – Dropped packet ratio in 30 test runs with and without DPA

to a portion of 3.7%, thus achieving theoretical IDS performance speed-up of more
than 25 times assuming a linear relationship between data rate and processing costs,
while still detecting 89.8% of all original events. Please note that rules producing a high
number of events have a higher in�uence on the aggregate value in this �gure.

4.4.4 Performance Evaluation

In the previous section, I analyzed the data reduction as achieved by DPA and estimated
the theoretical speed-up. As there will be not exactly a linear relation between data rate
and computational costs, I measured the performance gain in the test bed using the
monitoring framework Vermont in combination with Snort as illustrated in Figure 4.26.
I used two separate machines, a tra�c generator sending previously recorded network
tra�c, and a monitoring system3. Each test run consists of a 10min packet trace match-
ing the given packet rate. All packets were captured by the performance-improved
version of the PCAP library called PF_RING [30]. I con�gured it to use a ring bu�er
consisting of 49 152 elements. Vermont was used to perform DPA, where �ow records
consisted of one or two dialog segments of up to 2000B. A�er the aggregation, I used

3Intel Core2 Quad CPU @ 2.83GHz; Intel 82572EI Ethernet controller
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a bu�er of 100000 elements before converting each incoming �ow record to one (or
two) packets, according to the payload contained in the DPA �elds.�en these packets
were forwarded using a pipe stream for inter-process communication to Snort, which
was con�gured to read packet data from standard input. To compare the results with
a standard system, I also performed an evaluation using Snort that directly captured
packets from PF_RING without DPA-�ltered tra�c.
Figure 4.27 shows the relative amount of dropped packets for di�erent packet rates.�e
blue dashed line shows Snort that directly analyzed all incoming packets, and the red
continuous line shows the test setup using Vermont, where only DPA-�ltered tra�c is
forwarded to Snort. I evaluated packet rates of 20 to 140 kpkt/s (140 kpkt/s equals a data
rate of 920Mibit/s in average). Each experiment was executed 30 times, and the results
were plotted in form of a boxplot.�e lines connecting the boxplots connect the median
of each test con�guration. Snort shows �rst packet drops at 30 kpkt/s, whereas Snort
in combination with DPA produced no packet losses at packet rates up to 100kpkt/s,
achieving a speed-up of more than 300% although this prototypical setup was not
optimized for performance.
Figure 4.28 shows a violin plot of the CPU utilization of both tools, Vermont and Snort,
during three test runs with packet rates of 20, 100 and 140kpkt/s.�e violin plot displays
a vertical kernel density plot, the median as white dot, and, identically to normal box
plots, a black box between the �rst and third quartile and whiskers to the extrema, but
at maximum up to 1.5 times the IQR. Measurements of the CPU utilization were taken
every second in the test run. In all tests, Snort showed a high variance in CPU utilization
caused by the high variance of its incoming packet rate. �is was caused by multiple
bu�ers within PF_RING and Snort and time slicing by the operating system’s process
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scheduler: when all bu�ers within PF_RING and Vermont were processed within one
time slice of the process scheduler, a high number of packets arrived at the IDS in a
short timespan, causing Snort to run with full CPU utilization. In other cases, only a
small number of packets were processed and transferred, resulting in a low number of
packets arriving at Snort. Even at 140 kpkt/s both Vermont and Snort were not constantly
working at full capacity, which would be expected when packet drops are occurring.
�is is caused by a small FIFO bu�er between Vermont and Snort, where a standard
Portable Operating System Interface [for Unix] (POSIX) pipe of size 64KiB was used.
�e test implementation was not optimal regarding performance, as some processing
stages were performed twice, such as stateful connection tracking with TCP reassembly
in Vermont and Snort. Furthermore, the bu�er between Vermont and Snort was small
for our test data rates. I expect that removing these de�ciencies would greatly speed up
the system and achieve even higher speed-ups than 300%.

4.4.5 Conclusion

I performed a thorough analysis of payload �ltering methods that are suited for network-
based IDSs. Using extensive traces from a live network data and three di�erent Snort
rule sets, I evaluated detection results applying FPA to the input data. Based on my
�ndings, I suggested a new aggregationmethod, Dialog-based Payload Aggregation, that
exploits intrinsic application protocol semantics to extract security-relevant portions of
the payload for subsequent analysis.�is method is very lightweight, as the decision
process only uses network and transport header data from captured packets. According
to experiments using live network traces, the aggregation technique could �lter out 96%
of all network data, while retaining 89% of all events reported by Snort.
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Chapter 5

Adaptive IDS Load Balancing

In previous years, Moore’s law ensured steadily increasing processing speeds of CPU
cores, so that single IDS instances were able to process increasing amounts of data. With
the availability of multi-core CPUs, processing capabilities have been further advanced
and overall performance of multi-core systems continue to conform toMoore’s law [127].
To exploit the power of multi-core systems, IDSs have been parallelized and incoming
network tra�c was distributed by a load balancer to individual instances for further
analysis. According to Amdahl’s law, high performance advantages gained from parallel
processing are unlikely, if �ne-grained coordination between the parallel tasks is required.
�erefore, one of those instances typically represents a fully self-contained IDS.
A realistic data processing performance of the IDS Snort with a common rule set is
about 200Mibit/s for a single instance. So at least 100(!) instances would be needed to
process a fully loaded 10Gibit/s duplex link without data loss. Even if the problem of
performance is solved by setting up a high number of instances, distributing the data to
the instances is a di�cult problem. On the one hand, the device distributing the data
needs to cope with the incoming data rate.�is is a hard technical problem, and can
usually only be solved in hardware. On the other hand, the data needs to be distributed
in a way so that no succeeding IDS instance is overloaded. Due to the high variance in
the network data rates, this is not easy to achieve.
I assume that with today’s network link rates, the IDS will not be able to handle all
transferred tra�c, so I try to e�ciently handle as much tra�c as possible with available
hardware. In this chapter, I show that distributed processing alone is not su�cient
to handle security-related events: signatures may have to match multiple packets in
a �ow, thus, the assignment needs to be �xed for a minimal time before re-allocating
the �ow to another IDS instance. One way to solve this problem is to perform intelli-
gent data �ltering within individual connections [80, 89, 94], or data �ltering of whole
connections [59].
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I propose a novel load balancing approach that is speci�cally suited for environments
where available computational power cannot cope with incoming data rates. �e se-
lection method used for incoming network packets is based on a priority model. To
the best of my knowledge, this is the �rst time that a host-based priority model is used
in the context of adaptive load balancing of �ows to IDS instances. I allow to assign
a weight value to each host within the local subnetwork, which de�nes a preference
model where, for example, security-critical servers can be preferred over non-critical
systems in the selection process.�is way, it is possible to adjust the monitoring time
per host. I show that random packet drops cause disproportionately high false-negative
event rates for payload-based IDSs like Snort. Fighting this problem, the load balancer
ensures a minimal monitoring time for each monitored host. During monitoring time,
the adaptive load balancer interacts with the IDS by measuring its performance, which
is done by observing the �ll level of queues in the system.�is prevents packet drops as
well as possible and ensures uninterrupted data analysis at the respective IDS instance.
�e load balancing algorithm uses two levels with a per-packet and interval-based se-
lection mechanism. �e per-packet selection process is extremely lightweight and is
designed to be directly implemented on hardware-based �lters in the network interface
for higher speeds [59].
�is chapter includes large parts from the publication Adaptive Load Balancing for
Parallel IDS on Multi-Core Systems using Prioritized Flows that will be published at the
20th IEEE International Conference on Computer Communication Networks (ICCCN
2011) [93].

5.1 RelatedWork

I already covered various means in previous sections to tackle performance de�cien-
cies in the �eld of payload-based IDSs: speed improvements of algorithms within the
IDS [124], o�oading computation to specialized hardware [139] and intelligent data
�ltering [80, 89, 94]. In this section, I discuss related work about parallel execution of
multiple IDS instances in detail.
�e basic methodology is to use a central component, commonly called a load balancer
or splitter, to distribute data to parallel IDS instances. In early work, each of the IDS
instances was running on a separate host, and splitters were used for distributing the
network packets [3, 16]. �e splitters were implemented on common x86 machines.
For each incoming packet, the splitter decides to what IDS instance the packet needs
to be forwarded to. �e computation for this decision must be very lightweight, as it
is performed for each packet. One of the �rst approaches was to use a hash function
that operated on network and transport layer header �elds. So for data input, we
de�ne a set S of data elements in the network and transport header containing S =
{IPsrc , IPdst , portsrc , portdst , prot}. A mapping function H(d0 , d1 , . . . dn−1) calculates
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an integer hash value from an arbitrary amount of parameters d0 , d1 , . . . dn−1. If we have
a total of m IDS instances in place that our load balancer needs to distribute packets to,
we can map the value range of h to an IDS instance ids ∈ [0,m) by using the modulo
function

ids = H(d0 , d1 , . . . dn−1) mod m. (5.1)

�e mapping function H may either directly use the data contained in the parameters
and exploit the randomness in the packet headers, or, may be implemented with a hash
function that usually o�ers a better distribution of the result values [16]. It can easily be
derived that if n →∞, and H produces uniformly distributed hash values, variable ids
will also be uniformly distributed. In common practice, crc16 or crc32 hash functions
were used. �en incoming packets will be evenly distributed to the IDS instances in
groups that are de�ned by the parameters d0 , d1 , . . . dn−1. �ese parameters de�ne
network �ows, and all packets belonging to a single �ow are forwarded to the same IDS
instance. Commonly, the 5-tuple in set S is used as parameter with a modi�cation so
that both communication directions are assigned to the same �ow.
Xinidis et al. used the 5-tuple and crc16 as hash function for performing static load
balancing [150]. Additionally, their system used multiple methods for performance
improvement of the IDSs: It employed early �ltering, where header-based IDS signatures
were not implemented on the IDSs but on the central load balancing system to save
forwarding costs for non-matching packets. So-called locality bu�ering cached payload
according to prede�ned groups and sent these groups to the IDS so that only a subset of
signatures needed to be checked on the packets.�is method improved cache locality
on the CPUs and reduced the load on the IDSs. But it degraded the load balancer’s
performance, which usually is the bottleneck of the overall system because of high data
rates in current networks.
In dynamic environments, such a static distribution method will not keep a balanced
con�guration. So Andreolini et al. introduced a system that dynamically adjusts to
changes in the network tra�c [3]: based on a high and low threshold for the utilization of
the IDS instances, connections were moved from highly utilized instances to instances
with low load.�is concept worked very well in scenarios where incoming data rates can
easily be processed by all available IDS instances and the average IDS utilization does
not exceed a certain threshold, so that it is always possible to balance the IDS instance’s
load. Le et al. also employed dynamic load balancing, but not with primary emphasis on
well-balanced load, but on sending network packets with high correlation to the same
IDS instance [85]. Correlation was analyzed beforehand and clusters were built based
on the similarity of IP address and ports between di�erent connections.�is method
improved the results of succeeding anomaly-based systems that detected Distributed
Denial-of-Service (DDoS) attacks or port scans, for example.
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Colajanni et al. also dynamically distributed tra�c, but paid attention to the IDS in-
stance’s states [23]: when connections were transferred from one instance to the other,
their system also transferred the connection’s state between the instances. Vallentin et
al. directly integrated a protocol for exchanging general state information within the
IDS Bro [109, 137].�is technique enabled migration of state information for pattern
matching and anomaly detection that belonged to the transferred �ows. However, due
to the high amount of shared states, synchronization proved to be di�cult.
�e trend to multi-core environments has been exploited by Sommer et al. [127], where
a model for an intrusion prevention system based on the IDS Bro was introduced.�e
authors moved from a distributed system consisting of multiple devices, all connected
by an ethernet network, to a single system consisting of a multi-core CPU. Multi-core
CPUs feature completely di�erent attributes concerning CPU core performance and
inter-process data transfer. IDSs need to be speci�cally adapted to this environment.
�eir approach exploited multi-core and multi-thread CPU architectures by splitting
data processing in multiple stages and optimized them for high-performance.
In contrast to these academic approaches, there are currently two open-source systems in
use for performing parallelized payload-based network intrusion detection in common
practice: Suricata1, a parallelized version of the IDS Snort, and Snort in combination
with the packet capturing framework PF_RING that performs static load balancing [59].

5.2 Methodology

�is section covers the methodology I used for my proposed tra�c selection and load
balancing system. I use the following terms in the description: the load balancing
component decides about incoming packets whether to drop or forward them, packets
are forwarded to analyzers or IDSs, whereas single disjunct instances of these systems
are called analyzer instances or IDS instances, each usually running on a separate CPU
core.

5.2.1 System Overview

Figure 5.1 shows an overview of the proposed system. Packets captured from the network
are processed by a packet selection module, which uses a lightweight decision algorithm
that determines whether the received packet should be dropped or forwarded to a
connected IDS instance. At the same time, all packets are fed into a �ow aggregation
module that produces standard conform IPFIX records. �is module can easily be
integrated into hardware implementations of routers or switches that also support IPFIX
– in that case, my system would receive �ow data directly from such a device.�e �ow
data is used by the host selectionmodule to predict tra�c. Anomaly detection algorithms

1http://www.openinfosecfoundation.org/
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Figure 5.1 – Overview of the proposed load balancing system

may process the �ow data for detecting suspicious tra�c and report anomalies to the
host selection module in order to immediately select a�ected hosts for monitoring.
�e host selection module operates interval-based. A�er each interval (also called a
round), a set of hosts in the local network is assigned to each IDS instance, and the
con�guration is transferred to the packet selectionmodule. In addition, statistics such as
the number of dropped packets due to overload are reported.�e host selection module
performs local calculations based on these statistics and the received �ow data. Logging
functionality is integrated to collect information about forwarded and dropped packets
for later forensic analysis, providing exact statistics about the packets that were analyzed
by the IDS instances. All modules except the IDS instances have been implemented in a
prototype using the monitoring framework Vermont.

5.2.2 Considerations and Assumptions about the Environment

�e design of the proposed load balancing scheme is based on multiple considerations
and assumptions about the intended use and environment of the system.�e proposed
system di�erentiates in many ways from already previously proposed load balancing
systems in adjacent �elds, such as load balancing for web servers or for network links
within routers.�e following list discusses di�erent properties of the environment and
conclusions for the design of the proposed system:

High data rates: Network link speeds of up to 10Gibit/s pose signi�cant problems
for IDSs that perform payload analysis. �e load balancing system should be able to
process a fully loaded link.�is is commonly not possible with so�ware-based solutions,
so the central component that receives the full amount of data must be partly realized in
hardware. A high number of succeeding analyzer instances also needs to be anticipated,
as a typical IDS like Snort [117] is able to process up to 200Mibit/s per core on current
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hardware.�is only represents a fraction of 1/100th of a fully loaded full-duplex network
link.

Di�cult data rate predictions: �e data rate of network tra�c features a very
high variance and is not easy to predict. Research of network models has concluded,
that multiple well-predictable properties of network tra�c can be extracted from real
traces (see also Section 2.1).�ese properties can be used to construct reliable models
of either aggregate tra�c of a high number of hosts, or, on a very �ne-grained level,
of the inter-arrival times of packets. Especially the data rate prediction of single hosts
that are used as workstations by human operators can be very challenging, as their
tra�c usually occurs in bursts.�ese bursts correlate with user sessions, where the user
triggered actions on the machine that result in network requests (see also [56]).�ese
user sessions can result in high tra�c bursts, when, e.g., a user starts downloading a
large �le. Unfortunately, reliable predictions of exact start times of these user sessions
is close to impossible, as human actions are involved. To alleviate wrong predictions,
bu�ers are commonly implemented in analysis systems. But, due to high data rates,
bu�ering can only be used in a limited way: In a web server scenario, bu�ered requests
only require a few KiB of data, as only connection state information has to be stored on
the host. If the connection’s window size is set to 0, the peer will stop sending data and
wait until the window size is increased again. So a high number of requests can be easily
cached and processed at a later time [2]. In a passive monitoring system, all incoming
data needs to be stored in a bu�er, as the network cannot be actively modi�ed. So if we
assumed a data rate of 10GBit/s on the monitored link, a cache holding only 10 s of data
would require a bu�er of 12.5GiB. Because of performance-adverse caching e�ects in
CPUs, it is not feasible to use bu�ers of this size without using specialized hardware.

Serving all requests is not compulsory: It is bene�cial when all network tra�c
can be analyzed by the system, but not compulsory.�e proposed load balancing system
provides best-e�ort services, as normal network operation will not be directly a�ected by
an overloaded passive monitoring system. If processing performance does not su�ce for
incoming data rates, the load balancing system will use intelligent selection techniques
to decide which packets to drop.

Intelligent packet �ltering and distribution: Depending on the techniques used
in the analyzer, it is important to control which packets are sent to the same analyzer
instance. Methods that operate statelessly by examining individual packets, like pattern
matching on header data or payload matching for individual packets, do not pose any
requirements on the load balancing process. However, most techniques keep state
between packets, either for unidirectional �ows, like as required for some con�gurations
for �ow aggregation, or for bidirectional 5-tuple �ows representing single UDP or TCP
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connections, as required by many payload-based IDSs that analyze connections on the
application layer.

Information granularity of the forwarded data: Another aspect is the required
level of detail: payload-based IDS require full packet payload, whereas many anomaly
detection schemes only require aggregated statistics about network �ows. In my load
balancing scenario, I assume that succeeding analyzers are payload-based IDSs like
Snort, as the proposed load balancer is specialized on forwarding complete packets.
Data should be reduced as early as possible and as late as needed: If only aggregated
information is required by an analyzer, the data should be reduced before it is transferred
to the analyzer. So analysis techniques that do not require complete packets should be
implemented in a separate data processing pipeline.

Host-based packet selection: Commonly used load balancing methods for paral-
lel IDSs use the packets’ 5-tuple for the distribution decision, so all packets belonging
to the same connection are forwarded to the same analyzer instance. My approach
additionally assumes that the analyzer keeps state for local hosts, which is the case in
some malware detection systems (e.g., [61]) and port scan detectors for local machines
(e.g., [73]). So I forward all packets that are related to the same local host, that means
all packets that were sent or will be received by the host, to the same analyzer. As
the selection mechanism is based on the packets’ relationship to local hosts, we may
assign weights to these hosts and use them as a con�gurable selection criterion. Local
networks o�en include hosts with high security risks such as authentication servers,
and hosts with lower importance such as common workstations. Depending on the
security requirements, the total time a host’s tra�c is forwarded to an analyzer should
depend on the con�gured weight of the host. Furthermore, hosts located behind a NAT
gateway within the local network are disadvantaged, as the load balancer regards the
NAT gateway as a single host, thus assigning monitoring time for a single host to the
gateway. Raising the NAT gateway’s priority recti�es this issue.

Selection frequency: High data rates in combination with small bu�ers are the
main problems to tackle in a dynamic load balancing system.�ese problems lead to
considerations about the frequency of the selection process, i.e., how o�en it should
decide what data will be dropped or forwarded. For load balancing systems with low
request rates, this can be decided for each individual request. When the decision is
reached, all packets belonging to the request will automatically be forwarded with little
overhead. In a network monitoring scenario with high data rates, it is not feasible to
perform complex calculations for the selection decision.�is is also valid for decisions
about groups of packets that do not need to be performed per packet. In my solution, I
use a two-stage selection process where a lightweight algorithm performs per-packet
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decisions and may be implemented on hardware. Periodically, this algorithm is con-
�gured by a more complex decision process. �e selection frequency is also directly
related to the analyzer’s methodology: If state is kept for �ows, IDSs usually have internal
timeouts for processing (e.g., for stream reassembly or portscan detection). In a perfect
system, unnecessary false-negatives would be avoided if the selection algorithm did not
interrupt the data stream within the time interval until the analyzer’s timeout expires.
In practice, these timeouts are o�en in the range of minutes. Data rate predictions will
neither provide the needed precision, nor will the load balancer usually be able to bu�er
the concerned network �ows as mentioned in the previous paragraphs, so I will try to
�nd a compromise in the proposed system.

State transfer of analyzers: In the load balancing system, connections will be
sometimes forwarded to one analyzer instance, and then to another analyzer instance.
Several methods have already been proposed that enable state transfer between indi-
vidual IDS instances [23, 137]. As I speci�cally exclude all techniques that may operate
on aggregated data, common modules for IDSs like portscan or DoS detection will
not be regarded for these systems, as they usually also may operate on �ow data. My
system performs selection and distribution decisions based on the involved hosts in the
local network. If one host’s tra�c forwarding decision is changed so that the packets
are forwarded to a di�erent IDS instance, its corresponding state in the IDS instance
would also have to be transferred to the new instance.�e other scenario is that a host’s
tra�c is sent to an IDS instance, but the load balancer decides to stop monitoring its
tra�c. In this case, no state information needs to be transferred between IDS instances.
As my intended scenario includes, that the network data rate exceeds the processing
data rate by far, I assume that relocation of connections to a di�erent IDS instance is
rare compared to the decision not to monitor hosts any more. In addition, the median
length of connections is quite short in common networks. I determined a median length
of less than 0.6 s in Section 3.3, where 87% of all connections also were shorter than
10 s. So given an adequate monitoring timespan, many connections can be successfully
monitored.
It can easily be seen that the environment of the load balancing system for network-based
IDSs hasmuch stricter requirements than the environment of web servers. Especially the
parts of the system that process each packet need to be carefully designed and optimized
for performance.

5.2.3 Selection Process

�e selection process is separated into two parts: A lightweight packet selection module
that decides for each incoming packet whether it should be dropped or forwarded to
one of the IDS instances, and an interval-based host selection module that prepares
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selection criteria using a computationally more expensive algorithm. I assume that
the con�gured local network is only on one side of the monitored link, i.e., the system
does not observe tra�c exchanged between local hosts.�is ensures that tra�c can be
grouped into disjoint sets by the local hosts that sent or will receive the packets.

5.2.3.1 Per-packet level selection

High-performance selection processes for network packets are usually based on simple
table lookups, using key elements at �xed positions in observed packets (in most cases
from the header). Examples include IP addresses, ports, protocols, or other transport
layer-speci�c �elds. My system only uses IP address �elds for the per-packet selection
process. If either the source or destination IP address is in a prede�ned list of addresses,
the packet will be forwarded to the corresponding IDS instance. If this instance is
not able to process the forwarded tra�c, hosts will be dropped from this list. I call
these forcibly dropped hosts. �e algorithm is described in detail in Section 5.2.7. In
my implementation, I use a hash table for the lookup that enables element lookup in
constant time. Recent o�-the-shelf network interfaces provide programmable hardware-
based �ltering and load balancing techniques [32] that may be used to implement this
simple selection algorithm. Further so�ware-based speed improvements are possible
using Bloom �lters [11, 14].

5.2.3.2 Interval-based level selection

�e con�guration needed for the per-packet decision is built in a con�gurable in-
terval t. A set of hosts is prepared for each analyzer instance de�ning the packets
to be forwarded to this IDS. So my algorithm may di�erentiate between hosts H =
{h0 , h1 , . . . , hn−1}, ∣H∣ = n within the local network.

Priority system �e selection process is primarily based on the priority system. A
priority value is assigned to each host and is updated in each round. Only hosts with
the highest priorities are selected for analysis. So each host h i is assigned a dynamic
priority p i , and we get a set of priorities P = {p0 , p1 , . . . , pn−1}. Variables like p i change
over time, so I describe a variable’s value v in a speci�c round r as v(r). At the starting
round r = 0, we set all priorities to a uniformly distributed random value v i in the range
[0, 1), so p i(0) = v i ∀ 0 ≤ i < n.�e system requires that the sum of all priorities ptotal
remains constant for each round r:

ptotal =
n−1
∑
i=0

p i(r) =
n−1
∑
i=0

v i (5.2)

To specify the relative importance of hosts and to control the total amount of time a
speci�c host is selected, each host h i is assigned a weight w i . Between each round, a
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selection algorithm ensures that hosts with highest priorities are selected and assigned
to the analyzers. As is discussed in Section 5.3.1, the time a host is contiguously mon-
itored should be as high as possible. �erefore, I introduce a minimal time mtmin as
con�gurable parameter that speci�es how long a host needs to be monitored without
interruption. When a host has been monitored for mtmin without interruption, its
priority p i is decreased according to its weight. If the host was removed from IDS
assignment ahead of time, its priority will not be decreased.
Algorithm 5.1 outlines the procedure to update each hosts’ priority. Every round r, all
hosts are sorted according to their priority p i . At maximum, the top mmax hosts that
were monitored for a time of at least mtmin are included in set HM (line 1). �en the
priorities of all hosts h ∈ HM are decreased, because they were successfully analyzed
(lines 2–8). To ensure that the sum of all hosts’ priorities stays at ptotal , each p i ∈ P is
increased by a constant value that is equal for all hosts (lines 9–11).

Preventing unstable models Unfortunately, there are cases possible in which prior-
ities may rise or fall inde�nitely. In the following, I show how to avoid these cases.
I assume a scenario where all hosts are monitored by the system and have di�erent
weightsW = w0 ,w1 , . . . ,wn−1. It is trivial to show that the priority of all hosts with a
weight w i higher than the average weight w will rise inde�nitely.
Without loss of generality, I additionally assume that the minimal monitoring time is
set to mtmin ≤ t, and there exists a maximum weight wmax of at least one host hmax . To
prevent an in�nite rise of hmax ’s priority, inequality

1
wmax

≥
M(r)T 1

W

n

⎡⎢⎢⎢⎢⎣
=
ptotal −∑n−1

j=0 p′j(r)
n

⎤⎥⎥⎥⎥⎦
(5.3)

must be ful�lled, whereby M(r) is a vector of length n whose element at index i is
set to 1 if h i was monitored for at least mtmin time, else it is set to 0. As I assume
that all hosts are monitored, M(r) = 1. In this case, Inequality 5.3 can only be true if
w i = w j ,∀w i ,w j ∈W .�is contradicts my assumption, thus, some priorities may rise
and others may fall inde�nitely.
In order to resolve this problem, I introduce a parameter mh that limits the number
of monitored hosts whose priority is decreased for each round, regardless of the actual
number of hosts that are monitored. Again, I assume the worst case where the right
side of Inequality 5.3 is highest, i.e., if all hosts with the lowest weight w are monitored.
Mminw(r,mh) is derived from M(r), whereby in Mminw , at maximum mh elements
are set to 1 for the monitored hosts with lowest weights. Now I choose mh such that

1
wmax

≥
Mminw(r,mh)T 1

W

n
. (5.4)

114



5.2. Methodology

Algorithm 5.1 Regular priority updates
1: HM ← hosts h i with highest priorities that were contiguously monitored for mtmin ,

∣HM ∣ ≤ mmax
2: for all p i ∈ P do {Adjust priorities of monitored hosts}
3: if h i ∈ HM then
4: p′i ← p i(r − 1) − 1

w i
5: else
6: p′i ← p i(r − 1)
7: end if
8: end for
9: for all p i ∈ P do {adjust all priorities to ensure that ptotal = ∑p i∈P p i(r)}
10: p i(r)← p′i +

p total−∑n−1
j=0 p′j(r)
n

11: end for

mh should be chosen as high as possible, as the more priorities are unadjusted each
round, the more information is lost about the current selection state of the system. In
my current implementation, I calculate an upper bound of mh at system startup.

Con�rmation of weight implementation Weights w i of hosts h i are included in the
priority system in a way, so thatw i is proportional to the total time a host is monitored by
the system. Variable mr i(r) represents the number of rounds a host h i was monitored
from round 0 to round r. Now I prove that if wa = t ⋅wb for two hosts ha and hb , the
number of total monitored rounds will be mra(r) = t ⋅ mrb(r) for r → ∞. I use the
following de�nitions for a total of n hosts in the system:

W =
⎛
⎜⎜⎜
⎝

1
w0

⋮
1

wn−1

⎞
⎟⎟⎟
⎠
, MR(r) =

⎛
⎜⎜⎜
⎝

mr0(r)
⋮

mrn−1(r)

⎞
⎟⎟⎟
⎠
, P(0) =

⎛
⎜⎜⎜
⎝

p0(0)
⋮

pn−1(0)

⎞
⎟⎟⎟
⎠

(5.5)

mh limits the number of hosts whose priority will be decreased each round. It does
not in�uence this proof, as it is irrelevant for the priority system how many hosts are
actually monitored – without loss of generality, M could be replaced by Mminw . All
hosts’ priorities in round r are as follows:

P(r) = P(0) −MR(r)WT + 1
n

⎛
⎜⎜⎜
⎝

MR(r)TW
⋮

MR(r)TW

⎞
⎟⎟⎟
⎠

(5.6)
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I assume that my selection system reaches P(r) = P(0) in round r > 0.�en

P(r) = P(0) (5.7)

−MR(r)WT + 1
n

⎛
⎜⎜⎜
⎝

MR(r)TW
⋮

MR(r)TW

⎞
⎟⎟⎟
⎠

= 0 (5.8)

MR(r)WT = 1
n

⎛
⎜⎜⎜
⎝

MR(r)TW
⋮

MR(r)TW

⎞
⎟⎟⎟
⎠

(5.9)

With c = MR(r)TW = mr0(r)w0 + . . . +mrn−1(r)wn−1 follows

nMR(r)WT =
⎛
⎜⎜⎜
⎝

c
⋮
c

⎞
⎟⎟⎟
⎠

(5.10)

n
⎛
⎜⎜⎜
⎝

mr0 1
w−
⋮

mrn−1 1
wn−1

⎞
⎟⎟⎟
⎠

=
⎛
⎜⎜⎜
⎝

c
⋮
c

⎞
⎟⎟⎟
⎠

(5.11)

→ ∀i ∈ 0, . . . n − 1 ∶ n ⋅mr i
1
w i

= c (5.12)

mr i ∼ w i ◻ (5.13)

In conclusion, the weight w i of host h i is proportional to the total rounds that host h i

has been monitored. Note thatmr i is only increased, when the host has been monitored
for the whole timespan of mtmin . If the host is prematurely removed from monitoring,
the host’s priority will not be updated.

5.2.4 Host Assignment Method

My interval-based selection process allows periodic selection of hosts for monitoring in
the system. As the system employs several IDS instances executed in parallel onmultiple
cores, the selected hosts need to be assigned to individual IDS instances. I assume that
for each host h i in interval r, I have the priority p i(r), the tra�c te i(r) expected to
be transferred by h i in this interval, and the tra�c transferred in the previous interval
t i(r − 1). Only when the minimal monitoring time mtmin has elapsed, a host may be
transferred to another IDS or removed from the set of monitored hosts. �e time, a
host has been monitored without interruption until round r, is contained in mt i(r).
�erefore,mt i(r) = 0 if h i was not monitored in round r − 1.�e system includes q IDS
instances with IDS = {ids0 , ids1 , . . . idsq−1}. It has been shown that the CPU load of a
payload-based IDS is proportional to the rate of the processed tra�c [35]. So I use the
processed tra�c as a measure for the utilization of an IDS.�e maximum data rate of
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ids i is de�ned as tmax i . All hosts assigned to ids i are in the setM i .�us, all monitored
hosts are in the set ⋃q−1

i=0 M i , and all others are contained in R = H ∖⋃q−1
i=0 M i .

Algorithm 5.2Host assignment to succeeding IDS instances
1: Remove forcibly dropped hosts from each M i
2: for all ids i ∈ IDS and h j ∈ M i do
3: if mt j(r) ≥ mtmin then
4: M i ← M i ∖ h j
5: end if
6: end for
7: for all ids i ∈ IDS do
8: while∑ j∈M i

te j(r) > tmax i do
9: hk ← host in M i with lowest priority pk
10: M i ← M i ∖ hk
11: end while
12: end for
13: Sort hosts in R with decreasing priority
14: for all ids i ∈ IDS and h j ∈ R do
15: Remove hosts hk from M i with lowest priorities and pk < p j until te j(r) ≤

tmax i −∑hm∈M i
tem(r)

16: add host h j to M i
17: end for

�e problem of assigning hosts with priorities and expected tra�c to IDSs with limited
processing rate corresponds to the well known computationally complex knapsack
problem [75]. However, much simpler heuristics can be used because of the large
variance in the data rates of individual hosts and the usually high number of hosts that are
monitored by a single IDS instance. My proposed algorithm is shown in Algorithm 5.2.
First, all hosts are removed that were forcibly dropped in the previous round by the
per-packet level selection process.�en the algorithm iterates through the IDS instances
and removes all monitored hosts hk with mtk(r) > mtmin (lines 2–6). It ensures that
no IDS instance is overloaded by removing hosts having the lowest priorities so that the
maximum data rate tmax i of IDS i is not exceeded (lines 7–12).
�e selection decision is not based on the time mtk(r) that a host has been monitored,
although this property should be maximized. I performed multiple experiments with
variants of the selection algorithm that also regarded each host’s monitoring time, but
evaluations revealed that the decision process became unreliable if the selection was
based on multiple properties. As hosts with high priority were not always selected
for monitoring in these experimental systems, some hosts were neglected in regard of
assigned monitoring time. In those situations, the hosts’ priority suggested immediate
monitoring, but the decision process was not able to �nd an IDS instance for monitoring.
I could only remove this instability by basing the decision process for selection solely
on the priorities.
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Finally, the algorithm compares the monitored hosts’ priority pk with the host’s priority
p j of R. As long as hosts hk ∈ M i with priorities pk < p j can be removed from M i , new
hosts h j will be added to M i . To determine whether h j will �t into M i , the expected
host data rates te j(r) are used in the calculation.�is process is repeated for each IDS
instance until no hosts can be added any more (lines 14–17).
�is assignment process ensures that all hosts with highest priorities will be assigned
to an IDS instance as soon as possible, while displacing hosts with lower priorities
from assignment without regarding their monitoring time mt.�e higher the priority,
the higher the possibility that the host will be consecutively monitored for mtmax .
Additionally, by only decreasing a monitored host’s priority a�er it was removed from
the assignment and was monitored for at least mtmax , the order of hosts regarding their
priority will not change in the setsM i ∀ i ∈ 0, . . . q− 1.�is is caused by the mechanism
that increases all priorities to ptotal .

5.2.5 Data Rate Prediction for Hosts

It is essential for the assignment process that the hosts’ expected data rates is known
for the upcoming round. For the calculation, I use the following prediction algorithm:
Assuming a standard on-o� tra�c distribution for each host with switching intervals
higher than our round length, I use the measured data rate t i(r) of host h i in the
previous round as a basis for the prediction.�is works for all hosts that transmitted
data in the previous round, i.e., t i(r) > 0. In this case, the algorithm sets the expected
data rate te i(r + 1) = t i(r). If it set te i(r + 1) for all other hosts to te i(r + 1) = t i(r) = 0,
all these hosts would be assigned to an IDS instance.�ere is a certain probability that
these hosts will transfer data in the next interval, so the overall prediction of the hosts’
data rate will not be correct and the IDS instances will be overloaded. To avoid this
problem, the algorithm calculates an average data rate for all hosts that transferred no
data in round r − 1, i.e., t i(r − 1) = 0. Let DR0(r − 1) be the set of hosts with t i(r − 1) = 0,
then the expected rate can be derived for all hosts in DR0(r):

dr0(r) =
1

∣DR0(r − 1)∣ ∑
h i∈DR0(r−1)

t i(r)

Now the expected data rates can be set for these hosts: ∀h i ∈ DR0(r) ∶ te i(r+1) = dr0(r).
�is results in a slight overestimation of the expected tra�c, but solves the problem of
IDS overloading by hosts that did not transfer data in the previous round. In addition,
the assignment algorithm favors hosts with lower data rates when the hosts’ priority
is equal, as the lower a host’s data rate is, the higher is the probability that it can be
assigned to an IDS instance. To balance the e�ects of tra�c under- and overestimation,
a feedback loop has been introduced that adjusted the predicted data rate by a small
factor.�e feedback loop is implemented with a bounded P-controller that very slowly
adjusts the expected data rate to the observed data rate.
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Algorithm 5.3 IDS maximum data rate estimation
1: tmax i(r + 1)← tmax i(r)
2: if d(r) > 0 then
3: if f (r) < tmax i(r) then
4: tmax i(r + 1)← tmax i(r)/a
5: end if
6: else if f (r) > tmax i(r)

2 then
7: tmax i(r + 1)← tmax i(r) ⋅ a
8: end if

5.2.6 MaximumData Rate Prediction for IDS Instances

�e host assignment algorithmmust know the maximum data rate tmax i that each IDS
instance ids i is able to process.�is value may change dynamically during execution
time, because of the stateful analysis of packet streams and also due to system-related
aspects like the in�uence of external processes. I implemented an interval-based esti-
mation algorithm that is based on the amount of dropped d(r) and forwarded f (r)
octets at the interface to the IDS instance. Ratio a speci�es the adaptation speed of the
predicted maximum data rate.�e maximum IDS data rate tmax i(r + 1) is calculated
as described in Algorithm 5.3: If packets were dropped in the previous round and less
data than the maximum rate tmax i(r)was forwarded to the IDS instance, the instance’s
maximum data rate will be decreased by a ratio of a. On the other hand, if no packets
were dropped and the IDS instance received at least a data of tmax i(r)

2 , the instance’s
maximum data rate will be increased by ratio a. I observed sensible values for ids i(0)
and a in the prototype with 500KiB/round and 1.01, respectively.

5.2.7 Data Forwarding to IDS Instances

E�cient data transfer to asynchronously executed IDS instances is a challenging issue at
the expected data rates. In Unix operating systems, commonly POSIX pipes are used for
unidirectional data transfer between processes. In these pipes, data is copied between
user and kernel-space. I avoided the overhead of these copy operations by implementing
a lock-free ring bu�er [87, 115] of size l in shared memory. As the forwarded tra�c is
highly dynamic, the IDS instance is not always able to process the incoming packets in
time and the connecting ring bu�er will �ll up and lead to random, uncontrolled packet
dropping. My implementation alleviates this problem and introduces controlled packet
dropping.�is method continuously monitors the �ll level of the bu�er. If it exceeds a
threshold t1 (in our implementation it is set to ⌊ l

2 ⌋ at the start of each interval), packets
will be dropped in a controlled way. Within the per-packet selection module, an ordered
set S1 is stored containing all hosts whose packets are forwarded to the IDS instance.
All hosts in this set are ordered by their priorities. If the bu�er’s �ll level exceeds the
threshold, the ordered set is split into two halves S1 = H1∪L1 whereby all hosts withinH1
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have greater or equal priority than all hosts within L1. Packets belonging to hosts within
L1 will be dropped (previously also called forcibly dropped hosts) from this moment on.
Additionally, a new threshold t i+1 will be used with t i+1 = l − ⌊ 1

2 (l − t i)⌋ for the next
iteration, as well as S i+1 = H i .
�is behavior can be observed in Figure 5.2. It shows the data rate forwarded to one IDS
instance for one round of 500ms.�e two vertical lines mark the times when the ring
bu�ers’ thresholds t1 and t2 were exceeded. Each time, one group of hosts was removed
from the forwarding table by controlled packet dropping.�e set L1 is removed at t1,
and the set L2 is removed at t2. �is mechanism ensures that hosts with the highest
priorities will remain in the set as long as possible.�e decision, which hosts to remove
from the set, is not based on the hosts’ current data rates. As can be seen in Figure 5.2,
multiple iterations of controlled dropping may be necessary, e.g., at t2 the set L2 is
dropped although only little data was caused by those hosts.

5.3 Evaluation

In the �rst part of this section, I analyze the detection performance of the IDS Snort in
scenarios with packet loss. �e results of this section were used for the design of the
load balancing system. In the latter part, a prototype of my load balancing system is
evaluated using real packet traces from the network described in Section 2.1.

5.3.1 IDS Detection Performance in Non-optimal Conditions

Payload-based signature matching uses di�erent preprocessing methodologies depend-
ing on the protocol type of the analyzed �ow. For UDP and other non-stream-oriented
protocols, packets must be parsed separately. For streaming protocols like TCP, a stream
is reassembled from the captured packets and pattern matching is performed on the
reconstructed stream. To detect evasion and spoo�ng techniques, packets with payload
are commonly only accepted if an acknowledgment has been observed from the peer. If
acknowledgments are dropped due to overload at the IDS, it causes the loss of a large
portion of TCP-payload related events.
I evaluated this e�ect in an experimental setup using the IDS Snort with the Emerg-
ing�reats rule set2 using a 4100 s packet trace with an average data rate of 430Mbit/s
from the network described in Section 2.1. I removed events from the resulting event
log that required multiple detections within a speci�ed timespan and all events that
were not detected by matching content. Two experiments were performed: packets
were randomly dropped from the original packet trace to measure the in�uence of
packet drops to the IDS’s performance. In the second experiment, the IDS was regularly

2http://www.emergingthreats.net, downloaded on 29/9/2010.
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Figure 5.2 – Runtime graph of the data rate transferred by the ring bu�er to one
IDS instance with a data aggregation interval of 10ms

restarted to simulate the e�ects of reassigning a connection to a di�erent IDS instance
without transferring the relevant state to the new IDS instance.

5.3.1.1 Random Packet Loss

In this experiment, the packet trace was prepared by randomly dropping packets at a
rate d ∈ {0.0, . . . 0.9}. �e IDS Snort analyzed the trace and all reported events were
recorded for each run. Figure 5.3 shows the results. �e horizontal axis speci�es the
packet loss rate d, and the vertical axis shows the ratio nd

n t p
, where nd is the number of

events reported during a run with packet loss d, nt is the total number of events without
packet loss, and p = 1 − d is the ratio of captured packets. Events, that are detected
multiple times in the same connection, do not o�er additional value for analysis. So
I determined the number of unique events by removing all duplicate events within
connections.�e resulting number of unique events are indicated by the dotted lines
in the �gure. �eir values con�rm my assumptions and show that for stream-based
connections, there is a higher probability of losing events than the overall packet-loss
rate suggests, e.g., for the �ltered TCP trace with a packet-loss rate of 50%, 62% of all
unique events were not detected. In contrast to TCP, UDP-related signatures did not
show any disproportionate impairment by the packet-loss.
If we capture a ratio of p packets in average and a TCP segment with payloadwas received
that matched a signature (which is the event S), the probability, that the succeeding
acknowledgment packet will be received, is also p. �is leads to a probability of p2

that both packets are successfully received by the IDS.�e observed probability in the
experiment is much higher than p2. As TCP uses cumulative acknowledgments, only
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Figure 5.3 – True-positive event ratio of the IDS Snort working on traces with
random packet loss
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Figure 5.4 – Probability of detecting an event with random packet loss

one packet with set ACK �ag and a higher acknowledgment sequence number needs
to be observed by the IDS, then the payload will be accepted. I call this event A. �e
probability P(A) to capture at least 1 packet out of n acknowledgment packets is

P(A) = 1 − (1 − p)n . (5.14)

�is is equal to the conditional probability P(A∣S), where we assume that one TCP
segment relevant for a match has been received by the IDS, and then, at least one of the
succeeding acknowledgment packets was received. Probability P(A∩ S) for one match
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Figure 5.5 – Exchanged packets within a TCP connection including the connec-
tion shutdown

is

P(A∩ S) = P(A) ⋅ P(S) = p (1 − (1 − p)n) , (5.15)

which is shown in Figure 5.4. For a packet reception ratio p = 0.5 and 5 packets with set
acknowledgment �ag, we get a probability of 48% to detect thematch – this is almost the
packet reception ratio of 0.5, which cannot be exceeded by P(A∩S). So in the worst case,
the probability P(A∩ S) degrades to 0.25, where only one acknowledgment packet may
be received for p = 0.5. Results in Figure 5.3 showed a much higher probability, so in the
network traces, more than one acknowledgment packet was observed in average.�is
is due to the normal TCP connection shutdown with FIN �ags. I show a standard case
commonly observed in networks in Figure 5.5. Host A transfers 4 bytes of data in the �rst
packet of this example. I assume that this segment is relevant for the match within the
IDS.�en the peer, host B, acknowledges the packet and closes the connection using the
FIN �ag in a second packet, also setting the acknowledgment �ag.�eoretically, both
packets could be combined to one packet, but this approach is not common practice in
current network stack implementations.�e connection shutdown is acknowledged by
host A and is continued. In total, host B transmits 3 packets acknowledging the data
transfer, and this is independent from the host which closes the connection �rst. O�en,
IDS matches are not contained in the last data segment within a TCP connection, so
the number of acknowledgment packets is commonly n ≥ 3, con�rming the results in
Figure 5.3.

5.3.1.2 IDS Instance State Reset

In this experiment, the IDS Snort was periodically restarted during each run. No
packet loss was simulated in the packet trace. �e restarts ensured that all internal
state information within Snort was removed. �is method simulated a transfer of a
connection from one IDS instance to another instance in the load balancer. Furthermore,
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my intention was to analyze the e�ects of the con�guration parameter mtmin of the
proposed load balancer.
Payload signatures may depend on several consecutive packets to match, like a normal
pattern match on payload that is split over multiple TCP segments, or, as described in
Section 5.3.1.1, packets containing appropriate acknowledgment �ags. Other scenarios
are, for example, the detection of port scans that requires a certain amount of connections
attempts, or an IDS that contains multiple signatures which are dependent on each other
to trigger an event. Especially with my selection algorithm, I only monitor hosts for
a certain minimal monitoring time. If not all packets needed for a certain signature
are received by the IDS, it will not match the signatures and a false-negative will be
produced.
On the other hand, some signatures may match multiple times on network tra�c within
the same connection. IDSs suppress unneeded duplicate events automatically. If the
suppression mechanism does not work any more because of the loss of state information,
multiple events will be reported. �is problem can be solved by removing duplicate
events a�er the report, as usually duplicate events for a single connection do not o�er
additional insights in the succeeding evaluation.
Figure 5.6 shows the results of this experiment.�e packet trace was processed 10 times
with di�erent restart intervals which are indicated on the horizontal axis. TCP and
UDP-related events are shown separately, and the event trace was cleaned of duplicate
events that matched the same connection. Data that only contains unique events are
marked with the keyword “�ltered”. �e loss of state in the IDS instance in�uenced
the quality of UDP-related event reports very little: at a 1 s restart interval, 21 unique
events were lost, compared to a restart interval of 1 h.�is result is not surprising, as
only very few events that required multiple UDP signature matches were included in
the packet trace. Furthermore, events requiring multiple signatures to match did not
occur in the packet trace. In contrast, the TCP-related events showed a higher in�uence
of frequent IDS restarts: compared to the 3600 s interval, for the un�ltered trace and
the trace with unique events 4% and 12% events were lost, respectively. Snort reported
a high number of events matching a signature for synchronization attempts between
popular P2P clients and signatures for chat activity.�ese matches occurred multiple
times within long running TCP connections, and featured high communication delays
that sometimes exceeded 1 s. �ese were mainly responsible for the drop of detected
events in short IDS restart intervals, both in the �ltered and un�ltered TCP graphs.
�e results con�rm the expectations: the shorter state information is kept within the IDS,
the less events will be detected. I observed two primary reasons: either acknowledgment
packets or packets containing part of the matching signature were analyzed by the IDS
a�er the state information was reset.�is encourages the use of the minimal monitoring
interval within the load balancing system, which should be set as high as possible.
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Of course, attackers may easily circumvent this minimal monitoring interval by delaying
packets that are required by the IDS for successful detection. Even rising the minimal
monitoring interval to a very high value does not solve this problem, as TCP implemen-
tations usually do not include timeouts for successfully established connections that do
not transfer data. But this problem is common for network-based IDSs, as I already
covered in Section 2.5. As long as no timeouts are triggered on the peer that the attacker
is communicating with, this poses no problem for the attacker.

5.3.2 Prototype

I implemented a prototype of the load balancing system using themonitoring framework
Vermont, and customized the IDS Snort to receive packets via a shared memory-based
ring bu�er. In the following, this system is evaluated in regard of its runtime performance
and event detection performance.

5.3.2.1 Runtime Performance

To evaluate the performance of the load balancing system in a realistic environment, I
experimented with my prototype3 that received live data from the network described in
Section 2.1. Vermont was con�gured to capture packets from the network interface with

3Running on an Intel Core2 Quad CPU@2.83GHz with Intel 82572EI Ethernet controller.
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PF_RING [30] and a 32 kpkt ring bu�er.�e load balancer distributed packets to three
instances of the IDS Snort and used an assignment interval of 500ms.
In the experiment, I analyzed a 24h run of the load balancing system, focusing on
statistics of the �rst IDS instance. In this run, the system processed a mean data rate of
650MBit/s. It dropped less than 0.1% of packets in PF_RING’s bu�er. Figure 5.7 shows
the normalized distribution of the following variables: actual load measured in one
round of the IDS instance, data rate estimated in the previous round, data rate that was
dropped by the controlled packet dropmechanism, and data rate thatwas unintentionally
dropped.�e estimated data rate is o�en directly related to the estimation of the IDS
instance’s maximum data rate, because the load balancing algorithm tries to use up as
much available data rate as possible.�e actual received load from the network shows a
very high variance with a mean of 167MBit/s. Controlled packet drop was performed at
a mean data rate of 14MBit/s, and e�ectively prevented most uncontrolled packet drops
with a mean data rate of 2.7MBit/s. Ensuring a lower packet drop rate would either
require larger bu�ers, or a lower utilization of the IDS instances. Both aspects lead to
compromises that need to be considered: larger bu�ers would cause a higher amount of
cache misses within the CPU cores, resulting in slower execution, and a lower utilization
of the IDS instances would reduce the amount of analyzed network tra�c. In the tested
hardware platform, I took care to select values for the corresponding con�guration
parameters to achieve best results.
A runtime plot of the same run is shown in Figure 5.8.�e le� graph shows a timespan
of 24h, and each plotted value is a mean of 200 s, whereas the right graph shows an
excerpt of non-aggregated values.�e �gure additionally includes the maximum data
rate estimated for the IDS instance by my algorithm. During the night at runtime 450
to 1000min, the load balancing system was able to process almost all incoming tra�c.
�us, the utilization of the IDS instances decreased and less packets were dropped,
which, in turn, leads to the e�ect that the load estimation algorithm increased the
estimated maximum load.�is wrong estimation has no serious consequences, as the
algorithm adapts very quickly to load changes.�is cannot be seen in the runtime plot,
as it displays the mean value over 400 single data points, whereas the non-aggregated
values oscillated. I included an excerpt on the right side of Figure 5.8 to visualize one
of the key problems: the high variance of the received tra�c’s data rate. Obviously, the
estimated load of the IDS instance varies with time. Some data points within the graph
show that the load balancing system did not use up the IDS instance’s available load,
as all hosts were already assigned to the other IDS instances. Two other data points
show an estimated load higher than the maximum IDS load. �is is due to a single
high-bandwidth host that was assigned to the IDS instance. Hosts, that overload an
IDS instance, are also assigned by the load balancer. During the assignment of these
hosts, no other hosts are assigned to the corresponding IDS instance and the amount of
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Figure 5.8 – Runtime plot of a data transfer to one IDS instance with aggregated
values over 24 h (le�) and a short non-aggregated excerpt (right)

dropped data is ignored.�is is a compromise, as all IDS instances are usually able to
process the same data rate, and if one host exceeds this data rate, the alternative is to
not monitor this host at all. As this is not desired in the system, it is assigned exclusively
to one IDS instance.

5.3.2.2 Event Detection Performance

To compare the load balanced parallel IDSwith a normal IDS in conditions of packet-loss,
I conducted another experiment using the same packet trace as was used in Section 5.3.1.
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Figure 5.9 shows the number of TCP and UDP related events reported by Snort for
processing the trace with di�erent packet drop ratios, whereby duplicate events for the
same connection were omitted (this corresponds to the “�ltered” trace in Figure 5.3).
Additionally, I performed multiple runs with the load balancing algorithm con�gured
withmtmin = 10 s. To obtain realistic results, the packet trace was processed in real-time,
and the processing rate of each Snort instance was limited to get comparable drop ratios.
A lower packet loss rate than 40% was not possible, as the three IDS instances were at
maximum load and could not process the needed data rates. At a packet loss rate of 85%,
the load balanced run detected 44% more events than the IDS run with random packet
drops.�is is due to the minimal monitoring interval, which ensures that all consecutive
packets in a certain interval are forwarded to the IDS. Similarly, rules matching UDP
content were more o�en reported by the load balancing system.�is is due to a high
number of events matching DNS queries.�e observed DNS servers did not produce
much tra�c at the Internet uplink, so the load balancer o�en temporarily assigned the
servers to an IDS which led to a higher amount of reported UDP events.

5.4 Conclusion

I introduced a novel approach for load balancing specialized for parallel payload-based
IDSs on multi-core systems using prioritized �ows. I primarily target the use in high-
speed networks where it is only feasible to analyze a fraction of the network tra�c.
Using a prototype, I experimentally evaluated the performance of my system both in
quality and quantity.�e system is able to cope with highly �uctuating data rates, which
is a common property of today’s Internet network tra�c. A key feature is the minimal
monitoring interval ensuring that consecutive packets needed for pattern matches will
be forwarded to the IDS with a high probability.�is capability leads to improvements
of up to 44% in the event detection rate compared to systems dealing with random
packet loss. Using a prototype, I performed multiple experiments on real network traces
that con�rmed the expected throughput and detection ratios.
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Chapter 6

Conclusion

Network-based intrusion detection will continue to play an important role in the task
of protecting future computer networks.�is work concentrated on the improvement
of a distributed data processing framework for a diverse set of intrusion detection
techniques.
In the �rst chapter, I described properties of network tra�c in detail. Network tra�c
is very di�cult to predict in many cases, as the variance of data rates is very high
and user behavior signi�cantly in�uences network tra�c. I continued by performing
a survey of all components involved in a network-based IDS. Starting at the lowest
layer, packet capturing, I described techniques of state-of-the-art so�ware-based packet
capturing implementations.�ese implementations are not able to cope with current
network data rates of 10Gibit/s, and hardware-based solutions like DAG cards solve this
problem. As a new trend, o�-the-shelf network hardware starts supporting optimized
processing with hardware �ltering capabilities and multi-core support. In the area of
�ow aggregation, the standardized IPFIX protocol is already well supported in so�ware-
based and hardware-based systems and provides a sound basis for analysis. Intrusion
detection systems are mainly realized with signature-based techniques in practical use
today, whereas anomaly-based systems are rarely in use. Network-based attack detection
su�ers from limitations that are intrinsic to their methodology: as network-based IDS
are not able to analyze what consequences transferred packets have on end systems,
complications may arise during analysis. Depending on the attacker’s in�uence, varying
parts of communication data may be arbitrarily modi�ed to avoid detection: if only one
peer of a bidirectional communication dialog is controlled by the attacker, a high chance
of detection is given. If, on the other hand, the attacker controls both end points, tra�c
can be hidden. �e ability of detection also depends on the tra�c in the monitored
network: if the network is very diverse and features a high variance in communication
patterns, detection will be very hard. If the network is static and applications only rarely
changed, a communication pro�le of the network may be built, and deviations from this
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pro�le can be detected. In these well-controlled networks, a detection technique based
on white-listing could detect those concealedmalicious patterns. An additional problem
for network-based analysis is the increasing amount of encrypted communication, as
the payload transferred in encrypted connections can not be analyzed.
A combination of anomaly-based and signature-based detection techniques may present
an answer to these problems. A distributed data processing framework was presented
in the introduction of this work that would allow the integration of various detection
techniques. In that section, I also postulated some goals for this thesis. Now I will
discuss each of these points in regard of �nished work and open issues:

1. Use of distributed sensors: Many �ow-based distributed sensors are already de-
ployed in current networks, as a high portion of available routing devices support
�ow aggregation out-of-the-box. Monitoring frameworks like Vermont are able
to receive and process this �ow data and provide an adequate framework for
�ow-based analysis techniques. But detailed packet payload monitoring is com-
monly not possible with these devices – either a dedicated network tap needs to
be installed within network links, or monitoring devices need to be attached at
monitoring ports of routing devices.�is poses a problem for distributed data
analysis, as hardware needs to be installed at those points in the network.

2. Use highest possible aggregation levels:�e connection state classi�ers developed
in Chapter 3 help to apply detection techniques to aggregated �ow data that
originally targeted packet-level data, thus reducing the amount of needed input
data signi�cantly. I evaluated a rate of 95% correctly identi�ed connection states
withmy techniques. Unfortunately, many �ow aggregators do not allow an analysis
with higher quality, as important information like the direction of connection
establishment is missing. Further work is needed in this area, as, e.g., how well
detection algorithms in combination with the proposed classi�ers cope due to
the classi�ers’ error rate of 5%.

Furthermore, Chapter 4 dealt with developing payload-based �lters to reduce the
amount of data that is analyzed by IDSs, especially signature-based systems like
Snort. Beginning with a detailed analysis of the structure of rules used by Snort, I
discovered thatmany detected events are located shortly a�er the beginning of con-
nections. Based on these results, I developed Front Payload Aggregation (FPA), a
payload-based aggregation mechanism that captures payload from the beginning
of connections and stripped bulk data. As the intrinsic pattern of communication
is dialog-based, where requests are issued and responses received, I extended
FPA to Dialog-based Payload Aggregation (DPA). DPA captured dialog segments
within connections, so that multiple pipelined requests within a connection can
be captured by DPA and be forwarded to an IDS. DPA achieved very good results
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in the evaluation with live network data, as it only forwarded 4% of the original
amount of data, and Snort still reported 89% of events. Undetected events mostly
were caused by rules matching shellcode in bulk data, and false-positive events.
Information about communication dialogs is not only interesting for payload-
based detection techniques, but also for forensic analysis by security and network
professionals. Current data retention systems like Time-Machine [96] only sup-
port FPA-like data aggregation, and DPA represents an interesting extension for
these systems.

3. Dynamic adaptation to environments: Dynamic adaptation is still one of the biggest
problems of currently available data capturing devices, both packet-based and
�ow-based. I discovered that mostly static con�guration is supported in currently
available �ow aggregation systems. When implementations were recon�gured
during runtime, they showed unexpected behavior. So care needs to be taken,
if exported data is analyzed during recon�guration periods. A solution for this
problemmay be so-calledmediation devices [78] that adjust the detail of �ow data
to meet certain requirements, and perform data �ltering or aggregation on the
data.

For a distributed data processing framework, dynamically con�gurable packet
capturing devices are also needed within the network, which are able to deliver
detailed data including packet payload. Many dedicated systems are available that
support DPI, but these devices need to be directly attached to the monitored net-
work links or routers, such as the monitoring framework Vermont. Additionally,
hardware support is lacking for forwarding selected portions of network tra�c
to remote IDSs. An intelligent data selection and load balancing technique was
presented in Chapter 5. �ere, a load balancer was proposed that used a host-
based priority model to select relevant portions of the incoming network tra�c
and forwarded the data to multiple signature-based IDS instances. By taking
measures to minimize random packet losses and using a minimum timespan that
a host’s tra�c was forwarded, the system achieved an improvement of 44% in the
event detection rate compared to random packet losses.

Besides these improvements for an e�cient data processing framework for IDSs, a
combination of di�erent analysis techniques is promising [17]. First successful attempts
at this combination were made, especially in the area of signature generation, where
anomaly-based approaches were used to automatically create signatures [10, 116]. An-
other possible application of combined detection techniques lies in the cooperation
within a distributed IDS. As it is near to impossible to analyze all transferred packet data
in a whole network, fast techniques operating on aggregated data could be an interesting
trade-o�. If certain portions of the tra�c are identi�ed that seem suspicious, they may
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be forwarded to more detailed analysis by, e.g., a payload-based detection technique. A
possible framework for this cooperation was presented in the introduction of this work.
Further research is required in this area, especially in the evaluation of a combination
of these approaches.
In conclusion, many detection techniques have been proposed in the past that show
excellent results in a variety of di�erent applications. But not every technique is equally
well-suited for deployment in networks of di�erent sizes and uses. A solution o�ering a
dynamic combination of multiple approaches, both in data aggregation granularities
and detection methods, is not available yet, but the adaptation of dynamic management
techniques for intrusion detection has just started.
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