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Abstract

Cardiovascular diseases are the number one cause of death in the world.
As a consequence, cardiovascular diseases are a major health and economic
problem. Any actions taken to support the clinical process during diagnosis,
treatment and aftercare procedures are therefore strongly desirable. Today
medical imaging techniques play a key role for this purpose. Especially car-
diac imaging has high demands on the imaging modality with respect to
spatial and temporal resolution. The image quality that can be acquired by
computed tomography is almost at pace with traditional catheter based an-
giography. However, analysis of the data is a manual and time consuming
process. Hence, a quick evaluation of the images is required in order to pro-
vide optimal patient care. Especially the identification of small structures
like plaques contained in the coronary arteries of the heart is difficult. In
this thesis, methods were examined that approach this problem. The foun-
dation of the presented algorithms is a robust segmentation of the coronary
arteries within the data. Based on this segmentation, methods that operate
on its results have been developed that allow the classification of patholo-
gies along the vessels. A learning-based approach has been implemented
and used to identify diseased regions along the arteries. The resulting al-
gorithm is capable of quickly detecting the location of soft- and calcified
plaques in the data. Besides the detection of the location and the type of
plaques, their quantification is important with respect to risk assessment. A
fully automatic, threshold based segmentation and scoring method for calci-
fied plaque is presented that delivers similar results than those obtained by
manual segmentation from a radiologist. Finally, a snake-based segmenta-
tion algorithm for soft-plaques in CT angiography data has been examined.
This approach generates a boundary hull along the whole vessel and extracts
a radius distribution curve from that data. Thereby, it is possible to detect
and quantify the narrowing of vessel lumen in the presence of a soft-plaque.

Overall, the algorithms presented in this thesis and the software products
that were developed in conjunction with it could contribute significantly to
the provision and improvement of computer aided diagnostic methods for
the analysis of coronary artery disease in CT data.
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CHAPTER 1
Motivation

According to the World Health Organization (WHO), the number one cause
of all deaths worldwide are cardiovascular diseases (CVD) [Wor09]. In 2004,
an estimated number of 17.1 million people died from CVDs. This num-
ber represents about 29% of all global deaths. Solely in Germany, 43.4% of
all deaths occurred in 2007 were caused by diseases of the circulatory sys-
tem [Sta10a]. The WHO estimates that by 2030 almost 23.6 million people
worldwide will die of CVD, mainly from heart disease and stroke. Consider-
ing these vast numbers, an early and reliable detection, diagnosis, treatment
and aftercare of patients suffering from CVDs is vital. In combination with
the clinical standard techniques for risk stratification of patients, the evo-
lution of medical imaging techniques over the last decades has constantly
introduced more and more powerful tools for clinical diagnostics. Standing
out was the introduction of multi-slice computed tomography (MSCT) in
1998, as this nowadays allows cardiac imaging at a very high temporal and
spatial resolution. Consequently, CT allows imaging of the coronary vessels
at a quality comparable to the gold-standard of clinical CVD diagnostics: in-
vasive catheter-based angiography. However, CT angiography (CTA) does
not suffer from the fatality risk associated with conventional angiography.

Nevertheless, considering the current clinical workflow that is necessary for
processing a tomographic dataset, the ever increasing amount of patients
and associated data also drastically increases the manual effort and the time
required by the radiologist to create a reliable diagnosis or risk stratification.
It is therefore highly desirable to research and develop methods operating
on this data in order to provide automatic diagnostic support. Even simple
algorithmic automations, for example the detection of the heart position in
the dataset, could lead to a significant increase of efficiency in the radiolo-
gists workflow. Moreover, these computer aided diagnostic (CAD) methods
lead to an enhancement of the work division between the radiologist and the
computer. While the computer processes the acquired data automatically,
the clinician re-obtains more time for the interpretation of the information
contained in this data. Alternatively, more patients can be diagnosed dur-
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ing the same time, which would be also strongly desirable due to the ever
increasing cost pressure in the health care system.

Regarding CTA data with respect to the diagnosis of CVD, the development
of algorithms supporting the radiologist in the detection and quantification
of stenotic lesions within the cardiac vascular tree are of utter importance.
Stenosis are lipid-rich, fibrous or calcified plaques, narrowing the lumen of
the coronary arteries and thus are the major cause of CVD and its associated
health risks. Consequently, the assessment of the coronary arteries and the
quantification of stenosis extent is the major focus during CVD diagnostics.
However, as of today this process is mostly manual, requiring a high degree
of clinical experience and time. Additionally, as with most manual diag-
nosis processes, it suffers from intra- and inter-observer variability. Even
though image processing methods have been greatly improved during the
last years, only a few semi-automatic methods for stenosis detection and
quantification have been developed so far.

The major requirement for the development of such methods are simplic-
ity of applicability, clinical validity and reproducibility. This thesis presents
methods that are capable of detecting and quantifying stenosis in CTA data
fully automatically. In contrast to many semi-automatic methods, the algo-
rithms developed during the course of this work do not require any manual
interaction from the radiologist except for the validation of the diagnostic
results. Therefore, the focus of all techniques was clinical pertinence and
validity. For every automatic detection approach, prototype software prod-
ucts have been developed and used for clinical evaluation. Some of these
prototypes have already been integrated into the standard CT processing
software — others are still used actively within a clinical research context.
Additionally, the evaluation of the presented algorithms was not only per-
formed on single, isolated data, but rather on a large database of real clinical
CT data. Thereby, the validation of the algorithms could benefit from the di-
agnostic reference data created by the radiological experts.

1.1 Contribution

The contribution of this thesis is comprised of techniques that are capable of
detecting and quantifying stenotic lesions on CTA data automatically. Thus,
all algorithms fulfill the requirement of simple applicability, ensuring clin-
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ical validity and reproducibility by evaluation on real world data, including
reference diagnostic results provided by experienced radiologists. The al-
gorithms have been partly published in [TVHF∗08, TVHF∗09, TVHB∗10,
TVHB∗11]. In particular, the contributions of this work are:

(1) Automatic Vessel Tree Labeling
Based on an existing pre-processing pipeline for CTA data, which con-
sists of a heart-isolation algorithm and an automatic vessel tree seg-
mentation, a geometry based approach for the automatic detection
and labeling of the three major coronary arteries has been developed.
Anatomical knowledge in conjunction with the results obtained from
the pre-processing steps is used in order to detect and mark the ves-
sels for automatic extraction. Despite its simplicity, the approach has
proven to be robust, fast and delivering reliable results. Due to the
correct labeling of the arteries it becomes possible to provide a precise
orientation for the radiologist and to create accurate clinical reports.

(2) Learning-Based Stenosis Detection
Since learning-based pattern classification methods have shown to
yield useful results in a variety of industrial and clinical applications,
their applicability for stenosis detection on CTA data has been inves-
tigated. Therefore, a multi-scale feature extraction approach for CTA
image data has been developed in order to describe the coronary ar-
teries including their possible diseases adequately for an AdaBoost
based classifier. Using the obtained feature values, the classification
algorithm is trained with a set of selected sample data. The imple-
mented approach is capable of detecting the position and the extent
of calcified- and soft-plaques in the CTA data with a high sensitivity
and specificity. This method was shown to be especially useful for
quickly ruling out the presence of lesions within a CTA scan.

(3) Automatic Calcium-Plaque Detection and Quantification
One major indication for risk assessment of CVD is the cardiac cal-
cium score, which is computed from a threshold based segmentation
of calcified plaques in the data. This can be particularly difficult on
CTA data, since due to the application of contrast agent image con-
trast has a very high variability. In this thesis, an algorithm has been
developed that provides a robust determination of an accurate seg-
mentation threshold for calcified plaques in CTA data. Subsequently,
calcified plaques can be detected, segmented and quantified accord-
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ing to the clinical standard procedures and calcium scores can be com-
puted automatically. This approach has been validated against man-
ual acquired data and has proven to yield equivalent clinical results.

(4) Automatic Soft-Plaque Detection and Quantification
Due to CT’s low soft-tissue contrast, soft- or lipid-rich plaques are
hard to detect and measure. Within the course of this thesis, several
algorithms based on active contours have been investigated in order
to create a model-based description of the coronary arteries. Subse-
quently, these models can be used in order to deliver an estimate of
soft-plaque location and severity.

1.2 Thesis Outline

The present thesis consists of nine chapters divided into three parts. Part 1
consists of a general introduction and motivation, followed by an overview
of the anatomy and the function of the human heart in Chapter 2. In Chap-
ter 3, the current clinical imaging and diagnostic techniques used in practice
are discussed. Part 2 presents the methods developed during the course
of this thesis. Chapter 4 discusses the CT preprocessing pipeline and the
method developed for automatic vessel labeling. In Chapter 5, the approach
for learning-based stenosis detection is discussed, followed by the coronary
calcium detection and quantification in Chapter 6. Finally, Chapter 7 in-
troduces techniques that can be used in order to detect and quantify soft-
plaques on CTA data. The thesis is finally closed with Part 3, which discusses
the presented work and puts the results into context in Chapter 8, followed
by a conclusion and outlook in Chapter 9.
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CHAPTER 2
The Human Heart

The heart is one of the most important organs in the human body. It acts as a
pump connected to the vascular system and therefore is responsible for the
delivery of blood to all parts of the body, supplying oxygen and nutrients
to other organs and musculature. The average heart weights between 250
and 300 grams and is a little larger than a human fist [Led05]. The cardiac
output, i.e. the volume of blood pumped by the heart in the time interval of
one minute for the average healthy and unstressed heart is about 5.0 litres
for a human male and about 4.5 litres for a human female. Consequently,
the daily delivery rate of pump volume amounts to at least 6, 480 litres.

Due to the high energy turnover of the heart muscle even in periods of rest, a
consistent supply of the musculature with oxygen is inevitable for its correct
function [Led05]. During phases of physical rest, the oxygen consumption
of the heart is already at about 8–12ml/min/100g, increasing during pe-
riods of stress. However, unlike as for most muscles in the body, it is not
possible for the heart to have an excess post-exercise oxygen consumption.
Since the coronary arteriovenous oxygen difference is in stressless phases
already found to be about 10–20 Vol.% it cannot be substantially increased
anymore in phases of stress. Consequently, any increased oxygen demand
has to be covered solely by an increase of blood flow [Led05]. Hence, any
disease or defect of the coronary arteries, which are responsible for fulfilling
the hearts oxygen demands, may have fatal consequences.

2.1 Anatomy and Function

The heart is a cone shaped muscular hollow organ situated in the human
thorax in between the left and the right lung. It is bordered downwards by
the phrenic [Led05, PP07] (Fig. 2.1). The heart itself is enclosed within a
fluid filled sac of connective tissue, the pericardium. The pericardium con-
sists of the endocardium, myocardium and epicardium and allows the heart
muscle to move freely between the surrounding organs.
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The human heart is divided into four subparts. The left atrium and the left
ventricle (i.e the heart chamber) form the left heart side and the right atrium
and the right ventricle form the right heart side (Fig. 2.2). Technically,
each side can be viewed as a synchronized series connection of a helping
pump (atrium) and a main pump (ventricle). The initially pumping atrium
is responsible for a better filling of the ventricle with blood, whereas the
subsequently pumping ventricle supplies the connected vascular system.

Figure 2.1: Heart muscle, near vessels and location within the human body [PP07].
Image courtesy of Elsevier GmbH, Urban & Fischer Verlag, München.

In order to ensure the correct blood flow direction during a heartbeat, the
atria are separated from the chambers by the atrioventricular valves. The
atrium and the ventricle of the left heart side are separated from each other
by the mitral valve which is formed of two cusps. The atrium and the ven-
tricle of the right heart side are separated by the tricuspidal valve which is
formed of three cusps. The cusps of the valves are connected to the papil-
lary muscles by strong tendon fibers [Led05, PP07]. The blood flow from
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and to the great arteries (vena cava superior and aorta) is regulated by the
pocket valves, the pulmonary valve (valva trunci pulmonalis) and the aortic
valve (valva aortae). The valve system of the heart is shown in Figure 2.3.

Figure 2.2: Left and right heart chamber [PP07]. Image courtesy of Elsevier GmbH,
Urban & Fischer Verlag, München.

Figure 2.3: The heart valves separating the atria and the chambers, thereby ensuring
correct blood flow direction [PP07]. Image courtesy of Elsevier GmbH, Urban &
Fischer Verlag, München.
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2.1.1 Heart Cycle

The low oxygen blood from the body is transported into the right atrium of
the heart through the vena cava superior (Fig. 2.1). Then, the right ventricle
is filled by a contraction of the right atrium in conjunction with the open-
ing of the tricuspidal valve. With the following beat of the right ventricle
and the opening of the pulmonary valve, the blood is pumped into the lung
vessels through the pulmonary artery. Having been oxygen enriched in the
lungs, the blood is transported through the lung veins into the left atrium of
the heart. Subsequently, it is pumped through the mitral valve into the left
ventricle by a contraction of the left atrium. From there, the blood is ejected
through the aortic valve into the aorta reaching the body circulation.

As a pumping device, the heart muscle rhythmically alternates between the
states of fatigue (diastole) and contraction (systole). During the diastolic
phase, the heart chambers are filled with blood. Subsequently, this blood
is ejected into the major arteries during the systolic phase. The central
clock for this cyclic process is the sinoatrial node which is located in the
right atrium. The electric stimulation originating within the sinuatrial node
firstly propagates through the myocard of the atria. Subsequently, it passes
the atrioventricular (AV) node, which acts as an electric delay element. Fi-
nally, the excitation spreads into the ventricle causing its contraction. Be-
sides the division into diastolic and systolic phases, the heart cycle can be
refined further [Led05]:

1. Contraction Phase:
The contraction of the myocardium is initiated by an electric poten-
tial emerging at the sinoatrial node. This marks the beginning of the
systolic phase. The ventricular pressure increases beyond the pres-
sure present within the atria. As a consequence, the atrioventricular
valves close, leading to an isovolumetric contraction of the heart.

2. Expulsive Phase:
As soon as the ventricular pressure increases beyond the pressure in
the aorta, the atrioventricular valves open and the blood is ejected into
the circulatory system. However, only a part of the end-diastolic blood
volume (EDV) is ejected into the aorta. A rest volume (RV) remains
within the ventricles. The stroke volume (SV) is then SV = EDV −
RV. The fraction SV of the EDV is called the ejection fraction (EF).
During the expulsive phase the pressure within the chambers is still
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increasing, reaching its maximum at the end of the systolic phase.

3. Relaxation Phase:
Shortly after the decrease of the ventricular pressure below the pres-
sure of the aorta, the atrioventricular valves close, leading to an iso-
volumetric muscular fatigue. As soon as the pressure drops below the
pressure within the atria, the atrioventricular valves reopen and the
ventricles start to fill with blood.

4. Filling Phase:
The atrioventricular valves are open and blood flows into the ventricle,
leading to increased ventricular volume and pressure.

2.1.2 Vascular System

The coronary arteries (arteria coronariae cordis) are the vasa privata of the
heart and thus are responsible for its optimal oxygen supply. The arteries
are embedded within fatty tissue and coated with epicard. The main and
most important branches of the vascular tree are [Led05]:

1. Arteria coronaria sinistra
The left coronary artery originates above the aortic valve and is re-
sponsible for the supply of the left chamber, the front 2

3 of the chamber
septum and a small part of the right front chamber wall. It branches
into the ramus circumflexus (RCX) and the ramus interventricularis
anterior (RIVA), which branch further into some minor vessels.

2. Arteria coronaria dextra
The right coronary artery is responsible for the oxygen supply of the
right atrium, the right ventricle, 1

3 of the chamber septum as well as
the sinoatrial node and the AV-node. It branches into the ramus in-
terventricularis posterior (RIVP) and some minor vessels.

The coronary arteries can be further divided into the great coronary ar-
teries (diameter > 400µm), small arteries (diameter 100 − 400µm) and ar-
terioles (diameter < 100µm) [Led05]. Schematic images of the coronary
vascular system are shown in Figure 2.4. Since in technical applications
and software products, the English names of the coronary vessels are more
common than the Latin names, Table 2.1 lists the important translations in-
cluding abbreviations used in practice and during this thesis. Additionally,
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the vascular system of the heart includes the heart veins, which collect the
venous blood of the heart. The most important heart veins are the venae
cardiaca magna, venae cardiaca parva, vena ventriculi sinistri posterior
and the vena interventricularis posterior (Fig. 2.4a).

Latin term English term

Arteria coronaria sinistra Left main
— LM
Ramus interventricularis anterior Left anterior descending
RIVA LAD
Ramus circumflexus Left Circumflex
RCX LCX, CX
Ramus interventricularis posterior Right coronary artery
RIVP RCA

Table 2.1: Names and abbreviations for the relevant coronary arteries.

2.2 Cardiac Diseases

In principle, the various and numerous diseases of the heart can be grouped
into the following categories [Led05]:

• Congenital heart diseases, e.g. a ventricular septum defect,

• acquired heart defects, e.g. aortic or mitral valve stenosis,

• cardiomyopathies, i.e. real defects of the heart muscle that are no
reaction to other cardiac or systemic diseases,

• inflammatory cardiac diseases, e.g. endocarditis or rheumatic fever,

• cardiac arrhythmias,

• cardiac conduction disorders,

• coronary heart disease / coronary vascular disease (CVD).

Since the focus of this thesis is on algorithms for computer aided diagnostics
of CVD, this type of disease will be discussed in further detail.
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(a) Coronary vascular system in the context of the heart muscle

(b) Detail view of the main coronary arteries showing the most important
branches.

Figure 2.4: The coronary vascular system which is responsible for the oxygen supply
of the heart muscle [PP07]. Images courtesy of Elsevier GmbH, Urban & Fischer
Verlag, München.
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In the presence of CVD, the myocardium is not adequately supplied with
blood due to an insufficient blood flow within the coronary arteries. This
insufficient blood flow is caused by athereosclerotic plaques. Athereoscle-
rosis is the most common vasoactive process in the human body. The sin-
gle phases during the genesis of a plaque are understood to be an inflam-
matory activity within the coronary arteries. The trigger of this process is
the gathering of excess low density lipoproteins (LDL) at the inner vessel
wall. If these lipoproteins are changed due to a chemical process, e.g. ox-
idation, the endothelium cells of the vessel wall show an inflammatory re-
action. As a consequence, white blood cells (monocytes) are attached and
infiltrate the inside of the vascular wall. There, they are transformed into
macrophages and absorb the LDL particles. Together with a further accu-
mulation of monocytes, a lipid stripe with a fibrous coating originates within
the vessel. If the plaque is growing further, it causes a narrowing of the in-
side vessel diameter (lumen). These vascular narrowings are called stenosis.

Such a stenosis symptomatically appears usually as angina pectoris. Gener-
ally, they are haemodynamic relevant only if the diameter of the vascular lu-
men is reduced by more than 70—75%. However, in most of the cases the re-
duction of blood flow is not the cause of further incidents [VBFK06, Ach08].
As an example, only 15% of all heart attacks are caused by stenosis stop-
ping the cardiovascular blood flow. The major risk that is associated with
a plaque is the rupture of the fibrous coating. If the blood in the coronary
arteries gets in contact with the lipid core of the plaque, the result is a coag-
ulation of blood – a thrombus emerges. Is this thrombus big enough to clog
the artery, an acute and massive undersupply of the myocardium occurs, re-
sulting in a myocardial infarction. Such a plaque is also called a vulnerable
plaque [VBFK06]. Unfortunately, it is currently not possible to identify a
vulnerable plaque by any of the known imaging methods reliably [Ach08].
However, the analysis of the components and structure of a plaque enable
the clinician to estimate its vulnerability risk and stage of development.

In principle there are three major types of plaques:

1. Soft-plaque
Soft-plaques are plaques which consist mainly of lipid molecules. The
amount of calcium is very low. This is the typical form of plaques until
their median stage of development. During this phase, the probability
of a rupture is very high – much higher than that of lesions exhibit-
ing a higher amount of calcium. If the soft-plaque is big enough in
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size and extent, it can be identified on contrast enhanced CT as a nar-
rowing of the vessel lumen. However, it is difficult to measure the
real extent and composition of the plaque as the soft tissue contrast
on CT is very low (Fig. 2.6). Visual perception of soft-plaques in CT
can be enhanced by vessel segmentation and a curved planar refor-
mation (CPR) view of the corresponding artery (Fig. 2.5a).

2. Calcified Plaque
Is the amount of calcium contained within a plaque very high, then it
is called a calcified plaque. This stadium usually marks an advanced
stage of plaque development. The probability of a rupture is far lower
than that of a soft-plaque, which may be caused by a stabilization ef-
fect of the calcium deposits. Calcified plaques are relatively easy to
detect on CTA and non-contrast enhanced CT images (Fig. 2.7, 2.5b).

3. Positive Remodeling
Remodeling is the name for the development of plaques on the out-
side of the vessel wall, i.e. instead of narrowing the vessel lumen this
type of plaque does not cause a stenosis at all. As a consequence,
many cases of remodeling are never discovered as patients usually are
asymptomatic. However, the danger of rupture of such a plaque still
exists. It is very difficult to identify this type of plaque on a CT image.

(a) Soft-plaques (b) Calcified plaques

Figure 2.5: Example showing CPRs of the coronary arteries from Figures 2.6 and 2.7.
The plaques are marked by red circles. Due to the transformed view, the plaques
become easier to detect visually than in the traditional slice view. Additionally,
several plaques within the artery can be seen at once.
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Figure 2.6: Example of a soft-plaque as seen on a CTA image. The plaque is located
at the distal part of the CX artery and marked by the red circle. These types of
plaques are hard to detect visually due to the low soft-tissue contrast of CT.

Figure 2.7: Example of a calcified plaque as seen on a CTA image. The plaque is
located at the distal part of the LAD artery and marked by the red circle. These
types of plaques are easy to detect visually due to the high attenuation value of
dense calcium deposits.
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CHAPTER 3
Cardiac Diagnostics and Imaging

This chapter provides an introduction to the imaging techniques applied
for cardiac diagnostics. Besides a general overview, the focus of this chap-
ter will be on the principles of computed tomography imaging, as the algo-
rithms presented in this thesis are optimized for the CT imaging modality.

3.1 Electrocardiography

Even though electrocardiography (ECG) is no imaging technique itself, it is
shortly discussed in this section, as it is one of the most important and most
widely used standard cardiac diagnostic techniques. Moreover, ECG is used
for the synchronization of the heart cycle with other imaging modalities.

Basically, electrocardiography measures the activity of the cardiac conduc-
tive system by applying electrodes on the body surface. Thereby, the poten-
tial difference over the whole heart is measured as an integral vector of the
potential differences of the single muscle fibers [Led05]. Figure 3.1 shows
a schematic view of a standard ECG with mean time and amplitude values
of the single ECG phases. The most relevant parts of an ECG are [Led05]:

• P-Wave
The P-Wave is a consistent, convex and positive wave with a dura-
tion of 50–100ms. Its maximum amplitude is at 0.25mV. The wave
represents the atrial excitation propagation. Its initial part shows the
excitation propagation within the left atrium and its terminal part that
of the right atrium. Any duration extension, deformation or delayed
start can be a sign of atrium “wire” fault or ectopic excitement.

• PQ-Duration
The PQ-duration is the time interval from the start of the atrial ex-
citement to the start of the ventricle excitement, which should last for
about 120—200ms. Clinically relevant are extended or shortened du-
rations, as they occur for example with narrowed or blocked AV nodes.
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• QRS-Complex
The QRS-Complex should last for 60—120ms and represents the ex-
citement propagation within the ventricles. Within normal conditions,
the Q-spike is ≤ 30ms and not deeper than 1

4 of the following R-spike.
R and S are slim and sharp spikes. Extended duration or shape defor-
mation indicates a pathology of the heart.

• ST-Distance, T-Wave
The ST-distance and the T-wave represent the initial and terminal
phases of the repolarisation stage. The T-wave is semicircular, posi-
tive and not higher than 1

6 – 2
3 of the R-spike. Any increase or decrease

of the ST-distance or the T-wave indicates a pathologic condition.

Figure 3.1: Schematic view of a standard ECG (based on [Led05]).

3.2 Echocardiography

Echocardiography, also known as cardiac ultrasound (US), uses standard
ultrasound techniques in order to generate 2-dimensional slice images of
the heart, based on the reflection of ultrasound waves in the MHz range
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at substance boundaries of varying impedance [KMS06]. The impedance
represents a resistance, which works against the propagation of the sound
waves. Hence, the higher the impedance difference between two tissues,
the more sound is reflected at the boundary region. As a consequence, dis-
tance and material conclusions can be drawn from the reflection intensity
and signal runtime. In order to reconstruct a 2-dimensional image from
the 1-dimensional wave signal measurement, the sender and the receiver is
panned on the scanning surface either electrically or mechanically. Hence,
a whole signal fan of line images is acquired, resulting in the typical circular
segment form of ultrasound images. Furthermore, 3-dimensional images
can be reconstructed by additionally panning along the scan-plane.

For cardiac diagnostics, US scanning is usually performed transthoracically,
i.e. the sensor is placed on the chest and the US waves are measured through
the ribs (Fig. 3.2). As an alternative, scanning can be performed trans-
esophageal, whereby the US sensor is mounted on an endoscope and is in-
serted into the patients esophagus [KMS06, Led05]. Additionally, during
the course of a cardiac catheterization, intravascular ultrasound (IVUS) can
be used in order to determine the situation of the vessel walls.

Figure 3.2: Standard cardiac ultrasound views used for diagnostics with their corre-
sponding anatomy illustrations [Lyn06].
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3.3 Cardiac Catheterization

Classic, projective X-ray imaging for cardiac diagnostics is mainly used for
invasive coronary angiography, also known as catheter-based angiography
or coronary catheterization. It is a minimally invasive procedure in order to
access the coronary circulation. The method can be used for both diagnos-
tic and interventional purposes and is currently the gold standard for CVD
diagnostics and intervention. Coronary catheterization is performed in a
cardiac catheterization lab. With current designs, the patient must lay on a
radiolucent table. The X-ray source and detector are mounted on a C-stand,
positioned on opposite sides of the patient’s chest. The X-ray equipment can
be moved freely under motorized control around the patient. Consequently,
images can be taken quickly from multiple angles [Led05, KMS06].

In order to create the X-ray images, a physician guides a small tube-like
device, called a catheter, typically about 2.0mm in diameter, through the
large arteries of the body until the tip is just within the opening of one of
the coronary arteries. By design, the catheter is smaller than the lumen of
the artery it is placed in. The catheter is itself designed to be radiodense
for visibility and it allows a clear, watery, blood compatible radiocontrast
agent to be selectively injected and mixed with the blood flowing through
the artery. Typically 3—8cc of the radiocontrast agent is injected for each
image to make the blood flow visible for about 3—5 seconds. Subsequently,
the radiocontrast agent is rapidly washed away by the flowing blood into
the coronary capillaries and veins. Without the contrast agent injection, the
blood and surrounding heart tissue appears as only mildly shape changing
and no details of the blood and organ structure are visible. Typical X-ray
images taken during coronary catheterization are shown in Figure 3.3.

In the beginning of clinical applied coronary catheterization this method
frequently took several hours and involved severe to fatal complications for
about 2–3% of the patients. Due to several procedure improvements over
time this number could be reduced. However, major complications still oc-
cur in about 1% of all examinations. For the significant number of patients
which are not likely to suffer from an destructive stenosis and thus need no
immediate invasive treatment, this risk can be avoided by using computed
tomography angiography as an alternative [Ach07].
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(a) Coronary angiography image showing mainly the CX and the RCA arteries.

(b) Coronary angiography image showing mainly the CX, LM and the LAD arteries.

Figure 3.3: Coronary angiography images of the major coronary arteries as taken
during coronary catheterization [PP07]. Images courtesy of Elsevier GmbH, Urban
& Fischer Verlag, München.
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3.4 Computed Tomography

Computed tomography (CT) imaging is a tomographic extension of tradi-
tional 2-dimensional projective X-ray imaging. Its introduction by Godfrey
N. Hounsfield in 1968 provided for the first time a true 3-dimensional rep-
resentation of objects instead of only a 2-dimensional projection of an ob-
ject [PB07]. The invention of CT marks the birth of modern tomographic
imaging modalities and was recognized with the Nobel prize in 1979.

The general structure of a CT scanner consists of an X-ray tube, a detector
array and a patient table in between the tube and the detector. The image
data acquired by CT consists of a series of individual X-ray images which
are composed into one volumetric dataset.

3.4.1 Basic Principle of CT Imaging

One such X-ray image represents the intensity profile measured by a de-
tector along a pencil-beam-type X-ray passing through the scanned object.
This corresponds to the intensity profile being scanned along a straight line
at a given direction [CJS93]. In order to measure several different angles
of the projection data, the scanning is repeated at each given angular view
by rotating both, the X-ray tube and the detector. Subsequently, a slice im-
age of the scanned object can be reconstructed from a full rotational scan
of these intensity profiles. Afterwards, the table on which the object is po-
sitioned is moved forward and the process is repeated for the acquisition of
the next slice image of the object.

Mathematically, the attenuation coefficient, which is measured by the de-
tector, can be represented as the line integral over a material dependent
attenuation factor. The photon density emerging from a narrow beam of
radiation along the line l can be written as [CJS93]

I = I0· e−
∫

L µ(x,y)dl , (3.1)

where I0 is the initial, i.e. unattenuated, radiation intensity, I is the detected
attenuated radiation intensity and µ is the material specific attenuation co-
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efficient. Rearranging yields

ln(
Io

I
) =

∫
L

µ(x, y)dl . (3.2)

Hence, the natural logarithm of the ratio I0/I is equivalent to the accumu-
lation of the X-ray attenuation coefficients along a line through the object.
The path L is determined by the X-ray through the two dimensional X-ray
absorption distribution µ(x, y), where x and y are the spatial coordinates
within the image plane. In order to reconstruct an image from the measured
intensity profiles, it is required to calculate the material specific attenuation
coefficient as a position dependent function µ(x, y).

This can be achieved using the Radon transform. The Radon transform of
the function µ(x, y), represented as pϕ(x′), is defined as the line integral of
µ along a line that is parallel with the y′-axis at a distance x′ from the origin.
Thereby, (x′, y′) are the rotated coordinates of (x, y) with the rotation angle
ϕ. By definition, the Radon transform of µ is calculated as [Rad86, CJS93]

pϕ(x′) ≡ R [µ(x, y)] =∫ ∞

−∞
µ(x′ cos ϕ − y′ sin ϕ, x′ sin ϕ + y′ cos ϕ)dy′ ,

(3.3)

where (
x′

y′

)
=

(
cos ϕ sin ϕ

− sin ϕ cos ϕ

)(
x
y

)
. (3.4)

Consequently, the function pϕ(x′) is the 1-dimensional projection of µ(x, y)
at an angle ϕ. This means that the Radon transform performs the line in-
tegral of the 2-dimensional image data along y′. Therefore, the X-ray pro-
jection that is acquired by the scanner (Eq. 3.2) is in essence the Radon
transform of the object data.

In order to reconstruct µ(x, y) from pϕ(x′), the projection theorem, also
known as central slice theorem can be used. If the 1-dimensional Fourier
transform is used to transform pϕ(x′) in conjunction with a transformation
of the coordinates (x′, y′) to (x, y), we have [CJS93]

Pϕ(ω) ≡ F1
[
pϕ(x′)

]
=∫ ∫ ∞

−∞
µ(x, y)e−iω(x cos ϕ+y sin ϕ)dxdy .

(3.5)
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Since the Fourier domain coordinates ωx′ and ωy′ correspond to ωx′ =
ω cos ϕ and ωy′ = ω sin ϕ, this can be rewritten as

Pϕ(ω) ≡ F1
[
pϕ(x′)

]
= F(ω, ϕ) , (3.6)

where F is the 2-dimensional Fourier transform of µ(x, y) and ω and ϕ

represent the polar coordinates in the Fourier domain. Consequently, the
Fourier transform of the projection data pϕ(x′) at a given view angle ϕ is
the same as the radial data passing through the origin at a given angle ϕ in
the 2-dimensional Fourier transform domain [CJS93]. Therefore, in order
to reconstruct the original image function µ(x, y), all projections pϕ(x′) are
transformed by the 1-dimensional Fourier transform, yielding Pϕ(ω). These
values are then used as the domain data of the 2-dimensional Fourier trans-
form of µ(x, y). Applying, the inverse Fourier transform to this data then
yields the original function µ(x, y). In order to solve this backprojection
problem, different reconstruction algorithms have been used during the de-
velopment stage of CT scanners. While in the early days of development, al-
gebraic reconstruction techniques (ART) were used, the current standard
method for image reconstruction is filtered backprojection [PB07, Kal06].

The first generation of CT scanners were built after the theoretic approach
of single pencil-beam-type X-rays. It used a single ray emitter and a sin-
gle detector on the opposite side of the object. In order to acquire a single
data slice, the pencil-beam-type X-ray was translated along the object. Sub-
sequently, the emitter was rotated and the next series of translations were
executed [PB07]. All in all a single examination using this first generation of
scanners would take from minutes up to several hours. However, the scan-
ning technology has been extended in the second, third and fourth gener-
ation scanner hardware. The currently most widely used third generation
CT scanner has a fan beam emitter and a number of detectors that is capa-
ble of covering the whole object that is to be scanned. An overview of the
principle setup of the four scanner generations is shown in Figure 3.4. With
the third generation scanners, the emitter/detector system rotates perma-
nently around the patient, while the patients table is moving continuously
in a perpendicular direction in order to acquire a full data volume [Kal06].
These systems are called spiral or helical CT and their function principle
is depicted schematically in Figure 3.5. Furthermore, since 1999, multi-
ple layers of detectors and emitters have been combined such that current
state-of-the-art CT can acquire up to 64 slices at a time.
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Figure 3.4: Overview of the four CT scanner generations [Kal06].

Figure 3.5: Schematic view of the CT scanning process [KMS06]. Image courtesy of
Elsevier GmbH, Urban & Fischer Verlag, München.
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3.4.2 Hounsfield Units

The attenuation coefficients that are calculated during image reconstruction
are not used directly in clinical practice. They are assigned a CT value, mea-
sured in Hounsfield-Units (HU). Therefore, some materials have been as-
signed a fixed value [KMS06]: CTValue(µWater) = 0HU and CTValue(µAir) =
−1000HU. All in between values can be calculated by interpolation:

CTValue =
µ − µWater

µWater
· 1000[HU] . (3.7)

Table 3.1 lists a few of the commonly used CT values and their associated
materials in radiology. These values are understood to be used as approxi-
mate indication values within a clinical context.

Tissue CTValue

Air −1000
Lung −400—175
Water 0
Fatty tissue −65 ± 5
Flowing blood 55 ± 5
Coagulated blood 80 ± 10
Contrast-enhanced blood 200—500
Bone 100—1500
Liver 55 ± 60

Table 3.1: Some of the standard guideline values for the association of CTValue and
corresponding tissue in radiological practice [KMS06, OFB∗07]. The assigned fixed
point values are marked in bold.

3.4.3 Cardiac CT

Imaging of the human heart is a challenge for any of the imaging modal-
ities. A high temporal resolution is required in order to capture a still im-
age of the continuously beating heart without severe imaging artefacts. This
has become clinically possible with the introduction of multi-slice spiral-CT
hardware, as these scanners allow rotation times of < 0.5 seconds. In order
to acquire the image data of the single phases of the heart cycle, an ECG is
recorded in addition to the CT scan. In principle, there are two different
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possibilities for the combination of ECG and CT data acquisition: Prospec-
tive ECG-Triggering and Retrospective ECG-Gating.

For prospective ECG-triggering, the mean distance between two R spikes,
called the R-R interval, is determined. Using this distance and a previously
defined percentage of this time span (e.g. 80% for data acquired in the di-
astolic phase), the start time for imaging relative to an R-spike is set. Af-
ter imaging of the corresponding slice, the patient table is moved forward
and the next slice is recorded using the same, previously defined time in-
tervals (Fig. 3.6). This imaging technique is easy to implement technically,
however, it strongly suffers from the limitations of sequential imaging.

(a) (b)

Figure 3.6: a) Sequential volume coverage with prospective ECG-triggering and 16-
slice acquisition. Due to scan time limitations, a scan can be obtained only every
other heart cycle at usual heart rates. b) Scan coverage of the heart with a 16-slice
CT scanner. 16 image slices are acquired with an individual scan. [OFB∗07].

In order to take advantage of modern spiral-CT, retrospective ECG-gating is
used. Thereby, CT imaging is performed continuously, not taking the heart-
beat into account. Additionally, an ECG is recorded during the whole scan.
After the scan is complete, the recorded ECG data can be used in order to
select the desired slices that can be used for reconstructing an artefact free
image (Fig. 3.7). Consequently, not all of the acquired image data is used for
reconstruction. However, even though data is “wasted” using this method,
it is more flexible than the prospective triggering approach.

In clinical applied CT diagnostics it is differentiated between two principal
imaging techniques: native diagnostic imaging and contrast agent diag-
nostic imaging. In terms of cardiac CT imaging, native cardiac CT images
are acquired without contrast agent administration, whereas CT angiogra-
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(a) (b)

Figure 3.7: a) Scan with continuos table feed and exposure. b) Stacks of overlapping
images can be reconstructed from the scan data in different phases of the cardiac
cycle by selection of the data ranges in relation to the R-spikes [OFB∗07].

phy (CTA) images are acquired with contrast agent administration. For
most diagnostic issues, native CT images are always acquired first. Only
then contrast enhanced images are taken [KMS06]. As a contrast agent for
CT, and especially for vascular diagnostics, usually water-soluble, non-ionic
contrast agents are employed [KMS06]. Special care has to be taken in or-
der to avoid contrast agent administration to allergic patients.

Considering diagnosis and risk stratification of CVD, native CT imaging is
especially useful for the determination of the cardiac calcium score (CAC
score), which has been established as a reliable risk indicator, predicting
coronary events even beyond the standard Framingham risk factors such as
age, hypertension, family history, hyperlipidemia, and diabetes [DMM51,
BAB∗06, Ach07, Ach08]. Contrast enhanced CT angiography, however, is
becoming more and more a practical alternative to the traditional invasive
coronary angiography, avoiding the risk associated with catheterization if it
is unnecessary [Ach07].
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CHAPTER 4
Cardiac CT Preprocessing

For the efficient analysis of the coronary arteries on a CTA dataset, prepro-
cessing of the image data is required. Thereby, the first step is to locate the
heart within the dataset and isolate it from other structures, like the ribs,
the backbone and the lungs, which are usually present in a chest CT scan.
This process is called heart isolation and is based on a graph-cut segmen-
tation [BJ01] combined with an automatic detection of the seed region and
a “blob” constraint [FLBF∗06].

4.1 Heart Isolation

The type of graph-cut segmentation used [BJ01] requires an initialization
with some points known to lie within the region of interest and some points
known to lie outside of the region of interest. Automatic determination of
such seed regions begins by computing the volumetric barycenter of the
dataset weighted by image intensity values. Since the data used are CTA
studies, the brightest regions are bone and blood regions. The location
of the barycenter is thus mostly affected by the distribution of these tis-
sues. However, the distribution of bone in the chest is relatively symmet-
ric about the heart and the largest concentrations of blood are generally
found within the chambers of the heart. Consequently in nearly all cases
the barycenter point of the data lies within the heart [FLBF∗06]. Subse-
quently, given that point within the heart, the pre-segmentation step con-
sists of determining the ellipsoid of maximum volume contained within the
heart. Starting from the detected barycenter, an ellipsoid is progressively
grown until it touches the walls of the hearts surface. Thereby, the wall
contact points are generally assumed to have intensity values ≥ −224HU.
Any intensity values below are considered to be out-of-heart structures. The
result is an initial shape estimate of the heart muscle, which is further re-
fined by the graph-cut segmentation and a following dilation of the isola-
tion mask [FLBF∗06]. Moreover, the resulting isolation mask can be used
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to guide an active shape model (ASM) for the generation of a heart-hull tri-
angle mesh. This algorithm is provided as a part of the SCRCardiacSeg-
mentation MeVisLab module by the SIEMENS AG, Forchheim. The corre-
sponding results of the heart isolation process are illustrated in Figure 4.1
— together with the coronary tree segmentation, they are the basis for all
further processing steps.

Figure 4.1: Example result from the heart isolation phase. On the left side, a slice
image of the original CT scan can be seen. On the right top, the result of applying
the heart isolation mask is shown. The corresponding heart hull contour is drawn in
red. The generated heart hull mesh is shown at the right bottom.
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4.2 Coronary Tree Segmentation

After the heart isolation an automatic vessel tree segmentation is performed
as presented in [Tek08] and [GT08]. The segmentation of the coronary vas-
cular tree is carried out in three consecutive steps:

1. Automatic aorta detection and segmentation,

2. automatic detection of the ostia points,

3. extraction of a vessel tree model by a local center-axis description.

The aorta detection is performed with a fast variant of the isoperimetric al-
gorithm [Gra06] which is applied to a connected component mask of the
aorta [GS06]. The threshold used for the connected component generation
is computed based on a segmentation of the left ventricle, which itself is also
segmented using the method presented in [Gra06]. After the segmentation
of the aorta mask, a front propagation is started using a medialness measure
as a cost function in order to detect the ostia points [Tek08]. This medial-
ness measure integrates edge responses along different size circles and it is
not sensitive to the isolated noise on a particular location. The medialness
measure proposed in [Tek08] gives strong responses at the center of a ves-
sel and those responses drop rapidly towards vessel boundaries and very
small responses are obtained in non-vascular areas. Consequently, small
vessels, and close vascular structures or vessels near the ventricles, for ex-
ample, can be detected reliably. From the detected ostia locations the vessel
tree segmentation can be started.

For the vessel tree segmentation, the same medialness measure computed
from 2-dimensional cross-sectional models is used. Thereby, the idea is that
an ideal 2-dimensional cross-sectional vessel profile consists of a circular
or elliptic bright disc surrounded by a dark area. In order to integrate this
assumption, the medialness response m(x0) at a position x0 is calculated
from a circle C(x0, R) centered at x0 with radius R [Tek08]:

m(x0) = max
R

{ 1
N

N−1

∑
i=0

Θ(x0 + Ru⃗(2πi/N))} , (4.1)

where u⃗(α) = sin(α)u⃗1 + cos(α)u⃗2 and u⃗1 and u⃗2 are orthogonal vectors
and define a 2D plane. Θ is the normalized edge response measure along
a ray u⃗α starting at x0. For a thorough discussion and analysis of the edge
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response measure the reader is referred to [Tek08] and [GT08].

Subsequently, the medialness measure m(x) is used in order to determine
the center-axis curve C(s) between two points p0 and p1 travelling through
the center of a vessel. In order to determine the curve, a minimum cost
path problem must be solved [DC01, LY07, TdTF∗07] with E(C) as the total
energy along the curve C. E(C) can be described by

E(C) =
∫

Ω
(P(C(s)) + w)ds . (4.2)

Here, P(·) is called the potential and s is the arc length of the curve. For
the extraction of a center-axis representation of a vessel in the image data,
the potential function used in the energy functional corresponds to the in-
verse of the medialness measure, i.e. P(x) = 1

m(x) . The curve with the total

minimum energy can be computed from the minimum accumulative cost
which measures the minimal energy at a point p integrated along a curve
starting at the point p0 [Tek08]. Essentially, this corresponds to finding the
minimum cost path on a connected graph and can be solved using Dijsktra’s
algorithm [Dij59]. Examples of the automatic coronary tree extraction algo-
rithm are shown in Fig. 4.6. The result of the automatic propagation method
is an unconnected point cloud representing an approximation to all possi-
ble vessel centerlines and their corresponding branches within the dataset.
In order to obtain a single and smooth vessel centerline, a user provided
seed point has to be set on a point located inside of the vessel within the im-
age data. The algorithm can then backtrack and extract the vessel centerline
from the point cloud. In order to avoid the required manual interaction, the
seed points for the major arteries can be determined automatically, as pre-
sented in the next section. Note that in most cases, all important vascular
branches are detected. However, it is possible that due to imaging artefacts
errors can occur during segmentation (Fig. 4.6c, d). Even though these pre-
processing errors are very rare, they need to be taken into consideration for
the evaluation, since every automatic stenosis detection method presented
in this thesis directly depends on the quality of the vascular tree extraction
algorithm. This algorithm is provided as a part of the SCRCardiacSegmen-
tation MeVisLab module by the SIEMENS AG, Forchheim.
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(a) (b)

(c) (d)

Figure 4.2: Example results from the coronary centerline tree extraction algorithm.
The detected ostia points are shown in red. In subfigures c) and d) an incomplete
segmentation is shown.
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4.3 Automatic Tree Labeling

One of the major drawbacks of the coronary tree extraction algorithm pre-
sented in the previous section is the requirement of a manually placed seed
point for the extraction of a single vessel centerline from the point cloud
representing the vessel tree. As a consequence, in order to employ this
method for automatic diagnostic algorithms, these seed points have to be
determined automatically. This can be achieved by exploiting the informa-
tion contained within the dataset together with anatomical knowledge.

4.3.1 Algorithm

Since the haemodynamic most relevant stenosis occur within the major coro-
nary arteries (LAD, LCX, RCA), the automatic branch detection and labeling
algorithm is currently designed to segment only these three vessels. The
basic idea is very simple. The DICOM (Digital Imaging and Communica-
tions in Medicine) standard for handling, storing, printing and transmitting
information in medical imaging requires a wealth of information to be in-
cluded in the image data that is provided with a CT scan. One part of that
information is the position and orientation of the patient during the scan
process, as well as the resolution and slice spacing of the acquired data as
a modelview matrix M [NEM10]. Consequently, each coronary CT dataset
can be oriented in its own 3-dimensional coordinate system, where the or-
thogonal image planes are well defined. Within the dataset, the xy-plane
corresponds to the axial body plane, the yz-plane corresponds to the coro-
nal plane and the xz-plane corresponds to the sagittal body plane. Once
the preprocessed coronary tree is obtained, its associated point cloud can
thus be spatially divided into its branches using the axis-aligned bounding
box (AABB) of the heart isolation mesh as a reference frame. The AABB
of the mesh can be easily calculated by scanning the mesh vertices for their
minimum and maximum coordinates in the x-, y- and z-directions (Fig. 4.3).
This yields the corner vertices of the bounding box b⃗min = (xmin, ymin, zmin)

T

and b⃗max = (xmax, ymax, zmax)T . Using the center of the bounding box

c⃗ =
1
2
(⃗bmin + b⃗max) , (4.3)



4.3 Automatic Tree Labeling 37

it can be divided into subvolumes by simple axis-aligned planes. Therefore,
it is sufficient to use the planes defined by the orthogonal normal vectors of
the euclidian space

n⃗yz−plane =

1
0
0

 , n⃗xz−plane =

0
1
0

 , n⃗xy−plane =

0
0
1

 . (4.4)

Subsequently, the well known equation

n⃗· (x⃗ − c⃗) = d , (4.5)

can be used to split the point cloud into regions of interest. Here, n⃗ is one
of the normal vectors, c⃗ is the center of the bounding box and d indicates
the position of an inserted point x⃗ with respect to the plane. If d < 0, the
point is located on the opposite side of n⃗, if d = 0, it is located right on the
plane and if d > 0 the point is located on the same side as n⃗. Having the
knowledge of orientation provided by the DICOM standard, this allows the
classification of points as being on the left and right (sagittal plane), front
and back (coronal plane) and upper and lower (axial plane) heart sides.

Figure 4.3: The coronary artery centerline tree in the context of the heart isolation
mesh. Additionally, the bounding box of the heart isolation mesh which is used as a
reference frame for the point cloud separation is shown.
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Firstly, the yz-plane is used in order to separate the left and right parts of
the coronary branches. Thereby, each point of the point cloud represent-
ing the vessel tree is inserted into Eq. 4.5 and sorted into a list according
to the result. Subsequently, the xy-plane is used to divide the subvolume
representing the left branch in order to determine the branches belonging
to the LAD and the LCX arteries, respectively. Therefore, the plane is trans-
lated from the center such that the volume is split with a ratio of 2 : 3, ac-
counting for the fact that the LM artery usually spawns its branches after
2—3cm [Led05, PP07]. Then, Eq. 4.5 and the xy-plane normal is used in
order to split the point cloud of the left branch into its LAD and LCX parts.
The xz-plane is used to remove the bent, distal part of the RCA, which oth-
erwise would be classified as belonging to the LM branch during the first
step of the algorithm. Thereby, the original point cloud is separated into
three individual point clouds, each representing a coarse approximation to
the major arteries. This approximation is shown in Fig. 4.4.

Figure 4.4: The result of the branch separation process. The RCA part of the point
cloud is drawn in red, the LAD part in green and the CX part in blue.

After separation of the single branches, a seed point for the vessel tracing al-
gorithm can be determined. Therefore, the individual branches are scanned
in a point-by-point fashion and the points are sorted according to their dis-
tance to the ostia location. Additionally, the distance to the bounding box
corners is considered. Consequently, the ideal segmentation seed for one of
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the major coronary arteries is at a maximum distance from the ostia loca-
tion and additionally at a minimum distance to their associated bounding
box corner, i.e. the right bottom front corner for the RCA, the left bottom
front for the LAD and the left bottom back corner for the LCX, respectively.

Figure 4.5: Result of the automatic tracing process. The RCA is drawn in red, the
LAD in green and the CX in blue, respectively.

Since the preprocessing tree also exhibits many small branches exiting from
the major arteries, it is possible that the point satisfying the previously stated
constraints is located within such a small branch. Consequently, this would
lead to a wrong segmentation. In order to deal with this issue, a length con-
straint is added to the point selection algorithm. Thereby, only branches
consisting of at least 150 individual centerline points are considered as ves-
sel candidates. When a point on one of the branches fulfilling the require-
ments has been detected, it is used as a seed point for the vessel tracing
algorithm presented in Section 4.2.

Subsequently, the tracing is triggered automatically for each of the detected
branch locations. The result of this operation within the context of the pre-
processed tree is shown in Figure 4.5. The individual vessel centerlines are
stored and the preprocessed tree can be removed. Figure 4.6 shows an ex-
ample. These centerlines are then used for further processing. Note, that
the presented method does not explicitly attempt to classify the LM branch
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(a)

(b)

Figure 4.6: Final result of the automatic branch labeling on the preprocessing tree.
The vessel centerlines of the three major coronary arteries have been extracted,
labeled and can subsequently be used for further processing. The LM branch of the
coronary arteries can be determined by examining the overlapping area of the LAD
and CX branches (subfigure b).
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of the coronary vascular tree. However, since after the last step there exists
a separate segmentation of the LAD and the LCX branches, the LM section
can be easily determined by evaluating the overlapping segments of the LAD
and the LCX branches, respectively (Fig. 4.6 b).

The presented method for automatic branch labeling and segmentation has
shown to be utterly robust and reliable. This is true even if the preprocess-
ing tree exhibits severe segmentation errors, such as completely missing or
erroneous branches. In these cases, the detection constraints, which are
based on anatomic observations, will not be fulfilled by the points on the
specific branches and no segmentation occurs.

In order to evaluate the quality and the clinical applicability, a prototype ap-
plication has been created within the MeVisLab [MeV] environment. Screen-
shots of the software are shown in Figure 4.7. The software simply requires
manual loading of a dataset. Once the CT scan is selected, the automatic
pre-processing pipeline starts, ultimately resulting in a segmentation and
labeling of the three major coronary arteries.

The implementation of the prototype software is done in two parts. The au-
tomatic branch and seed point detection algorithm is implemented as a C++
MeVisLab module (BranchDetection), taking as input the selected dataset
as well as the coronary tree pre-segmentation of the SCRCardiacSegmenta-
tion module. The second part of the implementation is a Python [Pyt] script
driving the user interface and connecting and triggering the various other
modules, especially the SCRCardiacSegmentation module. The MeVisLab
network driving the software prototype is shown in Figure 4.8.

4.3.2 Results

The presented algorithm has been evaluated on an extensive database of
160 CTA scans provided by the SIEMENS AG, Forchheim. The algorithm
has proven to be very robust. In about 15% of the cases (23 datasets), the
coronary tree pre-segmentation was not able to segment all branches of the
coronary tree. However, the branches present in the pre-segmentation have
been detected and labeled correctly (100% detection rate). Of the remain-
ing 137 datasets, which correspond to 411 coronary artery branches, three
mis-classifications of the LCX artery occurred. This corresponds to a false
detection rate of 0.72% and a detection success rate of 99.28%.
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(a)

(b)

Figure 4.7: The prototype software for evaluation of the automatic branch label-
ing algorithm. The detected vessel labels and their corresponding segmentation
can be evaluated within the context of the heart volume (subimage a) and with-
out (subimage b). Additionally, the segmented centerline points are projected onto
a 2-dimensional slice view of the CT dataset.
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Figure 4.8: The MeVisLab network behind the prototype software.

The average detection and segmentation time of a single centerline is about
0.1s. However, since the time required for the pre-processing, which con-
sists of the heart isolation and pre-segmentation of the coronary tree is usu-
ally between 20 and 30 seconds, the time required for the labeling process is
quite negligible for practical applications.
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CHAPTER 5
Learning-Based Stenosis Detection

Pattern recognition and learning-based classification systems have proven
to be applicable to a wide variety of practical problems in industrial and
clinical settings [VJ04, BCF∗06, ZBG∗07, TZB∗06]. Due to their good per-
formance, investigating the capabilities of these algorithms with respect to
stenosis classification was a reasonable approach taken during this thesis.
The algorithms that are presented in this chapter have been partly published
in [TVHF∗08] and [TVHF∗09].

5.1 Inductive Learning and Pattern Classification

One important class of learning algorithms is the one of inductive learning
from observations [RN03]. Any algorithm for deterministic learning from
observations is given as input the correct value of an unknown function for
the particular inputs and must try to recover the unknown function or an
approximation of it. More formally, an example i is a pair (x⃗i, f (x⃗i)), where
x⃗i is the input data and f (x⃗i) is the output of the unknown function f applied
to x⃗i. Hence, the task of pure inductive inference that must be carried out
by the learning approach is

Given a collection of examples of f , return a function h that is
able to approximate f

The complete collection of examples D = {(x⃗1, f (x⃗1)), . . . , (x⃗N , f (x⃗N))} is
called the training set. It consists of N distinct examples Di, i ∈ (1, . . . , N).
The function h is called a hypothesis. Therefore, the goal of pattern classifi-
cation is to determine a hypothesis that is capable of associating an exam-
ple with its corresponding class [RN03]. The task domain Ω, from which
the examples are drawn, is therefore partitioned into J disjoint classes Ωj,
j ∈ (1, . . . , J), i.e. Ων ∩ Ωµ = ∅ for ν ̸= µ. Consequently, the general
problem that has to be solved by numerical classification systems is to find
an assignment for a feature vector x⃗i that represents such an example to a
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class Ωj from the set of available classes. Thereby, the features of the fea-
ture vector are calculated from the input data and it is generally assumed
that those features allow the classification of the different structures that
are contained in this data [RN03].

If the numerical feature vector x⃗i is a real-valued K-dimensional vector,
the classification problem can be formulated mathematically by the discrete
mapping

h : RK 7→ j , (5.1)

where the function h is the decision function (i.e. the hypothesis) which
assigns a class index j to each of the feature vectors x⃗i.

The design of the decision function, which is also referred to as the clas-
sifier, strongly depends on the problem domain. Generally, a classifier is
constructed by taking into account observable data, experience and domain
knowledge. By the use of these information sources, a general decision rule
is computed which then allows the classification of features which were not
part of the sample input data. The process of constructing this decision rule
is usually called the learning stage (training) and can be done automati-
cally. If sample data (ground truth) is available, this construction process is
also termed supervised learning [RN03].

5.1.1 Decision Stumps

One such decision function is the decision stump [AL92]. It is a very simple
form of a classification function which is based on a decision tree [Qui86].
Unlike a decision tree, however, the stump only has one internal node which
is immediately connected to the terminal nodes, i.e. the decision stump
is actually a one-level decision tree. Therefore, a decision stump makes a
prediction based on the numerical value of just one input feature at a time.
In connection with the concept of ensemble learning, however, such simple
classifiers can be used as a powerful object recognition tool. A schematic
example of a decision stump is shown in Figure 5.1.

The problem of finding a set of decision stumps that agree with the training
data provided to the algorithm is basically the same as that for devising a
complete decision tree [RN03]. Note that while creating a tree that has one
path from a set of feature values which are located at its internal nodes lead-
ing to a specific classification example at its leaves is a trivial task, such a
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Figure 5.1: Schematic example of a decision stump discriminating between the two
classes vessel healthy and vessel diseased based on the numerical value of a feature.

tree would not be useful to make any predictions about unknown cases. The
problem with such a trivial tree is that it would only memorize observations
instead of extracting a classification pattern for the extrapolation to unseen
examples. The desired behavior, however, can be achieved by constructing
a decision tree that tests the most important feature attributes first. Here,
most important feature means the feature that makes the most difference
to the classification of an example. Using this strategy, the idea is that the
correct classification is achieved using the smallest number of tests. Hence,
the derived pattern is expected to correctly classify unseen examples.

In order to determine that most informative feature, the training set exam-
ples are divided according to these feature values which maximize the in-
formation gain on the data [LL06]. Intuitively, information gain is defined
as the reduction of uncertainty about the class of an object Ωj by knowing
the value of a feature (x⃗i)k, where k is the k-th component of the vector x⃗i.
Mathematically, the information gain for a feature value (x⃗i)k on a set of
discrete attributes can be described by [LL06, RN03, Sha48]

IGk = H(Ω)− H(Ω|(x⃗i)k) , (5.2)

where, H(Ω) is the entropy of set of possible classes

H(Ω) = −
J

∑
j=1

P(Ωj) log P(Ωj) , (5.3)

and H(Ω|x⃗i) is the conditional entropy

H(Ω|(x⃗i)k) = −
K

∑
k=1

P((x⃗i)k)
J

∑
j=1

P(Ωj|(x⃗i)k) log P(Ωj|(x⃗i)k) , (5.4)
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with P(Ωj) as the probability of occurrence of class Ωj and P((x⃗i)k) as the
probability of occurrence of the feature vector component k of the feature
vector x⃗i. Consequently, the selected feature value will be

k∗ = arg max
k

IGk . (5.5)

By repeatedly selecting the most important features, a decision tree can be
constructed recursively. If instead of recursively partitioning the training
set according to the feature attributes just simply the one feature attribute
maximizing the information gain of the whole training set is selected, a sin-
gle decision stump is created.

Since a decision stump employs only one test at the root node, it belongs
to the class of weak learning algorithms. This means that the classifica-
tion function modelled by the stump represents a hypothesis that performs
just slightly better than random guessing [RN03]. However, using many of
such single weak learners as classification function leads to the concept of
ensemble learning. Thereby, a whole collection of hypotheses from a hy-
pothesis space are selected and their predictions are combined for the final
result. The motivation for ensemble learning is simple: it is expected that a
combined majority vote of many independent weak classifiers is much less
likely to misclassify a new example than a single weak classifier alone.

5.1.2 Boosting

One of the most widely used forms of an ensemble learning method is called
boosting [MR03]. The idea of boosting is to use a weighted training set
for the learning stage. Therefore, each example is associated with a weight
wi ≥ 0. Initially, all weights are equal, i.e. wi = 1 for all examples i. Then, a
first hypothesis h1 is created by one round of learning. The resulting hypoth-
esis will classify some of the examples correctly and some of the examples
incorrectly. During the next round of learning, the next hypothesis that is
generated should perform a better classification of the previously misclas-
sified examples. Hence, the weights of these examples are increased, while
the weights of the correctly classified examples are decreased. From this
new weighted training set, a second hypothesis h2 is created. This process
is repeated until T hypotheses have been created and T is a parameter of
the boosting algorithm. The final ensemble hypothesis, also called a strong
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hypothesis, is a weighted majority combination of all hypotheses, each indi-
vidually weighted according to how well it performed on the overall training
set. I.e., the resulting strong hypothesis H(x⃗) is

H(x⃗) =
T

∑
t=1

αtht(x⃗) , (5.6)

where αt are the weights depending on the quality of the classification of
their associated hypotesis ht.

One of the most prominent ensemble learning algorithms is the AdaBoost
algorithm, introduced by Freund and Schapire in 1995 [FS95]. One reason
for the popularity of AdaBoost is that if the input learning algorithm is a
weak learning algorithm, then AdaBoost will return a hypothesis that clas-
sifies the training data perfectly for large enough T.

For the following discussion we abbreviate f (x⃗i) = yi. Assume having a set
of N training examples (x⃗1, y1), . . . , (x⃗N , yN). The idea is to find a strong
hypothesis H which is consistent with most of the samples, i.e. H(xi) = yi
for most 1 ≤ i ≤ N [FS95]. Therefore, algorithm 5.1 aims to find a final
hypothesis for a two class classification problem with a low error relative
to a given distribution D. Initially, this distribution is set to be uniform,
i.e. D(i) = 1

N . Additionally, a set of weights w⃗t is maintained in order
to calculate a new distribution p⃗t to be used by the attached weak learning
algorithm in each iteration t. After T iterations, the strong hypothesis is
returned. Due to its adaptive nature, the error ϵ = Pi D[H(xi) ̸= yi], i.e. the
probability of a misclassified training example, is bounded by

ϵ ≤ 2T
T

∏
t=1

√
ϵt(1 − ϵt) , (5.7)

where ϵt is the classification error on the training set during round t. It can
be shown that this error bound converges to zero as the number of training
rounds increase. For an elaborate proof and further details, the reader is
referred to [FS95, SS99, MR03]. Note that while the algorithm is described
for a binary classification task only, it can be easily extended to multi-class
classification problems [FS95, ZRZH05, BH07].

Another important property of AdaBoost is, that since it uses only weak
learning algorithms for boosting and specifically in the present case decision
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stumps, it acts as a feature selector [MR03, RN03, VJ04]. As each decision
stump uses only a single feature value for classification, the adaptive weight-
ing approach naturally reduces the weights applied to those feature values
that can not adequately perform a good classification task on the target do-
main. As a consequence, this feature selection mechanism also leads to a
high speed of learning when compared to other feature selection methods
and the encoding of feature value importance within the example weights
leads to a constant time evaluation of the weak classifiers [VJ04].

The AdaBoost implementation used during this thesis is based on the freely
available MultiBoost framework [CK06]. This framework allows a very flex-
ible implementation and evaluation of various strong and weak learning al-
gorithms and provides an extensive support for different feature types and
algorithm improvements. Moreover, the basic implementation runs on var-
ious platforms and since it is written solely in C++, it is easily ported or inte-
grated to new platforms or development environments such as MeVisLab.

Algorithm 5.1: AdaBoost

Input: input sequence of N labeled examples ((x⃗1, y1), . . . , (x⃗N , yN))
distribution D over the N examples
weak learning algorithm WL
integer T specifying the number of iterations

Initialize (wi)1 = D(i) ∀i = 1, . . . , N
foreach t = 1, 2, . . . , T
do

Set p⃗t =
w⃗t

∑N
i=1(wi)t

Get ht = WL(p⃗t), where ht : X 7→ [0; 1]
Calculate the error ϵt = ∑N

i=1 pt
i |ht(xi)− yi|

Set βt =
ϵt

(1−ϵt)

Calculate new weights (wi)t+1 = (wi)tβ
1−|ht(xi)−yi |
t

end
Output: the hypothesis

H(x) =

{
1 if ∑T

t=1

(
log 1

βt

)
ht(x) ≥ 1

2 ∑T
t=1 log 1

βt

0 otherwise
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5.2 Feature Extraction Strategies for Stenosis Representation

In order to use a classification algorithm such as AdaBoost for lesion detec-
tion on CTA data, an adequate representation of the stenosis in terms of a
feature vector has to be found. In general, it is convenient to have a pattern
description that approximates the shape of the object that is to be detected.
Those patterns, also called shape models, are widely used for object detec-
tion within a medical context. Tu et al. [TZB∗06], for instance, use a shape
pattern approximating polyps for polyp detection in 3D colonoscopy data.
Zheng et al. [ZBG∗07] generate a 3D triangle model of the heart in order to
guide a feature extraction pattern for learning-based detection of the heart
chambers in CT angiography data. Lamecker et al. [LLS02] use a similar 3D
modeling approach for liver segmentation. Lorenz et al. [LK99] presented
a framework for the automatic generation of such shape models.

Unfortunately, stenosis in CTA scans do not have a typical shape that can
be generalized into a form description. Particularly, soft-plaques cannot be
described by a shape pattern or template, since their form can only be visu-
alized indirectly due to lumen narrowing of the coronary arteries. Moreover,
not even calcified plaques can be easily approximated by a shape model
since their position, extent and characteristics have a high variability. There-
fore, it would be very difficult to predict the shape parameters of a lesion and
it is not possible to model the stenosis within the coronary arteries in terms
of a transformation of a sampling template. As a consequence, an alterna-
tive sampling representation for drawing adequate feature values from the
data is required. Major points of interest for stenotic lesion classification in-
clude intensity changes within vessel segments. Typical images of plaques
in CTA are shown in Figures 5.2 and 5.3. However, not always — especially
for soft-plaques — are the plaques so clearly visible and thus are the inten-
sity changes within the slice images as discernible. Furthermore, the tissue
surrounding the vessel should be excluded as good as possible. In order to
achieve these requirements, the cylindrical shape of vessels can be exploited
in order to generate a sampling pattern that captures sufficient context in-
formation for an accurate description of the vessel condition.

The vessel will be approximated by a 2-dimensional circular sampling pat-
tern which is extruded into 3D, yielding a cylinder segment. By using many
of these small cylinder segments, the shape and the curvature of the artery
can be discretely approximated. From these segments, feature values will
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be drawn in order to guide the classification. The net effect of this proce-
dure is then not to classify the stenosis as such, but rather a classification of
the artery segments into the classes healthy, calcified and soft plaque.

Figure 5.2: Example of a clearly visible calcification within a coronary artery. The
vessel wall is marked with the red circle. Subimages a, b and c show the corresponding
image slices. The bright spot that is the calcified plaque is marked with the blue
circle and can clearly be seen.

5.2.1 Vascular Sampling

In order to create such a sampling pattern, the vessel is enclosed in a series
of bounding cylinder segments along its centerline. Thereby, the bounding
cylinders are placed in a way so that each cylinder overlaps the previous one
by one half of its height. This is done in order to ensure that small stenosis,
possibly being situated just at a segment boundary, will be classified cor-
rectly. This is shown schematically in Fig. 5.4.

If a vessel centerline of length L is given, and a maximum diameter of a
coronary artery Dmax is assumed, a series of i bounding cylinder segments
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Figure 5.3: Example of a clearly visible soft-plaque. The vessel wall is marked with
the red circle. Subimages a, b and c show the corresponding image slices. Note
the diffuse intensity variation within slice image b. Whereas on the CPR image, the
plaque is very distinctive, the slice image is not easily categorized as being a lesion.

Figure 5.4: Schematic view of the bounding cylinder overlap. Since the stenosis is
situated at the bounding cylinders boundary it might not be captured fully by the
feature extraction. Introducing overlapping cylinders solves this problem.

can be described by

Ci(ϕ, v) =

 Dmax
2 cos(ϕ)

Dmax
2 sin(ϕ)
H
2 i + v

 , (5.8)

were ϕ ∈ [0, 360], v ∈ [0, H] and i = 0, . . . , Ncyl . H is the length of a single
cylinder segment and since the cylinder segments are required to be over-
lapping, Ncyl is calculated as Ncyl = 2 L

H − 1. The result of applying this
pattern to a whole vessel is shown schematically in Fig. 5.5.

A free input parameter to the boundary function is the height of a single
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Figure 5.5: Schematic example of a extracted vessel CT image with its bounding
cylinders imposed.

cylinder segment H. This height has to be set to a reasonably small value,
since the cylinder is just an approximation to the vessel shape and cannot
precisely follow the curvature of the anatomy. Additionally, the probability
that different types of stenotic lesions lie in a single cylinder segment has
to be reduced. However, due to the variability of the lesions that can occur
within a coronary artery it is reasonable to make this height variable. This
approach and its implications for the classification results will be discussed
in the next section.

Feature values are generated from samples drawn of the inside of the bound-
ary volume, which is partitioned by quantizing polar coordinates. There-
fore, radial sampling is performed in order to exploit the basic radial shape
of an ideal vessel. As a result, a spider web-like sampling pattern is obtained.
This is shown schematically in Fig. 5.6.

Figure 5.6: Schematic view of a slice of the sampling pattern that is generated within
the bounding cylinders.
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Creating the sampling pattern in 3D leaves three degrees of freedom. As-
sume sampling should be performed on Nr radii, Nc radial segments and Ns
slices. Then, the applied method generates Nr × Nc × Ns sample positions
and can be described by the function

si(j, k, l) =

 rj cos(ϕk)

rj sin(ϕk)
H
2 i + vl

 , (5.9)

∀j = 0, . . . , Nr, k = 0, . . . , Nc and l = 0, . . . , Ns, where

rj =
Dmax

2Nr
j , (5.10)

ϕk =
2π

Nc
k , (5.11)

and

vl =
H
Ns

l . (5.12)

Experiments have shown that small values for Nr, Nc and Ns are sufficient
to capture significant features that adequately describe the different types
of stenosis that are present in CTA images. Typical values for which good
results were achieved are Nr = 4, Nc = 6 and Ns = 6, where l is increased by
2 at each step. Therefore, only every other image slice within the bounding
cylinder is considered for sample drawing. Consequently, only 72 sample
positions are used for feature value extraction on a single vessel segment. In
contrast to simple 2-dimensional feature extraction on cross-sections of the
vessel, the applied cylindrical pattern ensures that a feature set includes not
only relevant image data, but also sufficient context information within a
cylinder segment in order to fully describe a diseased vessel part. Moreover,
the anisotropic pattern accounts for the nature of the coronary arteries to
narrow along their path to the most distal regions of the heart.

5.2.2 Multi-Resolution Extension

Analysis of the first classification results revealed that the fixed cylinder
length of the original algorithm is a drawback for the representation of a
bigger set of lesions. Due to the variability of lesion configuration (Fig. 5.7
and 5.8), especially in extent, keeping the length of the feature cylinder
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fixed leads to several misclassifications. In order to overcome this limita-
tion, the feature extraction pattern was extended by a multi-scale approach.
Thereby, variable sampling segment lengths are introduced.

Figure 5.7: Varying calcifications (marked by arrows) in cardiac vessel CPR cut-outs.

Figure 5.8: Varying soft-plaques (marked by arrows) in cardiac vessel CPR cut-outs.

Based on the ground truth database, maximum (Smax) and minimum (Smin)
stenosis length are calculated. Subsequently, the computed length values
are used to create several series of overlapping bounding cylinders with each
series representing a distinct model of the vessel. Hence, the range of steno-
sis lengths Smax −Smin is divided into S equidistant parts. Experiments have
shown that S = 3 is sufficient in most of the observed cases.

Using this approach, a scaling factor τ is added to the formulation of Eq. 5.8:

Cτ
i (ϕ, v) =

 Dmax
2 cos(ϕ)

Dmax
2 sin(ϕ)
Hτ
2 i + v

 . (5.13)

With S as the total number of scaling levels used, the height of the current
cylinder is given by interpolation:

Hτ =
τ

S − 1
Smax + (1 − τ

S − 1
)Smin . (5.14)
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With τ = 0, . . . , S − 1 as the current scale level and L as the total length of
the current vessel,

Nτ = 2⌊ L
Hτ

⌋ − 1 , (5.15)

overlapping cylinder segments are computed in order to represent the vessel
at a given scale. This is shown schematically in Fig. 5.9. Subsequently, sam-
pling positions can be generated analogously to the original formulation by
taking into account the current scaling level τ. As a result, the multi-scale
sampling approach allows to better capture a wider range of lesions with
different positions and extents.

Figure 5.9: Schematic view of the multi-scale vessel representation.

Using multiple representations for each vessel also leads to multiple classifi-
cation results for each scaling level (Fig. 5.10). In order to generate the final
result, several approaches are possible. The most meaningful is to com-
bine the different results by a majority vote of the individual classification
outcomes. Thereby, lesions that are detected on overlapping positions at
different scales are assigned a greater weight than those lesions that are de-
tected only at a single scaling level. However, if a lesion is detected at only
one scaling level it cannot be simply ignored. This is because for clinical ap-
plications, a false positive result is still acceptable while a false negative (i.e.
a lesion is missed) is not. Therefore, the overall goal of the approach was to
keep the false positive detection rates low while absolutely minimizing the
false negative results. The detection results are thus accompanied by a con-
fidence factor which directly corresponds to the number of scaling levels an
individual plaque is detected at. This factor can then aid the radiologist to
estimate the value and the reliability of the automatic diagnostic output.

5.2.3 Simple Feature Values

At the generated sampling locations, various image based feature values are
computed. Of course, the image intensity value at that location, denoted as
I, is taken, but also the absolute value of the image gradient |GI | = ∇I =
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Figure 5.10: Schematic view of the result of a multi-scale vessel classification. Dif-
ferent scale levels might lead to differing classification results (marked in red). The
overal classification of a vessel segment is then based on a majority vote of the
individual results.

(gx, gy, gz), which is calculated using a 3D Sobel filter [Sch00, Pra07]. The
value of the individual vector components of the image gradient vector, gx,
gy, and gz, are also used for the feature vector. Thereby, (x, y, z) are un-
derstood to be the world coordinates of the sampling positions. In order to
generate a specific feature value, this coordinate is transformed into voxel
coordinates using the modelview matrix that is attached to the DICOM im-
age. The final value is created by trilinear interpolation on the CT dataset.

The values used for building the feature vector provide a wide capture range
for intensity discontinuities as they increase inside the vessel when a stenotic
lesion is present in the image data. Moreover, the computed values on the
radial sampling pattern expose a semi-rotational-invariant behavior. Since
the main goal is to determine whether there is a stenosis located in the cur-
rent cylinder or not, the local feature values extracted along the pattern can
be sorted according to value magnitude. Thereby, relevant information is
kept (e.g. high intensity peaks representing calcifications, low intensity val-
ues representing soft-plaques) while their exact location along the sampling
pattern is lost. A schematic example is shown in Fig. 5.11. By sorting the
local feature values according to value magnitude, the classifier becomes
insensitive to lesion position as far as possible. As another result, the size
of the object space that has to be covered by the classifier is drastically de-
creased. Hence, the overall robustness of the approach is further increased.
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Figure 5.11: Schematic display of the rotational invariance with respect to the simple
feature values. In the example, values indicating healthy vessel lumen are shown in
grey. Two calcified spots are shown as white circles. The sampling direction is given
by the arrow on the top. Original and sorted feature vectors show that value position
changed, but the information contained in the feature vector, i.e. attenuation values
denoting a lesion, is kept.

However, most of the these local simple features are particularly signifi-
cant for calcified lesions, as these regions have a high attenuation value and
usually show a very high gap between their lowest and highest intensity val-
ues. Additionally, calcified plaques exhibit high gradient magnitudes and
strong variation in gradient directions within the sampling region. In order
to capture the reduced contrast values originating from soft-plaques, haar-
like local features based on an extension of the original integral image in
conjunction with the global feature values are used. Those features are par-
ticularly useful in regions, where the soft-plaques would otherwise be very
unclear and hardly discernible from the surrounding tissue.

5.2.4 Haar-like Feature Values

Haar-like features have been successfully used for many object recognition
tasks [LM02, MKH05]. They allow to capture a great amount of information
while being easy and efficiently to calculate. The haar-like features used are
expressed as the difference of the sums of pixel intensities within the image.
Some of the used difference patterns are shown in Fig. 5.12. Thereby, the
boundary of the pixel areas is given by the bounding cylinder around the
vessel centerline from Section 5.2.1.

The sum of the pixel values within a rectangular image area can be calcu-
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Figure 5.12: Schematic display of some of the haar-like feature patterns used. The
sum of the pixel intensity values which lie within the white circular area are subtracted
from the sum of pixel intensities in the grey area. Due to the pre-calculation of the
transformed integral image, these features can be quickly computed in 3D by simple
table look-ups.

lated very quickly by using an intermediate image representation called the
integral image [VJ04] which has been extended to 3D by [ZBG∗07]. At each
image position (x, y, z), the voxel value of the integral image contains the
sum of the voxels above, to the left, before and inclusive the value at (x, y, z)
from the original image, i.e. for a 2-dimensional image, the integral image
can be described by

I I(x, y) = ∑
x′≤x,y′≤y

I(x′, y′) . (5.16)

Here, I I(x, y) is the integral image value at position (x, y) and I(x, y) is the
intensity value of the original image. Using the recurrences

s(x, y) = s(x, y − 1) + I(x, y) (5.17)

I I(x, y) = I I(x − 1, y) + s(x, y) , (5.18)

where s(x, y) is the cumulative row sum and s(x,−1) = 0 and I I(−1, y) =
0, the integral image can be computed in one pass over the original im-
age [VJ04].

The initial formulation of the integral image is based on rectangular images,
therefore it cannot be used directly for the circular pattern that is applied
in the presented approach. In order to compute the integral image of the
cylindrical shape while keeping the simplicity of the original implementa-
tion, the image data enclosed by the cylinder boundary is transformed into
a rectangular grid. This can be achieved by first creating a linear vessel vol-
ume image in a similar manner to a stretched CPR [KFW∗02]. Accordingly,
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the radial extraction pattern is generated over the whole length of the ves-
sel. The pattern is then mapped to a rectangular grid using polar coordi-
nates (Fig. 5.13). On this grid, the 3D integral image of the vessel can be
easily computed. The transformation from polar to cartesian coordinates
is pre-computed and stored in an index table. In order to access the value
at a sample position in the integral image, a look-up into the index table
has to be performed. Subsequently, curved haar-like feature values on the
circular 3D patterns can be computed similarly to the original formulation,
requiring only one additional level of indirection.

Figure 5.13: Schematic display of the transformation from the cylindrical extraction
pattern to a rectangular image. The rectangular image as generated by the trans-
formation process can be subsequently used in order to compute the integral image
of the extraction pattern. White indicates padding with zero values.

5.3 Implementation

The presented approach was implemented in C++ and integrated into the
MeVisLab environment mainly as the module CAAnalysis. This module im-
plements the feature extraction strategies and acts as the connection to the
AdaBoost classifier. It works in conjunction with the automatic branch la-
beling and centerline tree extraction methods presented in Chapter 4.

For data acquisition and training of the classifier a software tool called CA
Measurement has been developed. The coronary arteries can be displayed
as a CPR using the previously segmented centerlines. Furthermore, the tool
allows the manual placement of markers which indicate the start and end
positions of stenosis on the corresponding centerline as well as associating
the pair of markers to the stenosis type. This is shown in Fig. 5.14.
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Figure 5.14: The software tool (CA-Measurement) which was developed for the man-
ual acquisition of then ground truth data. On the right side, the previously extracted
centerlines and their corresponding images can be selected. On the left side, steno-
sis markers can be placed (yellow) on a CPR view of the vessel and stored in the
database for further use.

The manually acquired data can then be stored in a stenosis database which
is subsequently used for training, evaluation and testing of the algorithm.
The training of the strong classifier and an initial evaluation of the algo-
rithm can also be performed directly within the CA Measurement tool. An
example is shown in Fig. 5.15. The MeVisLab network that is used to drive
the software is shown in Fig. 5.16.

For practical application and evaluation of the stenosis detection method,
a second software called Coronary-CAD has been developed. The use of
the software is, just like the software prototype for the branch detection al-
gorithm, quite simple. There is one button that allows the selection and
loading of a CTA dataset. Then, the whole algorithm chain, consisting of
pre-processing, branch labeling, feature extraction and classification runs
automatically, requiring no user interaction or parameter specification. Fi-
nally, the result of the classification is displayed on a 3D volume rendering of
the CTA data. Additionally, lesion coverage statistics on the major coronary
arteries are computed and displayed. The few other user interface elements
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Figure 5.15: The same software can also be used to train and test the strong classifier
based on the ground truth data. The screenshot shows the detection result on a
coronary artery with massive calcifications.

Figure 5.16: The MeVisLab network driving the CA-Measurement software.
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that are integrated in the software are only used to adjust the visualization
of the results. This is shown in Figures 5.17 a and b, respectively.

The network driving the Coronary-CAD software is shown in Fig. 5.18. This
implementation also has the advantage that it can be driven from the com-
mand line, thus allowing a batch evaluation of many CTA datasets without
requiring a user to control the process. Moreover, for the evaluation of the
results the classification outcome can be compared to the ground truth data
automatically, if available.

5.4 Results

The learning-based stenosis detection algorithm has been tested on clini-
cally relevant CTA data. The evaluation has been carried out on the three
major coronary arteries, if they could be segmented properly by the auto-
matic vessel segmentation approach. All centerlines were pre-segmented
and stored in a vessel database. With the annotation software tool pre-
sented in the previous section, all stenoses contained within the CTA data
have been annotated manually. Thereby, a ground truth database was gen-
erated containing position, size and extent of every lesion present in the CTA
images, which was then used for training and evaluation of the algorithm.

5.4.1 Basic Approach

Firstly, the algorithm without multi-resolution extension has been evalu-
ated using 30 CTA data sets. 10 CTA images with 29 annotated coronary
artery centerlines containing 38 stenosis in 15 diseased vessels were used as
training ground truth. In the training database 14 vessels were annotated
as being healthy. This data was used to generate a feature matrix for the
training of the classifier. The resulting boosted strong classifier has been
validated performing an automatic diagnosis step on the training database.
Subsequently, evaluation has been performed using 20 unseen CTA datasets.
The results of the simple approach were very promising.

On the 38 annotated stenosis from the training set, there was only one mis-
classification which is equivalent to a training error of 2.64%. For the un-
seen database, the algorithm was applied to 55 pre-segmented vessel cen-
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(a) Coronary-CAD software presenting the detec-
tion results right after a dataset has been selected.

(b) Additionally, the visualization of the results
can be adjusted.

Figure 5.17: The Coronary-CAD software implementing the learning-based stenosis
detection for testing and evaluation. The user interface is quite simple: there is only
one button to load an image, and means to change the visualization of the results.
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Figure 5.18: The MeVisLab network driving the Coronary-CAD software.

Type Training Evaluation
Diseased 15 33
Healthy 14 22
Detected Diseased 15 35
Detected Healthy 14 20
False Positives 0 2
False Negatives 0 0

Table 5.1: Detection rates measured on a per-vessel basis.

terlines. From these vessels, a total of 22 was healthy and 33 contained
one or more lesions. For a coarse per-vessel evaluation, a coronary artery
was considered to be diseased if it contained at least one stenosis. Dur-
ing validation, every vessel containing diseased pathology was marked as
such, even though in one case a calcification has been misclassified as being
a soft-plaque. On the evaluation datasets, two false positives but no false
negatives were found. Tables 5.1 and 5.2 summarize the results. Sensitivity
and specificity rates for the individual datasets and the overall result of the
per vessel classification are shown.



5.4 Results 67

Type Sensitivity Specificity
Training Set 100.00% 100.00%
Evaluation Set 100.00% 91.66%

Overall 100.00% 94.73%

Table 5.2: Sensitivities and specificities for a per-vessel classification.

Type Soft-Plaque Calcification
Total 11 27
Correctly Detected 11 26
False Positives 0 0
False Negatives 0 1

Table 5.3: Detection rates measured on a per-lesion basis using the training datasets.

For a per-lesion based evaluation, the detection rates of individual steno-
sis types and positions on all vessels have been determined. The training
database contained a total of 38 annotated stenotic lesions, where 27 of
them were calcifications and 11 were soft-plaques. All 11 soft-plaques were
detected and classified correctly. Only one calcification has been misclassi-
fied as being a soft-plaque.

The evaluation database contained a total of 68 visible stenosis, 57 of which
were calcifications and 11 soft-plaques. From the 11 soft-plaques, 10 were
correctly detected and one has been not detected. From the 57 calcifications,
a total of 12 have not been detected and 45 of them were properly identified.
Additionally, two false positives have been detected as being calcifications.
Tables 5.3, 5.4, and 5.5 summarize the results.

Type Soft-Plaque Calcification
Total 11 57
Correctly Detected 10 45
False Positives 0 2
False Negatives 1 12

Table 5.4: Detection rates measured on a per-lesion basis using unseen data.
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Type Soft-Plaque Calcification
Training Set 100.00% 96.29%
Evaluation Set 90.90% 78.94%

Overall 95.45% 84.52%

Table 5.5: Overall detection rate on a per-lesion basis.

Due to the restricted portion of image data to process, classification times
can be kept remarkably small. On the testing machine (MacBook Pro, Intel
Core 2 Duo 2.4 GHz, 2GB RAM) the classification of an entire vessel tree
with previously segmented centerlines of the left anterior descending, left
circumflex and right coronary artery took less than 5 seconds.

Although the achieved results were initially good, extending the database
of evaluation images quickly revealed the shortcomings of the approach, as
the sensitivity and specificity of the algorithm dropped below 70%. Hence,
the simple algorithm was extended by the multi-resolution method in order
to enhance the detection quality on a larger set of CTA images.

5.4.2 Multi-Resolution Extension

The enlarged database contained 140 pre-segmented and annotated coro-
nary centerlines from 45 CTA images. The annotations included exact lesion
position and type for each vessel. From the 140 centerlines, 30 were used
to train and validate the classifier. The remaining 110 have been used for
quality assessment of the algorithm. As with the previous approach, two
separate performance measures were evaluated. First, vessel-based detec-
tion rates were examined. Consequently, a vessel was considered as being
diseased if it contained at least one lesion. The corresponding classification
result was accepted as being correct if it showed at least one lesion. Apply-
ing these criteria, from the 110 segmented coronary arteries 71 had to be
considered diseased, whereas 39 were healthy. The classification algorithm
was able to detect 68 of the diseased and 30 of the healthy vessels correctly.
Among these results three vessels were classified as false negative and nine
healthy vessels have been classified as false positives. This corresponds to a
sensitivity of 95.5% and a specificity of 76.9%, as summarized in Table 5.6.
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Type Diseased vessels (%) Healthy vessels (%) Total (%)

Total 71 (100.0%) 39 (100.0%) 110 (100.0%)
Correct 68 (95.8%) 30 (76.9%) 98 (89.1%)
FP 0 (0.0%) 9 (23.1%) 9 (8.2%)
FN 3 (4.2%) 0 (0.0%) 3 (2.7%)

Table 5.6: Summary of the detection rates measured on a per-vessel basis. FP is
abbreviated for false positive and FN is abbreviated for false negative, respectively.

As the second performance measure, lesion-based detection rates were ex-
amined. Evaluation included detection rates in terms of lesion type and
position. Accordingly, coverage of the cylinder segment classification ob-
tained from the classification algorithm was compared to the annotated ves-
sel data. There were 54 distinct soft-plaques and 101 distinct calcifications
contained in the datasets of the diseased vessels. From the 54 soft-plaques,
43 have been identified correctly. Eleven were missed by the classification
algorithm and four were found to be false positives. From the 101 calcifi-
cations annotated in the data, 95 have been detected correctly. Six of them
were not detected and another eight were classified as false positives as sum-
marized in table 5.7. This amounts to an overall correct detection rate of
89.0% and a false positive rate of 7.7%.

Even though a quite extensive vessel representation is used for the classi-
fication task, evaluation times are still low. Performing CAD on the three
major coronary arteries (LAD, LCX, RCA) takes between 5 and 10 seconds
only on standard PC hardware. Therefore, the time required for classifica-
tion is only slightly higher than with the simple representation. Together
with the coronary tree generation and vessel labeling algorithms, the pre-
sented method takes about 30 to 40 seconds for the creation of a diagnosis
estimate on a single cardiac CT dataset. Note that this diagnosis estimate
can be generated fully automatically, requiring no user input at all. Exam-
ples of the quality of the detection results and their high accuracy are shown
in Figures 5.19, 5.20 and 5.21.
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Type Soft-Plaque (%) Calcification (%) Total (%)

Total 54 (100.0%) 101 (100.0%) 155 (100.0%)
Correct 43 (79.6%) 95 (94.0%) 138 (89.0%)
FP 4 (7.4%) 8 (7.9%) 12 (7.7%)
FN 11 (20.4%) 6 (5.9%) 17 (10.9%)

Table 5.7: Summary of detection results for the lesion based evaluation. FP is ab-
breviated for false positive and FN is abbreviated for false negative, respectively.

(a) (b)

Figure 5.19: Classification results for calcified coronary artery lesions. a) and b) show
detection results of distinct calcified stenosis. On the bottom, the vessels are shown
without detection results but marked stenosis for visual clarity. Detection results are
marked in purple.
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(a) (b)

Figure 5.20: Classification results for non-calcified coronary artery lesions. a) and b)
show detection results of distinct soft-plaque stenosis. On the bottom, the vessels
are shown without detection results but marked stenosis for visual clarity. Detection
results are marked in yellow.

(a) (b)

Figure 5.21: Detection results for coronary arteries containing calcified as well as
fibrous lesions. On the bottom, the vessels are shown without detection results but
marked stenosis for visual clarity. Automatically detected calcifications are marked
in purple, soft-plaques in yellow.
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CHAPTER 6
Coronary Calcium Detection and Quantification

Calcified coronary plaque represents approximately 20% of the total coro-
nary artery plaque burden. Therefore, the more coronary calcium, the more
overall atherosclerotic burden is present. The other 80% of the coronary
plaque usually is fibrous or lipid-rich soft-plaque. Consequently, coronary
calcium is a measure of a patient’s atherosclerotic burden [PM07]. Calcium
appears in the early stages of coronary artery disease and is viewed as a
measure of atherosclerosis itself and not simply as a marker of disease like
the traditional Framingham risk factors such as age, hypertension, family
history, hyperlipidemia, and diabetes [DMM51]. One hypothesis is that cal-
cium in the coronary arteries may mean that there was at least one incidence
of a healed soft-plaque rupture with inflammation. Since calcified coronary
plaque detection and quantification plays a key role in clinical cardiac diag-
nostics, it is essential to provide means of automatic diagnostic aid to the
radiologist. This is even more true for CTA data, as calcium plaque segmen-
tation is difficult in the presence of contrast agent. The method that is pre-
sented in this chapter has proven to provide good results for calcium scoring
on CTA data. It has been partly published in [TVHB∗10] and [TVHB∗11].

6.1 Clinical Procedures and Previous Work

The clinical standard procedure for risk stratification of coronary vascular
disease (CVD) consists of an extensive physical examination. Thereby, well
understood risk factors, such as body height and weight, blood pressure,
certain blood levels, e.g. HDL and LDL cholesterol, including present dis-
eases and habits, such as diabetes or smoking are determined and taken into
account [WDL∗98, DMM51]. Furthermore, since cardiac CT has proven to
allow a reliable diagnosis of CVD, a CT study is to be taken if the patient
shows symptoms but otherwise has not a high pretest likelihood of having
coronary stenoses [Ach07]. On returning CVD patients, a coronary CT will
be acquired in order to judge the state of progress of the disease.
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Currently, one of the most relevant pieces of clinical information with re-
spect to risk assessment on a cardiac CT scan is the cardiac calcium (CAC)
score, as stated in the scientific statement of the American Heart Associ-
ation: ”[...] the total amount of coronary calcium [...] predicts coronary
disease events beyond standard risk factors.” [BAB∗06]. Therefore, a CT
study is taken without application of contrast agent and an image recon-
struction is performed at a quite coarse slice thickness resolution of usually
3mm in order to identify calcified plaques in the image data. Subsequently,
a radiologist has to manually identify coronary calcifications among a set
of candidate regions in the data, which are then extracted by thresholding,
region growing and component labeling. Then the calcium scores such as
calcium volume, calcium mass and the Agatston Score can be calculated us-
ing the image data and the resulting segmentation mask [AJH∗90].

This is a reasonable procedure, as soft-tissue contrast in CT is low and high-
density structures such as bone or calcified plaques are easily visible and can
be segmented by simply applying a threshold based region growing [AB94].
For non-contrast enhanced CT scans the clinically used reference threshold
for the segmentation of calcified plaques is 130 Hounsfield-Units. If coro-
nary artery disease is present, the CAC score will provide information on
the extent of disease. Additionally, the CAC score can also determine the
likelihood of a significant stenosis and the degree to which the atheroscle-
rotic process is progressing. An example of a native CT scan used for CAC
scoring is shown in Fig. 6.1.

In addition to the scoring of calcified plaques, soft-plaques, e.g. vascu-
lar narrowings caused by fat deposits, can be a major indication for CVD
risk [BAB∗06]. Although invasive coronary angiography is still the gold
standard for the diagnosis in this case, contrast enhanced CT coronary an-
giography has proven to be able to reliably rule out the presence of soft-
plaques and stenoses in general [Ach07, MMS∗08, HSS∗05]. Therefore,
CTA is the preferred diagnosis method in the majority of cases where the
patient’s situation does not warrant the risk of invasive angiography. As
a consequence, a cardiac CT patient study usually consists of two separate
scans, since the traditional calcium score determined on non-contrast en-
hanced data cannot be easily related to calcium scores created from con-
trast enhanced data. The reason for this are the different resolution of the
two different scans as well as the high contrast variation within the CTA
datasets that is introduced by the contrast agent. The higher attenuation
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Figure 6.1: Example of a non-contrast enhanced CT scan used for CAC scoring. The
low soft tissue contrast can be seen. Additionally, the image shows two manually
marked and segmented calcified lesions in the left main coronary artery.

values of the contrast agent can overlap and thus hide calcified plaques or
parts thereof, which might be visible without the contrast agent. Hence,
more and more clinical studies are published with the goal of establishing
an equivalence between traditional CAC scoring and calcium scoring on CTA
data in order to provide additional information for coronary risk stratifica-
tion and avoiding redundant CT scanning [GHT∗09, HFM∗09].

However, using contrast enhanced data for manual scoring is more difficult
than using non-contrast enhanced data, since the image contrast in CTA
data has a high variability (Fig. 6.2). This is due to varying contrast agent
absorption rates over time and patient physiology. As a consequence, HU
values for vessel lumen vary from patient to patient and from study to study.
Moreover, even an intra-patient variation is possible, depending on the pa-
tient’s physiology and the time of scanning after contrast-medium admin-
istration. Hence, scoring thresholds have to be determined individually for
each patient by manually inspecting the image contrast values. This dras-
tically increases the effort and time required by the radiologist in order to
process a dataset. Moreover, since the threshold determination and lesion
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selection process is carried out manually, it is also subject to strong intra-
and inter-observer variability.

(a) 469 HU (b) 549 HU

(c) 599 HU (d) 754.5 HU

Figure 6.2: Contrast variability on CTA data. The image shows four slices from
different CTA scans that were used for calcium scoring. The manually assigned
segmentation threshold value is indicated for each image. This demonstrates the
wide variability of contrast distribution on contrast-enhanced CT data.

Since cardiac calcium burden is such an important clinical topic, the de-
tection and quantification of calcified plaques on CT data has already been
addressed by several groups. The work of Wesarg et al. [WKF06] presents
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an algorithm for vessel segmentation that is capable of dynamically deter-
mining calcium plaques during vessel centerline extraction. However, this
method is strongly dependent on the user manually placing seed points
on the coronary arteries in the data. Moreover, the detected lesions are
not segmented and no quantitative analysis is presented. Toumolin et al.
[TBGB03] use a level set method in order to detect the inner and outer walls
of vessels on CTA data and thereby identify calcified lesions in the coronary
arteries. Rinck et al. [RKRS06] present a similar approach using a shape-
based segmentation scheme. The main drawback of their approach is, how-
ever, that the algorithm has to be initialized manually with a seed point be-
fore and after each lesion. Komatsu et al. [KHO∗05] introduced a ”Plaque
Map” for CT images in order to facilitate fast and easy detection of plaques
in CT data. However, their approach acts only as a visual aid guiding the
radiologist through the manual segmentation of stenosis in the coronary
arteries. Finally, Saur et al. [SAD∗08] presented a method for automatic
calcified plaque detection by fusing and relating non-contrast enhanced CT
data with contrast enhanced data. Although their method is fully automatic
and delivers promising results, the approach still has the drawback of re-
quiring both, a non-contrast enhanced and a contrast enhanced CT scan,
leading to possibly unnecessary radiation exposure for the patient.

In contrast to the previous works, the method presented in this thesis is fully
automatic, requiring no user interaction at all. Moreover, only the CTA in-
put data is needed in order to compute a calcium score for the patient study.
It is implemented as a multi-step process. In a preprocessing phase, the vas-
cular tree is automatically extracted from a cardiac CT dataset as presented
in Chapter 4. Subsequently, the pre-processing tree is used in an image
analysis step in order to determine the HU value that adequately separates
calcified plaque tissue from healthy vessel lumen, i.e. a calcium segmen-
tation threshold is computed automatically. Obtaining this threshold is a
prerequisite for the following automatic detection of calcified plaques. Fi-
nally, the detected plaque positions can be used in order to generate the
standard score values used for clinical applications.

6.2 Automatic Calcium Scoring

In order to deal with the high contrast variability on CTA data, it is required
to determine a threshold for calcium segmentation. This has to be done
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individually for each CT scan that is to be analyzed. Therefore, information
about the intensity distribution within the data is needed. This information
can be acquired by computing and analyzing the image histogram.

6.2.1 HU-Threshold Determination

However, using the full dataset histogram is not practical for the purpose of
calcium threshold calculation. The ideal HU threshold for calcified plaque
segmentation corresponds to the lowest intensity value that belongs to cal-
cium but does not fall into the range of contrast agent or bone. Looking
at different histograms of full datasets (Fig. 6.3) quickly reveals that there
is a lot of variation in the intensity distribution and peak values. Which
one of these peaks does correspond to the contrast agent distribution in the
coronary arteries? Which one to the bones? Experiments on the data have
shown that this is also strongly dependent on the dataset itself, the field of
view of the scan and the contrast agent distribution. During the analysis of
this problem it has turned out that deriving a general rule for the detection
of the segmentation threshold based on the full dataset histogram is very
difficult, maybe even impossible.

As it turns out, the previously generated vascular pre-processing tree can
be exploited in order to calculate a valid segmentation threshold. Instead
of creating a histogram based on all voxels contained within the dataset, a
histogram H based only on the intensity values of the voxels that are coin-
cident with the points on the pre-processing tree is computed. Hence, each
histogram entry x corresponds to the total number of voxels with value x,
whereas only voxels on the vascular tree are considered. The basic idea
is, that it can be assumed that by only taking into account the voxel values
that are covered by the segmented tree, the HU values for which the his-
togram function reaches its last maximum are equivalent to the mean value
of healthy vessel lumen. Moreover, it can be assumed that the number of
voxels belonging to calcified plaques is not significant in comparison to the
number of voxels belonging to contrast agent. Since the number of center-
line points which have been generated during the preprocessing step varies,
the histogram values have to be normalized with respect to the number of
entries in order to generate valid results on different datasets. However, as
the number of points contained in the pre-processing tree is rather small
when compared to the total number of possible histogram entries, the cre-
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(a) (b)

(c) (d)

Figure 6.3: Four histograms of four different CTA scans. In principle the histograms
show the same structure but with a very different distribution of their peak values.
Thus, they are not suitable for a segmentation threshold estimation.

ated data exhibits a high amount of noise. This is shown in Figure 6.4. This
noise can be reduced by smoothing the histogram curve applying a simple
1D box filter. Thereby, the curve values are repeatedly averaged yielding
smoother results (see Fig. 6.5).

The error that is introduced to the histogram counts by filtering is negligi-
ble, since the exact count of histogram entries at a specific intensity value
is not important. The ideal HU threshold for calcified plaque segmentation
corresponds to the lowest intensity value that belongs to calcium but does
not fall into the range of contrast agent. Hence, in order to find the optimal
threshold value for separation of vessel lumen and coronary calcium, it is
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(a) (b)

(c) (d)

Figure 6.4: Four histograms of four different CTA scans corresponding to the his-
tograms shown in Fig. 6.3. It can be seen that the intensity variation is much less
and there is one distinct peak in the data. However, due to the low number of voxels
used to generate the histogram there is a high amount of noise in the cuve data.

required to find the point on the X-axis of the histogram, where the descent
of the last peak curve starts to flatten, i.e. the derivative of the histogram
function H′ approximates 0. This is reasonable since it is assumed that the
width of the histogram area around the maximum peak covers the distribu-
tion of vascular lumen within the histogram function. Hence, the derivative
of the histogram function is computed and its values are examined starting
at the maximum peak position until they exceed a threshold ϵ. Based on
samples of the ground truth database, ϵ = −10−3 was empirically found to
be the optimal value. Selecting this point yields the desired threshold value
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(a) (b)

(c) (d)

Figure 6.5: Four histograms of four different CTA scans corresponding to the his-
tograms shown in Fig. 6.3 and 6.4. After smoothing the histograms show a very
clear curve with an obvious peak. Note, however, that local maxima and plateaus
are still possible, as shown in d). This has to be taken into account during analysis.

τ that is capable of separating vascular lumen from calcified plaques. This
is illustrated in Fig. 6.6.

Note that it is possible for the vessel tree histogram to have multiple local
maxima. This situation can arise due to an uneven distribution of contrast
agent in the vascular system, which occurs in particular if the time point for
scanning has not been carefully selected. Moreover, the same is possible
for patients whose physiology strongly diverges from norms dictating ideal
values for contrast agent administration and scanning time. Hence, it is
important to select the peak value which represents the global maximum of
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Figure 6.6: Illustration of the automatic threshold determination algorithm based on
the vessel histogram. The maximum peak value is marked with the green dot. The
determined threshold point is marked by the red dot. The line indicates the threshold
value that separates the healthy vessel lumen from the calcified plaques.

the histogram curve in order to get correct results from the algorithm.

6.2.2 Detecting Calcifications

After the segmentation threshold is determined, the pre-processing tree is
used in order to detect the position of the calcified lesions. Note that in
this case, the whole pre-processing tree is used instead of only the extracted
major coronary arteries as in Chapter 5. This is done in order to ensure that
calcified plaques that are located within small branching vessels are also
considered for score calculation.

For the detection of the calcified lesions, the pre-processing tree is pro-
cessed in a point-by-point fashion, as it is safe to assume that for a success-
ful segmentation each of these points is located approximately at the center
point of an artery. At each of these centerline points, its voxel neighborhood
within a spherical radius of 2mm is examined and searched for voxels which
lie above the previously computed threshold value. The radius is chosen to
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be 2mm as the maximum diameter of a coronary artery is about 4mm—5mm
and the voxel resolution of a CTA scan usually is about 0.45mm. Therefore,
it can be ensured that calcified plaques which are exceeding the threshold
and are located within the vessel boundary are detected and marked during
processing. I.e., if a voxel is found to have a HU value > τ it is marked as
a possible calcium candidate. The resulting candidate points together with
the threshold τ are then used as input seeds for a standard region growing
algorithm as indicated by the clinically established calcium scoring meth-
ods [HSS∗05, AJH∗90]. The result of the candidate selection on the pre-
processing tree of a CTA dataset is shown in Fig. 6.7.

Figure 6.7: Example of the candidate selection on a pre-processing tree of a CTA
dataset. The possible calcium plaque candidates are shown in red.

The candidate selection algorithm works on a per-voxel basis. Thus it is
possible, that single voxels showing a high HU value, e.g. originating from
image noise, are marked as plaque candidates. Furthermore, it is possible
that in the case of a erroneous pre-segmentation tree, large bright areas, e.g.
the ventricles, are marked as coronary calcium plaque. This can be avoided
by a followup step analyzing the detected calcium locations. Thereby, the
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original plaque positions together with the segmentation threshold are used
as input to a standard region growing algorithm. The resulting segmenta-
tion mask is then used as input to a connected components analysis [ST88,
DST92]. The connected components analysis facilitates the detection of 1-
voxel plaques and excess volume plaques (≥ 250mm3) that indicate either
image noise or a wrong pre-segmentation that would lead to flooding. Note
that ignoring 1-voxel “plaques” even if they might indicate a real, begin-
ning plaque instead of noise is not an error with respect to the scoring re-
sult. The original formulation by Agatston et. al. [AJH∗90] proposes only
to consider lesions with an pixel area of ≥ 1mm2, which corresponds to at
least five voxels with an isotropic xy-resolution of 0.49mm × 0.49mm. When
applying these thresholds to the connected components analysis the list of
generated calcium markers is purged from erroneously detected plaques,
from which usually most are single voxel lesions. The resulting candidate
list, now marking only significant lesions is shown in Fig. 6.8.

Figure 6.8: Example of the result of the calcium plaque detection after con-
nected components and volume analysis. The resulting position marks a calcified
plaque (red). This can be used for a subsequent region growing step.
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Based on the generated marker list and the automatically determined seg-
mentation threshold, the region growing process is repeated in order to
yield the final calcium plaque segmentation mask. Using this mask, the
standard calcium score values can be computed. The following scores are
calculated based on the segmentation result:

1. Agatston score is calculated as

CSaga = a0 · nvox · f (p) · scorr , (6.1)

where a0 is the area of one image pixel on the corresponding axial
image slice , nvox is the number of pixels per lesion, f (p) is a weight
factor between 1 and 4, depending on the peak HU value of a single
lesion [AJH∗90] and scorr is a correction factor compensating for the
different slice thickness in CTA data. Note that the Agatston score is
computed on a per-slice basis assuming a 3mm slice spacing in its orig-
inal formulation. Even though the weighting factors, which depend on
HU values and pixel size, were empirically determined by [AJH∗90],
the Agatston score is the most relevant scoring factor for cardiac cal-
cium risk stratification in clinical practice.

2. Calcium volume is calculated as

CSvol = a0 · nvox · sth , (6.2)

where sth is the voxel thickness in mm. The resulting value represents
the calcium burden in ml.

3. Calcium mass is calculated as

CSmass = CSvol · fcalib , (6.3)

where fcalib is a scanner and mode dependent calibration factor that is
determined by the CT scanner’s system software. The resulting value
represents the approximate calcium burden in mg.

The base scores are determined on a per-lesion basis. Per-vessel and overall
calcium burden scores can be calculated by summing over all lesions.
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6.3 Implementation

For the calcium scoring project, a comprehensive prototype software ap-
plication has been created. Its main purpose is to facilitate clinical studies
that try to relate the traditional CAC scoring on native CT scans to calcium
scores determined on CTA data. Therefore, the software provides side-by-
side view and analysis of native CT and its corresponding contrast enhanced
CTA scan. The radiologist can then place manual calcium plaque markers
on both datasets and set a scoring threshold for the CTA scan. Subsequently,
the native markers can be related to the CTA markers and manual scoring
can be carried out. As a result, calcium scoring values are obtained for each
marked lesion on the datasets and correlation statistics are computed. A
screenshot of the software in use is shown in Figure 6.9. With this soft-
ware application, the ground truth reference data has been acquired that
was used to evaluate the automatic calcium scoring method.

Figure 6.9: The cardiac calcium scoring prototype software CalcScore. The screen-
shot displays two cardiac CT datasets taken from the same patient. The left dataset
is the native scan, the right dataset is the contrast enhanced CTA scan. Both
datasets show the same, manually marked lesion on their corresponding slices. Be-
low the datasets, the list of manually assigned lesions and their corresponding scoring
results can be seen. The data acquired by the radiologist in this way can be stored
for further use and automatic evaluations.
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The automatic algorithm presented in the previous section has been inte-
grated into this software prototype in order to facilitate easy evaluation and
comparison of the manual and automatic results. Thereby, the manually
annotated data can be used to directly evaluate the quality of the automatic
scoring visually. Moreover, risk grouping according to clinical standards
was implemented. However, those are not hardcoded, but rather are all pa-
rameters freely configurable by the radiologist using the software. As an ad-
ditional feature, the software is capable of performing an unattended batch
evaluation of the automatic calcium scoring algorithm using the previously
stored manual data, i.e. the calcium plaque markers and the correspond-
ing segmentation threshold. The results presented in the next section were
generated using this batch evaluation. A screenshot of the software in au-
tomatic mode is shown in Figure 6.10.

Figure 6.10: The panel for the automatic scoring. Automatic scoring can be started
by the click of a button. Additionally, the manually determined calcium positions and
the corresponding segmentation threshold can be used to generate a manual scoring
result that can be compared to the automatic result. The automatic segmentation
result mask on the CTA data (right) is overlaid in red color. This facilitates easy
manual evaluation of the segmentation result.

The MeVisLab network that implements the software prototype is shown
in Figure 6.11. This network is divided into several parts that handle the
manual segmentation and data generation. The automatic calcium plaque



88 CHAPTER 6 Coronary Calcium Detection and Quantification

segmentation algorithm is implemented as a macro module within this con-
text. By ensuring that the whole software prototype is completely reentrant,
the automatic algorithm could be integrated into the main application. This
also greatly simplified the deployment of the application into its clinical set-
ting at the Deutsches Herzzentrum München, where it is used extensively
in order to provide data for clinical studies. The content of the AutoCAS-
coreStandaloneV2 module is shown in Figure 6.12.

Figure 6.11: The main network of the CalcScore prototype. It is comprised of sev-
eral modules and macro modules that provide manual and automatic segmentation
procedures.

The main parts of this module are the SCRCardiacSegmentation module,
which generates the pre-processing tree. The GenCalcPositions module is
responsible for computing the segmentation threshold and generating the
initial list of calcium plaque markers. Finally, the CaScoreV2 module per-
forms the connected components analysis, computes the calcium scores on
the segmented lesion positions and generates the final marker list that is
used in order to display the detected calcium plaque locations.
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Figure 6.12: The internal network of the automatic calcium plaque detection and
segmentation algorithm.

6.4 Results

The automatic calcium plaque quantification algorithm has been evaluated
on a comprehensive database of CTA studies. This database consisted of
53 datasets. However, data exhibiting severe and unpredictable image arti-
facts caused by various reasons, such as strong cardiac motion or pacemaker
leads, for example, were excluded from the automatic evaluation (Fig. 6.13).

Hence, for the validation of the presented algorithm 46 datasets were se-
lected. All calcified lesions contained in the data were marked manually by
a radiologist. Each data set was manually assigned an individual HU thresh-
old for a region-growing based segmentation of the coronary calcium, even
if the data itself contained no calcified plaques. This was done in order to as-
sess the performance of the threshold determination algorithm. The totally
covered segmentation threshold range for all datasets in the database was
found to be between 417 and 1041 HU-Units. Subsequently, a region grow-
ing based segmentation for the ground-truth data was carried out and the
resulting segmentation masks were used to generate ground-truth reference
calcium scores (Agatston score, calcium mass score and calcium volume
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(a)

(b)

Figure 6.13: Example of two of the CTA scans that were rejected for algorithm
evaluation due to massive imaging artefacts.
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score) for evaluation. Finally, our method has been applied in unattended
batch-mode on the same database. The automatically detected HU thresh-
olds and calcium scores were then compared to the ground-truth data.

The automatic thresholds were found to be very close to those manually se-
lected. The mean absolute difference between the two values was found to
be about 72 HU units with a standard deviation of ±73.59 . Note that the
manual thresholds were set by a single reader only. As a consequence, the
intra-observer variability in threshold selection could not be quantified in
this study. In 62% of the examined cases, the automatically detected seg-
mentation threshold was lower than the segmentation threshold selected
by the radiologist. However, no flooding occurred during region growing,
which indicates that most of the manually determined thresholds are too
high. A plot comparing the manually selected values to the automatically
detected thresholds is shown in Fig. 6.14.

The resulting correlation between manually and automatically generated
scores expressed as Spearmans ρ and their respective 95% intervals of agree-
ment [BA99] for the three scoring types are very high in all cases, as shown
in Table 6.1. Plots comparing volume, mass and Agatston scoring results di-
rectly are shown in Figure 6.15. During manual inspection of the resulting
segmentation masks and detected calcium positions, it was found that the
automatic algorithm was able to detect all of the manually marked calcified
plaques contained in the data.

Considering the broad cluster sizes for risk-grouping of patients in current
clinical practice [BAB∗06], the deviation of values with respect to the ex-
pert’s ground truth is not significant. Additionally, most of the deviations
from the reference scores are caused by the automatically determined seg-
mentation threshold providing a better fit to the data than the manually se-
lected one. Thus, there are more voxels that belong to a calcified lesion seg-
mented, which yields an increased score value. Since no flooding occurred
during the segmentation phase, it can be concluded that the algorithm is ca-
pable of selecting a near to optimal threshold for the inclusion of most vox-
els belonging to a calcified lesion. It is thus reasonable to assume that the
resulting higher score resembles the real calcium burden more accurately.
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Figure 6.14: Comparison of manual and automatically generated HU thresholds on
the test database (Patient number and segmentation threshold on the x- and y-
axis, respectively). The line corresponds to the manually selected thresholds. The
Database was sorted according to increasing manual threshold value selection in
order to improve visual clarity of the plot.

Score Type ρ 95% limits of agreement

Agatston Score 0.946 0.26 ± 29.78
Calcium Mass 0.951 0.41 ± 10.83
Calcium Volume 0.950 0.91 ± 22.85

Table 6.1: Standard correlation and limits of agreement between manual and auto-
matic scoring.
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(a) Calcium Mass

(b) Calcium Volume

(c) Agatston Score

Figure 6.15: Comparison of manual and automatically generated scores on the test
database (Patient number and Total-Score on the x- and y-axis, respectively). The
line corresponds to the manual scoring result. The patients are sorted according
to increasing manually determined calcium score values in order to improve visual
clarity of the plots and to facilitate easier comparison of the results.
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CHAPTER 7
Coronary Soft-Plaque Detection and Quantification

Unlike calcified plaques, soft-plaques in CTA data exhibit very low intensity
values. Therefore, the intensity distribution of a soft-plaque is very similar
to the general soft tissue contrast of CT. As a consequence, it is not possible
to perform a direct segmentation of these plaques in contrast to the segmen-
tation of calcified plaques as described in Chapter 6. It is, however, possi-
ble to detect and segment the vascular boundary region on cross-sections
of vessel images using active contour models. By analyzing the segmented
contour properties, e.g. their area and diameter, conclusions about the state
of the vessel can be drawn. Hence, significant soft-plaques can be detected
and their extent can be estimated.

During the course of this research project, very little literature has been pub-
lished on the detection of soft-plaques on CTA data. Renard et al. [RY08]
present an adaptive region growing approach in order to segment the in-
ner vessel lumen and the outer vessel wall. They then estimate soft-plaque
position and extent by quantifying the difference of the effective cross sec-
tional area of the inner vessel lumen and the outer wall. In contrast to the
region growing approach, Lankton et al. [LSRT09] present a soft-plaque
detection method based on localized active contours. Using a user pro-
vided seed point, local energy constraints are minimized in order to segment
the vessel and detect soft-plaques on the artery. Their method has been
evaluated on 8 cardiac CTA datasets and delivered promising results. Both
of these methods require the user to specify, either directly or indirectly,
the approximate location of the plaque before segmentation. In contrast to
these algorithms, the method examined in this thesis runs fully automatic
on previously segmented centerlines of the coronary arteries. The presented
approach is based on the extraction of vessel boundary contours using gra-
dient vector flow snakes. Thereby, the shape of the examined vessel will be
reconstructed and pathologies can be detected along the course of the artery
using the generated vessel hull.
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7.1 Active Contour Models

Snakes, or active contours, are used extensively in computer vision and im-
age processing applications [KWT88, LL93, MT96, TS93, TAMM04]. Sim-
ply put, active contours are curves that deform within images in order to
recover desired object shapes [KWT88]. The deformation is controlled by
the minimization of an energy functional that represents the active model.
The basic snake is a controlled continuity spline. This spline is deformed
under the influence of external and internal forces. Thereby, the internal
spline forces impose piecewise smoothness constraints, whereas the exter-
nal forces draw the curve towards image features. When the position of a
snake curve is represented parametrically as c(s) = (x(s), y(s)), the result-
ing energy functional of the active contour can be written as [KWT88]

Esnake =
∫ 1

0
Eint(c(s)) + Eext(c(s))ds . (7.1)

Here, Eint represents the internal, and Eext represents the external energy.
The spline energy, i.e. the internal energy, is composed of a first- and a
second-order term and is expressed as

Eint(c(s)) =
1
2

(
α(s)|c′(s)|2 + β(s)|c′′(s)|2

)
, (7.2)

where the first-order term makes the spline act like a string or a rubber band
and is controlled by α(s). The second-order term makes the spline act like
a beam and is controlled by the parameter β(s). Adjusting α and β controls
the relative importance of the first- and second-order terms. For example,
if β is set to zero at some point, the snake curve can become second-order
discontinuous and develop a corner [KWT88].

The external energy of the snake is usually derived from the image data.
It can be additionally supplemented by a user controlled constraint term
Econ, i.e. Eext(c(s)) = Eimage(c(s)) + Econ(c(s)). However, for the present
discussion, only the image-based term will be taken into account, since the
developed algorithm is required to run without any user input. The energy
function should be designed in a way such that it takes on its smallest values
on the features of interest of the image, e.g. the boundary regions of vascu-
lar structures . This can be achieved in different ways. The simplest useful
image functional is image intensity itself, i.e. E1

ext = I(x, y) [KWT88]. Here,
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we are given a 2-dimensional gray level image I(x, y), where (x, y) is a po-
sition on the image grid. Other common external image functionals can be
the edge functional and the scale space functional, expressed as

E2
ext(x, y) = −|∇I(x, y)|2 , (7.3)

and
E3

ext(x, y) = −|∇(Gσ(x, y) ∗ I(x, y))|2 , (7.4)

where Gσ(x, y) is a 2-dimensional Gaussian function with the standard de-
viation σ. Moreover, these functionals can be combined in order to yield a
total image energy [KWT88], i.e.

Eext = ω1E1
ext + ω2E2

ext + ω3E3
ext . (7.5)

Thereby, a wide range of snake behaviors can be created simply by adjust-
ing the weighting factors. However, these image forces can be problematic,
especially in image regions where concavities exist. Moreover, the initial
snake curve has to be placed very close to the shape that is to be segmented.
These drawbacks can be avoided by using an alternative external force called
gradient vector flow. Gradient vector flow will be described in Section 7.1.2.

7.1.1 Solving the Energy Equation

At the minimum of Equation 7.1, the active contour must satisfy the Euler-
Lagrange equation

αc′′(s)− βc′′′′(s)−∇Eext(c(s)) = 0 . (7.6)

Here, it is assumed that α(s) = α and β(s) = β are constant. This equation
can also be considered as being a force balance equation, i.e.

Fint(c(s)) + Fext(c(s)) = 0 . (7.7)

The internal force in this equation opposes stretching and bending and the
external force pulls the snake towards the desired image features. This force
balance equation can then be solved by approximating the derivatives by
finite differences [KWT88]. Thus, the energy functional of the snake can be
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expressed as a discrete formulation [KWT88]

E∗
snake =

N

∑
i=1

Eint(i) + Eext(i) , (7.8)

where the snake is represented by N discrete curve elements which are cal-
culated at a fixed step size h.

Let then ci = (xi, yi) = (x(ih), y(ih)) be a discrete point on the curve. Con-
sequently, Eint(i) can be approximated by

Eint(i) = αi
|ci − ci−1|2

2h2 + βi
|ci−1 − 2ci + ci+1|2

2h4 , (7.9)

where c0 = cn. If fx(i) = δEext
δxi

and fy(i) = δEext
δyi

, the corresponding Euler

equation can be written as [KWT88]

αi(ci − ci−1) − αi+1(ci+1 − ci)
+ βi−1(ci−2 − 2ci−1 + ci)
− 2βi(ci−1 − 2ci + ci+1)
+ βi+1(ci − 2ci+1 + ci+2)
+ ( fx(i), fy(i)) = 0 .

(7.10)

The vector-valued equation can be expressed as

Ax + fx(x, y) = 0 , (7.11)

and
Ay + fy(x, y) = 0 , (7.12)

where A is a pentadiagonal banded matrix of the form

A =



c1 d1 e1 a1 b1
b2 c2 d2 e2 a1
a3 b3 c3 d3 e3

a4 b4 c4 d4 e4
. . .

. . .
. . .

. . .
. . .

. . .
. . .

. . .
. . .

. . .
eN−1 aN−1 bN−1 cN−1 dN−1
dN eN aN bN cN


, (7.13)
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and

ai =
βi−1
h4 ,

bi = −2(βi + βi−1)

h4 − αi
h2 ,

ci =
βi+1 + 4βi + βi−1

h4 +
αi+1 + αi

h2 ,

di = −2(βi+1 + βi)

h4 − αi+1
h2 ,

ei =
βi+1
h4 .

(7.14)

Thus, the values ai, bi, ci, di and ei correspond directly to the coefficients of
the discrete variant of the Euler equation.

In order to solve Equations 7.11 and 7.12 numerically, the right-hand sides
of the equations are set equal to the product of a step size γ and the negative
derivatives of the left-hand sides [KWT88]. Thereby, fx and fy are assumed
to be constant during a time step. The internal forces are completely speci-
fied by the banded matrix, hence the time derivative can be evaluated at the
time t, rather than time t − 1 [KWT88]. Consequently, providing an initial
snake contour curve at t = 0, the energy equation can be solved by iterating

xt = (A + γI)−1(γxt−1 − fx(xt−1, yt−1)) (7.15)

yt = (A + γI)−1(γyt−1 − fy(xt−1, yt−1)) . (7.16)

Since the matrix A + γI is also a pentadiagonal banded matrix, its inverse
can be calculated by LU decomposition in O(n) time [KWT88].

7.1.2 Gradient Vector Flow as External Image Energy

Instead of stating it as a standard energy minimization problem, the solu-
tion to the snake curve is formulated as a force balance equation. As a con-
sequence, different external forces have been proposed in order to improve
the overall snake performance [XP97]. The major drawback of the standard
external forces such as the image gradient is that the force field generally ex-
hibits a zero magnitude in homogenous image regions. This is, however, an
undesirable behavior for a static external image force.
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Imagine a free particle as a single point snake with no internal force applied.
In the presence of an external image force, the free particle should be able
to move to image regions of interest when placed anywhere within that ex-
ternal force field. With standard external forces, however, the particle must
be placed very close to the region of interest in order to show this behavior.

Xu and Prince proposed a solution to this general problem by replacing the
traditional external force by a new external force field, called the gradient
vector flow (GVF) field [XP97, XP98]. The GVF field has the advantage of
not only pointing towards the desired object boundary when it is very close
to the actual boundary, but also to vary smoothly over homogenous image
regions. Consequently, the forces from the GVF field can capture the points
of a snake curve from a long range. Thereby, it is irrelevant if the snake
curve is inside or outside of the objects boundary. Moreover, in contrast to
traditional forces, the GVF field is capable of forcing the snake into concave
boundary regions [XP97].

The gradient vector flow force field can be derived by defining an edge map
f (x, y), which corresponds to one of the traditional external force fields. In
the case of this thesis, f (x, y) = −E3

ext(x, y) = |∇(Gσ(x, y) ∗ I(x, y))|2 was
chosen. The gradient field∇ f has vectors pointing towards the image edges,
but exhibits only a narrow capture range [XP97]. Moreover, in homogenous
regions, the image intensities I(x, y) are constant, thus ∇ f is zero and no
information of nearby or distant edges is available.

Based on the edge map, the gradient vector flow field can be constructed.
The GVF field is defined to be the vector field v(x, y) = (u(x, y), v(x, y))
that minimizes the energy functional [XP97, LY07]

EGVF =
∫ ∫

µ(u2
x + u2

y + v2
x + v2

y) + |∇ f |2|v −∇ f |2 dxdy . (7.17)

This formulation follows the principle of creating a smooth result in the ab-
sence of data. In particular, when |∇ f | is small, the functional is dominated
by the partial derivatives of the vector field. When |∇ f | is large, the second
term dominates the integrand which reaches its minimum at v = ∇ f . µ is a
regularization term which determines the tradeoff between the two terms of
the functional. The GVF field can be calculated similarly to the snake curve



7.2 Detection of Soft-Plaques 101

by solving the following Euler-Lagrange equations

µ∇2u − (u − fx)( f 2
x + f 2

y ) = 0 (7.18)

µ∇2v − (v − fy)( f 2
x + f 2

y ) = 0 , (7.19)

where ∇2 is the Laplacian operator. These two equations can be solved by
treating u and v as functions of time t and iterating

ut(x, y, t) = µ∇2u(x, y, t) (7.20)

− (u(x, y, t)− fx(x, y)) · ( fx(x, y)2 + fy(x, y)2) (7.21)

vt(x, y, t) = µ∇2v(x, y, t) (7.22)

− (v(x, y, t)− fy(x, y)) · ( fx(x, y)2 + fy(x, y)2) . (7.23)

After v(x, y) is computed, it can be used to replace the external force −∇Eext
in the snake equation. The active contour model formulation thus becomes

αc′′(s)− βc′′′′(s) + v = 0 , (7.24)

and is solved analogously to the traditional snake formulation, i.e. by dis-
cretization and iterative solution.

When the traditional external force of the snake formulation is replaced by
the GVF field force, the snake is also termed GVF snake. The GVF snake al-
lows a flexible initialization and encourages convergence to boundary con-
cavities. This is especially interesting when extracting contours for plaque
detection, as plaques on CTA vessels can exhibit any shape. Another com-
mon problem for vessel boundary extraction are branching vessels, which
usually tend to distract the standard contouring methods and thus yield
massive outliers. In these cases, the GVF snake yields smoother results than
traditional snakes, which makes it an ideal candidate for vessel boundary
extraction [TAMM04, XP98, LY07].

7.2 Detection of Soft-Plaques

In order to perform an automatic soft-plaque detection on a CTA dataset,
the three major coronary arteries are extracted and labeled with the meth-
ods presented in Chapter 4. Subsequently, the generated vessel centerlines
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can be used to create 2-dimensional multi-planar reformations (MPR) of the
image data [PB07, Pra07]. The calculated plane segments are perpendicu-
lar to the centerline, as shown in Fig. 7.1. This is done for each centerline
point in order to create a MPR image stack of the corresponding vessel.

In a subsequent step, the GVF field is calculated for each slice of this stack.
In order to decrease the time required for computation and to reduce the
number of possible snake distracting image elements from the input data,
the algorithm from Chapter 6 is adapted to generate a threshold for a coarse
image segmentation. Hence, the vessel histogram is created as described
in the previous chapter. Instead of detecting the separation point between
vessel lumen and calcium plaque, however, the start of the ascent of the
histogram curve is detected. The corresponding threshold value represents
the minimum HU value for which vascular lumen can occur in the image.

The detected threshold value is then used in order to create a segmentation
mask for a simple threshold based image segmentation [Pra07], which is
responsible for the removal of undesired tissue from the CT image. This
is important, since the low soft tissue contrast of CT yields a high gradient
variation in the image. Consequently, this leads to a very unsteady GVF
field which has a negative overall influence on the resulting snake curve.
An example of the GVF field that is created on a slice image of a vessel is
shown in Figure 7.2. In subfigure a), the GVF field is created on the original
image. Subfigure b) shows the GVF field as it is created after performing
the segmentation. The unsteady field that is created when not applying the
segmentation step can clearly be seen. Various whirls are produced due to
the noisy soft-tissue contrast. If the snake curve is placed within such a
unsteady field, the curve would be distracted from the vessel boundary and
thus the algorithm would yield a wrong segmentation result.

In order to segment the boundary of the vessel in the slice image, an initial
contour curve is created at the centerline point on the 2D projection image of
the vessel. This initial contour is simply a circle of radius R and consists of N
discrete sample elements. R and N are the input to the algorithm. Setting an
initial radius not greater than 2.5mm is reasonable, since the diameter of a
coronary artery usually does not exceed 5mm at its most wide point [Led05].

Note that due to noise in the resulting centerline segmentation, the center
point of the vessel segmentation does not always correspond to the exact
center of the coronary artery. This is, however, no problem, since these
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(a) 3D View including the vessel centerline.

(b) Corresponding 2D slice view.

Figure 7.1: Planar reformation of the image data along the vessel centerline. Sub-
figure a) shows the reformation plane within the 3D context of the vessel centerline.
In subfigure b) the corresponding 2D slice view is shown. The vessel lumen of the
coronary artery is located at the center of the image plane.
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(a) Original MPR slice clearly showing the ves-
sel lumen.

(b) GVF field calculated on the whole slice im-
age.

(c) GVF field calculated after threshold based
image segmentation.

Figure 7.2: The GVF field that is calculated on a MPR slice of a segmented coronary
artery centerline. In subfigure a) the original slice image is shown. Subfigure b) shows
the computed GVF field which is created from the whole image data. The field is
unsteady and shows a lot of whirls which are created due to the noisy soft-tissue
contrast of CT. Subfigure c) shows the GVF field that is calculated from the image
after performing a threshold based segmentation. The field is much clearer and
shows a concise shape towards the vessel lumen boundary.
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small deviations can be fully compensated by the GVF field attracting the
contour curve towards the vessel boundary.

Subsequently, the snake energy functional is minimized in order to fit the
initial contour curve to the vessel boundary. Due to the GVF field that is
used as the external energy function, the contour curve converges quite fast
to the desired boundary. Usually, only 1–2 iterations are required in order
to achieve a reasonably good segmentation. In order to reduce the prob-
ability of an erroneous segmentation, the procedure is repeated until the
contour does not change substantially for at least 5 iterations. Hence, the
algorithm gets the possibility to deal with local minimas that might capture
the curve too early. The maximum number of iterations that are performed
per contour curve is set to 25. An example is shown in Figure 7.3.

This process is then repeated over the whole course of the extracted vessel
centerline. The result is a stack of contour curves which can be analyzed in
order to detect pathologies. The stack of contours in a 3D visualization is
shown in Figure 7.4. Once all contour curves are determined on the vessel,
their characteristics can be calculated. Specifically, the area of the closed
contour curve and the average radius is calculated. This can be achieved by
determining the center c⃗i of the closed curve of slice i as the average of the
sum of the individual points of the boundary polygon, i.e.

c⃗ =
1
N

N

∑
j=0

p⃗j , (7.25)

where p⃗j is the j-th contour curve point and N is the number of contour sam-
ple points. Using the calculated center point, the area A is calculated as the
sum of area of the triangles that are part of the triangle fan represented by
the center point and two adjacent contour points. Furthermore, the average
radius of the closed contour is computed as the mean of the maximum and
minimum radius within the closed polygon. By calculating the area and the
average radius for all contours on a vessel, an area and a radius distribution
graph over the whole course of the vessel is obtained.

Note that since the segmentation is usually noisy, the resulting distribution
curves have to be smoothed by applying a 1D box filter prior to analysis. This
noisiness is caused primarily by the huge shape variation of the coronary
artery itself. Since vessels are blood filled, hollow soft-tissue, their shape is
not fixed and their cross-section contour can vary strongly, depending on
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(a) Initial contour curve.

(b) Adapted snake curve segmenting the vessel
boundary after one iteration.

Figure 7.3: Vessel boundary segmentation using GVF snakes. In subimage a) the
initial contour is shown. Subimage b) shows the segmentation result after a single
iteration.
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(a) Resulting contour stack on the whole vessel.

(b) Contour stack close-up.

Figure 7.4: Contour generation on the whole vessel. Subimage a) shows the resulting
contour stack within the context of the heart muscle. Subfigure b) shows a close-up
of the corresponding contour stack. In this particular example, a pathology which
could be a soft-plaque in the distal part of the vessel is easily visible even without
further algorithmic aid.



108 CHAPTER 7 Coronary Soft-Plaque Detection and Quantification

the current blood flow and heart state. Consequently, minor changes to the
vascular shape caused by a possible pathology cannot be reliably detected
by the presented method.

An example of the obtained radius distribution curve on a coronary artery
is shown in Figure 7.5. Since the centerline segmentation usually starts at
the ostium, the MPR slice stack includes parts of the aorta at its first slices.
These slices do not yield valid contours when processed by the algorithm.
However, this can be easily compensated for by simply ignoring the segmen-
tation results for the first 1cm after the start of the centerline. It is shown in
the figure that major soft-plaques reducing the vessel lumen substantially
yield a significant negative peak in the resulting distribution curve.

Figure 7.5: Example of the average radius distribution graph obtained on a coronary
artery using the GVF snake contours. The vessel centerline is drawn in red, the
radius distribution graph is drawn in green. Note the massive drop of the radius size
at the clearly visible soft-plaque at the distal vessel part. At the proximal part of the
vessel near the ostium, there is also a narrowing visible on the CT. This narrowing
is also represented in a drop of the radius curve. This might be a soft-plaque, but is
not significant enough to be automatically detected by the algorithm.

These negative peaks, which are characteristic for the presence of a soft-
plaque, can be detected automatically by scanning the curve data in a point
by point fashion. Thereby, the area and the radius of the current slice is
compared to the slices within a reference frame. This reference frame con-
tains the current slice and 0.5cm before and after the current slice. If the
percental difference between the current and the surrounding area or ra-
dius sizes exceed a previously defined threshold, the corresponding seg-
ment is marked as a soft-plaque. Experiments on the example data have
shown that selecting a threshold of 35% is capable of detecting all signif-
icant stenoses without yielding too much false positive results. One dis-
advantage of this approach is, that very small variations in the vessel that
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might be plaque are not detected. However, as clinical studies show, the
current quality of CT for determining very small soft-plaques is at all ques-
tionable [Ach07, KDK∗08, Ach08].

Based on the curve computations, the extent of the detected soft-plaque can
be approximately quantified as the ratio of the radius at the most narrow
point of the vessel lumen, i.e. the plaque location, and the mean of the
widest radii of the reference frame. This yields a value S between 0 and
1 being inverse proportional to the narrowing of the vessel lumen caused by
the plaque. Its extent can thus be quantified by a soft-plaque score Ps which
is expressed in percent and is calculated by Ps = (1 − S) ∗ 100. However, it
is important to state that this score value just represents a radius reduction
in percent which is calculated based on geometric observations after con-
tour extraction. Moreover, it has to be taken into account that at the very
center of a strong soft-plaque, the resulting GVF field is very noisy and the
resulting contour curve is usually not smooth (Fig. 7.6). Thus, the resulting
score value has, at the time of this writing, no clinical significance.

(a) (b)

Figure 7.6: Closeup of the contour at a soft-plaque. Subimage a) shows a cut-out of
the vessel CPR at the soft-plaque. In subimage b) the contour curve at the location
of the red marker in the CPR image is displayed. It can be seen that in the vicinity
of a plaque the contour curve is very noisy.

However, with the presented algorithm it is possible to detect soft-plaques
reliably and it is also possible to provide at least an estimate of the vessel
lumen reduction that is caused by the pathology. In order to establish a
meaningful clinical risk score value similar to the calcium scoring values,
the developed software product has to be used for evaluation in long term
clinical studies that can prove the validity of such a score.
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7.3 Implementation

A prototype software has been created in order to facilitate the evaluation of
the algorithm. Therefore, the GVF snake method has been integrated into
the automatic branch detection software presented in Chapter 4. After the
vessel branches have been segmented, they are automatically processed by
the GVF snake algorithm, which is followed by the radius estimation and
soft-plaque detection. Note that the parameters of the snake algorithm are
configured such that calcified plaques are enclosed within the resulting con-
tour. This is required, as segmenting calcium plaque would lead to wrong
results for the soft-plaque detection. Calcified plaques can be segmented
and quantified with the algorithm presented in Chapter 6. A screenshot of
the software is shown in Figure 7.7.

Figure 7.7: The software prototype for soft-plaque quantification based on the soft-
ware for automatic branch labeling. The three major coronary arteries are processed
automatically and no user interaction is required.

As with the other software products presented in this thesis, the prototype
implementation uses very few user interaction elements. In order to use the
software, the user simply has to load a CTA dataset. Then, the segmentation
of the coronary arteries and the soft-plaque detection runs fully automati-
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cally. Once the algorithm has finished processing, buttons allow the user
to cycle through all detected soft-plaque lesions, if they are present within
the data. Additionally, the CPR views of the coronary arteries with plaque
markers can be displayed in order to visually asses the results (Fig. 7.8).

Figure 7.8: The software prototype for soft-plaque quantification displaying the CPR
of the RCA artery. The detected soft-plaque is marked with the yellow marker. The
red marker indicates the current position of the slice view (lower left image).

The core parts of the implementation are the MeVisLab modules SMSGVF
and SMSSnake. These are responsible for computing the GVF field and ap-
plying it as external image force to the snake curve. A screenshot of the un-
derlying network that drives the prototype software is shown in Figure 7.9.

7.4 Results

The GVF snake based algorithm for soft-plaque detection has been eval-
uated on 35 distinct soft-plaques which were found to be pathologies of
21 coronary arteries in 16 CTA scans. The coronary centerlines were seg-
mented using the automatic segmentation approach presented in Chapter 4.
Subsequently, visible plaques contained within the arteries were marked
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Figure 7.9: The network driving the software prototype for soft-plaque quantification.

manually for later evaluation of the algorithm.

Then, the automatic soft-plaque analysis algorithm has been applied to the
CT datasets. From the 35 soft-plaques, 33 have been detected correctly with
respect to their position. This corresponds to a correct detection rate of
94.28%. The two missing plaques were not marked by the algorithm since
their lumen narrowing impact was not greater than the proposed thresh-
old value of 35%. Additionally, within the 21 coronary arteries, 5 plaques
were detected as false positives. On the testing data, this corresponds to
an approximate false positive detection rate of about 12%. However, the
false positives were detected only on two datasets which exhibited very noisy
data. Due to the noise contained within these datasets and the resulting un-
clear vessel lumen the vessel contour curve and thus the radius distribution
were also very noisy. This could not be compensated for by the smoothing
operations and therefore led to wrong detection results.

The processing times for analysis of a full coronary tree are quite low. For
the tree generation, the GVF field computation, snake curve generation and
analysis about 30—40 seconds are required. As for the automatic calcium
plaque detection algorithm, the majority of the processing time is used for
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the generation of the coronary tree segmentation. The soft-plaque detection
itself takes about 5—10 seconds, depending on the length of the centerline
that has to be processed. Additionally, the automatic algorithm can be in-
tegrated into the standard pre-processing pipeline of the CT software ven-
dors. Since this algorithm is also based on the segmentation of the coronary
tree, the method can be combined with the plaque quantification algorithm
presented in the previous chapter. Thereby, once the data is available at
the clinical workstation, a comprehensive plaque analysis can be presented
to the radiologist. This can provide substantial aid to the clinician for the
creation of a faster and reliable diagnosis.

In general, the results delivered by the soft-plaque detection are very accu-
rate. This is shown in Figure 7.10. It shows three different results that were
created by the algorithm. It can be seen that the marker is placed at the
center of the plaque, which usually represents the position of the smallest
diameter of the coronary artery.
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(a)

(b)

(c)

Figure 7.10: Images showing examples of the detection results of soft-plaques on
different coronary artery CPRs. The soft-plaques on the coronary arteries are clearly
visible. The detected lesions are automatically marked with the yellow marker. With
the software prototype, the user can cycle through all detected plaques and examine
the plaque and its surrounding tissue in order to create a diagnosis.
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CHAPTER 8
Discussion

In the following sections, each of the presented automatic algorithms for
plaque detection on CTA data will be discussed on its own. Even though the
presented methods can be used as standalone algorithms, they could benefit
from combining the results they generate.

For example, the learning-based stenosis detection approach could be used
for an initial and fast screening of the data. If pathologies are detected, the
calcium plaque quantification or the soft-plaque quantification algorithm
can be run on the images as required. Thereby, the results obtained from
the learning-based approach can be augmented with additional information
and wrong outputs can be corrected. The same approach could also be used
in order to establish an online learning method in an effort to improve the
hypothesis used by the classification algorithm.

Additionally, using all of the presented methods for data analysis simulta-
neously and combining their outcomes can increase the overall reliability of
the generated results. This is similar to having a manual diagnosis checked
by a second reader of the data. Since the application area of CAD methods is
critical and false negative results have to be avoided, it is reasonable to have
the outcome of different and independent algorithms increase the overall
confidence in the generated data.

Consequently, the thorough analysis of the different algorithms and the in-
tegration of their results to a single diagnosis estimate should be a manda-
tory option for future research. The possible and desirable improvement of
the presented results should also be kept in mind while following the sub-
sequent discussion of the standalone methods.

8.1 Learning-Based Stenosis Detection

The first method presented in this thesis for automatic stenosis detection
was a learning-based approach. In order to capture significant properties
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of different types of stenosis in CTA data for training and classification pur-
poses, a novel approach for feature value extraction on vascular structures
has been introduced. By extending this feature extraction approach by a
multi-scale method, it was possible to implement a reliable, automatic de-
tection method for coronary artery stenosis. The algorithm has been eval-
uated on real clinical datasets and delivered high-quality and accurate de-
tection results. Additionally, the presented method implements a boosting
framework for training and classification purposes. This permits a flexible
investigation of varying weak- and strong-learning algorithms without hav-
ing to change the basic stenosis detection logic.

As a drawback of the current setup, the relatively limited database reduces
the statistical significance of the evaluated results. Currently, there are ap-
proximately about six times as many calcified lesions than soft-plaques in
the evaluation database. In this sense, the high detection rate of soft-plaques
has to be put in context. Hence, a major concern is to extend the training
and evaluation databases in order to improve the robustness and confirm
the quality of the algorithm. Consequently, a clinical evaluation under real-
world conditions should be carried out in the future. The extension of the
training database is also supposed to increase the overall detection rate and
quality, since a wider distribution of stenosis configurations is captured by
the learning process.

Another problem is that the class selection method tends to produce too
many false positives. This originates from the extensive multi-scale vessel
representation and the worst case selection method employed. However,
the main focus of this project was to minimize false negative results. More-
over, the false positive rate is within a range that allows clinical application,
as diagnosis performance is improved on the majority of cases. Overall, it
could be shown, that the presented methods are adequate for coronary com-
puter aided diagnosis. In the current setup, the algorithm could be already
used for diagnostic assistance within the scope of a clinical evaluation. By
extending the training database and increasing the overall robustness of the
approach, the presented technique can be capable of drastically reducing
diagnosis times for coronary artery disease analysis. Thereby, the value of
CT as an alternative diagnostic method for coronary artery disease could be
further increased.

The learning-based plaque detection algorithm has been integrated into a
clinical diagnosis software prototype. In conjunction with the automatic
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vessel tree generation algorithm, the software is capable of generating di-
agnosis support data without user interaction. This is especially valuable
as the application of the software permits to quickly rule out the presence
of significant stenosis in the data. The low false negative rate of only about
3% on 110 datasets when performing a whole vessel type classification is
very good. Consequently, as results obtained on the evaluation database
are clinically relevant, extensive evaluation within a clinical setting should
be started in the near future in order to assess not only the accuracy of the
algorithm but also the possible improvements in diagnosis performance.

Nevertheless, the presented methods offer room for further research on the
topic of the application of learning-based algorithms to computer aided di-
agnosis methods. As already stated, major tasks for future work should in-
clude an increase of the learning and evaluation databases. Furthermore, a
thorough analysis of the relevant feature values that have the most impact
on the classification result should be performed. A detailed examination of
different classifiers and weak learning algorithms and their influence on the
quality of the detection rates could also be valuable with respect to the appli-
cability of the method. Another possible point of improvement would be the
extension of the learning-based method by an on-line learning approach.
Thereby, misclassifications would be marked by the radiologist during data
examination and could thus lead to an direct improvement of future results.

8.2 Calcium-Plaque Detection and Quantification

The next method presented in this thesis was an algorithm for the fully au-
tomatic coronary calcium-plaque detection, segmentation and quantifica-
tion on CTA data. The evaluation results have shown that the method is
adequate for coronary calcium scoring within a clinical context when com-
pared to results obtained by a radiological expert. Considering the broad
cluster sizes for risk-grouping of patients in current clinical practice, the
deviation of the result values with respect to the expert’s ground truth is not
significant. Additionally, most of the deviations from the reference scores
are caused by the automatically determined segmentation threshold pro-
viding a better fit to the data than the manually selected one. Hence, more
voxels belonging to a calcified lesion are segmented, yielding an increased
score value. However, since no flooding occurred during the segmentation
phase, it can be concluded that the algorithm is capable of selecting the opti-
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mal threshold for the inclusion of most voxels belonging to a calcified lesion.
It is thus reasonable to assume that the resulting higher score resembles the
real calcium burden more accurately.

Moreover, since the results can be accurately reproduced, a major advan-
tage of the presented approach is that it is not susceptible to the current
intra- or inter-observer variability prevalent in manual scoring. In practice,
it was found that the parameter values for determining the segmentation
threshold – which were selected empirically once by manual inspection of
sample histograms – proved to be sufficiently robust for the intended appli-
cation and no case could be found where this simple choice failed. However,
the quality of the presented method could probably be improved by using a
more sophisticated approach to determine the associated parameter values,
such as expectation maximization (EM) on the histogram data.

A direct comparison of the presented approach to the results of the previous
works would not be adequate, as almost all of them require manual selection
of the plaque positions or manual segmentation of the coronary arteries,
others require a native CT scan in addition to a contrast-enhanced CT scan.
This could lead to a possibly unnecessary increase of radiation exposure for
the patient which can be avoided. Albeit the presented approach runs fully
automatic and without any user interaction, no calcified plaques that were
marked by the radiologist in the ground-truth database were missed by the
algorithm. This underlines the reliability of the applied method.

The main drawback of the evaluation of the algorithm is that it was not
possible to integrate a measure of intra-observer variability, as the ground-
truth was created by only a single radiologist. Carrying out a study including
several observers is expected to yield a wider variability within the ground-
truth database, thus putting the presented results into context. Performing
such a study should be a goal for the immediate future in order to assess the
quality of the approach in more detail.

Since the presented method can be integrated into the standard preprocess-
ing pipeline carried out by the software components provided by the CT ven-
dors, no notable time delay occurs for the diagnosing radiologist. Hence, di-
agnostic data can be provided as soon as the image is available at the clinical
workstation, imposing no extra workload other than verifying the presented
data. This could yield to a significant reduction of overall diagnosis time in
clinical practice, which is highly desirable when dealing with CTA data.
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The study performed by Glodny et. al. [GHT∗09] shows that a calcium vol-
ume score can be obtained from CTAs that correlates strongly with the tra-
ditional Agatston score. The intra- and inter-observer variability was found
to be extremely small, but present when performing manual segmentation.
They also concluded that the coronary calcium load is underestimated when
using contrast-enhanced data. However, the study also attests scores ob-
tained on CTAs the possibility to replace the traditional scores. Hadamitzky
et. al. [HFM∗09] present about the same conclusions with respect to the
prognostic value of CTA scoring, especially for low-risk patients. The ma-
jor critique about scoring on CTA data was that the score could not be de-
termined semi-automatically to the same extent as the traditional Agatston
score due to the high contrast variation. As a direct consequence, this leads
to an increased manual effort and thus increased diagnosis times. This
limitation, however, can be compensated by using the algorithm presented
within this thesis.

Overall, one of the major burdens when performing studies on the appli-
cability of CTA scoring for coronary risk stratification, the increased man-
ual effort, can be avoided by applying the presented algorithm. Moreover,
should those studies finally verify the clinical value of CTA calcium scores
the presented method could become a valuable diagnostic tool.

8.3 Soft-Plaque Detection and Quantification

The final approach presented in this thesis was an automatic soft-plaque
detection algorithm based on the application of gradient vector flow snakes.
The results of the algorithm are promising. All of the significant stenosis on
the test database could be detected by the method. The two missed plaques
in the evaluation database that were marked by the radiologist in the data
did not significantly reduce the vascular lumen.

A more severe drawback of the evaluation is, however, that the soft-plaque
database is very small. There were only 35 plaques for algorithm assess-
ment, which reduces the statistical significance of the overall results. A ma-
jor point for future work would thus be to increase the databases and extend
the evaluation drastically — preferably within a clinical setting. This would
be an enormous aid in providing a more concise analysis of the results.
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A limitation of the algorithm is, that with the current parameter settings,
comparatively many false positive results are produced. One of the major
reasons for this behavior is that the coronary arteries are subject to strong
deformation within the course of a heartbeat. As a consequence, the radius
distribution curve which is used to detect the soft-plaques has a high vari-
ation which cannot be fully compensated by smoothing the data. Another
reason is that the snake curves resulting from a particular segmentation are
in general very parameter dependent. The set of parameters used for the
detection results presented in this thesis were found empirically and deliv-
ered good results. However, a closer examination of them should be indi-
cated for future work. Examining methods for the automatic estimation of
the optimal parameter setting could also prove very worthwhile.

In order to put the results into context, it has to be stated that soft-plaque
detection on CTA data is a relatively new topic. The previous works from
Renard et. al. [RY08] and Lankton et. al. [LSRT09] use similar methods
than the approach presented in this thesis. The initial results are all very
promising. However, their clinical relevance has still to be demonstrated.
The study of Knollmann et. al. [KDK∗08] analyzed the quality of CTA with
respect to plaque measurements. They compared CTA results to histologi-
cal specimens in a post-mortem investigation of 30 autopsy cases. Their ma-
jor conclusions are that CT overestimates plaque area, but underestimates
lipid-cores if present. Moreover, they found that CT measurements were
problematic with respect to reproducibility. Overall, they concluded that
CTA cannot reliably detect vulnerable plaques and has problems identify-
ing smaller non-calcified plaque areas. On larger plaques, however, there is
a correlation between CT and histologic area measurements. In summary,
even though CTs spatial and temporal resolution is high, it is not yet high
enough for the reliable detection of difficult plaque situations. This is, how-
ever, expected to change with the technological evolution in the future.

In summary, soft-plaque detection on CTA data is even more difficult than
the detection of calcified plaques. Thus, automatic methods that aid the ra-
diologist with the task of identifying and estimating the clinical significance
of a plaque are becoming more and more important. The method presented
in this thesis can thus be a good start for further research on the topic and
clinical evaluation of the results. The algorithm is fast and easy to use. It in-
tegrates well with the existing image processing and analysis pipeline and it
does not require user input in order to generate results that can be analyzed.
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Consequently, the presented method and the associated software prototype
can aid in performing clinical studies on the applicability of CTA with re-
spect to soft-plaque detection and quantification. The presented results
have shown that significant plaques can be detected with respect to their
position. Further studies and analyses have to be performed in order to as-
sess the quality of the quantification approach. This could also lead to the
derivation of a clinically relevant soft-plaque score value which could prove
as valuable as the cardiac calcium score is today with respect to the risk as-
sessment of coronary artery disease.

Moreover, as the image quality of CT is increasing the presented algorithms
will become more valuable since their implementation is expected to scale
well with imaging improvements. Furthermore, especially when dealing
with soft-plaques, the possibilities of advanced imaging techniques such as
dual-source CT should be explored in order to provide even more diagnostic
quality and improvements in diagnosis speed and reliability.
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CHAPTER 9
Conclusion

Cardiovascular diseases are the number one cause of death in the world and
the number of cases is ever increasing. According to the Statistisches Bun-
desamt, solely in Germany 42% of all deaths, or a total of 358.908 people,
died directly or indirectly from CVDs [Sta10b]. Using some simple math,
this corresponds statistically to roughly about 1000 deaths per day or 40
deaths per hour — not counting the acute cases of ischemia or stroke with-
out fatal ending. These vast numbers should make it obvious that CVD is
indeed a major health and economical problem. As a consequence, any ac-
tions taken to support the clinical process during diagnosis, treatment and
aftercare procedures is therefore strongly desirable.

Medical imaging techniques play a key role today for this purpose. Espe-
cially cardiac imaging has high demands on the imaging modality with re-
spect to spatial and temporal resolution. Despite the permanently decreas-
ing radiation doses, CT is outstanding as a modality for imaging of the heart
and the coronary arteries. The image quality that can be acquired by CT is
almost at pace with that of traditional invasive catheter based angiography.
Unlike the latter, CT does not have the risk associated with introducing a
catheter into the beating heart. However, analysis of the data is a manual
and time consuming process and unlike traditional angiography, CT does
not allow direct treatment of diseases. Hence, a fast evaluation of the im-
ages is required in order to provide optimal patient care.

This is becoming even more important, as patients and thus patient data
as well as time and cost pressure in the clinical environment are constantly
increasing. Simple image processing techniques, e.g. threshold based seg-
mentation, already do provide a great aid to the radiologist when creating
a diagnosis. More advanced algorithms and techniques are on the way in
order to provide further diagnostic support. These class of algorithms, re-
ferred to as computer aided diagnosis methods, extend the existing proce-
dures. The major goal for these approaches is to provide a diagnosis esti-
mate to the radiologist automatically, ideally not requiring any other input
than the image data. The clinician only has to confirm or reject the auto-
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matic results and possibly examine the image parts that might have been
missed by the procedure. Thereby, the algorithm can not only reduce diag-
nosis times drastically, it also acts as a second reader of the data, increasing
the final reliability of the outcome by reducing observer variability.

Especially the identification of small structures, like plaques contained in
the coronary arteries of the heart, is a difficult manual process that can ben-
efit substantially from automatic methods. In this thesis, different methods
where examined in order to approach this problem. The foundation of any
automatic plaque detection algorithm is a reliable segmentation of the coro-
nary arteries itself within the data. Based on this segmentation, methods
that operate on the segmentation results have been developed that allow
the classification of pathologies along the vessels. The learning-based ap-
proach that is trained with ground truth data created by expert knowledge
was used to identify diseased regions along the arteries. The resulting al-
gorithm was capable of quickly identifying the overall state of the vascular
system, i.e. if there are diseases present or not, as well as determining the
exact location of the plaques. However, as detailed analysis revealed there
is still much room for improvement. The ground truth reference database
should be increased and the performance of different classifiers should be
examined further. Overall the approach delivered promising results and
showed itself being worthwhile for future research.

Besides the detection of the location of plaques, their quantification is an
important topic with respect to risk assessment of coronary artery disease.
Current state-of-the art clinical research deals with the transfer of the re-
sults of established calcium scoring methods on native CT scans to the re-
sults obtained on contrast-enhanced CT angiography image data. One of
the main reasons for this approach is the reduction of radiation dose, as
contrast-enhanced CT allows a better imaging of the coronary arteries than
native CT, and therefore usually two scans are required in order to provide
full diagnostic data. However, calcium scoring on CTA is more difficult than
on native CT. In this thesis, an image analysis method that runs in con-
junction with the coronary vascular tree segmentation was presented that
is capable of automatically determining a segmentation threshold and the
location of calcified plaques in the data. Thereby, a fully automatic thresh-
old based segmentation and scoring of calcified plaques could be achieved
that delivered similar results than those obtained by manual segmentation
from a radiologist. The approach was found to produce very reliable results.
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Therefore, it is already used in order to supplement clinical studies on the
applicability of CTA scoring for patient risk assessment. This approach is
also open for algorithmic improvement, e.g. in the current setting the pa-
rameters for the image analysis are determined empirically. It would, how-
ever, be a substantial improvement if those parameters could also be de-
rived automatically from the input data. This would increase the reliability
of the algoritm even further.

Finally, a snake-based segmentation algorithm for soft-plaques in CTA data
has been examined. This is a difficult task, since soft-plaque contrast is
very low in CT and usually plaques are hardly discernible from the sur-
rounding tissue. The presented approach generated a boundary hull along
the whole vessel and extracted a radius distribution curve from that data.
Thereby, it was possible to detect the locations where the boundary diame-
ter became significantly narrowed — a strong indication for the presence of
a soft-plaque. By relating the radii of the healthy vessel parts in the vicinity
of the pathology to those present at the most narrow part of the plaque, a
score value estimating the severity of the disease could be generated. The
first results obtained from the application look very promising and provide
a high detection rate. However, as there exists no reference data with re-
spect to the score values, it is very difficult to judge the quality of the mea-
surement. Therefore, more research work is required in order to provide a
reliable ground truth that enables the comparison of different algorithms.
Also, clinical studies on the topic are necessary in order to provide a refer-
ence for the diagnostic significance of the obtained data.

In summary it could be shown during the course of this thesis that the pre-
sented algorithms are capable of providing diagnostic aid to the radiolo-
gist when dealing with contrast-enhanced CT angiography data. Thereby,
the speed of data analysis could be substantially increased, as the presented
methods do not require any user input and can be connected to the standard
image processing pipeline. Thus, the generated diagnostic data can be pro-
vided as soon as the images are available at the clinical workstation. Hence,
the presented methods can be a valuable tool for clinical processing. How-
ever, it was also shown that there is still much room for improvement and
further research on these topics. Reliability and significance of the gener-
ated data must still be improved in order to leverage the presented methods
from study to everyday clinical use. Automatic methods are expected to be-
come a more and more common tool for providing valuable information to
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the radiologist. Despite the quality of these algorithms, however, it should
not be forgotten that it will always be the human making the final decision
about the diagnosis for the foreseeable future.
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Erkrankungen des kardiovaskulären Systems sind weltweit Haupttodesur-
sache. Da die KHK ein enormes gesundheitliches und ökonomisches Pro-
blem darstellt, ist es unerlässlich, die klinischen Verfahren zur Diagnose,
Behandlung und Nachsorge zu unterstützen. Die medizinische Bildgebung
des Herzens stellt hohe Ansprüche an die Modalität der Aufnahmetechni-
ken in Bezug auf räumliche und zeitliche Auflösung. Hier ist die Compu-
tertomographie mittlerweile auf einem qualitativ ähnlich hohen Stand wie
die traditionelle katheterbasierte Koronarangiographie. Obwohl das Krank-
heitsbild eine schnelle und verlässliche Diagnosenstellung erfordert, um ei-
ne optimale Patientenversorgung zu gewährleisten, ist die Analyse der Bild-
daten jedoch noch immer ein aufwändiger manueller Prozess. Beim Vorlie-
gen einer KHK wird der Herzmuskel aufgrund eines unzureichenden Blut-
flusses in den Herzkranzgefäßen nicht mehr ausreichend mit Sauerstoff ver-
sorgt. Dieser unzureichende Blutfluss wird durch kleine arteriosklerotische
Plaques verursacht, die das Gefäß blockieren - eine Stenose entsteht.

In der vorliegenden Arbeit werden automatische Verfahren vorgestellt, die
den diagnosestellenden Radiologen bei seiner Aufgabe unterstützen kön-
nen. Dabei erstellen die verwendeten Algorithmen eine Erstdiagnose, ohne
eine Benutzerinteraktion zu benötigen. Die Grundlage der Verfahren bildet
eine robuste Gefäßbaumsegmentierung. Darauf aufbauend wird ein lern-
basiertes Verfahren untersucht, welches in der Lage ist, pathologische Re-
gionen automatisch zu erkennen. Neben der reinen Erkennung von Plaques
nimmt die Quantifizierung derselben einen wichtigen Stellenwert für die Ri-
sikoanalyse ein. Es wird daher ein vollautomatisches, schwellwertbasiertes
Verfahren vorgestellt, welches Kalk-Plaques detektieren und einen klinisch
relevanten Kalziumscore erstellen kann. Dabei wurden Ergebnisse erzielt,
die mit denen von Radiologen manuell erstellten vergleichbar sind. Schließ-
lich wird ein auf aktiven Konturen basiertes Verfahren gezeigt, um Soft-
Plaques in CT Daten zu erkennen und zu quantifizieren. Dabei wird eine
Gefäßwandhülle erstellt und eine Radiusverteilungskurve über das gesam-
te Gefäß erzeugt, anhand derer Soft-Plaques erkannt und näherungsweise
deren Ausmaß bemessen werden kann.
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Zusammen leisten die in dieser Arbeit vorgestellten Methoden und die er-
stellten Software-Prototypen einen wichtigen Beitrag zur Forschung und
Entwicklung im Bereich der computergestützten Diagnose zur Analyse der
koronaren Herzkrankheit in CT Daten.
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